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Abstract: With the rise of learning analytics the collection, storage and analyses of educational
data became important. Often the data is generated and collected in different learning management
systems the students interact with and the combination of the collected data is challenging. Another
challenge is to ensure the privacy of the collected data. This paper describes the requirements for an
open  learning  analytics  system which  allows  easy  extension  with  different  data  providers  and
ensures the the privacy of the collected data.

Introduction

With the rise  of  learning analytics  (LA) in  the last  years,  the collection of  educational  data became the  norm
(Siemens & Long, 2011). Nowadays, in most learning management systems (LMS) data of students interaction are
collected and analyzed. This often leads to distributed educational data in different learning management systems
which is often hard to aggregate. Therefore, open learning analytics systems were proposed  (Chatti, Muslim, &
Schroeder,  2017).  Open systems can be extended easily with new data providers (such as LMS) and with new
analyses on the collected data. 

These open LA systems should be able to collect educational data from students across various LMS and
provide analyses on them, which results in a huge impact on students’ privacy. In Europe, privacy is often regulated
by laws and regulations (Drachsler & Greller, 2016). Often the laws enforce certain restrictions on the collection,
analyses or access to educational data. In addition to restrictions out of legal considerations, one should not neglect
ethical issues related to the collection of educational data  (Pardo & Siemens, 2014). 2016 (Rubel & Jones, 2016)
published an overview about ethical  questions that  developers of learning analytics should address.  The ethical
questions target:  the access to the data;  which data should be collected; a proper weighing of the burdens and
benefits for all affected parties; and making the students aware of the data collection and put them into control.
These questions are fundamental to privacy in learning analytics and should be addressed during the development of
educational data collection. From a learning analytics perspective, one wants to collect and analyze all educational
data for understanding and optimizing students’ learning (Merceron, Blikstein, & Siemens, 2015). The discrepancy
between privacy and legal consideration and the perspective from learning analytics results in challenges for an open
learning analytics system, which will be addressed in this paper.

In  this  case study an open learning analytics  system for  data  collection,  storage  and  analyses  will  be
presented, which helps to collect educational data from different LMS and helps to increase students’ privacy during
the data collection. In this paper, the requirements for such a system will be described. Then an overview of the
implemented system will be provided and in the end, the system will be evaluated and discussed.

The Requirements for a System to Collect Educational Data

There are three different types of requirements for a system that collects educational data from learners: 
• educational aspects, 
• legal and ethical restrictions, 
• technical requirements. 

It is important to note that the requirements seem to be independent, but actually, the educational aspects and legal
and ethical restrictions result in technical constraints. Next, these aspects will be discussed in more detail.

Educational Aspects

Educational aspects arise from the need for data that could be used to meet questions about the actual learning
process  of  students  or  that  can help to  improve the teaching.  To answer these questions certain aspects  of  the
collected data are important. 

Even though one cannot capture the complete learning process of students, as the actual learning happens
by students constructing and incorporating new knowledge into their previous experience and this process cannot be



monitored externally (Duit, 1995). One should not try to capture all data available from students without carefully
analyzing if there is actually a correlation to their learning process. Otherwise, one would collect an enormous
amount  of  data  with  false  correlations  that  might  lead  to  misinterpretations  and  would  also  require  an
overengineered system for the collection and storage of the data. Therefore, one should try to focus on the data
generated during the actual learning process of the students. For example, the number of mouse clicks or the number
of logins are hard to correlate to the actual learning process (Duval, 2011), as they cover interactions, that are not
related to an actual learning process where knowledge is constructed. Reasonable data sources are surveys, time-on-
task measurements, quizzes, results from exams, etc. (Chickering & Gamson, 1987). However, for each data source
one should be aware of the limitations of the data source: for example, surveys cannot cover a detailed learning path;
instead,  they  are  more  useful  to  collect  insights  into  the  motivation  and  the  overall  progress  of  the  student
(Kovanović, Dawson, & Baker, 2015; Mazza & Dimitrova, 2004).

Often  more  important  than  the  collection  of  enormous  amounts  of  data  is  that  one  has  a  continuous
coverage of the overall learning process of a student. This requires that educational data from students collected in
different LMS can be combined into a consistent learning path of an individual student.  The continuous collection
of students educational data can help to monitor the learning process continuously (Chickering & Gamson, 1987).
Analyses of continuous learning paths help, for example, to optimize online learning materials (Sichau & Fässler,
2016). The continuous monitoring of students can easily result in privacy issues as data from different sources can
be combined and it is often not clear who is actually allowed to run analyses on these data and if the students are
aware of the collection and aggregation of this data.

Legal and Ethical Considerations Regarding the Collection of Educational Data

As with all data collections, it is important to make sure that the collection of the data complies with the current law.
As the laws and regulations are different in each country, only an overview of important legal aspects are given in
this paper. Often legal regulations affect the following aspects: access to the data; loss of the data;  forgery, theft or
unlawful use of the data; and unauthorized alteration, copying, access or other unauthorized processing of the data. 

In addition to legal restrictions, ethical considerations should be addressed when developing a LA system:
e.g. what data is actually useful for analyses and who should gain access to the results. For example, one could have
information about the likelihood of students to fail. Do the students gain access to these data or not, as by providing
them with information about their likelihood to fail one decreases their self-efficacy (Johnson, 2014). Out of ethical
considerations at our institution, it was decided to run analyses which are not targeted at individual students but on
cohorts of students to better understand their behavior.

Technical Requirements for the Collection and Storage of Educational Data

From the educational aspects and from the legal and ethical restrictions certain technical requirements arise. Other
technical requirements result from other considerations, such as extensibility of the system.

Anonymization  of  Continuous  Educational  Data:  From  the  point  of  view  of  legal  considerations,  privacy
concerns and easier handling of the data, it is beneficial to store the data in an anonymized form. The important
aspect of the anonymization is the protection of students' privacy (Rubel & Jones, 2016). On the other hand, from a
lecturer’s  perspective,  one  would not  want  to  collect  data  from learners,  in  a  way that  prevents  following the
learning path of individual students. This provides a challenge for the data collection and storage system, as one
should not be able to identify single students, but on the other hand, one wants to be able to see all data of individual
students.

Private Data: Certain data cannot be stored anonymized, as they might, for example, be required for the evaluation
of the students and the teaching staff. To protect the privacy of these data, the access to these data, therefore, needs
to be limited to persons that are required to access these data. Therefore, the system to store and analyze these data
needs to contain differential access to private data. For example, lecturers should only be able to see data generated
in their lecture. 

Open System:  For learning analytics,  it  is  important  to collect  data from different data sources.  Therefore,  an
educational data collection and storage system should be able to collect data from different data providers, resulting
in an open system where everybody can store and receive educational data (Chatti et al., 2017).



Implementation

Based on  the  requirements  stated  above the  data  collection  and storage  system was  implemented.  In  the  next
sections, different aspects of the implementation are highlighted.

Implementation of the Anonymization: As stated above, one wants to have continuous data from students without
being able to identify them. This was achieved by assigning every person a random string and in the next step
hashing the random string. This hashed value is then used as a pseudo anonymized representation of the student. It
does  not  allow to identify  an  individual  user  but  it  allows  to  have  continuous  data  of  different  users  without
identifying them. The additional hashing is used to have a one way mapping from users to the hash but no way to
revert the mapping. To make sure that the data could not be used to deanonymize a user, all data was anonymized
during their generation. Meaning that any data was anonymized during the storage process. This made it impossible
to identify the students by comparing the anonymized data sets with the raw data stored.

This set-up was designed such that it allows the collection of continuous learning data over a certain period of time,
by making sure that the deanonymization is only possible if one has the ownership of the mapping of students to
random string. If students want to avoid a continuous collection of their data, they can ask for a change of their
random string at any time. This allows students to take control over their own privacy and makes it impossible, even
for the system, to connect their collected data continuously. This assignment of random strings to students is an
internal  process  of  the system, which is  not  made public  to  anyone.  Therefore,  even providers  of  data  cannot
deanonymize students after the process, as they do not have the access to the internal mapping of the random string
to the students. The hashing of the random string provides an additional security as this is a one-way process and
allows the publication of the data to other users without accidentally leaking a correlation with the internal mapping.
An overview of the way the anonymization works is depicted in illustration 1. With this set-up, the generated and
stored data can be used without any restrictions from most legal regulations.

Implementation of the Data Storage: To be able to store any possible form of data, a MongoDB cluster was used
for data storage. The Mongo cluster is hosted on its own virtual private cloud, thus isolating the data from other
processes. The network communication is encrypted and access control is configured by IP whitelists. In addition,
accessing the database requires user authentication and authorization, with different users for different access levels.
To ensure high availability in the case of outages or maintenance a minimum of three self-healing data nodes in
different availability zones are used. The developed data storage system is in service since 2014 and never had any
outages or accidental data loss.

Illustration 1: Overview of the implemented anonymization. Arrows depict the way data can be 
connected. In this example User 1 did at some time point delete the random string, which means 
that new data from this user will be collected as a new anonymous user. With the hashing of the 
random string, it is impossible to connect an anonymous user to an actual user.



Implementation  of  the  Data  Collection:  The  collection  of  the  data  happens  in  different  systems,  in  which
educational data is generated (such as LMS). Currently, two ways are implemented for the data collection. For
certain applications (nodejs), a plugin was developed which stores data anonymously in the data storage. For other
applications, a web interface (REST-API) is provided. The students are identified by a unique student id, e.g. e-mail
address. During the storage process, the students are anonymized as stated above. Both endpoints are secured such
that  only  registered  and  accepted  data  providers  are  allowed  to  store  data.  Data  providers  have  to  accept  the
condition that they are not allowed to store the provided data internally, which could be done in order to  circumvent
the anonymization of the system. In addition, the data provider has to provide a privacy statement, that declares
which data is collected and stored.

Access to the Data: Access to the stored data is granted over an analytics dashboard. The analytics dashboard is
designed to be an open system that could be easily extended with new widgets. The developed dashboard is written
in R and provides a web interface.  The dashboard can be easily extended with new analytic widgets via shiny
modules or R packages. Access to the data is limited for different users. Lecturers can currently only access private
data  collected  from their  students  and  any  anonymized  record.  Learning  analysts  can  only  access  anonymized
records but no private data. This makes sure that private data is only accessed by users that actually need the access.
With the analytics dashboard, it is easy to provide persons with limited technical capabilities access to the collected
data. Moreover, developers can easily extend the dashboard with new analytic code and graphics.

Evaluation

In the previous section, an overview of the requirements and the implementation was shown (see also illustration 2).
The data collection and storage system was in use since 2013 and new data sources (LMS) were added over time. So
far, data from three different LMS were collected. The collected data lead to several publications (Sichau & Fässler,
2016, 2017). Due to the openness of the system the addition of new data providers can be achieved very easily, they
n only are required to be registered in the developed system and than need to pass educational data to the system. In
table 1 an overview about the collected data points per year is shown.  

Over the time more analytic algorithms and graphics were added as simple shiny modules to the analytics
platform. The development of new modules requires only a basic knowledge of R and shiny and is straightforward.
To add a new visualization one needs to write the required R code for the visualization and a code for the new user
interface module where it is defined how the visualization is added to the web platform. Currently, more than 20
distinct modules are available which provides different insight into the collected data.

2013 2014 2015 2016 2017

Anonymous Data 0 0 521’169 874’170 882’604

Private Data 20’156 41’132 80’622 87’402 79’599

Table 1: Number of collected data points per year. The collection of anonymous data started in the year 2015. The 
collection of private data was increased over the years 2013 to 2015.

Conclusion

Over time the importance of the data collection and storage system became evident. The collected data became the
core of all LA approaches and the provided system showed to be suitable for all needs of developers and lecturers so
far. Especially the openness of the system showed to be an important factor for the extension of the system over
time. Another huge benefit was the implemented anonymization of the data. One did not need to actually take care
of the anonymization in different data providers and on the other hand, one was still able to connect the data from
different data sources after their anonymization. This allowed following students’ activity in different data providers
without being able to identify the students, which ensured their privacy. This reduced the effort for data protection in
different tools significantly, as they did not store the data but passed them to the data storage system.



The developed system protects the privacy of students' data automatically.  The developed system is able to
target all four aspects Ruble described. The data collected from the students is made accessible only to persons that
actual need insight into these data. Lecturers only have access to data of their own students and learning analysts can
only access anonymized data. For each collected added data source the benefits gained by them were weighted up
with the loss of privacy for the students. Therefore, data which could not be used to increase benefits for single
students were collected anonymously. Only data that lead to benefits for a single student were collected such that
they can be mapped to individual students. The students were put into control of their privacy by being able to
permanently  destroy  the  internal  mapping  and  they  were  made  aware  of  the  educational  data  collection.  The
collection of the data by the data providers is made transparent to all users, by providing privacy statements in which
it is explained what data is collected. This helped to protect the privacy of the students' data (Drachsler & Greller,
2016; Rubel & Jones, 2016).

The access to the data via a web interface provided lecturers with an easy way and to interact with the data.
They did not need to work with raw data but can simply use their web browser to access the data and run analyses
on them. In addition, the system makes sure that they can only access data they are permitted to access, which would
be impossible to implement if they had access to the raw data. The openness of the developed system also provided
a benefit as they could easily implement their own visualizations and analyses by developing simple shiny modules. 

Over time it became clear that with the system the effort to collect and analyzes of educational data was
reduced significantly. The developers of educational tools did not need to take care of the anonymization of the data
reducing the effort to collect data. In addition, lecturers and other users of educational data can simply browse the
data via the provided dashboard, reducing their effort and hesitation to use the data for the educational decision-
making. Overall, the developed data collection and storage system provides privacy of the collected data, is an open
system, and can be easily integrated into existing learning tools such as LMS.

Further Work

So far the system was used internally at out institution and is, therefore, tightly connected with system internals such
as the authentication system. It is planed to publish the system under an open source license on github as soon as the
system could be easily used in different contexts. This could help to have an open LA system (Chatti et al., 2017).

Illustration 2: Overview of the data collection system. On the right side, data providers are shown. On the left, the 
analytic dashboard with several extensions is shown. The arrows depict the flow of the data through the system. 
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