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Abstract: 

Nonpoint source pollution in waterbodies has been a longstanding issue in the United States. In recent 

years, the most common policies to address nonpoint source water pollution subsidize the use of best 

management practices (BMPS): actions farmers can take to reduce nutrient runoff from their land. 

However, the evaluation of these policies has relied on predictive modeling, with no empirical studies, 

to our knowledge, estimating the effectiveness of BMPs on reducing nutrient runoff. This paper seeks to 

evaluate whether we can empirically detect the impact of BMPs on water quality. To our knowledge, we 

are the first to use spatially explicit riparian buffer location data to empirically estimate the impact of a 

BMPs on water pollution at a large scale. Over 25 years, we observe the installation of 7,106 buffers in 

Pennsylvania and connect them with 32,725 nitrogen readings from 1,685 water quality monitoring 

stations from the USGS and EPA. Our weighted average of mover’s potential outcome slopes model 

estimates that existing Pennsylvania buffers have abated 1.4 million lbs. of nitrogen downstream, which 

corresponds to 4.6% of their abatement goal. 
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Introduction 

Over the past fifty years, the federal government has sought to improve water quality through 

legislation such as the Clean Water Act (CWA) and the Safe Water Drinking Act (SWDA). Under these 

acts, policy makers construct a Total Maximum Daily Load (TMDL) specific to their local impaired bodies 

of water. TMDLs are “the calculation of the maximum amount of a pollutant allowed to enter a 

waterbody so that the waterbody will meet and continue to meet water quality standards for that 

particular pollutant” (EPA n.d.). Modern TMDLs split the maximum daily load into three parts: point 

source pollution, referred to as wasteload allocations; nonpoint source pollution, referred to as load 

allocations; and a margin of error to account for things such as seasonal variation. And although water 

quality has improved overall due to these acts (Keiser & Shapiro, 2018), fifty percent of the stream and 

river miles in the United States remain classified as impaired (Kelderman et al. 2022). The weak 

regulation of nonpoint source pollution is often cited as a reason why the CWA has failed to achieve its 

goals. A survey done by the US Government Accountability Office (GAO) found that 83 percent of TMDLs 

achieved their targets for point source pollution compared to only 20 percent that have achieved their 

targets for nonpoint source pollution (United States Government Accountability Office, 2013). This 

discrepancy can largely be attributed to the voluntary programs that the Environmental Protection 

Agency (EPA) relies on to control nonpoint source pollution. 

Under the Clean Water Act Section 319: “Nonpoint Source Management Programs” states are 

required to identify navigable waters that will fail to meet water quality standards due to nonpoint 

sources of pollution. States are then required to identify best management practices that would 

mitigate nonpoint source pollution and draft a watershed management plan that would incorporate 

these practices. The EPA can provide assistance to states through direct funding, consultation, or 

requesting the assistance of relevant local organizations. However, the federal government does not 

have any other ability to regulate or enforce these plans. Section 319 does not require federal or state 

officials to mandate polluters to adopt best management practices, nor does it require them to penalize 

polluters who do not adopt. Policy makers are often disincentivized to mandate best management 

practice adoption as it leads to political backlash. (Hipfel, 2001)    

Creating policy to reduce nonpoint source pollution is challenging as there are many different 

sources of nonpoint source pollution. Crop fertilizer runoff, animal waste, car oil from streets, storm 

surges, and most coastal human activities all leave individually small but jointly large pollution in the 

water. If nonpoint source abatement is required, policy makers must analyze each individual source and 



implement mitigation practices unique to that source. Since individual pollution levels are relatively low, 

mitigation practices must be adopted en-masse in order for them to successfully improve overall water 

quality. This en-masse necessity can be a deterrent for adoption. Polluters might choose to not adopt 

mitigation practices because the impact of their adoption is a) not likely to be of a magnitude that is 

meaningful to them and b) not likely to improve the water quality near them but rather the water 

quality downstream. This introduces challenges in ex-ante development of policies that reduce nonpoint 

source pollution as well as measuring the impact of policies ex-post. 

This paper is the first paper to our knowledge that seeks to evaluate whether or not we can 

empirically detect changes in water quality from best management practices aimed at reducing 

nonpoint source pollution. If we can, this could be a tremendous boon towards future policy. If there is 

no empirical relationship, we must wonder if investing in these kinds of policies is worth it. Can policies 

be classified as a success even if there is no detectable change in water quality? If so, how does one 

define success? 

Previous research has relied on three methods -- (1) experimental plots (2) meta-analyses, and 

(3) predictive modeling tools such as the Soil and Water Assessment Tool (SWAT) -- to estimate the 

effect of vegetative buffers on the amount of nitrogen, phosphorous, sediment, and pesticides running 

off of agricultural land. 

Buffer effectiveness has been extensively tested on experimental plots and nitrogen abatement 

has been shown to be dependent on vegetation, soil type, geology of the slope, proximity to the 

pollutants, and most importantly, its width (Hill, 1996; Hefting et al., 2005; Mander et al., 2005; Dosskey 

et al., 2010; Lam et al., 2011).  Forested buffers specifically have been found to be very effective at 

removing nutrients. Studies of experimental plots have documented between 61% and 90% of nitrate 

removal in the first 10 meters of a forested buffer (Schoonover et al. 2003; Vellidis et al. 2003; Lowrance 

1992). Forested buffers are more effective at removing nitrogen than grass buffers due to their ability to 

absorb lower subsurface water flows with their roots (Osborne et al. (1993); Aguiar et al. (2015)).  

Many of these studies evaluate pollutant removal efficacy under the very controlled and specific 

conditions of the plot. Due to the large number of factors affecting efficacy and the inability to easily 

modify buffer characteristics, prior empirical research has been more of a collection of data points than 

an understanding of relationships. Therefore, meta-analyses have been used to understand these 

relationships better.  Zhang (2010) provides an estimate of a simple model joining buffer width, slope, 



vegetation and soil type, and pollutant mass to calculate efficacy. They use buffer data from 73 studies 

to fit the model and establish relationships between buffer width and removal efficacy for nitrogen, 

phosphorus, sediment, and pesticide. Mayer et al (2007) and Valkama et al. (2019) perform similar 

meta-analyses finding that buffers remove 33-68% of nitrogen runoff. 

Data from the experimental plots cannot be extrapolated through an entire watershed due to 

the heterogeneity in land use, geology, nutrient runoff quantities, and other local characteristics. 

Various watershed modeling tools, such as the Soil & Water Assessment Tool (SWAT) and the 

Chesapeake Assessment Scenario Tool (CAST), use regional characteristics to estimate the watershed-

level impact of buffer implementation. For example, the CAST model estimates a 19%-65% reduction in 

nitrogen from 1 acre of forested buffer, depending on the location in the watershed. 

Converting the percent reduction in nitrogen to a more comparable lbs/year metric is also 

challenging due to this heterogeneity. The Pennsylvania Watershed Implementation Plan (WIP) uses the 

CAST model and suggests that 33.8 lbs/year of nitrogen are removed per acre of forested buffer. Price et 

al. (2021) finds 66.4 lbs/year per acre.  

We perform an empirical analysis of Pennsylvania riparian forested buffers on the water quality 

in the Commonwealth and Chesapeake Bay. Specifically, we evaluate the use of riparian forested and 

grass buffers. We use national water quality monitors and construct catchment areas that flow into each 

monitor. We find that areas that have buffers have significantly higher water quality after the buffers 

have been implemented than the areas did before the buffers. These results are robust to three 

different model specifications – (1) two-way fixed effects (TWFE) to estimate the marginal impact of 

forested riparian buffer area on water quality, (2) a group time average treatment (GTAT) effect to 

estimate the causal effect of a binary treatment (buffers versus no buffers) on water quality, (3) a 

weighted average of movers' potential outcome slopes (WAMPOS) to estimate the average causal effect 

of an annual addition of buffers on water quality. We also provide a top-level discussion of the monetary 

benefits of the improved water quality and the distribution of benefits across space and demographics. 

Case Study 

 The Chesapeake Bay is the nation’s largest estuary and the third largest in the world. The Bay 

has long struggled with pollution issues, even throughout the implementation of the Clean Water Act. 

The Chesapeake Bay’s TMDL aims to reduce 185.9 million pounds (25%) of nitrogen, 12.5 million pounds 

(24%) of phosphorus and 6.45 billion pounds (20%) of sediment per year by 2025 (EPA, 2010). 



 Obtaining these reductions has many challenges. The watershed that contains all of the water 

that flows into the Bay spans across six states and the District of Columbia. Each state contributes 

different amounts of different pollutants and their sources of pollution also vary. The total reduction 

was divided between the states and DC, and each jurisdiction was required to construct a Watershed 

Implementation Plan (WIP) to detail how they would achieve their abatement targets. 

 This paper focuses on Pennsylvania and its roadmap towards pollution reduction. Pennsylvania’s 

most recent WIP was submitted in 2019. In this Phase 3 WIP, Pennsylvania stated that they had 

achieved their phosphorus reduction target and had 25 million pounds of nitrogen left to abate in the 

next six years. Pennsylvania’s agriculture sector is targeted for the largest amount of nitrogen reduction 

(Pennsylvania Department of Environmental Protection, 2019). In order for farms to reduce their 

pollution, Pennsylvania has been incentivizing farmers to adopt Best Management Practices (BMPs), 

which are actions farmers can take that help reduce pollution emissions from their farm. The most cost-

efficient BMPs reported in Price, Flemming, & Wainger (2021) are forested and grass buffers (2.93-5.89 

$/lb of N reduction), manure transport systems (4.76 $/lb of N reduction), and barnyard runoff controls 

(6.47 $/lb of N reduction). 

 Pennsylvania plans to invest 28.1 million dollars into forested riparian buffers which will account 

for 16% of the nitrogen reduction (Pennsylvania Department of Environmental Protection, 2019).   

Buffers adjacent to farms help reduce fertilizer runoff by absorbing excess fertilizer not taken up by the 

crops. During heavy precipitation, the trees also absorb polluted stormwater flowing towards the river.  

Figure 1: The Riparian Forest Buffer (Stroud Water Research Center) 



 

 Profit-maximizing farmers in isolation are unlikely to construct buffers. There are costs 

associated with constructing and maintaining these practices and the benefits are not directly realized 

by the farmer. Forested buffers also require a substantial amount of land in order to be effective, which 

reduces the amount of feasible land the farmer can grow crops on. To offset this, Pennsylvania has 

state-sponsored programs such as the Conservation Reserve Enhancement Program (CREP) and the 

Resource Enhancement and Protection Program (REAP) that will help subsidize the costs of buffer 

installation and maintenance. In 2021, they subsidized buffer costs by up to 90%.  

Currently buffers are being subsidized based on their predicted effect on nitrogen levels. If 

buffers do have a meaningful impact on water quality, we should be able to observe the change 

between before and after buffers were implemented, especially considering that some of these buffers 

have been in place for over twenty years. 

Data 

 This paper is, to our knowledge, the first to use riparian buffer location data. Our dataset was 

provided through agreement with the USDA Farm Service Agency and contains GIS polygons depicting 

the location of all BMPs with Conservation Reserve Program (CRP) contracts including riparian buffers 



and contract expiration dates1. Figure 2 contains number of buffers installed in a given year. For our 

river data, we use the National Hydrography Dataset High Resolution, which is mapped at a minimum 

scale of 1:24,000. 

We obtain our water quality data from the National Water Quality Portal, which is a 

clearinghouse of water quality data from the EPA’s STORET database, the USGS’s NWIS database, and 

the USDA’s STEWARDS database. We gather inorganic nitrogen2, temperature, stream flow, and acidity 

surface water readings that occur in Pennsylvania between January 1st, 1990 and January 1st, 2015. Each 

of our 32,725 nitrogen readings occurs at one of 1,685 water quality stations. To link these stations to 

buffers and other land use, we calculate the relative catchment area of each station. A catchment area is 

defined as an area in which all the water from that area flows to a single point: the water quality 

monitor. We perform these calculations through ArcGIS Pro using 10-meter elevation data for 

Pennsylvania and use the watershed tool to generate catchment areas for each of the 1,685 stations. 

47% of these catchment areas are 1 square kilometer or less, and 66% are under 15 square kilometers.  

Figure 3 shows an example station with its corresponding synthetic watershed. 

Figure 2 – Riparian Forest Buffers Installed Per Year 

 
1 CREP contracts are typically 15 years long, therefore, we assume that buffers were in place 15 years before the 
contract date.  
2 Inorganic nitrogen is defined as any of the following possible readings from the water quality networks: Nitrate, 
Nitrate_N, Nitrogen, Total_Nitrogen__mixed_forms, Inorganic_nitrogen__nitrate__7. These metrics are what PA is 
trying to abate, are common in runoff, and are able to be absorbed by the buffers. 



 

 All water that is placed onto the surface of the Earth in the orange area will eventually flow 

through the red point and be observed via the monitor. We then link the land usage in the catchment 

area in orange to the readings of that monitor. For example, if some number of buffers were 

constructed in the orange zone and there were readings at the monitor before and after the buffers 

went in, we could associate differences in readings with the change in buffer amount, conditional on 

observables. 

Figure 3 – Water Quality Monitoring Station and its Synthetic Watershed 



 

We calculate the total area occupied by buffers within each catchment area in each year. Area is 

cumulative as we assume that buffers are not removed or deforested. To standardize based on 

catchment area size, we divide the total area covered by buffers in a catchment area by the amount of 

area within 328 feet (100 meters) of a river within the same catchment area. We use this riparian area 

as an estimation of feasible land where effective buffers can be installed. Existing riparian trees are 

controlled for, along with many other land use types. 

Figure 4 shows the trend of the average feasible area occupied by buffer statistic. The values are 

the average amount of feasible land used as a buffer across all monitors that eventually received 

buffers. This number is a percentage, with .1 meaning one-tenth of one percent.  



 Figure 4 – Buffer Implementation Over Time 

 

Table 1 contains summary statistics for the percent of feasible area used as buffers in 2014. The most 

buffer-rich catchment area had just under 5% of their feasible riparian area used as forested buffer. 

However, the mean and median are in the hundredths of one percent. 

Table 1 – Summary Statistics for % Feasible Area Used as Buffer in 2014 

Min Median Mean Max StDev 

0.0000008 0.0271 0.0863 4.95 0.218 



 

We additionally use the catchment area to control for other land-use changes over time. We use 

quadrennial data from the National Land Cover Database, ranging from 2001 to 2016, which classifies 

land into 7 categories and 20 subcategories. We use the 7 parent categories, defined as Developed, 

Barren, Forest, Shrubland, Herbaceous, Planted/Cultivated and Wetlands and calculate the amount of 

each land type is present in each of our catchment areas for each year. For years in which we did not 

have land-cover data, we used data from the closest year. 

Empirical Strategy 

To evaluate the impact that buffers have on nitrogen pollution, we use a two-way fixed-effects 

linear regression model to control for unobserved heterogeneity between catchment areas and across 

time. We use this framework over models such as difference-in-difference due to our unique data 

structure having both heterogenous treatment timings (buffers are not all adopted at the same time) 

and continuous treatment value (more buffers provide a larger treatment effect). Our model 

specification takes the following form: 

𝑁𝑖𝑡𝑟𝑜𝑔𝑒𝑛𝑖𝑡 = β1𝐵𝑢𝑓𝑓𝑒𝑟𝑖𝑡 + β2𝐶𝑃𝑖𝑡 + γ𝑖 + η𝑡 + β3𝑋𝑖𝑡 + ϵ𝑖𝑡 

where 𝐵𝑢𝑓𝑓𝑒𝑟𝑖𝑡 is equal to the percentage of buffer acreage in the feasible space, 𝐶𝑃𝑖𝑡   is the 

percentage of alternative conservation practice in the feasible space, 𝛾𝑖 is a catchment area specific 

fixed-effect, 𝜂𝑡 is a month by year temporal fixed-effect, and 𝑋𝑖𝑡 is a vector of control variables including 

land-use classification percentages, water flow and temperature observations, and climate data such as 

air temperature and 24-hour precipitation. 

We are interested in recovering 𝛽1, which would be the impact of a one-percentage-point 

increase in feasible buffer coverage on average nitrogen readings. We run 8 separate models using 

different observation sets and different control variables. 

Identification Strategy 

 We rely on the conditional independence assumption to validate our results. In context, this 

means we assume empirical buffer adoption locations are as good as if the locations were randomly 

assigned, conditioned on observables. Given that the goal of buffers is to reduce water pollution, it is 

unlikely that this assumption holds. We discuss four shortcomings with this assumption and discuss the 

means in which we attempt to reduce bias and provide more accurate results. 



Issue #1: Overlap 

 Multiple monitors might inherit water from the same area of land. For example, if one monitor 

is downstream from another, then all the water that flows through the first one must also flow through 

the second one. Thus, any impact of buffer installation realized in the first monitor may also be realized 

in the second monitor. This scenario is depicted in Figure 5. The surface water that gathers in the orange 

area flows through monitor 1, then continues to flow along the river to monitor 2. Buffers constructed in 

the orange area would impact both monitors, while buffers constructed in the purple area would only 

impact monitor 2.  

We mitigate this problem by clustering our standard errors at the macro-watershed level. We calculate 

which 8-digit hydrologic unit code (HUC) each catchment area falls into and cluster based on that 

classification. While this does not eliminate the bias from double counting the buffers, it helps control 

for correlation in the error term. 

Figure 5 – Overlapping Catchment Areas 



 

Issue #2: Targeting 

 Our reliance on the conditional independence assumption implies that buffers are implemented 

in random locations. In practice, it is likely that buffers are placed into areas that are either heavily 

polluted or areas where their abatement impact will be most marginally effective. Present-day models 

calculate relative pollution levels from the areas surrounding the Bay. These data are then used to 

identify the locations most in need of abatement, and those areas might be more aggressively targeted 

for abatement methods such as buffers. However, the majority of the buffers in our dataset were 

implemented before 2010, which is when the TMDL began.  



Individuals who adopted buffers during this time period did not have access to all of the modern 

predictive analyses. They were not being driven by any mandatory state or federal policy. Why then 

were buffers adopted in the first place? We contacted personnel who worked at CREP during the mid-

2000s to ask them these questions. 

 It was revealed to us that certain counties’ conservation districts just so happened to have one 

individual who advocated for buffer installations. The water was still heavily polluted at this time, but 

there was no mandate requiring any kind of clean up. These pro-buffer government employees were 

advocating out of personal altruism and conservation belief and they championed their local farmers to 

adopt buffers with significantly less financial assistance than what’s available today. 

 Finally, present day abatement plans show that all of the Chesapeake Bay watershed counties in 

Pennsylvania are required to reduce their nitrogen emissions. Given that every county is required to 

abate some, we can dismiss concerns that these “buffer champions” of the 2000s were located in only 

the counties that needed abatement. 

Issue #3: Clustering 

 This issue potentially manifests two-fold in adoption incentives and in human behavior. The 

questions are, do buffers get adopted in specific areas simultaneously? Does one person adopting a 

buffer influence their neighbors to also adopt buffers? If so, then buffers are not adopted randomly and 

the conditional independence assumption is violated. 

For preliminary results, we can use spatial statistics to see if current buffer locations are 

significantly clustered or not. Clustered buffers are evidence that buffers were not implemented 

randomly. We perform an average nearest neighbor analysis to observe how close each buffer is to its 

nearest neighboring buffer using distance along streams. Curves and bends in rivers make buffers that 

are linearly close actually further away when it comes to impacts on streams. To do this, we snapped the 

centroid of each buffer to the nearest location on a stream. We then calculated distances along the 

stream from each point to each other point and took the minimum distance for each buffer. We use 

these distances for the average nearest neighbor z-statistic and find that statewide find that of the 67 

counties in Pennsylvania, 5 were statistically random, 62 were statistically dispersed, and none were 

statistically clustered. 

Issue #4: Isolating the Buffer Effect 



The final issue we address is the relationship between buffers and other conservation and farm 

practices. Forest buffers might be installed along with other conservation practices, making it hard to 

disentangle the impact of only buffers on water quality. Furthermore, buffers might change how farmers 

use the remainder of their land. For example, to compensate for their loss of some of their land to 

buffers, farmers might try to increase yields on their remaining land by either bringing new land into 

production or increasing fertilizer use. These spillover effects have been documented in other 

agricultural practices. Data on farm management practices are extremely confidential and challenging to 

obtain. We are able to control for all conservation practices that are contracted under CRP (see Table 2 

for the 15 most frequent conservation practices in our study area). Areas that have a lot of these 

conservation practices might also be likely to have alternative nitrogen abatement methods or 

populations that value conservation more heavily. Its inclusion helps isolate the impact of specifically 

riparian buffers from other practices, however, we have no data on conservation practices outside of 

CRP or on the spillover effects to other farm practices. Therefore, our measure of buffer acreage is 

representative of all accompanying changes to conservation practices outside of CRP and farm 

management practices.  

Table 2 – Conservation Practice Frequency 

CRP Code Count Description 

CP1 11210 Cool Season Grass 

CP2 4600 Native Grass 

CP10 2448 Grass Already Established 

CP21 995 Filter Strip 

CP12 950 Wildlife Food Plot 

CP8A 776 Grassed Waterway 

CP4D 697 Wildlife Habitat 

CP29 343 
Marginal Pastureland Wildlife 
Habitat 

CP3A 271 Hardwood Tree Planting 

CP23 134 Wetland Restoration 

CP3 91 Tree Planting 

CP30 82 
Marginal Pastureland Wetland 
Buffer 

CP11 63 Trees Already Established 

CP15A 61 Contour Grass Strips 

CP9 34 Shallow Water Area 

  



  

Results 

 We begin by segmenting our 32,725 nitrogen readings into three classifications. The first set of 

observations are the ones that occur in catchment areas that receive buffers but before any buffers in 

our dataset are put into place. The second set are observations that occur in catchment areas that 

receive buffers after the first buffer for that area has been installed.  Finally, the third set of 

observations occur in catchment areas that never received any buffers. 

 Key summary statistics are presented in Table 3. First, our nitrogen outcome variable changes 

heavily between our datasets. Buffer watersheds had extremely high nitrogen readings before they 

received buffers, with a mean of 20.97 mg/L, a median of 6.36 mg/L, and a peak of 11,338 mg/L. For 

reference, the Environmental Protection Agency recommends a 10 mg/L limit of total nitrogen in the 

water. The massive 11,338 mg/L peak occurred on August 20th, 2004 where in the middle of the 

summer, quarter sized hail and winds of up to 70 miles an hour ravaged the western part of the state 

(National Weather Service [NWS] n.d.). Given that this intense storm occurred in the middle of farm 

season, it’s unsurprising that a massive amount of nutrients was gathered by the storm and flowed into 

the water. 

Table 3 - Key Summary Statistics 

Variable Dataset N Mean  Median  Min Max StDev Units 

Nitrogen Pre-Buffer 2134 20.97  6.36  0.04 11338 249.48 mg/l 

Nitrogen Post-Buffer 18976 3.86  1.55  0.04 749 10.7 mg/l 

Nitrogen No Buffer 11605 7.55  1.08  0 5881 72.94 mg/l 

 

 By contrast, the same locations after buffers were implemented had an 84% smaller mean 

nitrogen reading and a 93% smaller maximum nitrogen reading. This decrease brings the mean water 

quality from being over three times the threshold to now well below. In addition, the substantial 

decrease in the maximum is evidence that buffers help mitigate pollutants in high precipitation events. 

 Overall, these statistics suggest that areas that had more pollution received buffers, and after 

the buffers were implemented, pollution fell to be equal to or better than the areas that did not get 

buffers. We performed a t-test for difference in means to evaluate whether or not these results are 

statistically significant. The p-value for the difference between pre- and post-buffer means is .0017. The 

p-value for the difference between post-buffer and no-buffer means is .0000126.  



The results of our regression models are presented in Table 4. Our preferred model, number 6, 

shows a 1 percentage point increase in feasible land used as buffer is associated with a statically 

significant decrease in nitrogen levels by 5.2 mg/L. In order to meet Pennsylvania’s goal of 90,000 acres 

of forest buffers planted, .04315% additional land would need to be converted to buffers. This 

corresponds to a decrease of .22438 mg/L of nitrogen. Using empirical flow rate data for the rivers in 

Pennsylvania, we convert this number to lbs/year of nitrogen to the Bay. Our TWFE model estimates 

that the 90,000 acres of buffers would reduce 6.4 million pounds of nitrogen flowing downstream to the 

Bay per year. This number is double the CAST estimate of 3 million pounds abated per year. Note that 

for each of these estimates, we assume constant marginal effects of buffers on abatement. 

We compare these results to 7 additional models. Our first three models are done with OLS. The 

most simplistic model shows a massive decrease in pollution with an increase in buffers. This is 

completely impractical and the significance goes away once CPs are included in model 2. Model 3 uses 

data only from 1990-2009 to specifically evaluate buffers implemented before the TMDL. 

Models 4-8 use our TWFE framework. Model 4 solely uses buffers as the dependent variable. 

Models 5 and 6 incorporate the control variables including adjacent conservation practices, with the 

difference between the two models being that 5 uses the amount of area used as a conservation 

practice divided by the total area in the catchment area and 6 changes the denominator to the total 

area in the catchment area that is classified as planted/cultivated. 

Table 4 – Full Model Results 



 

 

Model 7 changes the time period to be from 1990 to 2009, as opposed to 1990 to 2014. In these 

earlier years, the buffers seem to have a larger effect on nitrogen reduction. This can be justified as 

marginal benefit of abatement is initially very high – the worst of the pollution is the easiest to clean up 

and thus buffers have a larger effect initially. Once that cleanup has occurred however, the marginal 

effect goes down, yield a coefficient closer to zero in the full sample. Model 8 adds conservation 

practices to the early years sample. Again, we do not find that conservation practices affect nitrogen, 

indicating buffers were the primary force driving abatement. 

Robustness 

 We note that the R2 in this model increases to a value of .99 when the fixed effects are included, 

suggesting that the time and location controls explain almost all of the variation in water quality. For 

robustness, we check the distribution of water quality observations across time and space to see if there 

are any patterns that would bias our results. Figures 7 and 8 show the distribution of the water quality 

readings across time and space. 

Figure 7 – Number of Readings Across Time 



 

Figure 8 – Frequency of Total Number of Monitor Readings 



 

 Across time, our distribution doesn’t exhibit any major pattern. There is a slight increase in 

readings around the year 2000 but overall, we have a pretty health distribution of data. Note that the 

surge post 2010 is due to the implementation of the TMDL and any impacts of this increased frequency 

are handled in model 7. 

 Across space, 1332 or 79% of our monitors have 10 or fewer readings. These might be due to 

measurement infrequency or more ad-hoc observation methods. For robustness, we use the same 

model but limit our data to only be monitors that had more than 10 readings. 



 The impact of this subset is displayed in tables 5 and 6. Table 5 shows the year-specific change in 

the number of observations between the full sample and the filtered sample using only monitors with 

more than 10 readings. Our yearly data had some moderate variation in data change, ranging from a 

1.53% decrease in one year to a near 20% decrease in another. We also note that decreases are more 

prominent in the pre-2000s. This is likely due to there being less or more technologically primitive 

monitoring infrastructure in those years, making frequent observations more challenging. In addition, 

there was less push from the government to improve water quality in this time period which might have 

decreased the desire to collect this data. 

Table 5 – Changes in Yearly Data as a Result of Subsetting 

Year Full Obs Filtered Obs Pct Change 

1990 493 481 -2.43% 

1991 323 313 -3.10% 

1992 492 442 -10.16% 

1993 836 731 -12.56% 

1994 725 652 -10.07% 

1995 616 493 -19.97% 

1996 709 591 -16.64% 

1997 561 473 -15.69% 

1998 890 835 -6.18% 

1999 927 844 -8.95% 

2000 1048 983 -6.20% 

2001 905 811 -10.39% 

2002 1248 1072 -14.10% 

2003 1440 1418 -1.53% 

2004 1328 1155 -13.03% 

2005 1717 1526 -11.12% 

2006 1481 1436 -3.04% 

2007 1202 1179 -1.91% 

2008 1191 1066 -10.50% 

2009 1092 949 -13.10% 

2010 1167 1020 -12.60% 

2011 1875 1594 -14.99% 

2012 2505 2320 -7.39% 

2013 2659 2498 -6.05% 

2014 2632 2433 -7.56% 

2015 2663 2491 -6.46% 

  



Table 6 – Changes in Buffer-Relative Observation Timing as a Result of Subsetting 

Classification Full Obs Filtered Obs Pct Change 

No Buffer 11605 10158 -12.47% 

Post First 
Buffer 18976 17783 -6.29% 

Pre First Buffer 2144 1865 -13.01% 

  

 Our changes in buffer classification depict similar results. We lose around 13% of our 

observations in the No Buffer and Pre First Buffer areas and about half that in the Post First Buffer areas. 

This is justified as areas that have buffers are areas where water quality is sought to be improved. Thus, 

it would make sense to have more frequent monitoring in these areas.  

 Overall, this subsetting did not substantially disrupt the distribution of our data in either the 

time or classification metrics. We repeat the set of regressions and present the results in Table 7. 

Table 7 –Model Results for Only Stations with >10 Readings 

 

We find no major changes in our results aside from a greater magnitude in earlier years. The R2 of this 

alternative model is still quite high at .91, but we are seeing much more of the variation explained by 

buffers and other dependent variables in this subset model. 

 Finally, Table 8 presents a similar set of results. Instead of subsetting by number of observations, 

we instead subset to only the monitors that have observations spanning at least 365 days. This would 



make sure that each monitor is exposed to some temporal effects on water quality, as opposed to 

potentially having many observations over a short period of time. We find no major difference with this 

subset of data as well. 

Table 8 –Model Results for Only Stations with Readings Spanning >365 Days 

 

DiD Weights and WAMPOS Estimator 

 Following de Chaisemartin (2021), we compute the weights for our TWFE regression to look for 

signs of treatment effect heterogeneity. In regressions like ours with non-simultaneous treatment, 

certain groups that are treated early become controls for later treated groups. This can create negative 

weighting of some of the 2x2 difference-in-differences that lead into the TWFE models, making the 

coefficients on these statistics hard to interpret and unrepresentative of a true treatment effect. 

 In our diagnosis, we find that 48% of our weights are negative. While this result is a cause for 

further investigation, we reflect on the impact of the continuity of our treatment on these weights. 

Since our treatment grows over time as more buffers are planted, we continuously compare certain 

groups to previous states of that group with fewer buffers. This in turn can lead to overall negative 

weights depending on when treatment growth happens in the overall timeline. 

 While still in development, de Chaisemartin (working)’s Weighted Average of Movers’ Potential 

Outcome Slope (WAMPOS) estimator appears promising for our context. This statistic takes groups of 

observations that have the same treatment level in a given period and compares the observations that 



gain treatment with observations that remain at a constant treatment value. The heterogeneity 

between the “movers” of treatment and the “stayers” of treatment allows us to calculate a slope for 

each mover’s potential outcome and weight these slopes by the magnitude of the treatment change.  

 Difference-in-difference models rely on a key assumption in parallel trends: that areas that were 

treated would have trended in the same magnitude and direction as untreated areas should treatment 

have never occurred. The WAMPOS estimator imposes an additional, stricter assumption in that the 

evolution of treatments over time are also parallel. In context, we assume that had our “no buffer” 

watersheds received any buffers, we assume that buffer area would have grown over time at the same 

rate as the watersheds that receive buffers.  

 In our context, there are many time periods (years) and many potential treatment values 

(percent of land used as riparian buffer). This creates an extremely large number of potential outcomes 

and makes it quite improbable for a counterfactual observation to exist in a certain period of time. For 

example, if we see that there is a watershed that has exactly 1.84% land used as buffer in 2005 and its 

buffer count increases in 2006, it’s unlikely we have a comparable watershed that also has exactly 1.84% 

land used as buffer in 2005 and does not increase its buffer count in 2006.  

To mitigate this, we impose the treatment evolution assumption by weighting the stayers such 

that their distribution of treatment is the same as the movers. For example, if, for a given year, we 

observe that areas with few buffers receive additional buffers but areas with lots of buffers do not 

receive additional buffers, we then see lots of “movers” at low values and lots of “stayers” at high 

values. This would result in higher weights for “stayers” at low values and lower weights for “movers” at 

high values because we are imposing the assumption of equality between the distribution of values. We 

calculate these weights using propensity scores following de Chaisemartin (working). We perform this 

process for each pairwise time period of a year and its successive year, totaling 24 pairs. 

With the weighted counterfactual in place, we then calculate the slope of each mover’s 

potential outcome function from one year to the next. We impose a weight corresponding to the 

magnitude of the change in treatment, then take the weighted average of all the slopes. The result is the 

WAMPOS which, in context, identifies the average causal effect that yearly buffer implementation has 

on local water nitrogen levels. We calculate this effect to be a 0.28% reduction from pre-TMDL levels. 

This is equivalent to 57,330 pounds of nitrogen reaching the Bay. 



While this estimation does have causal inference, it does not fully relate specific buffer levels to 

nitrogen quantity. This statistic corresponds to the average nitrogen reduction in a given watershed 

from one year to the next when some buffers are added. This average is calculated across observations 

where tens of acres of buffers are added to thousands of acres of buffers are added. We cannot link this 

statistic to any direct quantity of buffers, and thus we still cannot causally identify the relationship 

between 100 acres of buffers and nitrogen. What we can conclude is that there is an empirical, causal 

relationship between buffers and nitrogen and that between 1990 and 2015, a year’s worth of buffer 

implementations on average improved local water quality by 0.28 percentage points or 57,330 lbs of N. 

Summed up over the 24 years of our study, we find a total of 1,375,920 lbs abated. Relative to the total 

32,500,000 lb goal, we find that buffers abated 4.2% of the goal, compared to the 16% desired by the 

WIP. 

Local Benefits 

 We use our calculated relationships between buffers and nitrogen to calculate local benefits as a 

result of cleaner water. Cleaner water is more highly valued due to health benefits, recreation use, local 

property values, and ecosystem services, among others (Bockstael et al. 1989, Steinnes 1992, Lipton 

2004, Viscusi et al. 2008, Olmstead 2010, Moore 2015, Keiser et al. 2019). We follow Choi et al. (2020) 

and use the EPA’s Environmental Impact and Benefits Assessment’s Water Quality Index (WQI) 

combined with a distance-decay model to evaluate the benefits of improved water quality across space. 

 The EPA’s WQI is convenient for two reasons. First, it translates multiple water quality 

parameters down to a single metric. Thus far, we have only looked at the impacts that buffers have had 

on nitrogen and thus will only evaluate the impact that nitrogen changes have on the changes in the 

WQI. However, we acknowledge that buffers have reductive impacts on other water pollution 

parameters, such as phosphorous and suspended solids. In future research, we aim to similarly model 

the relationship between buffers and these metrics to get a more accurate change in the WQI. For now, 

the results in this section will be underestimated due to only using changes in nitrogen. 

 We use the formula from Choi et al. (2020) and the EPA (2009) to calculate the change in WQI 

due to nitrogen. This formula is a weighted product of six subindices of water quality measures: 

nitrogen, phosphorous, total suspended solids (TSS), dissolved oxygen (DO), fecal coliforms (FC) and 

biological oxygen demand (BOD). The subindices are formulas from the EPA that convert water quality 

𝑊𝑄𝐼 =  (𝑆𝐼𝑁).14  ∗  (𝑆𝐼𝑃).14  ∗  (𝑆𝐼𝑇𝑆𝑆).11  ∗  (𝑆𝐼𝐷𝑂).24  ∗  (𝑆𝐼𝐹𝐶).22  ∗  (𝑆𝐼𝐵𝑂𝐷).15  



measurements into a range from 0 (lowest quality) to 100 (highest quality).  

 To calculate changes in WQI, we observe the empirical change in nitrogen and total amount of 

buffers placed in the watershed flowing into a monitoring station. We use our calculated relationship 

between buffers and nitrogen to associate a proportionate fraction of that nitrogen change to the 

implemented buffers. That associated nitrogen change gets fed into the subindex and WQI formulas and 

results in a change in WQI associated with the nitrogen abatement in an area due to the installation of 

riparian buffers. 

 The second convenience of the WQI is that the EPA has done an extensive benefit-transfer 

analysis to calculate a willingness-to-pay for a 1-unit improvement in their WQI. We use the same 

estimate as Choi et al. (2020) in US$11.74 per 1-point improvement in the WQI per household. Also, 

similarly to Choi et al. (2020), we apply a linear distance-decay model to these benefit values as 

households further away from water quality improvements benefit less (Sutherland & Walsh, 1985, 

Farber & Griner 2000, Walsh & Scrogin 2011, Martin-Ortega et al. 2012, Choi & Ready 2019, Johnston et 

al. 2019). We calculate eight 5-mile circular bands ranging from 0-5 miles to 35-40 miles around each 

water quality station and benefits were weighted according to the distance-decay function based on 

how far away they were.  

 We multiply the weighted benefit values by a household density raster. Each result is the 

number of households in a raster cell times the weighted benefit they receive from the nitrogen 

reduction in the water near them. Summed up across all cells, we find that riparian buffer’s association 

of nitrogen reduction created $85,085,216 in benefits (statewide). 

 We are also interested in where these benefits are being received and who are receiving them.  

Figure 9 - Areas that have Received Benefits from Nitrogen Reduction (Darker = Greater Benefit) 



 

Figure 9 shows that most of the benefits are located in the south-east, west, and north-east parts of the 

state. We then overlay racial composition rasters on top of the benefit raster to see if there are any 

patterns of benefit reception among race. For each raster cell, we calculate the percent of its residents 

that are white, rounded to the nearest percent. We then sum up the total benefits for each percentage 

group and plot the results in Figure 10.  

 We find that areas that are 50% white or less receive relatively little benefit and that there’s not 

too much change in benefit between 0 and 50% white. Above 50% white we notice a slow increase that 

becomes exponential past the 75% white mark. While we can conclude that while nitrogen abatement 

from riparian buffers was successful at creating benefits, the vast majority of these benefits are being 

received by whites and not of other races. We must consider from an environmental justice lens 

Figure 10 – Nitrogen Reduction Benefits by Race 



 

whether or not this improvement in water quality was fair. Further analyses will look at other 

demographic data such as age and income level. 

Impacts on the Chesapeake Bay 

 Thus far we have solely discussed local impacts on water quality and local benefits. However, 

Pennsylvania’s final goal is to reduce nitrogen flowing to the Chesapeake Bay by 31%. According to the 

WIP, Pennsylvania policy makers want 16% of their nitrogen reduction to come from riparian buffers. To 

calculate the relationship between local abatement and downstream abatement in the Bay, we use 

USGS fate and transport data. These data provide coefficients for each river segment that maps how 

much nitrogen in the water makes it to the Bay.  

 Similar to the benefits calculation, we use the reduction in nitrogen associated with buffers at 

each monitoring station and combine it with the coefficients from the fate and transport model. We find 

that the 2 percentage point local reduction in nitrogen falls to a .83 percentage point reduction in 

nitrogen at the Bay. 

 We also apply the same benefit calculation methodology at the bay. Instead of using bands 

around a water quality station, we instead use bands from the Chesapeake Bay shoreline. We find that 

the .83 percentage point reduction of nitrogen in the bay leads to $75.5 million in benefits for those 

within 10mi of the shoreline. This calculation is very general and further research should use our 



empirical water quality improvement metrics combined with site-specific research such as contingent 

valuation (Bockstael et al. 1989, Lipton 2004, Moore 2015), hedonics (Walsh et al. 2017, Klemick et al. 

2018), travel-cost models (Bockstael et al. 1989, Poor & Breece 2007), and recreation demand models 

(Kling 1987, Kling 1988, Morgan & Owens 2001). 

Costs of Implementing Buffers 

 To accompany these benefit numbers, we now provide the costs of installing these buffers. Price 

et al (2021) documents an average annualized cost of forest buffers at $361.71/acre. Multiplying by the 

total acreage in our dataset, we find an average annual cost of buffers to be $9.1 million. Using the 

result from our WAMPOS model, we estimate a total of 1,375,920 lbs. of nitrogen flowing to the Bay 

abated at a cost of $9.1 million, or $6.61 per pound abated. This is 12% higher than the upper bound of 

the Price et al. (2021) estimate. 

Discussion and Limitations 

 We perform, to our knowledge, the first empirical analysis of mass riparian forested buffer 

adoption in Pennsylvania. We use new buffer location data and a novel watershed modeling approach 

to relate land used as buffers to USGS and EPA water quality stations. 

Our results suggest that there is an observable, empirical relationship between forested riparian 

buffers and water quality. Whether or not this relationship is casual however is still up for debate. We 

control for as many hydrological and land-use characteristics that our data allow, and discuss the 

potential pitfalls with our two-way fixed-effect model. 

 This study is not without limitations. Our biggest concern was whether Pennsylvania’s buffers 

were placed in locations that were truly as good as random. Or, were buffers placed in targeted 

locations where they were most likely to succeed? The former would be ideal but there is still merit in 

the latter. If the latter is true, then our results validate that the policy makers who did assign buffers did 

so correctly. Their decisions on where to target and what to implement did result in a detectable water 

quality improvement. 

 We have similar thoughts with regards to our other limitation: the isolation of the effect of 

buffers. We used the best data we had access to control for other types of conservation efforts going in 

at the same time as buffers. However, we concede that there are other BMPs such as manure storage 

facilities that may also have a substantial impact on nitrogen runoff. In an ideal world, we would have 



location data on the whole suite of practices employed by the Pennsylvania Department of 

Environmental Protection.  

It might be the case that buffers are a part of some bundle of conservation practices where 

some other practice in the bundle was truly responsible for the nitrogen abatement. If this is true, then 

it still means that whatever policy makers are doing is working. It would be ideal to know which aspect 

of the bundle is the true driver of abatement, and our results suggest that it could very well be buffers. 

But, if these practices are compliments to begin with, then this result should be sufficient to justify 

continued investment. 

 We would like to extend these results to include sediment and phosphorus, which are the two 

other main sources of water impairment. We focus on nitrogen in this paper as it is the most relevant of 

the three to our case study. Pennsylvania needs to abate more nitrogen and farmers, who are the 

individuals most likely to adopt buffers, pollute mostly nitrogen via fertilizer. We don’t expect there to 

be any significant results for phosphorus, but there might be a relationship for sediment as storm surges 

often move around a lot of rock.  

 We attempt to address the lack of causality in the TWFE model by providing an alternative 

identification strategy: the Group-Time Average Treatment Effect (Appendix 1) and the Weighted 

Average of Mover’s Potential Outcome Slopes. While these models do not provide a continuous 

relationship between buffers and nitrogen readings, they do provide causal estimates of adjacent 

questions, such as the treatment effect of receiving any buffer and the average effect of a year’s 

addition of buffers, respectively. Both models find significant nitrogen abatement in their respective 

scenarios. 

 Finally, we hope this research benefits the hydrological modeling literature. As described in the 

WIPs, massive amounts of hydrological modeling and predictive analytics are currently being used to 

identify how to best implement further amounts of buffers. As, to our knowledge, we are the first to 

provide research that could potentially empirically validate their models and work. We are keen to 

contribute to and work with current policy makers to help create a cleaner Chesapeake Bay, one buffer 

at a time. 
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Appendix 1: Group-Time Average Treatment Effects 

While the TWFE estimator provides a solid foundation for analysis, it is not without its faults. 

The biggest assumption the TWFE estimator makes is that the effects of buffers on water quality are 

homogeneous. The use of predictive modeling and targeting suggest otherwise; that certain areas 

benefit more from buffers than others. Recent literature such as Goodman-Bacon (2019), Callaway and 

Sant’Anna (2020), Sun and Abraham (2020), Cengiz et al. (2019), Athey and Imbens (2018); and de 

Chaisemartin and D’Haultfœuille, (2020) discuss the shortcomings of TWFE’s robustness. In summary, a 

standard TWFE regression allows already treated units to serve as controls for units treated in a later 

time period. In context, a watershed that received buffers in 2004 can serve as a control for a watershed 

that received buffers in 2007. 

The problem is that this changes the path of potential outcomes a watershed can take over 

time. If watersheds were only able to be compared to “never treated” or “not yet treated” watersheds, 

the potential outcomes would be straightforward. A watershed follows the path of being untreated up 

until buffers are planted, and then follows the remaining path with the other buffer watersheds. If we 

instead compare a newly buffered watershed to a watershed that has already been treated, the path is 

changed twice: once by the comparison watershed and once by the newly buffered watershed. This 

effect of changing the path of potential outcomes is then compounded in the newly buffered watershed, 

with this joint or dynamic treatment effect appearing in β_1. This joint effect makes it impossible to 

provide a causal interpretation of this estimate. 

 Callaway and Sant’Anna (2020) provide a novel approach to estimate treatment effects in 

scenarios where treatment timing is not uniform. Their ATT, named “group-time average treatment 

effects” (GTATE) splits the observations into groups that were treated at the same time. These groups 

are then compared to observations that were either never treated or had not yet received treatment. 

Each comparison is weighted by a propensity score constructed from covariates, with counterfactuals 

that are more similar to the observation receiving a stronger weight. 

We apply the GTATE estimator to the buffer data via Callaway and Sant’Anna’s ‘did’ R package. 

Each watershed is now classified into groups by the year in which buffers were first planted. Then, each 

group is compared across varying event times to determine how the treatment effect changes for that 

group over time. The covariates used to construct the propensity score are flow rate, temperature, 

percent alternative BMP, acidity, and land use percentages. I calculate a separate GTATE for each 



combination of group and year, totaling 375. I then take a weighted average of each group-time ATT, 

with weights being proportional to group size. The final weighted ATT is -1.21 mg/L. 

Interpretation of this number is simultaneously simpler and more challenging. Unlike the TWFE 

estimator, there is a clear causal interpretation: buffers caused a 1.21 mg/L reduction in nitrogen in the 

watersheds that received them. However, the Callaway and Sant’Anna relies on a binary treatment 

status. In context, I categorized watersheds as either “received buffers” or “did not receive buffers”, but 

never accounted for how many or how large the buffers were. Thus the interpretation of this estimate 

solves one problem but creates another: we observe that buffers cause nitrogen reduction, but we do 

not observe what the rate is of reduction to buffer. As buffer costs, construction, maintenance, and 

implementation are all vastly heterogenous, it is impossible to model a change in welfare as a result of 

buffer implementation. 

Some extensions have been made to the Callaway and Sant’Anna and similar modern DiD 

estimators to allow for heterogenous treatment effects. However, they all rely on the same potential 

outcomes framework. Since our main independent variable of interest, buffer area, is truly continuous, 

there will be an infinite number of potential outcomes and thus an infinite number of ‘paths’ a 

watershed can go down. Perhaps the next step here would be to bin buffer area such that there’s still 

variation in treatment but the observations are more discreet and easier to model all of the potential 

outcomes. The other concern is that the data is very heterogeneously scattered across time and space 

and adding dimensionality may shrink down the groups to be too small to capture the variation in 

treatment effects. 

 


