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Abstract— Motion planning for robots subject to holonomic
constraints typically involves planning on constraint manifolds.
In this paper we present the Tangent Space Rapidly Exploring
Random Tree (TS-RRT) algorithm for planning on constraint
manifolds. The key idea is to construct random trees not on
the constraint manifold itself, but rather on tangent space
approximations to the constraint manifold. Curvature-based
methods are developed for constructing bounded tangent space
approximations, as well as procedures for random node generation and bidirectional tree extension. Extensive numerical
experiments suggest that the TS-RRT algorithm, despite its
increased preprocessing and bookkeeping, outperforms existing
constrained planning algorithms for a wide range of benchmark
planning problems.

I. I NTRODUCTION
Rapidly exploring random trees (RRTs) [5], [6] have
become an essential component of many randomized motion planning algorithms, and several recent efforts have
been directed toward developing RRT-based manipulation
planning algorithms for kinematically constrained motions
[2], [9], [11], [1]. Examples of manipulation tasks involving
kinematic constraints are replete in everyday life—using two
arms to grasp, lift, and slide a heavy box across a table, for
example—and the ability to plan such motions is critical
in order for robots to successfully operate in unstructured
environments.
What makes the extension of the classical RRT algorithm
to constrained motions nontrivial is that the configuration
space is no longer a flat space, but typically a curved space.
The configuration space may in some cases consist of a
collection of topologically connected constraint manifolds of
different dimension. For example, Berenson et al [1] consider
a torque-limited 3R open chain sliding a heavy dumbbell
across one table, lifting it across a gap, and continuing to
slide it across the table; the resulting configuration space
consists of a pair of two-dimensional surfaces in ℜ3 connected to each other by a three-dimensional passageway.
Even if the global structure of the curved configuration space
were a priori known—which it is not—generating a random
sample in such circumstances would be time-consuming
and computationally intensive, particularly if one were to
correctly account for the fact that any probability distribution
on a curved space needs to be constructed in a coordinateinvariant way.
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Methods for constrained motion planning that plan a path
directly in some lower-dimensional space (e.g., on a task
space constraint manifold), and then attempt to follow this
path in the full configuration space (Koga et al [4], Yamane
et al [12]) potentially suffer from feasibility problems: the
lower-dimensional path may not be trackable because of
joint limits or collisions. Projection methods in configuration
space on the other hand seem to have been more successful.
For example, Sentis and Khatib (2005) [8] use recursive
null-space projection to project a robot’s configuration away
from obstacles while achieving some desired task (although
Berenson et al (2009) point out that the lack of prior
knowledge of the configuration space precludes the use of
such task space control techniques as a complete solution).
In the context of RRT methods for motion planning, the
basic idea behind projection methods is to randomly sample a
point in the ambient Euclidean space, and then to project this
point to the configuration space manifold in some appropriate
fashion. Yakey et al [11] propose a randomized gradient
descent (RGD) algorithm for closed chain mechanisms;
note that these configuration spaces typically consist of a
single constraint manifold of fixed dimension. Stilman [9]
has observed that the RGD method requires considerable
parameter tuning and may sometimes fail to satisfy the given
constraints, and that in general it is less efficient than, e.g.,
Jacobian pseudo-inverse projection methods.
The most successful general constrained motion planner based on RRTs appears to be the Constrained Bidirectional Rapidly-Exploring Random Tree (CBiRRT) planner of Berenson et al [1]. This method can also be classified
as a projection method, and simultaneously handles a wide
range of constraints ranging from loop closure conditions
to pose constraints and static torque limits. The CBiRRT
algorithm first randomly samples a point qtarget in the ambient Euclidean space. The algorithm then iteratively moves
toward qtarget , with each step toward qtarget projected as
necessary to the closest constraint manifold. The algorithm
has been successfully demonstrated on a wide range of
problems, including the dumbbell sliding example described
earlier.
Obviously the number of projections, as well as the
computational efficiency of the projection, are important factors in projection-based planning methods like the CBiRRT
algorithm, and reducing the number of projection steps is
often (though not always) helpful. Less obvious, but possibly
even more critical, is the need to consider the shape of
the constraint manifold before generating random samples.
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TABLE I
P ROJECTION BY N EWTON -R APHSON M ETHOD

Target node
RRT extension
(before projection)
Little
progress!

New node
(after projection)

1
2
3
4
5
6

Projection

Fig. 1. Example of a target node whose projection contributes very little
to extending the tree in the constraint manifold.

Projection(q)
e ← g(q)
while( kek < ε)
q ← q − J(q)† e
e ← g(q)
end
return q

II. TANGENT S PACE RRT A LGORITHM
Figure 1 provides a good illustration of how algorithm
performance can be severely diminished if one does not
explicitly consider the shape of the constraint manifold when
generating random samples.
In this paper we propose a new planning algorithm for
constrained motions, the Tangent Space RRT (TS-RRT)
algorithm. Whereas the CBiRRT algorithm samples nodes
in the ambient Euclidean space, and immediately projects
this node to the constraint manifold, the key idea in the
TS-RRT algorithm is to first sample and construct an RRT
in the tangent bundle, i.e., the collection of all tangent
spaces to the constraint manifold. Only when the RRT
constructed in a particular tangent space reaches a boundary
(each of the tangent spaces are bounded), or deviates from
the constraint manifold by a certain prescribed threshold,
does the algorithm project back to the constraint manifold,
at which point the procedure is repeated—creating another
bounded tangent space, constructing an RRT, and reprojecting. The efficiency of the algorithm is further improved by
the following features:
•

•

•
•

Local curvature information is used to a priori “size”
each tangent space, by using larger tangent spaces in
regions of lower curvature;
Heuristics are developed for choosing the initial RRT
construction direction so as to maintain the Voronoi bias
property toward unexplored regions;
Like [1], our algorithm is also bidirectional, in that it
generates trees from both the start and goal nodes;
A “lazy projection” procedure similar to the lazy collision checking procedure of Sanchez and Latombe [7]
is developed to improve the efficiency of the projection
step.

The idea of sampling in the tangent space has also been
examined in [11], but here the random node is projected
immediately back to the constraint manifold.
In this paper we shall only address kinematic equality and inequality constraints of the holonomic type, e.g.,
loop closure equality constraints that characterize closed
chain mechanisms, pose constraints on a manipulator’s endeffector, static torque limits on the joints. Our case studies
suggest that even with the additional preprocessing and
bookkeeping, the TS-RRT algorithm outperforms existing
constrained motion planners for a wide range of benchmark
problems, in some cases by a considerable amount.

For space reasons we omit a discussion of the basic RRT
construction algorithm; the reader is referred to any of the
references [5], [6] for a review. We shall take the basic RRT
construction algorithm as our point of departure, and describe
the Tangent Space RRT (TS-RRT) algorithm as an extension
of the basic RRT algorithm. Let us first assume that the given
qinit and q f inal are already on the configuration space M .
Recall that the main distinguishing feature of the TS-RRT
algorithm is that branches of exploring trees are constructed
on the tangent spaces of the constraint manifold instead of in
the configuration space. Two tangent spaces to the constraint
manifold are initially constructed at qinit and q f inal . Starting
with qinit and q f inal as the root nodes, two trees are then
grown on the tangent spaces via the basic RRT algorithm. We
now discuss the basic components of the TS-RRT algorithm.
A. Lazy Projection
Assuming M is a surface embedded in some higher
dimensional normed Euclidean space, if a configuration q is
not on M , the natural way to compute the distance between
q and M is to find the point p ∈ M that minimizes the
distance kp − qk, where k · k is a suitably chosen norm on
the Euclidean space. Since this optimization is generally
nontrivial, in practice one settles for easily obtained solutions
that approximately minimize the distance. If the constraint
manifold is locally parametrized implicitly as g(q) = 0, one
easily implementable optimization procedure is to define the
error vector e according to
e = g(q),

(1)

so that if q lies on M then e is zero, and is nonzero otherwise. For q sufficiently close to M , kek2 is a valid distance
function that can be easily minimized via a Newton-Raphson
root-finding procedure for g(q) (see Table I.) Specifically, a
first-order Tayler expansion of (1) leads to
e + δ e ' g(q) +

∂g
(q)δ q.
∂q

(2)

Here we denote the Jacobian matrix ∂∂ qg by J(q). Setting the
right-hand side of (2) to zero and solving for δ q, we obtain
the update rule
qnew ← q − J(q)† δ e,
(3)
where J(q)† denotes the following pseudo-inverse of J(q):
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J(q)† = J(q)T [J(q)J(q)T ]−1 .

(4)

TABLE II
C REATE TANGENT P LANE

1
2
3
4
5
6

CreateTangentPlane(q)
q ← Projection(q)
P ← I − J(q)† J(q)
d1 ← q − qroot,parent
d1 ← P(q) ∗ d1
d ← GramSchmidt(P, d1 )
return (d, q)

B. Random Sampling on Tangent Planes
Given a root node qroot lying on M , a basis for the
tangent space to M at qroot can be obtained by applying a
Gram-Schmidt procedure to the following projection matrix
P(qroot ) ∈ ℜn×n :
P(qroot ) = I − J(qroot )† J(qroot ),

(5)

where n denotes the dimension of the configuration space.
The basis is used to generate a random sample on the
tangent space; note that the basis needs to be computed
only once for each root node. To illustrate the procedure,
suppose the constraint equation g(q) = 0 consists of m
independent equations. In this case the tangent space is of
dimension n−m, and an orthonormal basis {d1 , . . . , dn−m }
can be constructed at each point of M , where each di ∈ ℜn .
A random sample qrand on the tangent space can then be
generated straightforwardly given qroot and the orthonormal
basis.
Given a random sample node qrand on the tangent space,
we find the nearest neighbor node qnear on the same tangent
space, and extend the tree a fixed length segment in the
direction from qnear to qrand . The extended node is then
tested to see if the inequality constraints are satisfied. If it
fails to satisfy the inequality constraints, the node is then
abandoned, and the algorithm samples another random node
on the tangent space.
C. Creating a New Tangent Space
When the distance kek from the extended node qnew to
M exceeds a certain threshold, denoted EM , the tangent
space no longer approximates M with the desired accuracy.
In such cases we project the extended node onto M using
our previously described projection algorithm I, and treat the
projected point as a new root node for a new tangent space
generated via another Gram-Schmidt procedure. The process
for generating a new root node and the accordant tangent
space basis is show in Table II and Figure 3. When a new
tangent space is created, it is important to ensure that the
new tangent space not significantly “overlap” with the same
area of M covered by the parent tangent space. To prevent
such overlapping, we adopt the following two heuristics:
1) Preventing backtracking on the tangent space: : As
described by the third and fourth lines of Table II, we
compute the vector d1 from the root node of the parent
tangent space to the projected node that will be the new root
node; the projection of this vector onto the new tangent space
is then used as the initial vector in the Gram-Schmidt process

for constructing the tangent basis. In the random sampling
phase, only positive weights are associated with this initial
basis vector, to ensure that we do not “backtrack” to already
explored regions of M .
2) Avoiding construction of overlapping tangent spaces:
: If the root nodes of two tangent spaces are close to each
other, these tangent spaces tend to overlap each other. To
reduce the probability of this happening, we discard random
samples if their nearest neighbor nodes have been projected
(and declared to be a root node of a new tangent space), or
are parent nodes of a projected node.
D. Bounding the Tangent Space
Bounding the tangent space can be achieved in a number
of ways. One effective way uses the local curvature information of the constraint manifold: the basic premise is that at
root nodes where the principal curvatures are close to zero,
the manifold is nearly flat, and thus relatively larger steps
can be taken along the corresponding principal directions
of the tanget space without deviating significantly from the
manifold.
To explain the basic computational procedure, let us assume for simplicity that Eq. (1) is of dimension one (m = 1),
and that the unit vector normal to M at q, denoted n̂, is given
by
n̂ = J(q)/kJ(q)k.
(6)
The elements of the second fundamental form of M at q
can be computed as follows:
Hi j (q) = di T

∂ n̂
d j,
∂q

(7)

where H ∈ ℜ(n−m)×(n−m) , and di and d j respectively denote
the ith and jth tangent basis vectors calculated during the
Gram-Schmidt process. Orthogonally diagonalizing H, i.e.,
H = RT CR ∈ ℜ(n−m)×(n−m)

(8)

the matrix C ∈ ℜ(n−m)×(n−m) is a diagonal matrix containing the (squared) principal curvatures (denoted ci ), while
R ∈ ℜ(n−m)×(n−m) is an orthogonal matrix whose columns
correspond to the principal vectors of H. For the case when
T ∂ n̂k
T ∂ n̂
m > 1, we use ∑m
k=1 di ∂ q d j instead of di ∂ q d j in Eq. (7).
Based on the above, we adopt the following rules to
bound the tangent spaces. For each principal direction i,
i = 1, . . . , n − m, the length si is computed as
q
si = 2EM ρ − EM 2
(9)
where ρ is determined from the following procedure:
1
• Initialize ρ = √c ;
i
• If (ρ < rmin ) then ρ = rmin ;
• else if (ρ > rmax ) then ρ = rmax ;
where rmin and rmax are defined as
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rmin =

(q f inal − qinit )2 + EM 2
(stepsize)2 + EM 2
, rmax =
.
2EM
2EM
(10)

TABLE III
TS-RRT A LGORITHM

r

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19

Threshold

Fig. 2.

Example of circular manifold intersection

The choices of rmin and rmax are motivated from our assump√
tion that the manifold is locally circular (with curvature ci )
in each of the principal directions. The minimum value of si
is thus assured of being no smaller than the basic stepsize
in the RRT extension step, while the maximum value of
si cannot exceed the distance between the initial and final
nodes. Once the length si is determined as above, random
sampling for the ith component is done in the range (−si ,
si ). We also adopt the dynamic domain features described
in [14] and [3], which allows si to vary during iteration of
the RRT algorithm; see these references for details of this
procedure.
E. Dealing with Constraints of Varying Dimension
So far we have only considered the case when m is
of fixed dimension (implying the constraint manifold is of
fixed dimension). For problems in which the configuration
space consists of several constraint manifolds of different
dimension, m may vary depending on the configuration q.
Dealing with this situation is straightforward. Each time a
new node is created, the constraint equations are checked; if
the dimension of the equality constraint (m) is changed, the
node is then projected back to the constraint manifold, and a
new tangent space is created with the new dimension n − m.
If the equality constraint vanishes (m = 0), then this implies a
full-dimensional manifold (i.e., the constraint manifold now
becomes a volume of the ambient Euclidean space), and in
this case the domain size si is set to kq f inal − qinit k.
F. Selection Bias for Tangent Spaces
The trees generated by the TS-RRT algorithm consist of
multiple tangent spaces and branch nodes, such that every
extended node belongs to one of the two trees (one emanating
from the start node, one from the goal node—remember that
our algorithm is also bidirectional), and also to one of the
tangent spaces. Thus, when we randomly sample nodes, we
first need to choose a tangent space among all of the tangent
spaces created. To ensure that the tangent spaces created later
are selected more often, one can use the number of nodes
that belong to the tangent space as a selection criterion; that
is, if a certain tangent space has fewer nodes than the others,
it has a greater chance of being selected.
Another means of favoring tangent spaces that are created later is to use the local curvature information of M ;
the greater the extrinsic curvature, the greater the error in
approximating the constraint manifold by the tangent space

TS-RRT(qinit , q f inal )
Tree[], TangentPlanes[]
Tree.AddNode(qinit ), Tree.AddNode(q f inal )
TangentPlanes.Add(CreateTangentPlane(qinit ))
TangentPlanes.Add(CreateTangentPlane(q f inal ))
while i < Imax do i ← i + 1
k ← SelectTangentPlane()
qrand ← RandomSampleOnTangentPlane(TangentPlanes[k])
qnear ← NearestNode(k, qrand )
qnew ← Extend(qnear , qrand )
if h( f (qnew )) > 0 then goto 5 end
if Connect(qnew ) = Success then
Path ← ExtractPath()
return LazyProjection(Path)
else if qnew > EM then
TangentPlanes.Add(CreateTangentPlane(qnew ))
end
Tree.AddNode(qnew ), Tree.AddEdge(qnear , qnew )
end
return Fail

(for example, the mean curvature, given by the trace of the
second fundamental form, can be used as a bias factor).
G. Connection Test
Recall that our proposed TS-RRT algorithm is, like [1],
bidirectional in the sense that two trees—one each emanating
from the initial and goal nodes—are simultaneously generated. After every node extension on the constraint manifold,
the TS-RRT algorithm tries to connect the extended node to
the nearest node on the opposite tree. This is done by evaluating the inner product between the connecting line vector and
the rows of J(q) (recall that the rows of J(q) are orthogonal
to the surface); if the inner products are sufficiently close to
zero at both ends, the connecting segment is deemed to be
sufficiently close to the tangent spaces. In this case uniformly
spaced points along the connecting segment are tested to see
if the inequality constraints are satisfied. If at any of these
points the constraints are violated, or the error kek exceeds
the prescribed threshold, no connection is established.
H. Pseudo-Code Description of TS-RRT Algorithm
Repeating the processes described above, the resulting
trees rapidly explore the multiple tangent spaces that are
used to approximate M . Once a successful connection is
established, the final path through the collection of tangent
spaces is extracted, and the nodes in the final path are
projected to the constraint manifold (see Figure 4). A pseudocode description of our final TS-RRT algorithm is given in
Table III.
III. C ASE S TUDIES
In this section we provide three simulation case studies
using the TS-RRT algorithm. All simulations are performed
on a Windows 7 PC with 2.83GHz Intel core2 Quad processor and 3.0GB RAM. The MPNNN algorithm [13] is used
to find nearest neighbor nodes. The experimental results are
compared with the CBiRRT algorithm proposed in [1]. Since
CBiRRT is RRT-ConCon, while TS-RRT is RRT-ExtCon
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Start node
Transition node
Projection

(a) Initial configuration
Fig. 5.

Fig. 3. In TS-RRT, tree branches are generated on tangent spaces. When
a newly sampled node exceeds a certain prescribed distance from the
constraint manifold, that node is projected onto the manifold, and a new
tangent space is created.

(b) Final configuration

Initial and final configurations for the planar closed chain.

Final path
Start & Goal node
Transition node
Projection

Fig. 4. The final path is extracted through multiple tangent spaces. The
actual path on the manifold can be obtained by projecting the nodes on the
final path.

in the categorical terms proposed in [6], we implemented
both versions of CBiRRT in RRT-ExtCon and RRT-ConCon
modes. In TS-RRT the local curvature information is used to
determine sizes of the tangent space domain. We also include
results for the case when the sizes of tangent space domain
are fixed.
For each example, the initial and final configurations of the
robots are given, and a certain task constraint is defined. We
averaged the experimental data over 20 trials, with different
random seeds for each set of cases.
A. Planar Closed Chain Problem
In the first example the system consists of two 3-DOF
manipulators with obstacles in the workspace. The manipulators are required to maintain a fixed Cartesian distance
between their end-effectors, and thus forms a single loop
closed chain. The dimension of the configuration space is
six, with a single equality constraint applied. The box-shaped
obstacles function as inequality constraints. In the initial
and final configurations of this example, the closed chain
is surrounded by obstacles as shown in Figure 5 and 6. Such
obstacles will cause the configuration space to be shaped like
a bug trap; in such cases, the size of the sampling domain
becomes even more important. For this example, the TSRRT algorithm takes a smaller number of iterations, produces
fewer extended nodes, and consumes less time overall than
the CBiRRT algorithm (See Table IV.)
B. Spatial Piano Mover Problem
In this example the task is to move a piano in threedimensional space using two cooperating six-DOF mobile
manipulators. The mobile manipulator’s end-effectors are
assumed connected to opposite ends of the piano via balland-socket joints. The dimension of the configuration space
is 15 (6+6+3), and subject to three equality constraints.

Fig. 6.
chain)

Final trajectory found by the TS-RRT algorithm (planar closed

For this example, the CBiRRT algorithm takes a smaller
number of iterations, and constructs fewer extended nodes
than the TS-RRT algorithm, but the TS-RRT algorithm
still consumes less time computationally than the CBiRRT
algorithm (see Table V and Figure 7). We suspect that
the time difference may be because the TS-RRT algorithm
projects only root nodes of tangent spaces and the nodes in
the final path, whereas the CBiRRT algorithm projects every
extended node onto the constraint manifold.
C. 7-DOF Arm Slide-Lift-Slide Problem
In the final example we consider a simplified version of
the benchmark problem proposed in [1], in which a 7-DOF
arm slides a heavy dumbbell across a table, lifts it across
a gap onto another table, and slides the dumbbell further
on the second table. In [1] the arm is subject to static
torque constraints on each of the joints; here we simplify
the problem by not imposing the static torque constraints,
and simply check the x-y position of the end-effector to
determine if it should be constrained to lie on the table.
The configuration space is of dimension 7, with a single
equality constraint applied when the end-effector lies on one

Fig. 7.
A final trajectory found by TS-RRT algorithm (Piano Mover
Problem)
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TABLE IV
P LANAR C LOSED C HAIN P ROBLEM
Iteration
Number of Extended Nodes
Number of Nodes in Final Path
Time(msec)

CBiRRT (RRT-ConCon)
57092
16522
528
75556

CBiRRT (RRT-ExtCon)
138197
3837
230
157735

TS-RRT (Without Curvature)
11348
3822
193
675

TS-RRT (Using Curvature)
9322
2491
185
324

TABLE V
S PATIAL P IANO M OVER P ROBLEM
Iteration
Number of Extended Nodes
Number of Nodes in Final Path
Time(msec)

CBiRRT (RRT-ConCon)
424
2188
370
3781

CBiRRT (RRT-ExtCon)
4341
3023
372
3581

TS-RRT (Without Curvature)
8390
5245
840
3688

TS-RRT (Using Curvature)
7480
4797
734
2640

TABLE VI
7DOF A RM S LIDE -L IFT-S LIDE P ROBLEM
Iteration
Number of Extended Nodes
Number of Nodes in Final Path
Time(msec)

CBiRRT (RRT-ConCon)
15
344
137
998

CBiRRT (RRT-ExtCon)
45
88
61
110

TS-RRT (Without Curvature)
471
753
55
387

TS-RRT (Using Curvature)
90
154
66
81

being investigated.
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Fig. 8. Final trajectory found by the TS-RRT algorithm (7-DOF arm
problem)

of the two tables. The TS-RRT algorithm using curvature
information consumes the least time compared with the other
algorithms (See Table VI).
IV. C ONCLUSION
This paper has presented a new randomized algorithm for
task constrained motion planning, the TS-RRT algorithm,
that is based upon the widely used concept of rapidly exploring random trees (RRT). Unlike existing RRT algorithms
for constrained motion planning, the distinguishing feature
of the TS-RRT algorithm is that RRTs are constructed in
the tangent spaces of the constraint manifold, and projected
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for exploiting local curvature information about the constraint manifold, as well as investigating ways to include,
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