
Hello, and welcome to our Autumn, 2013 edition of Verification Horizons. I love autumn here in  
New England. The air is crisp and clean, the trees are turning beautiful colors, and it’s time for  
David and me to begin another year of camping and other fun activities with the Boy Scouts.  
David is an Eagle Scout and our troop’s Senior Patrol Leader, which means that he’s in charge  
of running troop meetings and campouts. I’m the Scoutmaster, so it’s my job to support him and  
the other boys, make sure they’re adequately trained and keep them safe. What that really means 
is that David and I have to work together to make sure that the troop functions well as a unit and 
that everyone has fun. Those of you with teenage sons may 
recognize the potential pitfalls of such an arrangement, but 
so far we’ve done pretty well, if I do say so myself. You’ll see 
these ideas of teamwork, planning and safety in our articles 
for this issue.

We start with two articles based on papers being presented 
at ARM TechCon. The first is a case study of a successful 
collaboration with Altera in “Software-Driven Testing of AXI 
Bus in a Dual Core ARM System” in which our friend Galen 
Blake at Altera shows how they used Questa to create 
abstract stimulus specifications that they were able to use in 
different contexts, including software, as they verified their 
system. Combined with Questa’s intelligent automation, they 
were able to generate traffic coordinated across the interfaces 
and the processor software to check everything from protocol 
compliance to fabric performance.  

In “Caching in on Analysis,” my colleague Mark Peryer 
describes Questa SLI, our new technology for verifying 
system-level interconnect in both simulation and emulation. 
Initially providing VIP and automation targeted for cache-
coherent protocols like ACE and CHI, Questa SLI provides 
stimulus generation, instrumentation, visualization and  
analysis of system-level behavior and performance. Given  
how complex cache-coherent interconnect fabrics have 
become, and how critical they are to SoC functionality,  
I think you’ll easily see how important a tool like this can be.

It’s Surprising What the Boy Scouts  
Can Teach Us about Verification. 
By Tom Fitzpatrick, Editor and Verification Technologist
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VIP is always an important part of a verification environ-
ment. In “DDR SDRAM Bus Monitoring using Mentor 
Verification IP,” by my colleague Nikhil Jain, we see how 
Mentor VIP can be used in passive mode to monitor and 
check protocol behavior. By including coverage collection 
and assertions, Mentor VIP gives you everything you need 
to check a particular protocol, and this article shows how 
effective it can be.

Our next article shares another success by our friends 
at STMicroelectronics. In “Simulation + Emulation = 
Verification Success” you’ll see how they took advantage  
of Mentor VIP’s multi-platform compatibility to simplify  
their integration of emulation in their verification 
environment. Even with multiple teams in different  
locations, they were able to use the setup to do  
software-driven verification with the testbench in  
the simulator and the design in the emulator.

If you’re using code coverage as part of your verification 
process, you’ll want to check out Roger Sabbagh’s article, 
“Life Isn’t Fair, So Use Formal.” We all know how hard it is 
to reach that last 10% of code coverage, usually requiring 
manual review of coverage holes and having to decide 
which exceptions are acceptable. This article shows how 
the Questa CoverCheck automatic formal application can 
not only make this process more reliable and repeatable, 
but can also encourage your team to design for verification.

Next we present “AMS Verification for High Reliability and 
Safety Critical Applications,” a bit of a primer on verification 
terms to help us understand where AMS verification fits 
in the overall verification landscape. For those of you not 
familiar with the issues of AMS verification, you’ll learn 
some basic definitions of common terms used in AMS 
verification, followed by a survey of different kinds of 
verification that you’ll want to be familiar with when dealing 
with safety critical designs.

Last but not least, our friend Ben Cohen is in our Partners’ 
Corner for this issue with “Assertions Instead of FSMs/
logic for Scoreboarding and Verification.” Ben is a long-
time advocate and expert in assertion-based verification, 
and in this article he shows us how to use SystemVerilog 
assertions (SVA) to monitor, check and report bus behavior 
in an interface. Building the checking into the interface 
keeps it closer to the bus, and using SVA makes the 
checking more efficient and exhaustive than trying to build 
an FSM to track the same behavior. Ben shows us how to 
use local SVA variables and other features to ensure that 
transactions are valid before being reported to the rest of 
the verification environment for scoreboarding or other 
tracking.

To those of you reading this at ARM TechCon, I hope you 
enjoy the show. For me, I’m off to camping and hiking in the 
woods with David and the boys this weekend. Oh, and I’ll be 
rooting for the Red Sox in the playoffs, too! 

Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons
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INTRODUCTION 
Here we present an architecture for verifying proper 
operation and performance of a complex AXI bus fabric in 
a dual-core ARM processor system using a combination of 
SystemVerilog and C software-driven test techniques.

Specifically, we describe deployment of an advanced 
graph-based solution that provides the capability for 
checking full protocol compliance, an engine for continuous 
traffic generation, precise control and configurability for 
shaping the form and type of traffic needed to test the 
fabric. These characteristics were easier to construct, 
easier to analyze and review, and were more efficient in 
terms of achieving coverage using a graph-based approach 
than constrained-random or directed OVM sequences. For 
us, this architecture yielded successful completion of the 
verification process ahead of schedule.

The system we verified consisted of a dual core ARM 
Cortex A9 processor connected to an AXI bus fabric. 
Master peripherals connect to the fabric using both AXI and 
AHB bus interfaces. Slave peripherals respond using AXI, 
AHB or APB ports. Although the fabric is predominately 
AXI, some older peripherals still use AHB which is bridged 
to AXI within the fabric. APB is used for most peripheral 
register access and data transport for the slow peripherals.

Verifying each master-to-slave connection on an AMBA 
fabric is a reasonably straightforward task, but verifying 
that each port complies with both the standard defined 
protocol and any user-defined conditions at every master 
and at every reachable slave increases the complexity of 
verification. Moreover, verifying that the fabric will continue 
to function and maintain acceptable performance under 
normal and heavily loaded traffic conditions introduces even 
more challenges. Normal fabric operations include bus 
transactions from multiple masters being sent to multiple 
slaves. Some masters may also have multiple transactions 
in flight. Defining and controlling transactions on the fabric 
from each of the master and slave ports in a real system 
using the particular protocol for each of those ports can 
be an intractable problem particularly when seeking a high 
level of synchronization and control of that traffic. 

For example, it is not easy to send a packet to an ethernet 
peripheral block and then predict with some precision 
exactly which types of AXI transactions might result, much 
less predict on which clocks they will occur. There are 
several dependencies on the state of the block such as 
buffer conditions and packets already in flight, and this 
can be further obscured by design-specific implementation 
choices and register settings that are found in a third-party 
IP. Start by taking into account just this one peripheral 
example and its protocol, and now imagine multiplying this 
across all the protocols found in a system.

To solve this challenge, we replaced peripheral blocks 
with VIP models for the connected protocol, which gave 
us much more precise control and dependable operation. 
Then we leveraged this control to construct tests that 
mimic the normal flow of data from each peripheral. 
Normal and heavy traffic scenarios were modeled to match 
expected system operations. Verifying the functionality 
and performance under loaded traffic scenarios helped us 
determine that there were no conditions that could lead to 
stalls or deadlocks in the fabric, stalled masters, stalled 
slaves or issues with performance degradation beyond 
tolerable limits.  

ENVIRONMENT  
Our testbench environment was fully based on System 
Verilog and the OVM 2.1.1 library. The environment also 
included significant embedded C software running on the 
CPU model that performed chip-level initialization, driver 
operations and many test control and monitoring operations. 
A number of OVM-based Verification IP (VIP) components 
formed the foundation of the testbench. Coupling the 
embedded C software into the verification environment 
meant that the testbench was also tightly bound to the CPU. 
Therefore, the CPU could be used to coordinate and check 
testbench activity. This was facilitated by a custom OVM-
based mailbox system with dynamic message passing. 
The VIP models received transactions directly from OVM 
sequences launched by an API in the embedded C software 
and/or OVM sequences launched by the testbench. A block 
diagram of the environment is shown in Figure 1 below.

Software-Driven Testing of AXI Bus in a Dual Core ARM System 
by Mark Olen, Mentor Graphics 
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Figure 1 – Block Diagram

 

STIMULUS DESCRIPTION AND COVERAGE MODEL 
Constrained Random Testing or CRT has been proven 
to increase productivity and find bugs missed by directed 
tests. Nevertheless it has several limitations:

• Users are responsible for defining a reasonable set of 
random variables and constraints. The definition of the 
variables and constraints is spread across many files. 
This sprawling structure of data makes it difficult to 
create, visualize, analyze or refine any of these variable 
and constraints. In general, it’s hard to assert any level 
of precise control. 

• Constraint solvers are proprietary and users are 
not assured of consistent results across simulation 
platforms. 

• Discovery of interesting and important corner cases  
are randomly discovered and are subject to the odds  

 
 
 
 
of random convergence of multiple variables. Random 
coverage of the defined coverage space is not efficient. 
Some areas may be repeated many times before a new 
unexplored area is exposed. 

• Successful CRT also requires development of coverage 
models to measure test effectiveness which can be 
extremely difficult.  

To overcome these limitations, we chose a graph-based 
stimulus description and coverage modeling solution. 
Specifically we addressed the limitations of CRT in the 
following ways:

• Random variable and constraint definition were  
replaced with an efficient and compact grammar  
in a single file. This file was compiled into a graph  
that made it easy to visualize and analyze for correct 

Software-Driven Testing of AXI Bus in a Dual Core ARM System 
by Mark Olen, Mentor Graphics 
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and complete definition. This comprehensive view of the 
functional space gave feedback on the parameters that 
were covered and those that were intentionally left out, 
as well as out-of-band features that may be selectively 
enabled and covered.

• Careful reviews of the graph also gave feedback on  
any features of a protocol that might have been missed. 
An example of the grammar is shown in Figure 2 and an 
example of the graph it produced is shown in Figure 3. 

• This solution can be ported to any simulation platform 
ensuring consistent results without any dependency on 
the constraint solver of the simulator.

• Coverage checking can be built into the graph, and 
improved coverage closure efficiency by testing the 
complete scope of the protocol in a minimal number of 
simulation clock cycles. This approach ensured that the 
complete protocol space is covered, including corner 
cases, with high efficiency. Interesting and important 
cases are dependably covered efficiently without 
dependencies on random chance.

Figure 2 – Protocol Grammar

TESTING INDIVIDUAL PORTS AND PATHS  
OF THE FABRIC 
Testing individual ports with specific protocols must cover all 
aspects of the protocol. Additionally, each master port must 
be tested to confirm that it can reach all accessible slave 
destinations. The slaves themselves may support a subset 
of a protocol or even be a different protocol altogether from 
the master. For example, an AXI master could initiate a 
64-bit transaction to a 32-bit APB slave. It is the job of the 
fabric to split the original 64-bit transaction into 2x32-bit 
transactions and the testbench to track it. In this example 
the master and slave monitors report transactions based 
on the master ID and fabric ID using local scoreboards and 
analysis ports. A subsystem scoreboard subscribed to the 
local analysis ports for checking. Details of this checker are 
omitted for brevity.

We used a graph in the form of an OVM sequence 
compatible with the VIP. This works for most masters, 
and the graph can also be used to generate calls to the 

embedded C API, thus giving us the ability 
to use a consistent approach to test the AXI 
master port on the CPU connecting it to the 
fabric. The graph-based sequences can be 
used for protocol testing, path coverage, 
and also for generating high volumes of 
transactions. The graph-based sequences 
also had numerous parameters used to 
activate or deactivate supported features of 
each individual port instance.

In addition to protocol and path tests, the 
graph can also be used to generate endless 
streams of traffic that can be controlled 
by the graph itself with a local perspective 
matching traffic expected from the normal 
peripheral the VIP has temporarily replaced. 
Moreover, the local traffic controls and 
parameters in the graph can be extended to 
an external graph with a system perspective 
where there is awareness of the traffic 
conditions on all other ports. These controls 
gave us the ability to define, control and 
synchronize the traffic conditions across  
the fabric.
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Figure 3 – Protocol Graph 

TRAFFIC SYNCHRONIZATION AND CONTROL 
The same principles that guide the choice of a graph-based 
solution for bus protocols also apply to definition and control 
of traffic conditions. The local controls in each “protocol 
graph” that give the ability to shape traffic within that graph 
can be dynamically controlled by a “traffic graph”. Examples 
of these controls include graph parameters such as the 
number of idle clocks between transactions, the size of 
data, and number bursts in a transaction.

Graph parameters can be dynamically controlled to be a 
fixed number, a random range of numbers, or a weighted 
random range of the numbers. Additional controls are 
added for synchronization. For example, a protocol graph 
can be instructed to conduct a single transaction and 
stop until instructed to run the next transaction. It can be 
instructed to run specific numbers of transactions or run 
continuously until instructed to stop. This gives the traffic 
graph several different ways to control traffic.

Dynamically controllable graph parameters can be changed 
between transactions and even during a transaction at 
certain control points defined in the protocol graph. For 
example, before a transaction completes, it could check to 
see if there are any updates to the number of idle clocks 
between transactions prior to completing the transaction.

Most important, the traffic graph has the ability to 
simultaneously launch transactions on multiple ports that 
can be synchronized to start on the same clock. All of these 
features can be used to produce any number of worst case 
scenarios to thoroughly examine the capabilities of the 
Fabric. An example traffic graph is shown in Figure 4. 

 

Figure 4 – Traffic Graph
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TRAFFIC MODULATION 
Making effective use of the graph parameters described 
above gave us the ability to control and shape, or modulate, 
the traffic at each master port. For example, the density of 
transactions can be adjusted to match the traffic conditions 
found on a peripheral that only has occasional traffic. 

Transactions can be queued and released on multiple ports 
simultaneously or staggered in a very controlled manner. 
The size and type of transactions can also be controlled 
to match expected system operations. For example, the 
bandwidth of a slow peripheral device will not generate the 
same amount of traffic as a high speed peripheral device. 
Some peripherals may have very dense transactions for 
brief periods of time and then go quiet for a while. Some 
may have constant high density transactions. The shape 
of the traffic can be influenced by buffer sizes in the 
peripherals, the layout and arbitration defined in the fabric, 
bandwidth limitations at popular slaves like DDR, clock 
and clock ratio settings and interactions between multiple 
masters and slaves. The traffic graph modulates traffic in a 
manner that matches normal system operations described 
above. The protocol graph that is used to interact with the 
API in the embedded C also implements the same level 
of control. An example of modulated traffic control with a 
normal traffic scenario on three masters is shown in Figure 
5. Each box represents a series of nearly continuous bus 
transactions with very short (not pictured) idle cycles. A 
“heavy” traffic scenario would have more activity and less 
idle time between each series of transactions. An example 
is shown on Figure 6. 

 

PERFORMANCE TRACKING 
In addition to coordination and control, there also needs to 
be instrumentation to monitor performance of the fabric. 
First each path is checked for “ideal” or unloaded latencies, 
to validate predictions of the architectural model. Next 
the architectural models are used to predict latencies 
under normal traffic and heavy traffic conditions. These 
predictions are used to define acceptable performance 

conditions. Then the traffic graph is used to generate very 
large numbers of normal and heavy traffic scenarios, with 
each maintaining functional operations at performance 
levels that do not degrade below acceptable limits. 
Performance metrics include both bandwidth and latency. 
Functional operations and performance are monitored in-
flight with scoreboards used to track and report progress.

 

CONCLUSION 
Using the graph-based approach improves design quality 
very early in the project. Protocol coverage is reached 
efficiently and traffic analysis achieved excellent results, 
improving the design of blocks connected to the fabric, as 
well as the interaction between blocks at the system-level.

The advantages of graph-based stimulus and coverage 
versus constrained random were significant. Fabric and 
system-level coverage goals were more easily defined and 
achieved. As a result, dual core ARM Cortex A9 processor-
based design was successfully verified several months 
ahead of schedule, achieved all functional and performance 
verification goals, and yielded a successful first-pass silicon 
design.

Editor’s note: A version of this article with the title “Verifying 
an AXI Fabric Using a Graph-Based Approach” was 
presented as a paper by the authors at ARM TechCon 2013.
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Figure 5 – Normal Traffic Modulation Scenario

 

Figure 6 – Heavy Traffic Modulation Scenario
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THE CRITICAL SUB-SYSTEM 
The on-chip bus interconnect has become a critical sub-
system of a System On a Chip (SoC). Its function is to route 
data between different parts of the system at a rate that 
allows the system to meet its performance goals. The scale 
and complexity of the interconnect varies from a single 
switching block, routing transactions between bus masters 
and bus slaves, to a hierarchy of switches organized to 
maximize through-put. Verifying that the interconnect works 
correctly requires that the various bus ports in the system 
adhere to the protocol specification; that the system address 
map has been implemented correctly; and that the overall 
interconnect fabric delivers on its performance goals.

The advent of heterogeneous, multi-processor systems 
with multiple caches sharing the same data has added 
significantly to the complexity of interconnect design 
and has prompted the development of cache coherent 
protocols such as AMBA® 4 ACETM and AMBA 5 CHITM. 
Questa SLI supports interconnect verification with a range 
of capabilities targeting interconnect verification for both 
simulation and emulation. These capabilities include 
testbench and instrumentation generation based on Questa 
VIP; stimulus targeting interconnect and cache coherency 
verification; and visualization and analysis techniques 
aimed at giving insight into system level behavior.

 

THE IMPORTANCE OF AMBA 
The process of large scale SoC design integration has 
been made significantly easier by the use of standard 
protocols allowing design IP from different vendors to be 
connected together using defined bus master and slave 
interfaces. The most prevalent family of on-chip bus 
protocol standards is the ARM AMBA protocol which is 
supported by ARM’s range of processors, system level IP 
and the AMBA Designer interconnect generator as well 
as a large and growing body of proprietary and third party 
design IP. All of this design IP has to be connected together 
using interconnect and a disproportionate amount of SoC 
verification effort is spent on validating that this integration 
is correct and that the configuration of the interconnect is 
optimal. As a result, determining the performance of an 
interconnect is often left until too late into the project to 
allow it to be optimized. Over time, the increasing scale 

of integration has meant that SoCs have evolved into 
complex platforms where several data-hungry sub-systems 
compete for bandwidth. Being able to analyze the system 
level behavior to tune the performance has become a must 
to avoid the area and power consumption costs of over-
engineering the interconnect fabric sub-system. In order to 
address these problems, there needs to be a way to reduce 
the amount of time spent verifying the functionality of the 
interconnect as well as a way to make it straight-forward 
to visualize and understand system level behavior. It is 
particularly important to be able to identify the sources 
of design and configuration related problems that lead to 
unsatisfactory performance.

The AMBA protocol family has evolved over time to address 
the increasing performance requirements of SoCs. The 
first generation protocols were ASB and APB. The second 
generation introduced AHBTM which defined a multi-master, 
multi-slave, multiplexed, interconnect protocol that was 
limited to in-order read or write transfers with a pipeline 
depth of 1. The third generation of AMBA protocols 
introduced AXITM which defined a point to point, master to 
slave bus interface. Implementing on-chip interconnect for 
AXI requires the use of a switch to route the AXI master 
requests to their target slave and then to return the slave 
response back to the originating master. AXI has become 
a de-facto standard since it supports high data through-put 
through the use of multiple sub-channels that separate 
reads and writes and allow the different phases of the 
protocol to be pipelined to any depth. AXI also supports out 
of order responses for read accesses. 

The AXI and AHB interfaces of design IP can be verified 
with Verification IP (VIP) that can check that all aspects 
of the protocol have been implemented correctly and, 
for instance, the Questa AXI and AHB verification IP 
is shipped with a verification plan that can be used to 
check compliance to the protocol. AXI and AHB based 
interconnects can be verified using testbenches that use 
the Questa VIP to inject stimulus that checks the address 
map and that all supported aspects of the protocol have 
been implemented correctly. In order to make this process 
more productive, the Questa SLI product will automatically 
generate a Questa VIP based UVM testbench for the 
interconnect using the bus interfaces at its boundary.  

Caching in on Analysis 
by Mark Peryer, Mentor Graphics 
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Questa SLI generates a testbench environment and 
configures connectivity graphs according to the 
design configuration (stimulus view only, analysis 

instrumentation omitted). 
 
 
The generation process then configures connectivity graph 
stimulus to exhaustively check the address map and those 
aspects of the protocol that are supported by each bus 
master. The generation process takes minutes and the 
graphs typically achieve coverage closure in 10-100x faster 
than the equivalent constrained-random stimulus. Using 
Questa VIP the same testbench and stimulus can be used 
for simulation with Questa and emulation with Veloce.

The other aspect of testbench generation is that it 
addresses analysis. Transaction information relating 
to bus transfers and their phases is 
automatically generated during run 
time by Questa VIP as protocol signal 
level activity occurs. In the case of a 
completely active testbench that wraps 
around a DUT, the transactions are 
available from the monitor ports of 
Questa VIP instantiated in the testbench. 
The opposite case is a completely 
passive testbench where Questa VIP is 
bound to bus nodes which are embedded 
inside a SoC design which is being 
stimulated by an alternative verification 
environment. This type of testbench is 
referred to as an instrument because 
it is measuring what is going on inside 
the device. Questa SLI generates active 
testbenches, passive instruments or a hybrid of the two 
when some of the bus interfaces need to be stimulated and 
others need to be instrumented. The analysis transactions 
from the testbench/instrumentation are routed to analysis 
components that process the transactions. 

 
Debugging a functional problem with an on-chip 
interconnect can be complex especially when there is 
interconnect hierarchy or there are a large number of 
outstanding transactions and it is difficult to work out 
which transactions are associated with each other. In 
order to alleviate this problem, Questa SLI uses analysis 
instruments to link transactions together so that it possible 
to see which downstream transactions are associated with 
a master request transaction. This linkage is demonstrated 
in the Questa waveform window – when one of the linked 
transactions is selected, all of the related transactions are 
highlighted. This makes it possible to see the ‘wood for the 
trees’ when the bus traffic is heavy. The linked transactions 
are recorded in a database, along with other information,  
for post-run analysis.

Transaction linking between an AXI Master (M0)  
and an AXI slave (S3) via an interconnect hierarchy

 
The other dimension of interconnect verification is 
establishing that it meets the desired performance. SoCs 

Caching in on Analysis 
by Mark Peryer, Mentor Graphics 
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have evolved into platforms with distributed computing  
and hardware resources which are capable of being used 
in any number of combinations.  This poses a dilemma for 
hardware architects since they have to provide enough 
performance to ensure that most use case scenarios will 
work while minimizing the area and power of the chip. 
There are various ways to approach this, but ultimately they 
rely on being able to run realistic scenarios that combine 
application software with actual RTL and input stimulus 
for major interfaces. The problem with this is that this 
software and hardware are not usually available until late 
into the development cycle when it is quite difficult to make 
changes to the interconnect. To address this, Questa SLI 
provides a traffic generation stimulus capability. This allows 
an interconnect to be surrounded by traffic generators 
that emulate the behavior of hardware blocks using a high 
level of abstraction called a traffic profile, which defines 
that this bus master will transfer this much data in this time 
window. A traffic profile can be targeted to any bus protocol 
and multiple traffic profiles can be combined to create a 
traffic scenario that defines a use case. Using a generated 
testbench and multiple traffic scenarios, the performance 
of an interconnect can be validated either stand-alone or in 
combination with real hardware and software as it becomes 
available.

In order to make sense of system level behavior, Questa SLI 
provides a web client to view a selection of analysis charts 
that allow transaction databases from different simulations 
to be analyzed or compared against each other. For AXI 
interconnects, the charts are primarily aimed at looking at 
the performance and latency. The charts are configurable, 
allowing different filters to be applied to the data. Using 
a combination of charts allows the user to view the same 
information from different perspectives in order to get a 
better insight into what is going on. The charts are linked 
to a system level transaction viewer which shows what 
was going on when a particular performance bottleneck 
occurred. When a modification is made to correct an 
interconnect problem, post-run result databases can be 
compared to validate that the required improvement has 
been achieved. Other forms of analysis that can be done for 
this type of interconnect include configurable system level 
functional coverage, and stimulus quality metrics. System 
level function coverage looks at the transactions that 
each master causes to occur in the system and provides 
feedback on the areas of the protocol that have been used 
in the stimulus. This type of functional coverage is not 
normally possible to do with SystemVerilog covergroups 
since the transactions that are taking place are scattered 
around different interfaces in the design. Stimulus quality  
 

Example Questa SLI Analysis Charts
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metric charts can be used to determine information about 
the stress that the stimulus has put the design under.

 
THE IMPACT OF CACHE COHERENCY 
The fourth generation of AMBA protocols added  
ACE with support for cache coherence which increases 
the complexity of interconnect verification. With new 
generations of ARM processors, keeping the processor  
fed with instruction data has led to multiple levels of 
memory hierarchy with L1, L2 and L3 caches becoming 
common place. The caches are not only important to  
keep instruction and data fetch latencies low, but also to 
reduce the amount of power that the System consumes  
by avoiding off-chip accesses to external memory. In a 
multi-processor system, the different CPUs share areas 
of data memory to synchronize processes and access 
to hardware resources. Examples of this shared data 
are semaphores and command/message tables. Cache 
coherency is used to allow these shared areas of data  
to be resident in the data caches of the processors. This 
means that cache coherent masters can avoid the penalty 
of making an external memory access in order to check  
on the state of a semaphore. 

In an SoC where the processors are instruction set 
compatible at the binary level, it is possible to switch the 
execution of processes from one processor to another; 
either to equalize compute load; to accelerate execution  
on a more powerful processor; or to run a process on  
a lower power core. ARM’s big.LITTLETM architecture 
exemplifies this approach, where different processes  
can be run on cores in two or more clusters of high 
or low power processor cores and swapped between 
clusters. Cache coherence is used to reduce the 
overhead of switching a process between cores,  
since it allows the same instruction code to be  
shared between multiple caches and newly  
started cores to run from a warm cache. 

From a hardware perspective, cache coherency is 
achieved by allowing a bus master to access the 
contents of another master’s cache using a dedicated 
interface, a process referred to as snooping. To support 
cache coherence the AMBA ACE (AXI Coherency 
Extensions) protocol extends the AXI bus interface by 
adding more bus fields to its existing channels to support 
coherent accesses and adding three additional sub-

channels to support snoop accesses. During an access to 
shared memory, a coherent master first checks the contents 
of its own cache, if a cache miss occurs it issues a snoop 
request transaction to the interconnect. The interconnect 
is responsible for generating snoop accesses to each of 
the other coherent masters in the system. If a snoop hit 
occurs, then the interconnect routes the data from the 
successful snoop access back to the requesting coherent 
master to add to its own cache. If all the snoop accesses 
fail, the interconnect initiates an access to the next level of 
the memory hierarchy (either a L3 cache or main memory) 
and returns the result to the initiating master which stores 
the result in its cache so that it could, in turn, be snooped 
by another coherent master. For highest performance, 
an optional speculative memory access can be started in 
parallel to the snoop. Bus accesses over the ACE protocol 
do not need to be coherent, and the underlying transport 
layer is AXI. 

There is a variant of the ACE protocol which is referred to 
as ACELite. An ACELite master is IO-coherent, this means 
that it is able to access the content of shared caches but 
that it either does not have its own cache or does not share 
its contents with other masters. At the interface level, 
ACELite contains the ACE field extensions to AXI, but it 
does not include the three extra snoop channels. Examples 
of ACELite masters include GPUs or other hardware 
accelerators that would pick up a command/message table 
from an area of shared memory.

Transaction linking in an ACE system, Master_0 issues a request  
for data from shared memory, the interconnect issues snoop  

transactions to the other coherent masters in the system, if these  
fail the interconnect accesses external memory via Slave_2.
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The ACE protocol relies on snooping all shared coherent 
masters in the system, although this is more efficient than 
going to main memory for each access, there is a finite limit 
to the number of coherent masters that can be supported 
in such a system. The latest AMBA 5 CHI (Coherent Hub 
Interface) protocol, announced in June 2013, is designed 
to address this problem and can be scaled to support a 
large number of coherent masters. The CHI (Coherent Hub 
Interconnect) AMBA-5 protocol, announced in June 2013,  
is designed to address this problem and can be scaled 
to support a large number of coherent masters. It takes a 
different approach to snooping from ACE, using a cache 
directory to ensure that a coherent master is only snooped if it 
is likely to have the required cache line. CHI also breaks away 
from the AXI interface to use a high speed packet oriented 
approach for the underlying protocol transport layer. Like 
ACE, CHI supports both coherent and non-coherent traffic. 

Questa SLI instrumentation links ACE and CHI transactions 
together so that it is possible to see which master request 
caused which snoop transactions, and in the case of a snoop 
miss, the associated access to main memory. Adding the 
snoop channel means that checking a cache coherent ACE 
or CHI master interface is no longer limited to a one-to-one 
master-slave relationship, since the system level complication 
of the snoop interface also needs to be taken into account.

The snoop channel is not the only additional complexity.  
With a non-coherent cache each cache line has a status  
bit that indicates whether the data in the line is valid or not. 
This enables the cache controller to determine whether  
the result of a cache access is a hit or a miss. With coherent  
caches, more states are required to keep track of the state  
of the data. The ACE protocol defines  

5 cache states—Invalid (I), Unique Clean (UC), Unique Dirty 
(UD), Shared Clean (SC) and Shared Dirty (SD). The Invalid 
state means that there is no valid data stored in a cache line. 
If the cache line state is unique, then it means that the data 
only exists on that master and nowhere else in the system, 
whereas if it is shared, then the data exists in at least one 
other coherent cache. If the data is clean, then it means that 
its content has not changed since it was fetched from main 
memory, but if it is dirty then it has been updated by a write 
and the version in main memory is out of date. The state 
stored in each cache line represents one element of a volatile 
FSM which is distributed across the equivalent cache lines 
in other masters. In other words, the transitions between 
the cache states are affected by the current cache line state 
and the state of equivalent cache lines that may or may not 
exist in other coherent caches. In addition, the ACE protocol 
supports 17 different types of snoop transactions which cause 
different transitions to occur in the cache line state according 
to whether the cache is being snooped or whether the cache 
is being updated after a snoop hit. In principle, verifying that 
a coherent cache controller has made all of the possible state 
transitions for all combinations of snoop transactions and 
response conditions is pretty much unachievable for all the 
cache lines. However, if the verification process is focused 
on a few cache lines, then the overall behavior of a cache 
controller can be validated by the principle of reduction. 

  

Distributed ACE Coherent Cache State Machine –  
Each cache line can be in any of these states,  
and transitions between states rely on a combi- 
nation of local and remote states and the type  

of transaction taking place.
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Even when working with just a few cache lines it is difficult 
to provoke all of the possible cache line state transitions. 
Techniques such as constrained-random stimulus are 
ineffective when faced with this challenge, which involves 
co-ordinating accesses between masters to create 
the desired state transitions. Questa SLI provides a 
combination of directed and graph-based stimulus which is 
designed to target the validation of cache coherent systems.

Questa SLI provides post-simulation coverage analysis 
charts for cache line transitions. This is available for a 
single test case database, or a virtual merge of the results 
of several test cases. Since the state transitions from 
transactions received via the snoop channel are different 
from those generated by the request channel, there are 
two cache line state transition charts. These allow users to 
determine the quality of their stimulus.

 Other charts provided by the Questa SLI client allow 
other aspects of the cache coherency stimulus quality to 
be determined. For instance, it is possible to look at the 
number of outstanding transactions that are queued at each  
 
 

Questa SLI Cache Coherency Phase Level  

Latency and Cache Line State Transition Charts 

master and slave either as a distribution or at a particular 
point in time, to give an indication of the degree of stress 
that the stimulus has placed on the system. Another quality 
metric is the ‘distance’ between transactions in terms of 
time and address locality. Again, this gives an indication of 
what stress the coherent masters have been subjected to, 
and what spread there has been in the stimulus applied.

In addition to the normal transport level bandwidth and 
latency performance questions, the performance of a 
cache-coherent system is affected by the cache hit rate and 
the snoop hit rate. It is also affected by the snoop latency, 
in other words how long a snooped master takes to respond 
to a snoop hit. Questa SLI provides charts that allow these 
metrics to be analyzed, and these charts are linked to the 
transaction viewer so that root causes of problems can be 
identified.

 

IN CONCLUSION 
Successful verification of the on-chip interconnect is critical 
to the successful completion of an SoC. Questa SLI builds 
on top of Questa bus protocol VIP to provide a powerful 
combination of code generation, testbench infrastructure, 
configurable stimulus and analysis capabilities that make 
it possible to functionally verify an interconnect fabric and 
then to check its performance under different loads. When 
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a throughput issue is found, it can be traced back to its root 
cause, and the analysis infrastructure allows the behavior of 
different versions of the implementation to be compared.

In addition to support of non-cache-coherent protocols 

such as AXI, Questa SLI fully supports the ACE and CHI 
cache-coherent protocols. The combination of its powerful 
stimulus generation and visualization techniques make sure 
that cache coherency verification is thorough and effective.

Support of the AMBA protocol family  

by Questa VIP and Questa SLI
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This article describes how Mentor’s verification IP (VIP) 
for various double-data rate (DDR) memory standards 
can act as a bus monitor and help yield fast, flexible 
verification and easy debugging. We discuss how to 
boost productivity using the inbuilt coverage collector and 
checking assertions by passively monitoring data on the 
bus. Mentor provides verification IP that spans multiple 
engines; simulation, formal and acceleration (emulation) 
allowing effective test re-use from simulation through to 
acceleration, but the article focuses on simulation using 
Questa Verification IP.  

OVERVIEW 
Verifying and debugging DDR SDRAM memory designs 
is challenging because of the speed and complex timing 
of the signals that need to be acquired and debugged. We 
can reduce this complexity using the DDRx Questa VIP 
(QVIP) as a bus monitor. In general, the bus monitor’s task 
is to observe, so it should be configured to be passive and 
not inject errors. A monitor must have protocol knowledge 
in order to detect recognizable patterns in signal activity. 
QVIP has all these features and thus can be a boon to  
any verification team.

DDRx QVIP is a verification IP built using standard 
SystemVerilog for UVM environments. This 
single verification IP supports multiple JEDEC 
DDR SDRAM memory standards, including 
DDR2, DDR3, LPDDR2 and LPDDR3. 
Exhaustive protocol checks are built in as is 
functional coverage tracking guided by the 
coverage test plan. DDRx QVIP provides an 
exhaustive set of protocol checks (assertions) 
for each of the supported standards, thus en-
suring protocol compliance. Any activity on the 
bus that violates a specification will result in an 
error message. It also provides a scoreboard 
that links activity happening on the bus with 
information provided by the system and results 
in error messages if a mismatch occurs.

In general, DDRx QVIP can be connected in 
the verification environment in the following 
fashion:

a)  DDRx QVIP acts as an active memory controller, 
driving all controller transactions/wires

b)  DDRx QVIP acts as an active memory device, 
responding to all transactions from the controller

c)  DDRx QVIP acts as a bus monitor, providing protocol 
checks and capturing all bus activity for analysis

 
Here we discuss in detail how to use DDRx QVIP  
as a bus monitor during verification. 

DDRx QVIP 
DDRx QVIP is a UVM based multilevel abstraction VIP 
that provides fast, flexible verification and easy debugging 
of memory systems. DDRx QVIP uses a single interface 
instance for multiple memory standards, which can be 
selected through configurable variables.

The design under test (DUT) can be connected to DDRx 
QVIP in monitor mode, in which case the VIP will simply 
monitor the interface signals and extract bus transactions. 
This transaction activity appears in the wave window 
allowing for debugging with complete history. This data is 
also fed to various units such as a coverage collector (for 
coverage), assertion checker (for protocol integrity) etc. 
  

DDR SDRAM Bus Monitoring using Mentor Verification IP 
by Nikhil Jain, Mentor Graphics
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Figure 2: Configuring the DDR QVIP monitor  
in the verification environment

 
The DDRx QVIP provides a SystemVerilog interface for 
connecting to the DUT with support of all JEDEC-specified 
features for the supported standards. This includes:

a) all command types, such as read, write, mode 
registers, pre-charge, activate, refresh, self-refresh,  
and power down

b) auto activation in read/write commands
c) All burst lengths and burst mode
d) Clock frequency changes during self-refresh/power 

down based on configurable frequency
e) ZQ calibration
f) Backdoor access to the memory and scoreboard

 
Figure 2 above shows the necessary 
changes to the SystemVerilog/UVM 
source code required for the verification 
environment to monitor the DUT. The 
QVIP must be configured so its various 
parameters match those of the DUT.

The DDRx QVIP comes with various 
configurations that users can configure 
statically or at runtime. All timers can 
be adjusted to any value at the start of 
simulation. Other possible configurations 
are:

a) the single interface instance can 
be configured as DDR2, DDR3, 
LPDDR2 or LPDDR3.

b) size, width, banks, row address 
width, column address width, 
page size and speed grade can 
be configured according to the 
selected interface

c) column address strobe (CAS) 
latency, additive latency, etc. 
can configured to user-defined 
values

d) Initialization can be skipped if 
the DUT does not support it

e)  Various timing parameters can 
be configured to user-specific 
values, including tWR, tWTR, 
tRP, tCCD etc.

 
Figure-3 below shows the timing of the write command. 
Write data is centered within the data strobes and 
approximately center-aligned with the clock edges. The 
write command is initiated by sampling CS, CAS and WE 
LOW while holding RAS HIGH at the rising edge of the 
clock. The address inputs determine the starting column 
address. After the configured write latency finishes the data 
for this particular write, commands begin to be recognized. 
After the transaction is recognized on the bus, the monitor 
translates this into the transaction object and sends it to 
various analysis components like the coverage collector, 
scoreboard and checker.

 
Figure 3: Transaction view for write command
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Figure 4: Functional coverage results

 
COVERAGE CLOSURE  
In monitor mode, the DDRx QVIP can be helpful 
in achieving coverage closure. In coverage-driven 
verification, an engineer can keep track of which part of 
the protocol is being verified in each test and combine 
that into a single view of how much of the protocol has 
been verified. With coverage in place for a given protocol, 
an engineer can easily tell what tests need to be written 
to cover all the features of the device. Since verification 
is directly related to the time and resources available, 
most teams focus mainly on the newly added blocks and 
interfaces in the design. DDRx QVIP shows individual 
coverage from both the controller and memory instances.

The entire feature list supported by DDRx QVIP is listed in 
an XML test plan that can be linked to Unified Coverage 
Database (UCDB). This database is the repository for 
all coverage information — including code coverage, 
cover directives, cover points and assertion coverage — 
collected during the simulation by Questa. Questa allows 
for merging the XML test plan with all coverage results in 
the form of UCDB, which is accessible both via log file  
and GUI.

One can enhance or modify the plan requirements, hence 
coverage, by adjusting the features required in the DUT. 
Here’s how: After implementing the functional coverage  
infrastructure, map the plan items to be implemented 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 
in the coverage infrastructure. The result is a trackable, 
predictable verification plan environment that can assess 
and refocus the verification effort as needed.

QVIP SCOREBOARD 
A critical component of self-checking testbenches is 
the scoreboard that checks data integrity from input to 
output. A scoreboard is a TLM component and care 
should be taken not to activate it on a cycle-by-cycle 
basis but rather at the transaction level. In OVM/UVM, the 
scoreboard is usually connected to at least two analysis 
ports: one from the monitors on the input(s) side and the 
other on the output(s). It compares the data received in 
a read transaction with data previously written by a write 
transaction. If a read transaction is performed without a 
prior write transaction to the same address, then a warning 
is issued. If there was a previous write to the address, and 
there is a mismatch between the data read and the data 
expected, then an error is issued.

The scoreboard replicates the DDR memory in the form of 
an associative array.  Data stored in the scoreboard for a 
particular address is updated when a write transaction is 
performed to that address.

PROTOCOL INTEGRITY IN MONITOR MODE 
Assertions play an important role in a unified verification 
effort. Assertions allow the architect or designer to capture  
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the design intent and assumptions in a manner that can 
be verified in the implementation either by measuring and 
controlling the density of assertions or by logging assertion 
passes and failures.

DDRx QVIP comes with a built-in checker that continuously 
monitors the bus and fires an assertion or error message 
whenever illegal activity takes place on the bus. QVIP 
comes with functionality for enabling or disabling a 
particular assertion or all assertions using APIs.

//Checker configurations 
ddr_monitor_config.m_bfm.set_config_enable_all_ 

       assertions(0); // to disable all assertions 
ddr_monitor_config.m_bfm.set_config_enable_ 
       assertion_index1(DDR_CONFIG_TWTR_ 
       VIOLATION,1’b0); to disable particular      assertion

 
To debug the assertions in the Questa GUI without using 
waveforms, invoke the assertion browser by selecting it 
through the menu: view->coverage->assertions.

The assertion browser lists all assertions in the design. 
Failed assertions are displayed in red, making them easy  
to identify.

CONCLUSION 
This article describes various techniques for using DDRx 
QVIP in passive mode, like coverage collection, assertion 
checking, scoreboarding etc.  These techniques can be 
used in your verification process to save time and improve 
the quality of results, increasing confidence. Mentor 
provides verification IP that spans multiple engines; 
simulation, formal and acceleration. DDRx QVIP is a highly 
configurable verification IP for SV UVM environments 
supporting multiple DDR memory standards. Some 
examples of configurability include the ability to adjust 
timing parameters and to enable/disable any assertion,  
any time.   

 

 
 

 
Figure 6: 
Assertion 
tracking  
window
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Customer Profile  
STMicroelectronics is one of the world’s largest semi-
conductor companies with net revenues of US$ 8.49  
billion in 2012. Offering one of the industry’s broadest 
product portfolios, ST serves customers across the 
spectrum of electronics applications with innovative 
semiconductor solutions. 

Design Challenge 
Understand and benchmark a combination of ARM 
components at the heart of a new SoC reference  
design with a verification environment that links  
software-based simulation and hardware-based  
emulation in a common flow. 

Solution
• Use Mentor Graphics verification IP (VIP) when building 

a testbench for the Questa Advanced Simulator. 
• Connect this testbench to a Veloce emulation system  

via TestBench XPress (TBX) co-modeling software. 
• Separate all blocks of design code into two domains — 

synthesizable code, including all RTL, for running  
on the emulator; and all other modules that run on  
the HDL portion of the environment on the simulator 
(which is connected to the emulator).

• Work with Mentor Graphics to fine-tune the new  
co-emulation verification environment, which requires 
that all SoC components be mapped exactly the same 
way in simulation and emulation.

 

If you haven’t noticed it’s the age of the SoC, though 
it wasn’t always so. Consider the example of personal 
computing, an era quickly fading into history according to 
many. Once upon a time, using a computer meant sitting 
in front of a desktop PC powered by several chips — CPU, 
GPU, north/southbridge, controllers for USB and ethernet 
ports, and so on. Now, it’s likely that your first encounter 
with a computer each day is tapping the screen of a 
smartphone in which a single SoC handles most functions. 
And SoCs are proliferating far beyond smartphones and 
tablets into everything from gaming consoles to networking 
gear to cars, airplanes and satellites. 

Because SoCs are generally associated with reduced 
system complexity and cost, and also relatively compact 
footprints, the monolithic chips are good news for 
consumers. But there is bad news, too, perhaps best 
expressed in an old engineering maxim that still holds 
true and has shown up in countless quotes though the 
years, including this one from Steve Jobs, in a 1998 
BusinessWeek Q-and-A: “Simple can be harder than 
complex: You have to work hard to get your thinking clean 
to make it simple. But it’s worth it in the end because once 
you get there, you can move mountains.” 

The fact is there’s little that’s simple about designing 
and verifying SoCs. One reason stems from the choice 
and flexibility — all benefits have a downside — that 
come with assembling the chips. In the case of ARM, 
for example, companies can either buy off-the-shelf 
processor designs made by the British company or build 
their own processors that run on the ARM instruction 
set. Then comes the task of linking these processors to 
other necessary components, including memory, which 
also can be purchased and tweaked or built from scratch. 
Eventually the paradox of choice kicks in — more options 
about the way to solve a given problem eventually can lead 
to engineering anxiety and almost always slows things 
down. The second reason has to do with Moore’s Law, 
which continues to plod ahead, seemingly oblivious to 
regular reports of its impending demise. According to the 
2012 Wilson Research Group Functional Verification Study 
sponsored by Mentor Graphics, about a third of new chip 
designs target a feature size of 28 nm or less and contain 

Simulation + Emulation = Verification Success 
by Lanfranco Salinari, Alberto Allara, and Alessandro Daolio, STMicroelectronics

“It’s not enough to just say ‘go  
to the emulator,’ becausetoo often 
this means making radical changes 
to the verification environment,  
a problem I’ve experienced onother 
projects. What we wanted to do 
was to take the same verification 
environment that we have in sim-
ulation and use it, with only small 
modifications, on the emulator.”
 
— LANFRANCO SALINARI, ST
SOC VERIFICATION ENGINEER
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Number of gates of logic and datapath continue to 
increase, according to a 2012 functional verification 
survey commissioned by Mentor Graphics.

 
more than 20 million gates, and 17% of all new designs are 
greater than 60 million gates. About 78% of all new designs 
have one or more embedded processors. These numbers 
should give some pause, particularly given the rule of 
thumb that verification complexity scales exponentially with 
gate count. 

These numbers quite literally give pause and just plain slow 
things down when it comes to verifying designs solely on 
software-based simulators. Despite advances from the big 
EDA vendors, including Mentor, at a certain point it’s simply 
impractical to gather a significant amount of information 
about a design just by feeding RTL into a simulator. Thus 
the increasing appeal of hardware emulators, which can 
offer a 1,000x increase in performance over the best 
simulators. 

At least historically, this performance boost came at a cost, 
and not just in terms of the vastly different purchase prices 
of the two verification tools. For years, it’s been difficult or 
impossible to reuse verification work across a simulator and 
emulator. The two environments often required different 
flows executed by entirely different teams. However, the 
recent experience of STMicroelectronics engineers in Milan, 
Italy (supported by colleagues in Noida, India) suggests 
that things might be changing — or more specifically, that it 
might be possible to link a testbench running on a simulator 
with a design executed on an emulator and thus take 
advantage of the best of both verification platforms. 

IF YOU BUILD IT  
(A REFERENCE DESIGN),  
THEY WILL COME  
Yes, SoCs are hot, evidenced 
by the fact that nearly all the big 
semiconductor companies are 
building and shipping these all-in-
one chips. Among the big players: 
Apple, Qualcomm, Samsung, Nvidia, 
Texas Instruments, Intel and AMD. 
ST belongs on this list, as well, 
particularly given its success in SoCs 
for smart home, health and wellness, 
and automotive applications. 

Last year the Geneva, Switzerland-based company 
undertook a pilot project to build what it called the Eagle 
Reference Design, or ERD. The goal was to see if it would 
be possible to stitch together three ARM products — a 
Cortex-A15, Cortex-7 and DMC 400 — into one highly 
flexible platform, one that customers might eventually 
be able to tweak based on nothing more than an XML 
description of the system. But to offer this level of 
customization to its customers, ST would have to make 
sure that the ERD was backed by an efficient verification 
environment, one that would create the straightest possible 
path from verification of RTL to software development and 
porting of an operating system. This meant creating an 
environment to make it easy to measure performance  
and optimize the platform. 

But first things first. While a verification environment like 
this might someday help convince ST customers to place 
orders for large numbers of ERD-derived designs, at the 
beginning of the project the ST team needed to understand 
the ERD itself. 

 

“Our customers want assurance 
that we are using state of the art 
verification.”
 
— ALBERTO ALLARA, ST
VERIFICATION ENGINEERING MGR
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“Before we could do anything we had to be able to 
understand and benchmark the complete ARM subsystem, 
which was new to us,” says Alessandro Daolio, a hardware 
design project manager in Milan. “We wanted to start 
benchmarking it running a significant amount of software, 
but even simple benchmarking is impossible without the 
right verification environment.” 

 
WHY IT’S HARD TO DELIVER  
HIGHER LEVELS OF ABSTRACTION  
Projects like the ERD are symptomatic of a trend that’s 
pervasive in technology. In a nutshell, the game today 
is to offer ever higher levels of abstraction and choice. 
Customers, whether teenagers buying new smartphones  
or engineering teams shopping around for SoCs, want more 
functionality, performance, and ease of use, along with 
lower costs. The implicit promise in a reference platform like 
the ERD is that it offers an architecture that’s fundamentally 
solid and robust while still allowing for customization. It’s 
not unlike car manufacturers offering buyers the ability to 
configure a dream vehicle through their websites. 

However, when you consider the components of the 
platform, offering anything remotely resembling point-and-
click configuration of an SoC is astonishingly difficult. The 
dual core Cortex-A15, for example, has approximately 150 
million transistors, which of course will switch on and off  
 

in different sequences as changes to the overall platform 
are made. Customers want to know that these changes 
are accounted for in verification. The coverage model, for 
instance, needs to adapt to the different configurations. 

“Our customers want assurance that we are using state of 
the art verification,” says Alberto Allara, an ST verification 
engineering manager. 

Precisely what qualifies as state of the art has changed 
in the more than 15 years that Allara has been doing 
verification. He cut his teeth doing directed testing, first 
in Verilog and then using SystemC or Tcl-based tests on 
a Verilog testbench. Next came an embrace of SystemC 
verification components, then the increased standardization 
and functionality of SystemVerilog OVM and finally UVM. 
Now, he says, the next trend is to somehow accelerate 
verification. Examples include using a powerful GPU 
to speed up simulation or integrating an FPGA into the 
verification environment. 

In terms of raw speed, performance, and compile times,  
the best option by far is to make use an emulator with a 
custom ASIC optimized for routability rather than an off-the-
shelf FPGA in which the goal is to maximize the number 
of logic cells used. Mentor’s Veloce2 is based on such an 
ASIC. As an example, the process of getting a new model 
of a modified design compiled for the emulator might take 
hours for an FPGA but just minutes for Veloce2. 
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Any potential time savings might easily be swamped  
by the days or weeks required to learn how to use the 
emulator and to link its verification environment to the 
simulator’s. Several Mentor Veloce boxes have in fact been 
used by ST for many years. However, the emulators are all 
at ST’s Grenoble, France, campus, nearly 400 kilometers 
away from Milan. And when it came to the emulators, Allara, 
Daolio and their colleagues were separated by more than 
just distance.

Prior to this project, ST used their Veloce hardware mainly 
for in-circuit emulation. Groups like Allara’s would hand 
off a database, including RTL and a simplified testbench, 
to a separate team in Grenoble dedicated to emulation. 
This French team would, in turn, map the SoC, connect 
its external interfaces with real hardware, and provide a 
platform that a typical software developer or application 
engineer might use. 

The potential benefits of emulation weren’t lost on those, 
like Lanfranco Salinari, used to doing verification strictly on 
software-based simulators. Salinari, an SoC verification 
engineer, worked with Daolio and Allara on the ERD project.

 “Software-driven tests are becoming more complex; just 
configuring them can take a long time. So we all know 
it’s necessary to somehow accelerate simulation, and an 
emulator is potentially an attractive means to do just that,” 
he says. “But it’s not enough to just say ‘go to the emulator,’ 
because too often this means making radical changes to 
the verification environment, a problem I’ve experienced on 
other projects. What we wanted to do was to take the same 
verification environment that we have in simulation and use 
it, with only small modifications, on the emulator.” 

A brief thought experiment might help illustrate just what 
the ST team wanted to do: Imagine someone with a driver’s 
license and a decent car is looking for a way that’s faster 
than driving to get from point A to point B — or more 
specifically, from Milan to Grenoble. Sure, he could fly, 
though if he factored in the hassle of flying commercially, 
including buying a ticket, parking, going through security 
and waiting in other lines at the airport and so on, he’d 
probably find that it’s faster just to hop in his car and drive 
across the border into France. Now imagine it’s several 
decades in the future and that many inventions long 
imagined by science fiction authors, including flying cars, 

have finally come to pass. Our imaginary traveler has one 
such flying car and his license entitles him to take to the 
skies too. In this Jetsons-comes-true scenario, it’s almost 
certainly faster to fly. Daolio, Allara and Salinari wanted 
what was, until very recently, just as farfetched as that  
flying car. 

 
HOW TO EXTEND SIMULATION IN A FEW EASY STEPS  
The ST team had long used a simulator other than Questa. 
So when the team first began setting up a flow to speed 
things up via the Veloce emulators in Grenoble, the choice 
was to continue with the simulator they were familiar with as 
the first stop in verification. 

Mentor Graphics Verification IP (VIP), a library of reusable 
components that integrate seamlessly into testbenches built 
using UVM, OVM, Verilog, VHDL, and SystemC, also works 
well with third-party simulators. Accordingly, Daolio and his 
colleagues first built a complete simulator on their existing 
tool. This work done, they then ported the testbench to 
Questa, which was required to connect to Veloce via the  
 
TestBench XPress (TBX) co-modeling software application. 
TBX makes it easy to tap the Veloce2 transaction-level 
modeling (TLM) verification engine running up to 10,000x 
the speed of TLM software simulators. 

In co-modeling, reusable testbenches are interfaced to 
synthesizable transactors collocated with the DUT in  
 

“Before we could do anything we 
had to be able to understand and 
benchmark the complete ARM
subsystem, which was new to us. 
We wanted to start benchmarking it 
running a significant amount of
software, but even simple bench-
marking is impossible without the 
right verification environment.”
 
— ALESSANDRO DAOLIO, ST 
HARDWARE DESIGN PROJECT MGR
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Veloce2. These “accelerated” transactors convert high-
level transactions to signal-level stimuli to drive the DUT. 
The primary transaction modeling constructs of TBX are 
SystemVerilog DPI exported and imported tasks. This 
made it straightforward to use Mentor supplied VIP —  
the same VIP ST used in building the testbench in 
simulation. TBX automatically generates a direct 
communication interface between the SystemVerilog  
or SystemC environment on a host and the SoC DUT in 
the Veloce2 emulator. With SystemVerilog testbenches, 
TBX executes the testbenches using the Questa simulator 
on the host PC. 

After some tinkering, this flow—third-party simulator  
to Questa to Veloce—worked quite well. However,  
as the project progressed and time became constrained  
as it inevitably does, the team opted to directly build   
a SystemVerilog testbench for Questa. This move helped  
them to meet their end goal, which is slightly different than 
the norm because they were just working on a reference 
design. 

“Because this reference design was not bound to any 
particular project, our main goal was not to arrive at the 
complete verification of the design,” says Salinari.  
 

“Above all, we wanted to be able to do performance 
analysis and establish the verification methodologies and 
techniques so that, when we eventually try this on a real 
project, we’ll be able to port the verification environment  
to the emulator more or less seamlessly.” 

Despite the advantage of off-the-shelf VIP, and the 
advantages of integrating a simulator and emulator from 
the same vendor, the project still entailed a significant 
amount of work — evidence of the complexity of modern 
SoC verification. The project began in May 2012 and 
was nearly completed by May 2013, when this article 
was written. (As the ERD was just a reference design, 
occasionally members of the team got pulled into other 

Output generated by a smoke test  
executed on the ERD in co-emulation
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projects.) Nine ST engineers were involved, including five in 
Milan, two in Naples, and two in Noida, India. Piyush Kumar 
Gupta and Sachish Dhar Dwivedi are based in Noida and 
part of the ST’s HEVS (Hardware Emulation and Verification 
Solutions) team. The two provided much assistance in 
mapping and setting up the design in Veloce, critical since 
the Italian ERD team had no experience working with 
emulators prior to this project. 

Basically, the task was to separate out all the blocks of code 
into two domains — synthesizable code, including all the 
RTL blocks and the SystemVerilog interface that contains 
the design simulation model (DSM) of the VIP, that can 
run on the emulator; and all the other modules that run 
on the HDL portion of the environment on a host machine 
(the simulator) connected to the emulator. The team added 
its own twist, too, described in a paper by Allara and his 
colleague Fabio Brognara and presented at DVCon 2012.[1]  
The paper describes a mechanism developed by Allara 
and Brognara they named the verification abstraction 
layer (VAL) that is used to expose the external verification 
environment to the software running on the system’s 
CPU. ST verification engineers can use VAL to program 
and configure not only the internal design IP but also the 
external verification component. 

“This mechanism, which we developed for an earlier project 
and that works so well in simulation, was ported during the 
ERD project to run in emulation on Veloce,” says Allara. 
“We developed a front end to VAL that can be mapped 
on the emulator. So currently, we have software running 
onboard the CPU master in the emulator that can control the 
verification component that’s executed on the host machine 
running the simulator.” 

As the ST team describes it, establishing this new 
verification environment was not a matter of solving one or 
two big issues but rather of dealing with many small issues. 
As just one example, the team had to approach clock 
generation in a new way. 

Previously, during verification, all phase-lock loops 
(PLLs) were abstracted, and the clock was generated 
using external Tcl scripts. Co-emulation requires that all 
SoC components be mapped exactly the same way in 
simulation and emulation. The team discovered that, to keep 
everything aligned, it needed something more detailed than 
just abstracted PLLs that could work in both domains. 

MOVING FORWARD WITH MENTOR  
The project wouldn’t have worked without help from Mentor, 
which is working hard to support this phase of verification 
acceleration that will make better and more integrated use 
of emulators by teams that until now have done almost all 
their work on simulators. 

Salinari says Mentor’s VIP was the essential ingredient. 
“Without it, we would have had to build much complex 
verification-related IP and figure out how to navigate 
complex protocols — work that was simply out of the 
question because we don’t have the resources,” he says. 
“The VIP provided by Mentor allowed us to run the same 
verification on both simulation and emulation. Sure, we  
had to make some tweaks, but at least it was possible.”

 And in all likelihood, this co-emulation will be essential 
moving ahead, largely because it’s a much more efficient 
and cost-effective way to approach verification. Ironically, 
one reason for this is that the emulator is used much more 
like a simulator. Or more specifically, it provides a better way 
to accelerate simulation while preserving familiar testbench 
architecture and methodologies. Regression tests can be 
run at night or on the weekend in batch mode. Allara says 
he and his colleagues got much support from Mentor, 
including lots of technical consultation and voluminous 
technical documentation. More than that, he said, is the 
impression that Mentor is committed to help change the 
economics of chip and full system design. 

That impression is backed up by an interview with Mentor 
CEO Wally Rhines that appeared in Electronics Weekly 
in April 2012. “The emulator becomes the hub of the 
verification process,” Rhines told the U.K. based publication. 
“It takes on the function of the simulator and improves on it.” 

“Let’s just say we’re still learning how to best use the 
emulator in conjunction with simulation,” says Allara. “But 
our feeling is that Mentor really believes in this technology 
and will continue to support us, and just generally is 
committed to flattening the learning curve for verification 
engineers who aren’t emulation experts.”

 

REFERENCES 
[1] Allara, A., F. Brognara (2013, February). “Bringing 
Constraint Random into SoC SW-driven Verification.”  
Article presented at DVCon 2013.
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Life Isn’t Fair, So Use Formal 
by Roger Sabbagh, Mentor Graphics 

Most things in life are not evenly distributed. Consider for 
example, the sun and the rain. The city of Portland, Oregon 
gets much more than its fair share of rainy days per year at 
164 on average, while in Yuma, Arizona, 90% of all daylight 
hours are sunny.1 Or, how about life as an adolescent? 
Do you remember how some of us were “blessed” with 
acne, buck teeth and short sightedness, while others 
with seemingly perfect skin could spend the money they 
saved on skin cream, braces and eyeglasses to buy all the 
trendiest designer clothes? No, things are not always meted 
out in equal measures.

So it is with the effort required to achieve code coverage 
closure. A state-of-the-art, constrained-random simulation 
environment will achieve a fairly high level of coverage as 
a by-product of verifying the functionality of the design. It is 
typically expected to achieve >90% coverage quite rapidly. 
However, getting closure on the last few percent of the 
coverage bins is typically where the effort starts to balloon. 
The traditional process that is followed to achieve coverage 
closure is depicted in Figure 1.  

Figure 1. Traditional Code Coverage Closure Process

While it looks quite straightforward, this flow actually 
presents a number of serious challenges. Firstly, as 
part of this process, design and verification engineers 
must spend a lot of time reviewing the coverage holes to 
determine whether or not they are coverable and write the 
additional tests or waivers. For large designs with millions 
of coverage bins, this could take many man-weeks of effort. 
Furthermore, it is a very tedious and error-prone task that 
runs the risk of mistakenly ignoring reachable coverage 
goals and missing bugs. Finally, it is not easily repeated as 
the design undergoes change and manually written waivers 
have to be maintained otherwise they become stale. 

That’s simply not fair! What can be done to turn the tables 
here and get the upper hand in this situation? In this article, 
we will explore how formal methods are being used to do 
just that. Using formal for code coverage closure is one of 
the top 5 formal apps being used in the industry today. We 
will explain how it helps by bringing schedule predictability 
and improved design quality to the process, and potentially 
makes designs more verifiable. We will use the Ethernet 
MAC design from OpenCores2 as a case study.

 
QUESTA COVERCHECK  
FOR CODE COVERAGE CLOSURE 
Questa CoverCheck is the formal app for code 
coverage closure. It targets all the different flavors 
of code coverage bins with formal analysis to 
determine if the coverage points are reachable or 
not. The results can be used to generate waivers
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automatically for unreachable coverage bins and to see 
how the reachable ones can be hit. The code coverage 
closure flow using CoverCheck is depicted in Figure 2.

 

AUTOMATIC GENERATION OF WAIVERS 
In any given design, there are many code coverage bins 
which are not expected to be covered. This occurs for a 
variety of reasons, including the possibility that the coding 

style requires some lines of code for synthesis that will 
never be exercised in simulation.

For the purposes of this article, we will examine only the 
statement coverage, but the concepts presented here 
could be extended to branch, condition, FSM and toggle 
coverage as well. In the Ethernet MAC design, the default 
statement coverage achieved in simulation is 96.6%,  
with 62 statements missed.
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The code above contains a case statement default branch 
which can never be activated in simulation.

This is an example of the type of code that is flagged as 
unreachable by CoverCheck and automatically pruned from 
the coverage model. These types of targets are essentially 
“noise” and removing them improves the fidelity of the code 
coverage metrics. After updating the Unified Coverage  
Database (UCDB) with the CoverCheck results,  

the statement coverage has now risen to 98.8%  
(as shown below).

Of course, care must be taken to review the unreachable 
items to be certain they are expected. Some coverage 
items may be unreachable due to a design bug that over-
constrains the operation of the logic, such as the case 
where the code is related to a mode of operation of a  
reused block that is not relevant to the current design.
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The Ethernet MAC testbench does not test the design in 
half-duplex mode. Since this mode is not intended to be 
verified, the code related to that mode can be ignored 
for the purposes of code coverage measurements. But, 
rather than manually reviewing the code coverage holes to 
determine which ones are related to the half-duplex mode 
of operation, CoverCheck can automatically derive that 
information if a simple constraint is specified to indicate 
that the design should only be tested in full-duplex mode.

The following TCL directive sets the mode register bit that 
controls operation of the device to full-duplex mode:

netlist constant ethreg1.MODER_1.DataOut\[2\] 1’b1
 
Running CoverCheck with this constraint and updating the 
UCDB again shows that the statement coverage is actually 
sitting at 99.3% (as shown above).

 



31

GUIDANCE TO WRITE ADDITIONAL TESTS 
Now we’ve reduced the number of coverage holes to be 
investigated by a factor of 5, which isn’t bad. But what  
about the remaining 20%, or in this case 12 missed 
statements? The CoverCheck results show that  
11 out of these 12 statements are in fact reachable,  
as illustrated on the previous page, lower left.

Formal analysis can show how to exercise these tough  

to reach places in the design. For example, line 314  
of the txethmac1 block related to the transmit packet  
retry function is not covered in simulation (shown above).

CoverCheck provides a waveform (below) that shows the 
sequence of input stimulus that will get the design into 
this state. This can be directly converted into a simulation 
testbench or it can be used to guide the manual creation  
of new tests to hit this coverage point.
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DESIGN FOR VERIFIABILITY 
So, at this point, we are down to 1 out of the original list 
of 62 missed statements that would have required manual 
review in the traditional flow. We have addressed the 
vast majority of the issues (98.4% to be precise). The last 
inconclusive coverage point would have to be reviewed by 
the designers to determine if it can be ignored, if it must 
be covered or if it is related to a bug in the design that 
makes it difficult or impossible to reach. The line of code in 
question is related to the excessive deferral of packets in the 
eth_txethmac block.

Above is an example of a line of code that can’t be reached 
through simulation regressions and is inconclusive when 
analyzed by formal analysis. It indicates that it’s a very 
complex piece of logic – potentially overly complex. When 
this type of situation occurs, the question could be asked: 
Could this part of the logic be redesigned in such a way as 
to make it more easily coverable and verifiable?3

 
CONCLUSIONS 
Even a few percentages of missed targets on a large design 
will take a disproportionate amount of time and effort to 
review and get closure on in the traditional way. Using an 

automatic formal application like CoverCheck reduces the 
pain by at least an order of magnitude. Not only does it 
speed up the process, but it ensures that excluded coverage 
bins have been formally proven to be safe to ignore, 
delivering higher design quality. Finally, it provides feedback 
that is very useful in guiding the designers to give more 
consideration to design for verifiability.

 

REFERENCES:
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“Early Formal Verification of Conditional Coverage 
Points to Identify Intrinsically Hard-to-Verify Logic,” 
Proceedings of the 45th Annual Design Automation 
Conference (DAC ‘08), Anaheim, California,  
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Today, very high expectations are placed on electronic 
systems in terms of functional safety and reliability. Users 
expect their planes, automobiles, and pacemakers to 
work perfectly, and keep on working for years. A reboot 
of a smartphone is annoying, but rebooting the airplane 
or car electronics while underway could be catastrophic, 
and a glitch in an implanted medical device could be life 
threatening.

The extremely successful digital abstraction allows us to 
decompose the problem of ensuring that a digital circuit 
“works” into the separate steps of functional and physical 
verification. EDA tools take the design either from an 
algorithm, or from RTL, all the way to implementation. 
Functional verification of digital systems is primarily 
concerned with verifying that the logic design at the 
algorithmic and RTL level conforms to specification, and 
as a final check, physical verification is performed to make 
sure that nothing in the automation went wrong. Verifying 
that the logic and its circuit implementation are correct are 
orthogonal problems.

For analog circuits, and by extension mixed-signal 
systems, no such abstraction and ensuing automation 
exists. The concerns of making sure that the circuit works, 
and that it keeps on working, are not independent of each 
other. It is useful to examine the many different types of 
verification that need to be performed on a mixed signal 
systems. As always when considering mixed-signal design 
and verification, the challenge is to address the topic in a 
way that is understandable to engineers that come from 
the two very different backgrounds of digital and analog, 
and so while some of this description may sound obvious 
to you, it may be completely new to the reader from “the 
other camp”. The target audience of this discussion is both 
the digital verification engineer whose activities need to 
expand to verifying chips with analog hardware content, 
as well as the analog design engineer who wishes to apply 
the more formal methods of verification to the design  
at hand.

Before embarking on the investigation of AMS verification, 
it is worthwhile to examine some aspect of what is “digital,” 
what is “analog,” and what is a “model”. In common usage, 
these terms often have an imprecise and/or overloaded 
meaning. The rest of this article will use the following 
terminology:

Signal (Meaning 1): as used when talking about HDL 
concepts: An informal term, such as a variable, net 
(SystemVerilog), analog net (Verilog-AMS), signal 
(VHDL), terminal, or quantity (VHDL-AMS). The 
context where it is used may imply further restrictions 
on allowed types.

Signal (Meaning 2): (a) used when talking about electric 
circuits: transmitted energy that can carry information, 
(b) physical phenomenon whose presence, absence or 
variation is considered as representing information. To 
disambiguate, the phrase real-world signal will be used 
to refer to this kind of signal.

Analog abstraction: a representation of a real-world 
signal that retains the sense of the continuous range 
of the signal level. Many different representations are 
possible, including conservative (electrical signals with 
both voltage and current), signal-flow (system level 
models where a signal will often be implemented as 
voltage, but sometimes as current), and event-driven. 
Event-driven signals may be represented by a single 
value of type real (also known as Real Number (RN) 
modeling), or by a structure (record) that may contain 
many pieces of information (including real, integer, 
and enums). Event-driven signals are often thought of 
as piecewise constant, but this is not a fundamental 
requirement. Piecewise linear event-driven signal may, 
for example, be represented by a pair of real numbers 
(e.g. value and slope). Analog abstraction is applicable 
to all forms of energy (electrical, mechanical, thermal, 
and others).

Digital abstraction: an abstraction of a real-world signal 
by discrete bands of analog levels, rather than by a 
continuous range. All levels within a band represent 

AMS Verification for High Reliability  
and Safety Critical Applications 
by Martin Vlach, Mentor Graphics
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the same signal state. In most cases the number of 
these states is two, and they are represented by two 
voltage bands: one near a reference value (typically 
termed as “ground” or zero volts) and a value near the 
supply voltage, corresponding to the “false” (“0”) and 
“true” (“1”) values of the Boolean domain respectively. 
Waveforms of signals in the digital abstraction are 
always of necessity discontinuous - they are in fact 
piecewise constant. Digital abstraction is only applied 
to the electrical form of energy for practical purposes in 
EDA software.

Functionally analog signal: a real-world signal that must 
be represented by an analog abstraction to usefully 
reason about it. It cannot be represented using digital 
abstraction and still retain the information content.

Functionally digital signal: a real-life signal that can 
usefully be represented by a digital abstraction. It can 
also be represented by an analog abstraction from 
which the digital abstraction can be derived based on 
the discrete bands of analog levels.

The word model is one of those terms that everybody 
(thinks s/he) understands, yet it defies precise definition. 
The following model categories and definitions will be used 
in this document.

Implementation model: in digital circuits, an 
implementation model implies RTL or gate level 
description. In analog design, an implementation model 
is essentially the schematic or its equivalent transistor 
level description (i.e. SPICE).

Physical model: further refinement of the design on the 
way to fabrication. Physical model can be thought of as 
an implementation model together with physical layout 
(timing, parasitics, etc.).

Verification model: a model that is used during 
verification. This is much more of a qualitative term 
compared to the terms Implementation and Physical 
model. It suggests the purpose for which the model is 
created. While implementation or physical models could 
in theory be used during verification activities, their 
execution is often too slow for practical use. In order to 
gain speed, verification models always abstract away 
many – even most – details of the final implementation. 
Ideally, a verification model should faithfully model only 

that aspect of the design that is being verified in the 
current test, and abstract away everything else.

Behavioral model: a model that describes how the 
modeled entity behaves, but does not suggest or 
describe an actual implementation of the entity. 
Verification models are in fact a type of behavioral 
models that have been designed for a specific 
verification purpose. In analog and mixed signal 
contexts, behavioral modeling has long been advocated 
for top-down design, and while widely used in some 
companies, many have struggled to adopt the 
concept due to the special skills required to create 
good behavioral models and the lack of meaningful 
automation to help with the process.

With these definitions in mind, here then are the different 
kinds of verification that should be considered when 
designing high reliability and safety critical systems.

Functional safety verification: Verification of 
compliance with a Functional Safety Standard, such 
as DO-254 for avionics, ISO 26262 for automotive 
applications, the IEC 60601 series for medical devices, 
and IEC 61508, a general functional safety standard 
for diverse industries. This kind of verification is a 
business procedure that is performed by a verification 
authority (a 3rd party). Customers using EDA software 
may choose to have their products certified. In most 
circumstances it is not the EDA software tools that are 
certified, but rather the designs created using those 
tools. Nevertheless, the verification activities described 
below will be a necessary part of obtaining a functional 
safety certification.

Architectural verification: Sometimes applied to the 
process of verifying that SoC architecture supports the 
system requirements. This verification should happen 
before one embarks on the design of an AMS IC chip.

Physical verification: A process whereby an IC layout 
design is checked to see if it meets certain criteria. 
Verification involves DRC (Design Rule Check), LVS 
(Layout Versus Schematic), ERC (Electrical Rule 
Check), XOR (Exclusive OR), and Antenna Checks.

Functional verification: Verifying that the logic design of 
a work product conforms to specification. This is well-
established usage when applied to (pure) digital circuits. 
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In the context of AMS verification, we retain the 
meaning of functional verification as applied to the logic 
design, but extend it to circuits that contain either (1) 
analog hardware (which processes functionally analog 
signals) or (2) aspects of digital hardware that need to 
be simulated using an analog abstraction (e.g. active 
power management, detailed timing in memories). 
Functional verification can be accomplished by a 
variety of methods, including simulation, acceleration, 
emulation, formal verification, and intelligent testbench 
automation. Today, commercially available AMS 
verification focuses only on simulation, and the other 
approaches are not (yet) commonly used when applied 
to AMS systems.

Formal verification: A technique employed in functional 
verification. It is the act of proving or disproving the 
correctness of intended algorithms underlying a 
system with respect to a certain formal specification 
or property, using formal methods of mathematics. 
Model checking is one formal verification technique 
that mathematically proves whether an assertion in 
Linear Temporal Logic (LTL) holds true (SystemVerilog 
Assertions and Property Specification Language are 
examples of LTL specifications). Other techniques for 
formal verification exist. All of the successful and well-
developed methods of formal verification are applied 
to digital (discrete time) systems. Formal verification of 
continuous time dynamical systems can be applied to 
analog and AMS circuits, but the theoretical approach 
has not (yet) gained acceptance in the IC design 
community. AMS Formal verification tools are not 
commercially available.

Performance verification: The task of verifying that 
requirements that are numerical in nature are met. 
These are commonly employed in analog requirement 
specifications (gain, frequency, noise, jitter, etc.). Digital 
system performance specifications (clock speed, 
power consumption) may also be understood to be this 
form of verification. Performance verification focuses 
on whether a circuit meets performance requirement 
when the circuit is implemented correctly.

Implementation verification: The task of verifying that 
functional and performance requirements are met 
considering all the ways that circuits can “go wrong” 
in an “analog way”. There are many examples of what 
can go wrong, including making sure that the right 

device (transistor) has been chosen (safe operating 
area), thermal issues (including self-heating), substrate 
coupling, ground bounce, power supply droop, on-
chip cross-talk, latch-up, electrostatic discharge, or 
electrical overstress. Specialized simulation algorithms 
are often required to accomplish the implementation 
verification tasks. Various commercial tools offer such 
extended simulation techniques. 

Reliability verification: Reliability is the property of 
an item which enables it to fulfill its required functions 
for the prescribed period under the given conditions. 
Reliability verification is the task of verifying that the 
functional and performance requirements continue 
to be met for the length of time prescribed by the 
reliability requirements. Major causes of chip reliability 
problems include excessive power dissipation, 
electromigration, hot carrier injection, negative bias 
temperature instability, and time-dependent gate oxide 
breakdown. Specialized simulation techniques are 
often required to accomplish the reliability verification 
tasks, and commercial tools are available.

Extreme environment verification: The task of 
verifying that extreme (sometimes called hostile) 
environment requirements are met. In a sense it is 
a special case of implementation verification, but 
specialized techniques (methodologies) and models 
are often required. Examples of extreme environments 
that are relevant to semiconductor chip design (not 
packaging) include radiation (ionizing radiation, single 
event upsets) and extreme temperature (both very high 
and very low). These are encountered in automotive 
and other transportation applications, avionics, medical 
(think of an implanted device and MRI), and energy 
exploration (sensor in drilling equipment), generation, 
and transmission. This kind of verification may often 
be accomplished with unspecialized simulation tools 
applied to specialized models.

Electrical verification: A term that is sometimes used in 
the EDA community to refer to aspects of performance, 
implementation, and reliability verification.

Metric-driven verification: Any verification activity 
where progress is measured by objective means.

 
Of course, the verification activities will often overlap. For 
example, the verification of states in digitally-compensated 
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or digitally-controlled analog circuits need to consider both 
the functional and performance verification aspects: the 
circuit performs correctly (performance verification) under 
all possible states (functional verification).

Note that “analog verification” is purposefully not defined 
here, since it is used loosely in the EDA community to refer 
to different activities, and is often used in the broad sense 
of “that which is not digital verification”. Some examples of 
usage are:

• Methodology for performing functional verification on 
analog, mixed-signal and RF integrated circuits and 
systems on chip [Wikipedia].

• Running simulation on all corners.
• Any circuit simulation using a circuit-level (SPICE) 

simulator.

In recent years, the focus of verification of AMS chips has 
been on incorporating analog and mixed signal systems 
into digital functional verification via the use of verification 
models of analog circuits. For efficiency, such verification 
models use event-driven models, and in particular often 
represent analog signals by a single real number – Real 
Number Modeling. While this is a necessary part of 
verification for high reliability and safety critical systems, 
it may not be sufficient for the verification of analog 
performance, and cannot be used for implementation 
and reliability verification - that needs to be applied to the 
transistor level design.

Using the terminology introduced above, here is a practical 
definition of AMS Verification:

AMS Verification encompasses the functional, 
performance, implementation, and reliability 
verification of circuits that (1) are pure analog 
circuits, (2) contain both analog and digital  
circuits, or (3) are purely digital circuits that  
must be simulated using the analog abstraction  
to obtain meaningful results.

More simply, verification is an AMS Verification whenever 
analog abstraction must be employed by the model of a 
circuit in order to verify conformance to requirements.

Using tool-specific classification, the simulators used in 
AMS verification may be

• Pure digital simulator, i.e. Questa. Analog abstraction 
with event-driven models is used to model some parts  
of the overall design.

• Pure analog simulator, i.e. Eldo or ADiT. Even 
digital parts are modeled at the conservative analog 
abstraction level.

• Mixed simulator, i.e. Questa ADMS
o A single-kernel simulator with unified analog and digital 

simulation cycle, i.e. Questa ADMS for VHDL-AMS  
or Verilog-AMS.

o Digital/SPICE or Mixed/SPICE co-simulation, i.e., 
Questa ADMS and Eldo/ADiT engine.
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Monitors, scoreboards, and verification logic are  
typically implemented using FSMs, logic, and tasks. 
With UVM, this logic is hosted in classes. This article 
demonstrates another option of implementing some 
monitors and scoreboards using SVA assertions hosted  
in SV interfaces. The basic concept involves using 
assertion statements along with functions, called from 
sequence match items, to collect the desired scoreboard 
information, to compare expected results to collected data, 
and to trigger covergroups. This concept is demonstrated 
using a UART transmitter as the DUT. Since the purpose 
of this model is to demonstrate the use of assertions to 
emulate verification logic, the driver for this DUT originates 
directly from a top level module. To demonstrate the 
difference between an assertion-verification solution 
versus a monitor/scoreboard-solution in classes,  
a monitor class was implemented. 

 
CONCEPTS 
Assertions imply an implementation with FSMs and logic. 
Assertions can be used to get to specific cycle points 
in the verification flow, and then from within sequence 
match items, user-defined functions can be called to affect 
changes to module or interface variables1. Those SV 
interface variables can be read from a class instance (e.g., 
the monitor class) connected to that interface; the monitor 
can then transfer the needed data and verification results 
to UVM analysis ports.  The SV interface variables can 

also be used in covergroups to evaluate 
such things as range  

 

 
 

delays that were responded to by a DUT.2 The application 
of function calls from sequence match items at desired 
points of a sequence provide a great level of flexibility 
in the modeling effort; this is because a user can easily 
determine points of interests in which desired actions  
can be acted upon.  

THE DUT: UART TRANSMITTER  
A UART is a Universal Asynchronous Receiver  
Transmitter device utilizing an RS232 serial protocol.  
A typical UART consists of a transmitter partition and a 
receiver partition. A CPU typically loads an eight-bit word 
into a UART. The UART frames the data word and parity  
(if any) with a START bit (a logical 0) at the beginning,  
and a STOP bit (a logical 1) at the end of the word. It sends 
the framing information along with the data and parity in 
a serial manner from the Least Significant data Bit (LSB) 
to the Most Significant Bit (MSB), followed by the parity 
bit.  Figure 1 represents the timing waveform of a UART 
message issued by a UART transmitter. 

The serial data is received by a UART receiver. Synchron-
ization is based on the negative transition of the START 
bit that resets a divide-by-16 counter clocked by a clock 16 
times the bit-clock. This counter is then used to create mid-
clock when it reaches a value of 7; it is then used to clock 
the data stream.  The receive UART stores the serial data 
into a receive shift register. When all the data is framed, 
it alerts the receive CPU that data is ready (rdy signal). 
The rxdata signal represents the received 8-bit word.  In 
this verification model, the checking of the transmitter 
is implemented with assertions to emulate the receiver; 
the collection of data is done on a bit-by-bit basis. In this 
verification model, the bit-clock generation is derived from 
a simple RTL logic.3  

Figure 1 Interface format of a UART serial data

Assertions Instead of FSMs/logic  
for Scoreboarding and Verification 
by Ben Cohen, Accellera Systems Initiative, VhdlCohen Publishing  
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PARITY: If parity is enabled, then this bit shall represent 
the even or odd parity of the data word. For even parity, 
the parity bit is such that the number of ONEs in the word 
message and the parity bit will be an even number.  
For odd parity, the parity bit is such that the number of 
ONEs in the word message and the parity bit will be an 
odd number. The parity bit shall be the exclusive OR of the 
desired parity mode (‘0’ for even, or ‘1’ for odd) and the data 
word. If parity is disabled, then this bit shall be omitted.

 

UART VERIFIER FOR THE TRANSMITTER 
A typical, non assertion-based monitor, particularly if 
implemented in a class, would use logic to emulate the 
functionality of a UART receiver (concurrent assertions 
are not allowed in classes). Typically, that logic would 
first use the 16x clock to generate a synchronized one-bit 
clock; it would also include a receive register and a FSM to 
determine when a complete data-frame of data is received. 
That data-frame would include the START bit, 8-bit DATA, 
PARITY bit, and STOP bit. Finally, when a framed data is 
received, logic would compute the expected parity, and 
would output the data word, the error flag, and the ready 
signal.  Figure 2 is a high level view of a monitor  
that emulates a UART receiver.  

 Figure 2 Architecture of a monitor for UART transmitter

A single assertion can be used to collect and check  
the serial data and parity, and create the ready signal.  
This is demonstrated in the following property ap_data,  
and its supporting code (i.e., function definitions and  
always blocks).4  

// property for a UART with or without parity check
property p_data; // checks that data out from UART  
                                is what was sent
  bit[7:0] v_rx_data; 
  bit[2:0] v_i;
    @ (negedge bit_clk) 
      (new_msg && $fell(rxd), v_i=0, set_new_msg(0))  
                                             |=>// start bit 
      (rxd==sent_data[v_i], v_rx_data[v_i] =rxd, v_i=v_ 
        i+1’b1) [*8] ##1 // collect and check 
                                                 //the serial bits, LSB first
      (1, set_rx_data(v_rx_data)) ##0 // data received 
      ( 
        (rxd==1’b1 && !parity_enb, set_new_msg(1))   
                                                 // stop bit, no parity 
        or
        (parity_check(v_rx_data, rxd) ##1 // parity check 
          (rxd==1’b1 && parity_enb, set_new_msg(1))
        ) // stop bit, with parity
      ); 
endproperty :p_data
ap_data: assertproperty(p_data);

// Supporting functions called from sequence match 
   items include the following: 
function void set_rx_data(bit[7:0] d);  
                        rxdata_r  =d; endfunction : set_rx_data
function void set_new_msg(bit x);   
                        new_msg  =x; endfunction : set_new_msg
function bit parity_check(bit[7:0] v_rx_data, bit rxd);  
                     if (!parity_enb) `uvm_info (
     “CHKR”, $sformatf(“parity check when it is disabled”), 
                                     UVM_MEDIUM);
  if ( ^{v_rx_data} == rxd && !odd_parity || 
    ~^{v_rx_data} == rxd && odd_parity) begin
    parity_err =1’b0; 
    return 1’b1; 
  end
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  else begin
    parity_err =1’b1; 
   return 1’b0; 
  end
endfunction : parity_check

always @ (posedge clk16x) begin
  if($rose(new_msg)) rdy<= 1’b1; 
  else rdy<= 1’b0; 
end

Using the mid-bit extracted clock (i.e., (negedge bit_clk)), 
the property p_data performs the following data gathering 
and check tasks:5 

1. It is triggered by (new_msg && $fell(rxd), meaning 
that we’re awaiting a new_message (i.e., no word being 
processed) and a START bit is detected. At that point, the 
data bit index v_i is reset to zero, and the new message 
flag (new_msg) is reset, thus avoid any re-triggering of the 
property until it is completed. This is represented in SVA by 
the antecedent 

(new_msg && $fell(rxd), v_i=0, set_new_msg(0))

2. For the next 8 cycles, serial data is collected and  
verified on a bit-by-bit basis against expected data.  
That expected data is the sent_data from the driver,  
which is a synchronous copy of item_h.data, where item_h 
is the handle in the DUT interface, and data is the data 
word written to the DUT that gets serialized and sent by 
the DUT. That handle is updated from the driver. A copy 
is needed because handles are not allowed in assertion 
statements. In the assertion, the serial data to be verified 
is stored into a local property variable. This is represented 
in SVA by: 

(rxd== sent_data[v_i],  //DUT serial data bit[v_i] == 
 expected data [v_i] v_rx_data[v_i] =rxd, v_i=v_i+1’b1) 
[*8] // collect data word

3. At the end of the data reception, and at the next cycle, 
the collected data is saved into the received data variable 

using the set_rx_data function; the data is saved for 
potential other applications, if needed. This is represented 
in SVA by:

##1 (1, set_rx_data(v_rx_data)) ##0 // data received.

In that same next cycle, if parity is disabled, then that 
received bit is the STOP bit. This is represented in SVA by: 

(rxd==1’b1 && !parity_enb, set_new_msg(1))  

In that cycle, the new message flag is set to 1 to await 
another message. However, if parity is enabled, then that 
received bit is the PARITY bit followed by the STOP bit. 
This is represented in SVA by:

( 
        (rxd==1’b1 && !parity_enb, set_new_msg(1))   
         // stop bit, no parity
        or
        ( parity_check(v_rx_data, rxd) ##1 // parity check
          (rxd==1’b1 &&parity_enb, set_new_msg(1))
        ) // stop bit, with parity

The above data collection and verification can  
be performed in classes, using an RTL-like style.  
This represents an almost FSM-equivalent of the assertion 
ap_data; specifically, the task xmt_tsk collects the 
receive serial data and then check for its correctness. That 
task addresses the odd parity case for simplicity. 

taskxmt_tsk; 
 forever begin
   @ (posedge vif.clk16x) begin :Rx_Lbl
     this.rxd_r<= vif.serial_out;    
     //--  reset
     if (vif.rst_n == 1’b0) begin
       count16_r    <= 4’b0000;   // reset divide  
                                                  by 16 counter
       rxmt_r<= 1’b1;      // new message starting
       rxdata_r<= 11’b111_1111_1111; 
     end
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//  new bit start  
    else if (rxmt_r&&rxd_r == 1’b0) begin
      count16_r    <= 4’b0000;   // reset divide  
                                                 by 16 counter
      rxmt_r<= 1’b0;      // new message starting
      rxdata_r<= 11’b111_1111_1111;
    end
 //  If in a receive transaction mode
 //  if @ mid bit clock then clock data into register
    else if (count16_r == 4’b111 &&rxmt_r==1’b0)  
                begin// mid clock
      rxdata_r<= {rxd_r, rxdata_r[10:1]};
      count16_r    <= count16_r + 1’b1;
    end
 // if @ 16X clock rollover
    else if(count16_r == 4’b1111) 
          count16_r    <= 0;

 // Normal count16 counter increment
    else
          count16_r    <= count16_r + 1’b1;

 //  Check if a data word is received
     if (rxmt_r==1’b0 && rxdata_r[10]== 1’b1 &&  
         rxdata_r[0]== 1’b0) begin rdy<= 1’b1;
 //rx_data<= rxdata_r[8:1];
      rxmt_r<= 1’b1;
      parity_check(rxdata_r[8:1], rxdata_r[9]);
      check_data(rxdata_r[8:1]); 
     end
     else
      rdy<= 1’b0;
     end :Rx_Lbl
   end
endtask :xmt_tsk

 
The advantage of having the assertion property record 
the received data in the interface is that the data is then 
available to a monitor in UVM, for example, to assemble it 
into a transaction object and broadcast it to the rest of the 
UVM environment via its analysis_port. This allows the 
data to be checked immediately in the assertion before 

the monitor is even notified that the data is present. This 
simplifies the monitor code and ensures that only valid data 
transactions are communicated.

 

CONCLUSIONS 
Assertion statements are very powerful SystemVerilog 
language features; this is particularly true when they are 
combined with local assertion statement variables, and with 
sequence match items where these local variables and 
design variables (in interfaces or modules) can be modified 
through function calls.  In addition, assertions provide a 
different viewpoint than an RTL-like approach to implement 
the monitoring/scoreboarding functions. They are easier to 
create, understand, and debug. Some users may find that 
a state machine implementation is easier to follow because 
of familiarity; however, that solution may fall into the same 
trap of providing another RTL-like modeling with the same 
issues of verification as any other RTL model. Assertions 
provide a different level of thinking about addressing the 
verification tasks with an approach that is more expressive 
and easier to follow than logic; this is because a user can 
easily determine points of interests in which desired actions, 
fired from function calls in sequence match items, can be 
acted upon. 

 

END NOTES

1 See 1800-2012:: 16.11 Calling subroutines on match  
of a sequence

2 See the following white paper for an example of using 
assertions for scoreboarding and covergroup Using  
SVA for scoreboarding and TB designs, Ben Cohen  
http://systemverilog.us/papers/sva4scoreboarding.pdf

3 Assertions with function calls from sequence match 
items can be used to generate that bit-clock as 
extracted using the 16x-clock and the start frame 
synchronization information; this novel application 
of assertion statements  is demonstrated in  http://
SystemVerilog.us/uart_bit_clk_gen.pdf.     

4 All test code and test results can be downloaded from 
http://systemverilog.us/uart4hz.tar

5 The generation of bit-clock is the uart_if.sv file. 
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