
Welcome to our super-sized Verification Horizons for DAC 2013! With DAC being in Austin, Texas 
this year, we thought it appropriate to make this edition BIG. Yee-haw!

As I was preparing to write this introduction, I was talking with my daughter, Megan, and we were 
reflecting on the past year we’ve spent together at a youth theater group she joined last year. She 
loves singing and performing (and, if I do say so myself, is quite talented) and has really found a 
home-away-from-home with the group. And it’s given us a chance to share this activity because, as 
a dad, I’ve been recruited to be part of the set construction team.

Building a theater set is not unlike what we do as verification 
engineers. It involves modeling the “real world,” often at a 
higher level of abstraction, and it has hard deadlines. “The 
show must go on,” after all. Productivity is also key because 
all of us building the set are volunteers. We reuse set pieces 
whenever we can, whether it’s something we built for a past 
production or something we borrowed from a neighboring 
group. And we often have to deal with shifting requirements 
when the director changes his mind about something 
during rehearsals.  Oh, and it also involves tools – lots of 
tools. However, there is one important way in which set 
construction is different from verification. Those of us building 
theater sets know our work only has to stay up for two weeks 
and that no one in the audience is going to see it from closer 
than thirty feet away. In contrast, all engineers know the chips 
they verify must work a lot longer under much closer scrutiny.

One of the most challenging things about doing musical 
theater is the audition. It’s your one chance to make the right 
impression on the director who decides which performers will 
be in the show. For engineers, our audition is the interview, 
and our first article today, “Interviewing a Verification 
Engineer,” by Akiva Michelson of Ace Verification, will walk  
you through this process. As an interviewer, I hope you’ll find 
this article useful to help you identify the best candidate for 
your team. And as a candidate, it’ll show you what you ought 
to prepare for.

An Up-sized DAC Issue Takes the Stage. 
By Tom Fitzpatrick, Editor and Verification Technologist

A PUBLICATION OF MENTOR GRAPHICS — VOLUME 9, ISSUE 2 — JUNE 2013 

 WHAT’S ON 
THE HORIZON?

Interviewing a Verification Engineer 
For interviewers and candidates alike, to help  

you find the best fit for any team...page 6

Maximum Productivity with Veri- 
fication IP Mentor VIP provides everything you 
need to implement protocols like PCIe...page 10

Power Up HW/SW Verification Pro-
ductivity inFact lets you specify your stimulus 

at a higher level of abstraction...page 14

Vista Virtual Platform Enabling coverage, 
profiling and other analysis in simulation without 

affecting the target behavior...page 20

Partners: SmartPlay Technologies 
Using QVM to turn huge amounts of simulation  

data into useful information...page 25

Partners: Mobiveil Take advantage of 
Questa CoverCheck and Questa Clock-Domain 

Crossing (CDC) to deliver IP cores ...page 30

Partners: MediaTek Formal X-checking  
in Questa identifies where X-propagation can  

mask eventual problems in silicon ...page 39

Deploy the UVM Easily  
The structure of a UVM testbench allows automatic 

creation of UVM environments...page 44

NoC Generic Scoreboard VIP 
Developing a UVM Network-on-Chip (NoC) 

scoreboard component...page 51

Configuring Bus Functional Models 
Builds on “Polymorphic Interfaces: An Alternative  

for SystemVerilog Interfaces...page 58

Who Is Monitoring the Monitors? 
Learn about the myriad issues when designing 

monitors and scoreboards...page 64

The Need for Speed: Understanding 
Design Factors That Make Multi-Core Parallel 

Simulations Efficient...page 71

“Building a theater set  

is not unlike what we do  

as verification engineers.  

It involves modeling  

the “real world,”  

often at a higher level 

of abstraction, and it 

has hard deadlines. ”
 

—Tom Fitzpatrick



2

A well-built set piece that can be used over and over 
again is truly a treasure. Similarly, a well-built configurable 
Verification IP component (VIP) can have a huge impact on 
your productivity. In “Maximum Productivity with Verification 
IP,” you’ll see how Mentor VIP provides a self-contained 
piece of your verification environment that includes 
everything you need to ensure that your design correctly 
implements a standard protocol, such as PCIe. 

Part of the magic of set construction is that the set isn’t 
really complete until it is painted and the lighting is set. The 
paint and the lights work together to emphasize certain 
aspects of the set and to focus the audience’s attention 
where the director wants it. Our next article, “Power Up 
Hardware/Software Verification Productivity,” shows how 
our inFact intelligent testbench automation tool lets you 
specify your stimulus – in this case, your power control 
scenarios – at a higher level of abstraction that can then be 
targeted either to sequences in UVM or to software running 
on your embedded processor. The underlying inFact engine 
will handle the coordination of both hardware- and software-
based stimuli, covering everything the way paint and lights 
cover a set.

While it’s great to use software-based stimulus to verify 
hardware, it’s also necessary to verify the software itself 
in the context of the hardware on which it will run. In “Non-
invasive Software Verification Using the Vista Virtual 
Platform” we’ll see how our Vista Virtual Platform tool lets 
you instrument your software in a transparent manner to 
enable coverage, profiling and other analysis of your target 
software in simulation without affecting the target behavior.

In our Partners’ Corner, we have a trio of articles from 
users who will share their experiences using different 
Mentor Graphics tools on their projects. In “QVM: Enabling 
Organized, Predictable and Faster Verification Closure,” 
our friends at SmartPlay Technologies show how they use 
Questa’s Verification Manager (QVM) to turn the huge  
amounts of simulation data generated throughout a project 
into useful information to provide their customers with a 
well-managed verification flow. In “Verifying High Speed 
Peripheral IPs,” you’ll see how our friends at Mobiveil take  
 
 
 

advantage of Questa CoverCheck and Questa Clock-
Domain Crossing (CDC) verification to be able to deliver 
“correct by construction for configurability” IP cores to 
their customers. Lastly, in “Confidence in the Face of the 
Unknown: X-state Verification,” our friends at MediaTek 
discuss how formal X-checking capabilities in Questa can 
identify situations where X-propagation in simulation could 
mask problems that would show up in silicon.

In our Consultants’ Corner, we have three more articles in 
which consultants share their knowledge and experience 
in developing verification infrastructure that you may find 
useful on your own projects. In “Making it Easy to Deploy 
the UVM,” our friends at Frobas GmbH show how the 
regular structure of a UVM testbench enables them to 
automate the creation of UVM environments, including 
some sequences and tests. Once the environment is up  
and running, they show the benefits of using Questa 
Verification Manager on a regular basis to help monitor 
verification progress. In “NoC Generic Scoreboard VIP,”  
the engineers at Test and Verification Solutions explain 
how they developed a UVM Network-on-Chip (NoC) 
scoreboard component.  The article discusses many of 
the issues you’ll need to think about when developing a 
verification environment involving multiple transaction 
types and protocols – useful information whether you 
use this component directly or not. We round out the 
Consultants’ Corner with “Flexible UVM Components: 
Configuring Bus Functional Models,” from our friends 
at Ensilica. In this article, which builds on “Polymorphic 
Interfaces: An Alternative for SystemVerilog Interfaces” 
from our November, 2011 issue, you’ll see how to use 
wrapper classes and a few simple rules to implement a bus 
functional model (BFM) as a SystemVerilog interface that 
appears to the test like it’s a UVM component. 
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We conclude this special issue with two papers from 
last February’s DVCon. The first, “Monitors, Monitors 
Everywhere – Who Is Monitoring the Monitors?” by my 
colleagues Rich Edelman and Raghu Ardeishar, won a  
Best Poster award for the conference. When you read it  
and learn about the myriad of issues that must be 
considered when designing monitors and scoreboards, 
you’ll see why. Last but not least, “The Need for Speed: 
Understanding Design Factors That Make Multi-Core 
Parallel Simulations Efficient,” you’ll learn how best to take 
advantage of Questa’s new Multi-Core Multi-Computer 
(MC2) technology to maximize your run-time performance.

So, there you have it – our Texas-sized issue of Verification 
Horizons. If you’re at DAC this week, stop by and say hi. 
I have plenty of videos of Megan’s performances on my 
phone and I’ll be happy to show them off.

 
Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons
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INTRODUCTION 
A key challenge today is choosing the right staff for 
achieving excellent verification results. Indeed, the defining 
moment for most projects is when the staff is selected, 
since the right combination of skills and personality can 
lead to outstanding technical outcomes (while the wrong 
combination can lead to disaster). Verification engineers 
differ significantly from other engineers in terms of skill 
sets required for success. Due to the nature and breadth 
of verification tasks, a verification engineer needs to 
have excellent communication and interpersonal skills, 
a passion for verification, and the technical know-how 
to complete tasks in a highly dynamic environment. This 
article provides a basic interview framework for identifying 
a capable verification engineer who will work well with your 
team. Questions about previous projects, verification skills, 
debug skills and programming skills are described, as well 
as how to plan the content of the interview, what to look 
for in the answers, and what traits are most important in a 
prospective candidate.   

THE INTERVIEW FRAMEWORK 
The interview framework has three major sections: the 
project, technical skills, and methodology. The project 
section aims to explore the experience and personality 
of the interviewee, the technical section measures both 
verification language and technical skills in related tasks, 
and the methodology section measures verification 
comprehension. This framework can span one or more 
interviews.  

PROJECT:  
When interviewing a prospective verification engineer, 
have him explain his most recent completed project. The 
following questions can help relate this previous work 
experience to the engineer’s probable fit in your project.

• Understanding the overall project 
Verification engineers must possess the ability to 
explain complex processes in a simple and succinct 
manner. The verification engineer needs to know 

how to explain such processes in a way that you, the 
interviewer, will understand. That is, he will need to take 
cues from you and give descriptions in a way that will 
allow you to understand both the overall project and his 
part in it.   
 
If you are not able to understand the project or his role 
in it, then this is not the person you want explaining 
bugs or discrepancies to your design engineers. Cut the 
interview short and stop here. However, if you have a 
clear knowledge of the size, scope, and content of the 
project, then proceed.

• Understanding the engineer’s role in the project 
As the interviewee explains the project, try to probe 
on the scope of his responsibilities. Did he define the 
methodology? Did he inherit a working verification 
environment? With whom did he review his design 
code? Who helped him when he came across 
problems? If relevant, what helped him collaborate with 
other verification teams within the organization?  
 
Here you are trying to gauge both the independence 
and teamwork skills of the engineer. On the one hand, 
you want someone who can take ownership of a 
complete verification environment and manage his own 
work from start to finish, but you also want an engineer 
who is not shy about asking for help and reviewing his 
work with others. Part of working on a verification team 
is knowing how to align to the team’s methodology and 
how to work within a defined framework. It’s important 
to discern that the engineer will be able to work 
smoothly within your company’s framework.

• Understanding the difficulties of the project 1  
Ask for examples and anecdotes of specific problems 
the engineer and his team encountered on their 
projects. Inquire about the solutions pursued and how 
effective they ultimately were in resolving the problem.    
 
 

Interviewing a Verification Engineer 
by Akiva Michelson, Ace Verification 
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Here we want to understand the difficulties and how 
the engineer resolved or circumvented them. A good 
engineer should be able to describe at least three 
problems and their practical solutions. An engineer 
who works on perfect projects and never has difficulties 
hasn’t done verification. A good verification engineer 
will be able to identify problem areas and think of 
practical solutions, some of which he has implemented 
in the past. If all the proposed solutions center on how 
others should change, that should raise red flags about 
how this engineer works with other people.

TECHNICAL ASSESSMENT2: 

SystemVerilog/E comprehension

a. Why is a verification language necessary? 
See that the engineer knows the components and use 
of a verification language.  

b. <Add specific language questions here>  
See if the engineer knows the right place to use  
the right constructs. Make sure that the engineer has 
explored beyond template-type coding. 

c. Debug skills 
• Contradictions – How to debug and how to avoid
• Action not occurring at the right timing - How to 

debug
• Simulation Crash - How to debug
• Regressions - Have the engineer describe the 

typical regression and types of failures that occur 
and how to organize and debug failures

Answers to these four types of questions should help 
you understand how well the engineer debugs and 
solves problems, how well he uses the built-in debug 
tools, and his thought process in thinking through 
debugging. 

d. Libraries - eRM, UVM
• Understand the engineer’s experience  

with verification libraries
• What’s happening when you write a sequence 
• Ask for the engineer’s opinion of the libraries.  

Make sure he can think for himself, and support  
his position.

Technical questions often reveal gaps in knowledge, and it 
is important to evaluate whether these gaps are due to lack 
of professionalism and training or rather to nuances of how 
verification tasks are divided in different companies or on 
different types of projects.3 The engineer should be open 
and forthcoming about areas where he lacks knowledge.

 
Broader skill set 

The broader skills to look for in a prospective verification 
engineer depend on your organization’s needs and the skill 
set you already have on the team. Below is a small sample 
of skills that, though they lie outside the standard abilities 
of a verification engineer, can be useful to know and might 
give the interviewee who possesses them an advantage.

• Unix – Can the engineer install a verification tool, 
resolve a problem if the disk  is full, “tar” a directory, or 
log in to a remote server in Antarctica and work without 
a gui or favorite editor?

• Shell commands (| . sed, awk) – Can he manipulate 
data/results easily?

• Shell scripts (csh, sh) – Can he manage on his own 
when existing scripts are insufficient? 

• Perl – Can he write and/or modify existing Perl scripts 
to process tables into verification code, or regression 
results into reports?

• Source Control / LSF / bug tracking – Can he work 
with tools appropriately? Does he have experience in 
merging two separate branches? 

   

Interviewing a Verification Engineer 
by Akiva Michelson, Ace Verification 
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It is fine for the engineer not to possess some of the skills 
mentioned above, as long as he is upfront about it and you 
are confident he will be able to adjust to your team quickly. 

Programming skills

Have the interviewee write pseudo-code of a simple 
program, preferably something with a number of corner 
cases, and logic that involves multiple expressions. Does 
he write clean code?4 Is it readable and correctly written? 
There should be no time limit for this part of the interview.

Grade this section on the output. Is it logically  
correct? Would you like to see this type of code in your 
environments? Is the interviewee open to your comments? 
Do not grade on the time it takes to write or rewrite the 
code, just look at the final product. Given that the time 
it takes to write code is such a small part of verification, 
someone who takes an hour and gets it right is preferable  
to someone who takes five minutes and gets it wrong. 

 

METHODOLOGY  
The following section aims to discover verification 
comprehension, or how well the verification engineer can 
come up with the best solutions for non-textbook projects. 
Here are some of the questions you can ask to ascertain an 
engineer’s thinking about verification. 

• When is use of random good/bad? 
• What are the costs/benefits of white box vs. black box 

testing?
• When should functional coverage be used/skipped? 
• Where do you cut when your time is limited?
• How do some FPGA teams develop entire working 

systems with virtually no verification? Is verifying a 
prototype the same as verifying a design slated for 
production? 

• Is there truly a complex chip with 0 bugs?  
 
In methodology there are no completely right or wrong 
answers. Diverse opinions are welcome if they can be 
supported. In these questions you should be alert for  
 
 
 

standard answers. Are they just repeating what the local 
EDA vendor has been saying, or have they actually 
thought through these questions and reached independent 
conclusions? These questions are key to differentiating 
between verification engineers and verification followers. 
Verification engineers will get excited by the discussion; 
they will have supported opinions and useful insight.  
The verification followers will just tell you what they have 
done in the past, or what they believe you want to hear. 
While it is important to hire engineers who will align to your 
company’s methodology, an engineer is always preferable 
to a follower.  

 

CONCLUDING THE INTERVIEW 
The questions and discussions above serve to get 
acquainted with the verification engineer, his breadth and 
depth of knowledge, and his ability to use that knowledge 
to tackle new challenges creatively. After recording 
and evaluating the answers to the questions above, the 
interviewer must also ask himself: Would I enjoy working 
with this person every day? While this question is very 
subjective, verification is an extremely interactive profession 
which requires both technical and interpersonal skills. The 
verification engineer needs to interact with multiple people 
to get even the most basic design verified. As such, while 
technical skills can be mastered, the finesse required 
when telling an engineer his code has a ‘bug’ or the gentle 
persuasion necessary when trying to attain the assistance 
of a very busy coworker are essential personality traits for 
making verification projects flow smoothly.  

 

SUMMARY 
Verification requires a diverse set of skills. This article 
has provided a framework for identifying technical skills, 
methodology comprehension, and project experience. 
Using part or all of the framework will enable the interviewer 
to identify the qualities required for his project in prospective 
engineers. 



9

All prospective verification engineers are welcome to read 
this article and prepare before the interview. Interviewers 
should also consider sending the article to prospective 
employees prior to the interview so they can understand the 
framework, the purpose of the questions asked, and see 
what they can accomplish when they prepare in advance  
for the interview. 

 

END NOTES 
1. Each project poses a different set of challenges, which 
can range from purely technical issues such as reference 
model integration to purely interpersonal issues such as 
personality conflicts between designers.

2. This part of the interview must be given only by an 
experienced verification engineer.

3. For every type of design project (such as a CPU, 
networking, PHY, or SoC design) there are radically 
different sets of verification challenges. Even the most 
adept engineer experienced in one field may not have 
specific skills or knowledge commonplace in another.

4. Clean code is code that is easy to read and self-
explanatory. In clean code, variables and function names 
are carefully chosen, comments are used to improve 
readability, indentation and parentheses make the code 
readable and help control the flow in clear and simple 
fashion.
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When beginning a new design it’s common to evaluate how 
to build a verification infrastructure in the quickest amount 
of time. Of course it’s never just quick to deploy, verification 
also has to be complete enough to improve confidence in 
the design. Rapid bring-up and improving the quality of your 
design are excellent goals.  However, you should not forget 
that your environment should be efficient to use during the 
verification process. This is where you will spend most of 
your time, slugging it out day after day. Arguably, debugging 
design bugs is one of the most time consuming tasks of 
any project. Transaction Level Modeling (TLM) will change 
the way you think about debug productivity, especially if 
you have recently experienced the long and difficult task of 
deciphering PCIe’s training sequences, data transfers and 
completion codes at the pin level.

Who has resources to learn new verification technology 
rapidly enough to have an impact on the verification quality 
of an upcoming design? Most teams begin by looking 
at schedules, ongoing support tasks and self-determine 
that they don’t have enough time or resources. However, 
everyone who has standard interfaces like PCIe can answer 
“I can improve my verification productivity with Mentor 
Verification IP”.  

Mentor VIP enables productivity in deployment, adherence 
to the protocol for quality and improved time to debug 
design errors.  Mentor VIP is a self-contained high level 
verification environment based on OVM or UVM with a built-
in protocol based test plan that is fueled with high level test 
scenarios that deliver functional coverage based test plan 
tracking.  Mentor VIP delivers on the promise of UVM/OVM 
high level verification infrastructure for validating protocols 
like PCIe.  

There is a growing community of SystemVerilog and UVM/
OVM knowledgeable engineers, but who has the significant 
resources needed to create an advanced verification 
environment? Such an environment is already available 
to validate standard protocols like PCIe. Simply creating a 
test plan for a complex protocol like PCIe alone is too large 
for many teams; you also have to generate test scenarios. 
This is just part of what goes into architecting a productive 
verification environment. 

The answer to having enough time to improve your 
productivity is to re-use the verification infrastructure 
that meets your requirements that is already pre-built 
for you.

If you have experience debugging PCIe design in either 
pre or post silicon you have experienced the very daunting 
task of debugging at the pin level. Tales of deciphering long 
training sequences, data transfers and completion codes 
are common when people share their difficult PCIe  
debug experiences.  

One of the main benefits of high level verification is 
Transaction Level Modeling (TLM). TLM is not just used to 
implement high level test scenario generation. You should 
require that your verification environments also support 
debugging with TLM viewing if you want to maximize  
your productivity. 

Mentor VIP uniquely extends to debugging of high level 
PCIe transactions within Questa’s simulation environment. 
A common debug scenario is speed negotiation during 
LTTSM training.  Suppose you are designing PCIe Gen2 
device and at initial training the Link reaches L0, at speed 
change to 5GT/s it fails and the link drops back to 2.5GT/s, 
a significant loss in performance. This is a classic PCIe 
design bring-up error. Why did the negotiation to 5GT/s 
fail? Do both sides of the link exit idle and send the proper 
training sequences at 5GT/s?  Is the upstream device not 
sending TS2 ordered sets or is it the downstream device? 
Did you set the proper speed in the PCIe data rate field? 
What is the value of the N_FTS Field and are you being 
held back by this? Or perhaps it’s a software bug, did you 
validate the data rate in the packet is the proper speed 
rating?  Figure 1 is a screenshot of a PCIe Gen2 device in 
LTSSM link training using the pre-built PCIe Mentor VIP 
and Questa waveform viewer. From this view you can easily 
see the N_FTS field has the low number of 0Ah and your 
data rate field value of 86h is set for Gen2.  Armed with this 
information you can easily make bug hunting decisions.  
How long would this take you to verify deciphering  
the serial bus?

 

Maximum Productivity with Verification IP 
by Joe Rodriguez, Raghu Ardeishar, and Rich Edelman, Mentor Graphics 
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Figure 1: PCIe Mentor VIP and Questa Transaction  

Level Debug Productivity

 
How do you gain this level of debug productivity?  
It’s relatively straight forward.

There are two possibilities. In the first scenario you already 
have an existing PCIe environment. In this case you can 

simply attach a PCIe 
Mentor Verification 
IP in monitor mode. 
Mentor VIP will 
just monitor the 
PCIe interface and 
reconstruct the 
activity at the TL,DL 
and PL layers. You 
get the transaction 
activity in the wave 
window to debug with 
a complete history of 
all activity. This data is 
also fed to a coverage 
collector which gives 
TL, DL and PL level 
coverage.

In the second scenario you use Mentor VIP either as a 
RootComplex or EndPoint. In this case the built in monitor 
and protocol analyzer gives you the transaction details and 
coverage collection.

Figure 2 shows the SystemVerilog/UVM source code 
needed to add a PCIe Mentor VIP monitor to your existing 
environment to monitor your PCIe design. 

 PCIe is a complex environment. 
In the previous step we have 
connected the Mentor VIP to the 
environment. What remains is to 
configure it to match parameters 
to the DUT. Examples are LTSSM 
parameters, expected speeds 
of operation, abstraction level 
of packets the designer wants 
to observe etc. Figure 3 (on the 
following page) shows a snapshot 
of the configuration.

 
Figure 2: Connect the PCIE VIP 
Monitor to the Design Under Test

Maximum Productivity with Verification IP 
by Joe Rodriguez, Raghu Ardeishar, and Rich Edelman, Mentor Graphics 
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Figure 3: Instantiate PCIE VIP Monitor  

in your verification environment

 
Next you connect the monitor to the design under test  
(DUT) as shown in Figure 3.

Debugging efficiency is only one aspect of a more pro-
ductive Verification environment. You can easily configure 
the PCIe Mentor VIP to an active role so you can generate 
tests with the same efficiency illustrated in the debug 
scenario above. With these relatively small editions your 
PCIe environment is connected to a complete monitor, 
protocol checker and coverage collector.

In the case where Mentor VIP is either the RC or EP,  
Figure 2 will be modified to ensure Mentor VIP drives  
the correct end based on whether it is the RC and EP.  
In Figure 3 the agents will no longer be passive but 
appropriate sequences will be run based on the desired 
behavior. You automatically get the monitor, coverage 
collection and protocol checker.

 
High level modeling enables more people to create tests, 
thereby making it easier to add engineering resources to 
improve the quality of your designs as the project matures. 
With the pre-build PCIe test plan you can construct a highly 
detailed scoreboard that reflects your environment, and 
which also offers all the capabilities to close on coverage 
in an efficient and predictable way—capabilities like test 
plan tracking with functional coverage. Of course the PCIe 
Mentor VIP has a pre-built scoreboard so you have a ready 
template to help you improve your time to verify the complex 
components you are providing to the market.  Figure 4 on 
the opposite page shows the pre-built Mentor VIP PCIe test 
plan and the results of merging a suite of regression runs 
that have been linked to it. This provides visibility into your 
verification process so that your schedules can become 
more predictable.

In conclusion, while thinking about your next project’s test 
plan, and begin to architect your verification environment 
you should seriously consider all the options available to 
help you improve your Verification Productivity with Mentor 
VIP as illustrated with this PCIe example.
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Figure 4: Functional Coverage results  

and Test Plan Tracking
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Today’s complex designs increasingly include at least one, 
and often more, embedded processors. Given software’s 
increasing role in the overall design functionality, it has 
become increasingly important to leverage the embedded 
processors in verifying hardware/software interactions 
during system-level verification. Comprehensively verifying 
low-level hardware/software interactions early in the 
verification process helps to uncover bugs that otherwise 
would be uncovered during operating system or application 
bring-up – potentially in the lab. Characterizing, debugging, 
and correcting this type of bug is easier, faster, and thus 
less expensive, early in the verification cycle.

Creating comprehensive hardware/software verification, 
however, has some very unique challenges. Automation, 
in the form of constrained random generation or Intelligent 
Testbench Automation, is often applied to generation of 
hardware-centric stimulus. However, the test program 
running on the embedded processor is written in C  
or assembly without access to any type 
of automation for stimulus generation. 
Consequently, the software tests that can  
be created are low-productivity directed  
tests. More challenging, still, is coordinating 
the activity of verification stimulus applied 
from outside the design via the design’s 
interfaces together with the verification 
stimulus applied by the embedded processor 
from within the design. Some verification 
teams have created communication 
mechanisms to enable the hardware-centric 
testbench to communicate with and control 
the software running on the embedded 
processors. These mechanisms are 
time-consuming to create, often address 
challenges specific to a single design, and 
thus are difficult to reuse and apply broadly.

Questa inFact is a graph-based Intelligent Testbench 
Automation tool that achieves coverage closure 10-100x 
faster than random stimulus, and enables uses to be more 
than 10x more productive creating stimulus than with 
directed tests. inFact recently introduced functionality that 

enables inFact graphs to easily control software running 
on embedded processors, as well as the hardware-centric 
stimulus applied from the design interfaces. This article 
illustrates how inFact software-driven verification can be 
applied to the task of verifying power management  
in a SoC design.

 
VERIFYING POWER MANAGEMENT  
HARDWARE AND FIRMWARE 
Verification of power management in a SoC is an 
interesting case that illustrates the intersection between 
verification of hardware and firmware. Power management 
is implemented in the hardware domain by power 
domains, voltage islands, clock gating logic and the power 
management unit. However, these power management 
mechanisms are controlled by firmware that runs on the 
processor and controls the power management unit. 

Figure 1 - SoC with an Embedded Processor

 
The power management firmware has two primary sources 
of input events: application-level requests for the design to 
transition to a specific high-level power mode, and events 
from blocks within the system that cause the firmware 

Power Up Hardware/Software Verification Productivity 
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to either change the power mode or 
customize operating conditions to optimize 
power consumption. For example, the 
application might request that the design 
transition to the suspended mode. Then, 
at some point in the future, the keyboard 
might trigger the design to transition back 
to the active mode. Or, during active mode 
operation, the driver for the 802.11 block 
might reduce power due to inactivity. 

Verification of the power management 
firmware in conjunction with the power 
management hardware is complicated by 
the fact that some power-state transitions 
are provoked by software while others 
are provoked by hardware. One first level 
verification task might be to exercise all 
valid power state transitions to ensure 
that the design correctly enters the target 
power state and behaves as expected. 
Beyond this basic level of verification, it could be desirable 
to provoke conflicting requests from the hardware and 
software. For example, does the design behave correctly 
if the keyboard issues a wakeup interrupt at the same time 
that the firmware is initiating entry into suspend mode? 
Going beyond this macro level of power state verification, 
it might be interesting to exercise the combination of 
software- and hardware-initiated activity that provokes 
the firmware to dynamically customize the performance 
and power consumption of various blocks. This would 
enable verification that the firmware and hardware work 
together to meet the performance and power consumption 
requirements in various operating scenarios. 

A typical verification environment, shown in Figure 2, 
divides the test into hardware and software portions.  
The software portion of the test can provoke some  
changes in power state by calling functions in the firmware 
layer. The hardware portion of the test can provoke some 
changes in power state by injecting stimulus from the 
design interfaces using the connected verification IP. 

Figure 2 - SoC Testbench Environment 

However, setting up the types of coordinated tests for 
power state transitions is difficult if not impossible without 
simultaneous control over both the software- and hardware-
controlled portions of the test. 

 

QUESTA INTELLIGENT  
SOFTWARE-DRIVEN VERIFICATION 
Questa inFact is an intelligent testbench automation tool 
that integrates into many types of testbench environments. 
When running in a UVM environment and generating 
stimulus to be applied via the design interfaces, inFact 
integrates as a UVM sequence or UVM virtual sequence, 
and controls the verification IP connected to the design 
interfaces as shown in Figure 3 on the following page. 

 

Power Up Hardware/Software Verification Productivity 
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Figure 3 - inFact Graph Generating Hardware Stimulus

 
The Questa inFact intelligent software driven verification 
(iSDV) feature enables stimulus to also be easily applied 
via the software running on the embedded processor. As 
shown in Figure 4, inFact provides pre-built components 
that integrate into the UVM testbench and the embedded 
software to enable the inFact graph to control both the 
verification IP attached to the design interfaces and 
call functions within the software test. The pre-built 
infrastructure provided by inFact enables verification 
engineers to focus on creating the critical-to-verify 
scenarios rather than building core infrastructure.

  

 

VERIFYING POWER MANAGEMENT WITH iSDV

Questa inFact can easily be applied to setting up the 
types of verification scenarios described earlier in this 
article because it can control both the software running 
on the embedded processor and the stimulus applied 
from the design interfaces. Let’s see a simplified example 
of how inFact iSDV might be applied to verifying power 
management in a SoC design.
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In this simplified example (Fig. 5), we can put the system 
into a low-power active state, a suspended state, or a 
hibernation state by calling a ‘C’ function called set_
power_state supplied by the firmware. When the system is 
in the low-power active state or the suspended state either 
a keyboard interrupt or a real-time clock (RTC) interrupt 
can restore the system to active state. When the system is 
hibernating, only a keyboard event can restore the system 
to active state.

The power management API supplied by the firmware is 
shown in Figure 5. The test program can obtain the current 
power management state by calling get_power_state, and 
can set the next power management state by calling set_
power_state. The test program can request an interrupt 
from the real-time clock after a specified number of clock 
ticks by calling set_rtc_interrupt. 
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Our goal in verifying the power state is to provoke a series 
of power-state transitions triggered from both the hardware 
and software. The verification scenarios of interest are 
specified to inFact as a set of textual rules. The inFact rules 
for verifying power management are shown in Figure 6 on 
the previous page, and request the current power state 
from the software running on the processor, specify the 
desired next power state, then determine what events (if 
any) should be scheduled to affect the selected power state. 
The test software could be instructed to schedule a RTC 
interrupt after some interval. The verification IP attached to 
the keyboard interface could be instructed to initiate activity 
after some interval.

While the hardware/software stimulus we wish inFact 
to create is specified using textual rules, we can view 
these rules as a graph. The graph that results from the 
textual rules is shown in Figure 7. We can see the process 
that inFact will take when generating stimulus, and the 
conditions that will alter the testing process.

The graph does, of course, need to be connected to the 
hardware and software testbench environments. In the 
software environment, inFact injects stimulus by calling ‘C’ 
functions within the embedded software and passing the 

value associated with the variable in the graph. In this case, 
the ‘C’ functions that inFact calls will invoke the power-
management functions provided by the firmware. 

The code snippet in Figure 8 shows the function 
corresponding to the curr_state graph variable that inFact 
invokes to obtain the current power state. Note that the 
body of the function invokes the get_power_state function 
provided by the firmware, and returns the provided value.

The function in Figure 9 shows the function corresponding 
to the next_state graph variable, that inFact invokes to set 
the next power state. Note that the body of the function 
invokes the set_power_state function provided by the 
firmware. 

Finally, for the software side of this simple environment,  
the rtc_event function calls the set_rtc_interrupt to schedule 
the real-time clock to issue an interrupt at some point in the 
future based on the value selected by inFact, as shown in 
Figure 10. 

Within the hardware-centric testbench environment, the 
inFact graph is integrated as a UVM virtual sequence. The 
graph variables that result in action within the hardware 
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portion of the testbench environment are implemented  
as SystemVerilog tasks within the virtual sequence. 

inFact calls the task shown in Figure 11, which corre-
sponds to the kbd_event graph variable. The task creates 
a keyboard-event sequence, specifies the inFact-selected 
delay for injecting the event, then launches the keyboard-
event sequence on the keyboard verification IP sequencer.

 

CONCLUSION 
Questa inFact, now with intelligent software driven 
verification (iSDV) capability, enables verification 
engineers to easily describe and realize comprehensive 
hardware/software verification scenarios. The 
infrastructure and automation provided by inFact enables 
inFact’s advantages of achieving coverage 10-100x faster 

than random stimulus and 10-100x more comprehensively 
than directed tests to be applied to verification of SoC 
designs where software must cooperate closely with 
hardware in order to realize expected behavior. Verification 
of these hardware/software scenarios early in the 
verification cycle enables hardware/software integration 
bugs to be located early when they are easiest to debug 
and correct, rather than being uncovered late – perhaps 
even in the lab – during operating system and application 
bring-up. inFact’s iSDV capability provides reusable 
infrastructure and automation, allowing verification 
engineers to focus on describing the desired verification 
scenarios rather than spending time building special-
purpose infrastructure. The result is a true boost in 
hardware/software verification productivity.
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INTRODUCTION 
With the SoCs now supporting Multi-Core processors, 
complex ASICs and combinations that include systems on a 
board, SoC implementations now become an ever growing 
challenge for software development. Software development 
has to be supported not only by the inclusion of an RTOS, 
but, many SoC providers now have to leverage upon the 
Bare-Metal concept to achieve the necessary demands of 
today’s SoCs. However, there still exists a huge chasm in 
the software development arena that addresses both the 
need to be able to verify not only the sw/hw interactions, 
but, also the software itself in a hardware context. This 
has become almost a necessity in today’s “security” based 
systems marketplace.

As large and complex SoCs trend deeper into embedded 
environments, they need to be seamlessly implemented and 
contained, for verification of both software and hardware 
in the same context. The following sections cover the 
underlying technologies used in context to each of the areas 
and explain the mechanisms for achieving verification of the 
software itself.

 

WHAT IS ASPECT ORIENTED  
SOFTWARE VERIFICATION? 
In almost every intelligent applicable software function, 
there are always locations that have meaningful 
implications. A reflective functional equivalent of these 
locations would create the verification logic. For example, 
an assertion in the code can be reflectively mapped to 
its verification logic, making sure that the conditions that 
cause the assertion to fire are captured in the verification 
logic. Each such verification logic is strongly anchored to its 
aspect in the original software.

From AOP (Aspect Oriented Programming) point of view, 
the verification locations can be seen as “join points”, 
verification logic as a set of “advices” and the verification 
script as the AOP program itself.

The following code locations/anchors that are found in 
almost all software code could be used:

• Absolute execution addresses (PC)
• Source locations (file:line)
• Function entry/exit
• State change points (watch points)
• Peripheral device accesses and programming
• Interrupts
• CPU exceptions

In typical software, verification logic may include assertions, 
invariant conditions checkers, print outs for flow tests, 
fault injection or an external stimulus. We will use the term 
“verification script” to denote a program that attaches the 
verification logic to its corresponding locations. 

The meta-information generated from a standard 
compilation of the target software is used by the verification 
scripts. The verification scripts commonly have access to 
the meta-information. The meta-information access allows 
it to explore the software structure and attach advices 
(verification logic) to the selected locations.

 

DIFFERENTIATING ASPECT-ORIENTED SOFTWARE 
VERIFICATION FROM AOP IN HARDWARE 
VERIFICATION ENVIRONMENTS 
Using an aspect-oriented approach to verifying software 
allows the injection of additional verification code without 
altering the basic execution of the software itself, from the 
perspective of the system. As such, this approach has the 
advantage of being orthogonal to the functionality being 
verified. This is different from the typical view of hardware 
verification, where we build a testbench to model the 
environment in which the hardware will operate.

One value in using an approach like UVM for developing a 
verification environment for hardware is that you can use 
object-oriented techniques to modify the functionality and 
structure of your testbench without having to rewrite your 
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code. Using AOP in this context is not recommended, 
nor required, because the injected code directly affects 
the functionality of testbench without providing sufficient 
visibility to the user.

 

ENABLING NON-INTRUSIVE JIT BASED ASPECT 
ORIENTED VERIFICATION ENVIRONMENT 
In a QEMU based processor modeling technology (ISS) 
based on JIT (Just-in-Time) compilation infrastructure, the 
JIT compiler is a binary translation tool, which is able to 
convert target binary code (e.g. ARM) into a host binary 
code (x86). The conversion is performed block by block 
and on demand. When the target execution reaches an 
instruction for the first time, only then, a short sequence of 
instructions is translated to the host binary code. The size 
of the compilation depends on many different factors, for 
example, blocks cannot include jump instruction, except, 
only at the end.

Running target software under JIT based processor model 
allows injecting verification logic non-intrusively and 
exclusively into the simulator context. The non-intrusive 
injection implies that verification logic does not affect 
any aspect of target behavior, target timing and power. 
The execution order of the target code is also left 
unmodified even when modeled with multiple threads 
or multi-core execution. Target debug information 
(DWARF: a widely used, standardized debugging data 
format generated by software compilers) is used in order 
to explore the software structure and provide reflection 
information to the verification scripts.

The aspect oriented JIT compiler provides a non-intrusive 
way of creating various test enablers. Some of the direct 
advantages are the capability to use this technology for 
tracing function call, enabling specific profiling, targeting 
coverage, and, inserting tracepoints (unlike breakpoints, 
tracepoints are software ‘triggers’ that do not stop the 
simulation). Tracepoints can be used to inject verification 
logic into arbitrary places in the target software. By 

accessing the DWARF debug data that contains 
information on the software structure, types, objects and 
source locations, the source code lines and function 
names can be converted into the needed addresses. A 
small “C” compiler is used to capture the tracepoint actions 
specified by “C” programs.

 

APPLYING THE AOP VERIFICATION AS AN 
ADVANCED SOFTWARE UNIT TEST ENVIRONMENT 
As the software content in systems grows, more often than 
not, it is the software components itself that need to be 
verified while in in-system execution, i.e., without disturbing 
the overall functionality. Software based aspect oriented 
verification capabilities best suit this need to create a unit 
test environment.

Typical software unit test environment requires the ability 
to execute specific functions in specific predictable 
environments, be able to randomize arguments and state, 
collect execution results, compare them with a predefined 
gold values, and, all the while collect code coverage 
during the entire process. There is a very big intersection 
between this requirement and the abilities provided by a 
JIT based aspect oriented verification environment. The 
JIT based aspect oriented verification methodology is 
then able to initiate the needed unit test flow by injecting 
the needed advices and the verification logic that entirely 
replace the normal execution flow. Software coverage is 
almost a by-product of this methodology.

 

USING JIT AND AOP FOR  
SOFTWARE TRACE AND ANALYSIS 
Graphical viewers and visualization is a powerful tool 
for better understanding of software execution flow 
in a greater level of detail. JIT based aspect oriented 
verification environments allow to trace many kinds of 
software and hardware events non-intrusively without any 
need in code instrumentation. The following capabilities 
can be very efficiently traced:
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• Function entry and exit to show the call graph
• CPU state (showing IDLE/BUSY/exceptions)
• Caches/Snoops state and activity
• Peripheral state and activity

Graphical analysis of both hardware and software 
together provides broad opportunities to find bottle 
necks, performance and power issues in a complex SoC 
system. Cache and snoop analysis can identify cache 
ineffective code fragments, false sharing and even hard-
to-debug software bug related to cache control. CPU 
state visualization together with function calls can help to 
identify interrupt latency bottle necks, unneeded preemption 
and dead locks in the code. Peripheral tracing may help 
to debug driver code, analyze bus contention and power 
issues.

As the simulation proceeds, the captured data can be 
displayed in a graphical format that shows the timelines 
of execution and their results.  In Figure 1, the top portion 
(Function Calls) shows the calls to various functions as  
 

Figure 1: This shows a snapshot of all the function calls 

and their time duration in the Mentor software profiler. 

different compiled instructions for the CPU are executed. 
The state of the CPU is also captured, to show that the CPU 
is actually BUSY or IDLE during that time, shown by header 
CORE_STATE. The ISR plot shows when the Interrupt 
Service Routine triggered along with the SysTick provided 
by the ARM SystemC Fast Model. These plots enable 
intelligent debug of the software execution on the CPU. 

 

USING JIT AND AOP FOR SOFTWARE  
FUNCTION PROFILING 
Another very important technique used in software 
verification is profiling. Profiling may be performed with 
respect to time, cache-hit, cache-miss, software-hardware 
execution and power. Software function profiling constitutes 
of tracing/profiling of instructions across single functions, 
functions stacks, and stack fragments.

A typical profiling analysis report contains details of 
functions self-time (i.e. amount of time consumed by 
instructions which belongs to the function itself) and 
functions total-time (i.e. actual duration of the function  
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Figure 2: A detailed analysis profiled  
for nested function calls. 

 
execution from entry till exit). This type of profiling is 
slightly enhanced, since it not only covers the execution of 
the function in the CPU context, but, also with respect to 
the effects of the instruction to and its return from an I/O.

Profiling enables the software developer to visualize 
the round-trip and nested function calls, and, its effects 
of a particular instruction executed on the target. Other 
traditional areas of software profiling, for example, Multi-
Core processor execution, time and overlap of shared 
functions, are still available, and remain software centric.

JIT based aspect oriented verification environment allows 
to perform the software profiling completely non-intrusively 
requiring very small attention from the user. All the needed 
information can be automatically extracted from the 
meta-data available for the verification script. Ability to 
perform function profiling without explicit recompilation that 

also keeps the software semantics unmodified 
becomes a unique feature available for customers.

This plot clearly shows when a main_loop call 
made recursive calls, for example, to cs3_isr_
systick, which in turn calls udivdi3 functions, 
and when they return. After the final call to write 
happened, the recursive call ended and returned 
to the main_loop function.

 

ENABLING SOFTWARE COVERAGE 
Coverage in Software has been around for 
many years. Software code coverage is used to 
determine the quality of test-benches, flow tests, 
unit tests and the tested code itself. In addition 
it can be used to highlight “dead code”, a major 
requirement in security based verification. The 
following types of coverage are well known:

• Instruction: Checks if instructions were 
executed

• Branch: Checks if conditional branches were 
both taken and not taken

• Block: Checks if lexical blocks were executed
• Path: Checks if all possible block 

combinations are executed
• Logical expression: Check if all possible combinations 

of logical conditions were executed

Simple evaluation of structural coverage is not sufficient. 
To this effect, coverage also needs to include MC/DC 
(modified condition/decision coverage). MC/DC will provide 
an additional means of verifying software coverage in 
security sensitive applications.

All coverage information can be collected and assimilated 
with the hardware coverage information, thus, providing  
a comprehensive coverage of the entire sw/hw system.

 

CONCLUSION 
In today’s verification environment, software verification 
still lags behind the hardware verification. Hardware 
verification has a proven and beaten path pervasively 
adopted in the form of UVM.
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Software verification tends to be a collection of in-house 
and vendor tools, with all its intellectual property focused on 
the creativity of Software Validation Engineers. However, 
software verification is quickly becoming one of the biggest 
challenges for complex ASIC platforms, SoCs and systems. 
In many cases, the SoCs and systems platforms are rated 
as life-threatening, such as medical devices, lethal and 
destructive, such as smart armaments, affect our daily lives, 
such as automotive and transportation, or data handlers, 
such as networking applications. In all of these, software 
is quietly becoming a dominant design-in and reliability 
factor. To set right a misalignment of directional vector, after 
deployment, of say a satellite in space, the only means 
available may be a pure software intervention.

It is important to note, that, the article has attempted 
to address the need for software verification by taking 
the route of aspect oriented methodology, but, clearly 
differentiates the needs for hardware verification from 
this approach. The objective of this article is to enable the 
flexibility of software aspect oriented verification for complex 
platforms that get affected by any intrusive functions or 
logic, and can lead to fatal exceptions in normal software 
execution.

Mentor Vista tools have taken a bold step in understanding 
these requirements and providing tools and methodologies 
that will enable a software developer to release products 
with confidence and assurance.

 

REFERENCES:
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Until recently, the semiconductor industry religiously 
followed Moore’s Law by doubling the number of 
transistors on a given die approximately every two years. 
This predictable growth allowed ecosystem partners to 
plan and deal with rising demands on tools, flows and 
methodologies. Then came the mobile revolution, which 
opened up new markets and further shifted the industry’s 
focus to consumers. The diversified nature of this market 
posed many, often conflicting development challenges: 
How to speed time to market while building products  
rich in functionality? How to boost performance while 
keeping both power consumption and cost at modest 
levels? Wading through these questions contributed to  
a multifold increase in verification complexity. 

What hasn’t changed is that, for decades, the majority of 
the re-spins have been attributed to functional failures. 
Verification teams, in fact, have been in constant pursuit 
of first silicon success, it’s just that the new challenges 
make it that much harder to achieve that goal. What’s 
needed is a well defined process to achieve verification 
closure, one that brings predictability and organization, 
while accelerating the time-to-closure at reasonable cost. 
One key to achieving this is extracting useful information 
from the vast amounts of generated simulation data, and 
then using this information to drive prompt and informed 
decision making. Any such verification platform must 
facilitate:

- objective representation of verification goals
- the efficient collection and merging of coverage
- trend analysis on progress with respect to test plan and 

overall goals
- coverage grading to eliminate redundant simulation 

cycles
- results analysis to jumpstart debug
- decrease in maintenance or upgrades, including of 

in-house automation
- methodical processes that lead to verification closure

 
Questa Verification Manager (QVM) is one potential means 
to address the above wish list. QVM-enabled flows have 
been successfully deployed in our turnkey engagements 
and have resulted in better controllability, predictability 
and communication of milestones with customers. This 
paper further summarizes our experience setting up QVM 
and how its capabilities are superior to many traditional 
automation flows developed in house. 

 
OBJECTIVE REPRESENTATION  
OF VERIFICATION GOALS 
Traditionally, a directed verification flow involved 
developing a test plan followed by test cases, each of 
which would map back to one or more test points in 
the plan. With rising complexity came an embrace of 
constrained random verification. In this approach, the 
test bench is sophisticated and test generation is guided 
by a set of constraints. The progress of verification is 
measured using a set of coverage goals. Test plans didn’t 
keep up with this evolution. Often, plans were written as 
they always had been, with the only change being addition 
of a new section describing the test bench. Accordingly, 
disconnect between planning and execution was a major 
challenge. Slight deviations from the plan often weren’t 
accounted for when implementing the test bench. Changes 
in specifications further knocked the verification plan and 
environment out of sync. Despite the rise of reusability, 
there was no mechanism to import a part or complete 
test plan from IP to the SoC level, except by mentioning 

QVM: Enabling Organized, Predictable,  
and Faster Verification Closure 
by Gaurav Jalan, SmartPlay Technologies, and Pradeep Salla, Mentor Graphics 
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references. Progress was measured solely through coverage 
and didn’t reflect the percentage of the test plan covered.

A QVM-enabled flow addresses all these issues by tightly 
coupling coverage with the test plan. We divided our 
planning into a verification strategy document covering ‘how 
to verify’ and a verification plan indicating ‘what to verify.’ 
For the latter, we followed the XLS template provided by 
QVM. The schema follows a treelike structure that cleanly 
segregates the sections to be covered, also providing clearly 
defined and tagged subsections. Further, an engineer can 
define the goals for each cover point with corresponding 
weight in the plan itself. Additional customization adds 
priority to each entry and associates it with the verification 
engineer’s name. For SoC projects, importing section(s) or 
a complete IP-level plan enables efficient IP- to SoC-level 
reuse.

Moving to this flow significantly improved our verification 
execution. The priority feature helps define goals based 
on each project milestone. Annotating coverage to the 
verification plan allows for measuring overall progress more 
objectively at any point during the execution. Issues are 
highlighted promptly and with enough information to take 
preventive actions. For example, coverage holes can be 
filtered with the click of a button, giving a clear view of what 
is pending and an ability to confirm if such holes can be 
addressed in a given time. 

COLLECT AND MERGE COVERAGE 
Coverage metrics make it possible to quantitatively qualify 
verification progress. Coverage can be represented as 
a function of code coverage, functional coverage and 
assertion coverage. Threshold limits for number of hits 
required to declare a bin as covered and assigned weights 
further help in measuring momentum. Using conventional 
flows, we often faced issues such as merging coverage 
generated using tools from different vendors, sprawling 
overall memory footprint and vast amounts of time 
consumed in the merging process. In addition, requirements 
that we merge part or complete coverage from a different 
database like an IP into SoC were especially challenging. 
QVM effectively addresses these issues. The flow we 
adopted ensures flexibility to merge coverage on the fly, or 
in post processing mode, quite efficiently reducing overall 
time to merge multiple databases. The flow also optimizes 
overall memory requirement. The strip and install feature 
merges coverage from different test benches at various 
hierarchical levels. ‘Strip’ removes required levels of 
hierarchy from instance and object names in coverage files, 
while the ‘install’ adds a defined hierarchical path to those 
instance and object names before merging.

  

TREND ANALYSIS 
‘Where are we?’ is the looming question in every project 
status meeting. The answer to this is usually verbose but 

often fails to provide 
a clear idea of 
progress towards the 
goals. Previously, to 
understand trends, we 
used highly manual 
methods, extracting 
data from merged 
coverage databases 
and mapping it to 
graphs. The process 
was time consuming 
and provided limited 
 
 
Figure 1: Closed loop 
between verification 
plan and coverage 
collection
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accuracy. In contrast, the automation enabled by QVM is 
highly accurate and efficient. Required trends are extracted 
on the fly while merging into a new trend UCDB that is 
optimized for memory. Various trends related to coverage 
progress, code stability, failure analysis and so on can 
be derived in the form of graphs for the whole project, 
each team member, each design block, each design 
instance or even each section of the test plan. This also 
enabled us to delete the older coverage database from 
our weekly regressions, as this was only maintained to 
extract information for trend analysis. The extracted data 
provides useful information for stakeholders to crosscheck 
the requirements of various 
milestones versus progress and 
decide on the course of action.

 

COVERAGE GRADING 
The main drawback of 
constrained random verification 
is the waste of redundant 
simulation cycles. Typically, 
once the environment is stable, 
random regressions are run to 
hit the desired cover points. Any 
change to the DUT would require 
rerunning these regressions and 
collecting coverage ensuring 

nothing else was broken. A lot 
of random simulations may not 
contribute to overall coverage, 
thus leading to wasted hardware 
resources and extended 
regression time. Coming up with 
a focused set of random tests 
ensuring maximum coverage 
was a challenge. 

The ranking technology 
available in QVM overcomes 
this issue automatically. Once 
the regression is able to hit 
desired coverage numbers for a 
given milestone, the simulations 
can be ranked based on their 
contribution to overall coverage. 
Users can chose the ‘Iterative’ 
or ‘Test associated’ algorithm 

for directing the ranking process to be followed by the 
tool. The flow provides a list of tests that are contributing 
and the incremental share from each test, and also a list 
of non contributing tests. The contributing tests can be 
used to create a regression that helps in achieving desired 
coverage results with an optimum number of simulations 
on every DUT change. Grading helps reduce overhead 
associated with random simulation, thereby optimizing 
schedule and cost. The advantages are highly visible 
during the peak verification activities, when considerable 
time savings are perhaps most apparent.
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RESULT ANALYSIS 
Debug claims the maximum bandwidth of a verification 
engineer. Constrained random regressions add further 
complexity to this process. Engineers need to first sort out 
the failures before doing root cause analysis. Typically, post 
processing scripts are developed to do this sorting. The 
scripts help categorize and summarize the failures, though 
often not elegantly. Maintaining these scripts is an added 
task for the verification team. 

The triage analysis feature of QVM addresses this 
concern as part of the flow without additional overhead. 
The summary report gives details for each error, warning 
and information generated in terms of how many tests are 
affected and at what time stamp. Many other configurable 
options allow users to collect and segregate information that 
can help to narrow down the issues. Additional performance 
data in terms of simulation and CPU time is available. All 
these reports can be viewed in a GUI or as transcripts for 
detailed analysis and boosting the debug process.

 

AUTOMATING THE VERIFICATION PROCESS:  
FOCUS ON DUT VERIFICATION 
The primary job of any verification team is to ensure that 
the design is an exact representation of the specification. 
To enable this, test plans, test benches and test cases 
are developed. The promise of automating some of the 
verification flow is the ability to accelerate execution and 
avoid human errors. Thus, significant bandwidth is spent 
to setup this flow for a new project, upgrade the flow 
for updates in tools, debug and fix issues found during 
execution and, still compromise on certain aspects. 

The in-house flow was replaced by QVM’s Verification 
Run Manager (VRM), thereby leveraging the expertise of 
the CAD teams from Mentor. QVM requires only modest 

setup time and the flow is ready on day one of the project. 
It also enabled us to integrate and reuse some of our 
existing scripts. Upgrades to the simulators are propagated 
seamlessly without any intervention from the verification 
team. By adopting this flow, our team was able to avoid 
spending time maintaining in-house flows, instead and 
utilizing that bandwidth to focus on verification. And QVM 
provides a rich set of features and cost-reduction benefits 
that were missing in our flows. 

 
CONCLUSION 
Verification usually is the long pole in the overall ASIC 
design cycle. Through the years, advances in test planning 
and in-house automation in verification technologies 
enabled engineers to effectively weed out corner cases 
and hidden bugs. However, these advances didn’t scale. 
Accordingly, efforts to manage verification closure 
throughout the execution continued to run into challenges 
resulting in schedule delay, added cost and in some cases 
functional failures on silicon. A QVM-enabled flow enables 
verification teams to define an executable verification plan 
and track it using trend analysis. Additional features like 
results analysis give a jumpstart to debugging; coverage 
grading helps avoid redundancy from random simulations. 
With a relatively simple setup and easy user interface, 
transitioning to this flow is quite smooth. Adopting QVM 
enabled us to control schedule deviation, take preventive 
actions promptly and communicate effectively about the 
progress to remote customers on each milestone. We 
improved project planning using mining periodic snapshots 
collected from multiple past projects. And we saved money 
by efficiently utilizing hardware resources and engineers’ 
bandwidth. 
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Figure 4: Summary of QVM flow
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Verifying High Speed Peripheral IPs 
by Sreekanth Ravindran and Chakravarthi M.G., Mobiveil

ABSTRACT  
High speed serial interconnect bus fabric is the SoC 
backbone, managing dataflow and keeping up with 
the dynamic bandwidth requirements of high speed 
applications. Verification of high speed interconnect IPs 
presents critical challenges not only in terms of complying 
with standards, but also in ensuring that the design is robust 
and flexible enough to handle and manage a large amount 
of time-critical data transfers. Acquiring such expertise 
requires years of verification experience. In this article, 
Silicon IP and platform enabled solution provider Mobiveil 
shares its story of verifying high speed bus protocol 
standards like PCI Express and Serial RapidIO, including 
what considerations are required when verifying high speed 
designs. In addition, Mobiveil highlights the benefits of using 
the Mentor Graphics Questa Verification Platform, including 
Questa Advanced Simulator, Questa CoverCheck, and 
Questa Clock-Domain Crossing (CDC) Verification, which 
together facilitates smart functional verification, debug and 
reporting of the high speed designs. 

Reference: http://www.ni.com/white-paper/7278/en

INTRODUCTION 
Speeds of high speed interconnect bus fabric have 
transitioned from the high MHz to multiple GHz in a 
few short years. This is due to the critical bandwidth 
requirements from various applications required to 
interface with different peripheral devices that have varying 
requirements for speed, QoS, classes of service, and so 
on. The fast processor/slow peripherals tradeoff is slowly 
becoming a story of the past decade. Peripheral speeds 
and the huge amounts of data transferred over the interface 
have become similar to the data transfer between a 
processor and its immediate interfaces, such as RAM and 
cache. To enable real-time data processing applications, 
devices have to deal with vast swaths of data and a reliable 
bus fabric delivering the lowest bit error rate (BER) possible. 
Over the last decade, bus fabric bandwidths have moved 
from 10x Gbps to 100x Gbps, an increase driven by data 
density that comes from better fidelity, clarity and real-time 
data processing. Such a trend poses critical challenges in 
architecting and constructing the design and verification  
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



31

Verifying High Speed Peripheral IPs 
by Sreekanth Ravindran and Chakravarthi M.G., Mobiveil

Configurability in design and verification 
 
 
infrastructure as it means dealing with higher throughput, 
more gates, and faster clocks. Attempts to meet demands 
for high performance can bump up against lower power 
requirements that call for careful construction of clocking 
logic and power distribution that is economical, viable and 
widely acceptable across applications. Most of the high 
speed standard specifications provide several features for 
improving throughput, power optimization, efficiency, and 
coherency. Depending on the application’s requirements, 
design and verification engineers must carefully address 
the tradeoff considerations, which usually call for highly 
configurable design and a complementary verification 
infrastructure.  

Based in Milpitas, Calif., Mobiveil is an industry leader 
in licensing high-speed interconnect silicon IP cores. 
The Mobiveil team has successfully delivered such IP to 
customers worldwide for over a decade, in the process 
gaining an unparalleled understanding of what brings value 
to a customer procuring third-party IPs. This experience 
has led to unique perspective on how to architect a 
highly configurable design and verification infrastructure, 

which together is self-
contained with its own 
independent ecosystem 
that can fit into the 
customer verification 
ecosystem with minimal 
changes and provide 
high amount of vertical 
and horizontal reuse. 
The mantra “correct 
by construction for 
configurability” drives 
all work on configurable 
design and verification 
solutions at Mobiveil.

Executing verification 
goals requires good EDA infrastructure. The Questa 
Verification Platform provides such infrastructure,  
not only addressing most of the pain points but also 
enhancing design quality. 

 

VERIFICATION STRATEGY AND GOALS 
The goal of most design verification activities includes 
three key aspects: 

• Coverage
• Check (compliance) and 
• Constraints (functional) 

 
Certainly vendors offering configurability in their IPs,  
where multiple features need to be supported, must 
account for all three aspects. For IP level verification  
effort, even minute feature coverage details can prove 
critical when interoperability with different applications 
is taken into account. In contrast, verification goals may 
not be that stringent for system-level design work, where 
redundancy or data path limitations mean that certain 
traffic conditions never occur. Hence the importance  
of choosing the right strategy.
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There has been lot of buzz in the last few years on adopting 
a proper verification strategy, with particular attention paid 
to constrained random verification (CRV) and its ability 
to deal with check, coverage and constraints. CRV has 
taken precedence over the conventional directed/targeted 
verification approach, a move that comes with risk since 
redundancy with the simulators or the language can result 
in more emphasis on the constraints. This risk is high 
enough that, for high-speed designs, engineering teams are 
ill-advised to adopt CRV as the sole means of verification 
strategy. CRV, by virtue of its advantages, belongs in almost 
every verification effort, though requires that these key 
questions be answered: 

• What should be “directed”?; what should  
be “constrained”?

• What should be “randomized (directed/constrained)”? 
• When and where should both converge?

 
High speed designs with multiple Gbps throughputs work 
mostly with multiple clock domains, as it does not make 
sense to clock the entire design at GHz speeds due to 
power and technology constraints. Being a technology 
independent configurable design provider, Mobiveil must 
take care of the clock partitioning and power requirements 
in its design and verification work. The goal is always for a 
given design to meet or exceed the specification margins, if 
any, for power requirements.

The pie chart below outlines the typical high speed 
design verification effort. Directed random is the preferred 
strategy during the initial phase of establishing the baseline 
requirement for verification effort. This differs from the 
conventional directed/targeted testing, where the amount  
 
 
High speed interconnect verification strategy pie 

of time spent on testing is similar to that spent when using 
CRV infrastructure. It is important not to lose focus on the 
objective that the verification infrastructure be configurable, 
random and “correct by construction.” Hence, establishing 
a baseline with directed random takes little more time and 
iterations than doing so with conventional directed/targeted 
testing. Constraints still must be established, though this 
requirement is relaxed almost to the point of being disabled. 
Subsequent to the baseline phase comes constrained 
random testing, where constraints are in full swing and 
the progress is actively evaluated looking at coverage 
metrics. Analyzing metrics provides ways to further iterate 
and update the verification plan. Multiple iterations of this 
process continue to get to the point of coverage saturation, 
where functional is almost 100% (with a max deviation of 
1%). The final phase may begin when code coverage is still 
only around 95% (with a max deviation of -5%). This last 
phase consists of multiple iterations, which today are highly 
tool assisted. Intelligent tools such as Questa CoverCheck 
provide early visibility to redundant/dead coverage; other 
tools such as Questa inFact provide a graphical stimulus on 
the particular targeted coverage point.

 

VERIFICATION PLANNING 
Engineers planning verification of high speed serial 
interfaces must contemplate many details, including: 

• Deal with multiple specifications including any hardware 
design specific detail

• Try to account for any and all CDC paths
• Identify critical design elements through the data/control 

path 
• Segment the verification plan  
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• Weigh them and have the data to the verification 
plan and strongly typed assertions on all applicable 
interfaces 

• Need to account for the performance (throughput, 
bandwidth etc.) and power budgets, as these may be 
driven by the protocol specification — configurable 
designs would try to  accommodate trade-off 
considerations

Different teams (including architects, designers, 
verification, compliance, QA and customers) should review 
the verification plan for compliance with the verification 
goals. A “correct by construction” verification plan should 
ensure that iterations decrease towards the end of the 
verification task. These reviews lead to the “acceptance 
test criteria document” for the design under test giving a 
quantified and qualified representation of the verification 
goal and implying the necessary strategy to achieve it.

The Questa Advanced Simulator and Verification Run 
Manager solution is the right kind of platform to plan 
high speed interconnect verification. Its various features 
provide confidence to the ecosystem of customers, 
architects, designers, and other technical staff working 
on verification, compliance, implementation and QA. 
The Questa Verification Run Manager (QVRM) gives 
consistency across teams by providing a unified regression 
environment that can be integrated with cluster setups,  
as well. 

Integration of verification planning and tracking

BUILDING A CONFIGURABLE DESIGN AND 
COMPLEMENTARY VERIFICATION ENVIRONMENT 
Configurable blocks of design IPs allow customers 
to choose what functionality and features best suit 
their needs. This configurability should be easy to 
use and comprehend, and should come without any 
redundancy. There are multiple features and levels at 
which configurability gets defined. Different languages 
and methodologies allow for controlling configurability by 
means of soft and hard constructs, compiler directives, 
generates, etc. 

Over time, Mobiveil has developed in-house configurability 
policies, practices and syntaxes based on its work building 
IP for multiple silicon-based designs. Hence at Mobiveil, 
the idea of configurability is included from the point of 
inception of the design itself. High-speed interconnect 
definition for instances have around 2000 odd taps for 
controlling configurability, yet simple enough to manage 
with default settings automatically arranging the design 
block reducing the over-head to understand each of 
these. Customers provide a set of options based on their 
acceptance criteria; set the parameters and pass it on; and 
with configurability in place, generating a design that meets 
customer requirements becomes push-button simple. 

This push-button approach also generates the sort of 
rough approximate data upfront that can help customers 
understand if their selections are good (or can help them 
add customization, if necessary). Available upfront data 
can include logical gate count, maximum frequency at  
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which the design can operate for its core, power budget  
and more. Having such estimates enables customers  
to avoid iterations.  

Hence, customers ultimately get to see the code that fits 
into their requirements. All redundancy, dead code and 
conditional code get out of the way, which makes it easier 
for customers to integrate these design blocks, especially  
in their tool chains.

The verification environment also gets configured in such 
a way that complements the design topology. Most of 
the configurations will be hard configured, in the sense 
that there are no redundant object handles or code. Yet 
ultimately this makes the verification environment easy to 
understand, enables reuse, and most importantly results 
in optimized databases to deal with when these designs 
are simulated, thus giving optimum coverage results and 
minimum or near zero excludes/waivers. And there is still 
some amount of soft configurability, which may involve 
programming or setting certain design variables to  
a desired mode of operation.

Here is an example to help understand this homegrown 
configuration mechanism. Consider the design IP that 
operates on four lanes. This parameter gets defined as 
hardware configurable, such that all design elements do not 
generate any redundant code for lanes greater than four. 
There are no generate/compiler directives to deal with. The 
customer gets to see the actual code only for four lanes. 
The verification infrastructure also gets built in such a way 
to complement the design. A particular mode, for example, 
which operates this as a two-lane design (down-configure), 
becomes a soft configurable option. This gets programmed 
to the design and set by the verification environment. 

“Correct by construction” indicates that over subsequent 
specification updates, the designs are kept tidy, even if 
they contain multiple levels of features. At the same time, 
these revisions do away with features not necessary for a 
particular customer design. However, as work progresses 
all details about configurability options associated with the 
IP are presented. This skill set is built into the engineering 
team and has made Mobiveil successful with many design 
wins. Multiple variants of the Mobiveil IP design blocks are 
working effectively in a range of different products made 
by a host of technology firms. Hence Mobiveil’s strategy 
of “correct by construction” for configurability seems to 
be working. As a result of this strategy, design cycles are 
extended during the construction time, but it is worth it in 
terms of allowing different customers to meet a range of 
preferences for optimizing their interconnect controllers.

 

HIGH-SPEED SERIAL INTERCONNECT  
VERIFICATION CHALLENGES 
High-speed verification presents critical challenges (see 
bulleted list below) in ensuring the creation of a robust and 
flexible design verification environment. 

• Meeting the coverage goals:  Configurability in the 
verification environment is required to chase the cover 
points and groups applicable to achieving functional 
coverage. Questa CDC methodologies augment this 
task, in part with CoverCheck, which uses formal 
technologies to mask unreachable code. The tool also 
provides stimuli for the reachable code that is not yet 
tested, thus helping verification engineers in modifying 
the verification plan for coverage.

 
Mobiveil RapidIO 

configurability  

at a glance
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• Choosing the right configurability with the right 
verification infrastructure: It is important to be able 
to determine the earlier point on coverage and also to 
allow the simulations to be run with the right set of data, 
which should be optimized by virtue of construction. 
Questa Advanced Simulator provides such optimization 
options automatically and also facilitates interoperability 
with other platforms. This is critical to help all 
stakeholders to look at the right data, thus making 
debug easier and improving productivity.

• Partitioning verification space to accommodate 
clock crossing domains: For power budgeting there 
should ideally be a high speed clocking domain and one 
or multiple low speed clocking domains as determined 
by the architecture. Verification infrastructure should 
have real time understanding of these clocks, and try 
to model them as close as possible to the real system. 
Identifying various clocking domains is extremely critical 
to understand the design elements used to interface 
with these domains, including control/data path, and 
also to identify corner/stress cases.

• Understanding design elements critical to stress 
testing: Verification needs to allow for early visibility 
and understanding of critical design elements in 
the control/data path that can be origins for corner 
case behavior. Such details should be incorporated 
without fail into the verification plan, and be updated 
accordingly if there are changes in the design. (When 
the architecture is sound, it’s not ideal to have to make 
such updates.) Knowing the corner cases upfront allows 
for proper construction of verification infrastructure to 
address them, thus avoiding the need to search for 
corner case solutions at the last minute. All this helps 
make sure that verification closure proceeds according 
to plan and is not clogged by ambiguity.

• Strict and stringent interface assertions: All 
interfaces to and from the design and within the design, 
which are critical in the control/data path, should 
have strongly typed assertions. This also allows for 
extending the verification to a formal infrastructure and 
to assertion based verification (ABV), if required. Having 
strong assertions helps cover each and every possible 
scenario that might impact the interface.

Mentor Graphics Questa CoverCheck enables verification to chase the right code-coverage
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• Dealing with software programmable design 
configurability: Verification must deal with a multitude 
of registers. Managing these many registers, including 
front/back door accesses, is very complex. Mentor 
Graphics UVM Register Assistant creates register 
models and blocks, and thus saves vast amounts of 
time. 

• Understanding the right clock, reset strategy: 
Random verification infrastructure must know the 
allowable margins and create random stimuli even for 
targeted cases with variances within these margins. 
Creating an acceptable duty cycle, and modeling the 
right kind of skew in clocks across different interfaces 
allows certain corner cases to be caught upfront.

• Performance, latency monitoring in addition to 
protocol and data integrity checks: Qualification of 
these high speed IPs is measured in terms of these 
parameters. Any verification effort that does not 
account for them is ultimately insufficient. Immediate 
feedback on these parameters and test-scenarios gets 
the right data to designers, who can then do the block-
by-block work to improve the quality of the design IP. 

Well architected design blocks should not run into this 
problem, but building in these additional components 
allows the QoS to be monitored correctly.

• Interoperability with multiple third party 
components, keeping the verification 
infrastructure maximally independent of the 
third party components: Interoperability tests at 
the functional verification level of third party and 
homegrown components are critical to avoiding 
iterations later on. Challenges include tuning these 
third party components to match the configurability 
requirements for in-house components, and also 
optimizing testing to focus on features of interest alone 
and not on the whole design.

• Keeping the verification infrastructure reusable 
at the horizontal and vertical space: Having a 
verification infrastructure that allows for plug-and-play 
integration from the IP to the system level is desired 
by customers. This helps customers leverage the 
verification infrastructure and make the most of effort 
spent at the IP level in terms of reuse at the system 
level. Plug-and-play verification infrastructure must be 

UVM Register Assistant makes register management easier and friendly
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correct by construction, generally only achieved after 
having success on several multiple interoperability 
platforms. 

If a successful high-speed interconnect verification 
infrastructure has accounted for all of the above and has 
relevant data to provide it, it might well be used by the next 
level(s) of integrators, as well.

 

VERIFICATION DATA FOR ANALYSIS 
Verification goal must define acceptance criteria for 
closure (signoff). The verification plan acts as the starting 
point for any iteration, and defines the acceptance criteria 
of test infrastructure. Individual tests are executed and 
coverage is measured across these multiple test runs. This 
coverage data is analyzed against the defined acceptance 
criteria (generally set at 100%). Functional coverage 
iteration repeats the flow back to the verification plan, 
whereas code coverage analysis can further be assisted 
by tools such as Questa CoverCheck. CoverCheck 
provides visibility to unreachable states/code in the design, 
which immediately get classified as waivers/exclusions or 
non-waiver reachable states that are iterated back, thus 
refining or augmenting the test plan.

 
Integrated Verification Flow

It’s critical that this analysis (especially functional 
coverage) is performed for the actual data. If the 
verification environment is not configured correctly, 
engineers wind up hunting cover points not relevant for a 
particular design. Incorrect configuration of a verification 
environment might, for example, show xN times more 
or less cover points than the correct number. To keep 
the engineers focused on the actual required data, it is 
therefore important that all relevant data for functional 
coverage of the current design configuration be available 
through configurability options, and that any unwanted data 
be hidden. 

 

SPECIALIZATION, EXPERIENCE AND EXPERTISE 
High-speed interconnect verification requires engineers 
to be equipped with specific domain expertise to develop 
a highly interoperable component, that will in all likelihood 
be used in different target applications. This work also 
requires that verification engineers understand the 
dynamics of designs operating in the high GHz domain. 
Though standards should ensure QoS and reliability by 
virtue of protocol guidelines, handling these speeds, still 
requires unique domain expertise, such as modeling 
dynamics of signal integrity, jitter and other artifacts of  
high speed interface verification.  If these dynamics aren’t  
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accounted for, the designs can have interoperability issues 
in different platforms.

Domain expertise also matters in focusing on the right 
issue. Sometimes all features of the design must be covered 
and configured. Other times, certain features may be 
more important or might come with difficult corner cases. 
Identifying priorities and appropriately scheduling the 
verification effort requires experience handling high-speed 
interconnects.

It does not take much effort or man-hours to establish the 
baseline for high speed verification. Indeed, such baseline 
work takes similar amounts of time in many other types 
of designs. Modeling the verification environment to meet 
and match the actual dynamic environment does bring 
challenges when it comes to the EDA tool chain. Having 
a simulator as Questa Advanced Simulator saves quite a 
lot of time in closing on the acceptance matrices, in part 
with assistance from CoverCheck and Register Assistant. 
Performing CDC formal verification and identifying design 
elements of interest in these paths for stress testing is highly 
simplified by the combined use of Questa CDC and Questa 
Formal Verification.

Verification iterations can be a nightmare if not well-
architected and partitioned. Such iterations can take 2-3x 
times longer than they should if not planned properly. 
Identifying tough spots early on requires background 
understanding of the dynamics of high-speed serial 
interconnects. Also it is required to have knowledge of 
the physical (PHY) layer elements of how the design 
gets translated in terms of BER, clock skew, jitter and 
signal integrity concerns, which can be as tough as radio 
frequency (RF) verification at these speeds. Having gone 
through these iterations and learned these guidelines 
the hard way makes Mobiveil an ideal partner for taking 
high-speed verification to the next level and leveraging the 
benefits of advanced verification concepts and powerful 
EDA tools.

CONCLUSION 
Verifying high-speed interconnect IP cores is no mean task. 
Mobiveil, a market leader in delivering IPs for high-speed 
peripheral interconnects, has observed that the mantra 
“correct by construction for configurability” is the ideal 
strategy to enable effective reuse of IP and its verification 
environment. Such reuse delivers maximum value to 
customers in terms of meeting their exact requirements with 
thorough understanding of their architectural tradeoffs and 
compliance with specifications. This article also addresses 
the judicious use of directed random and constrained 
random approaches, and their place in the verification 
strategy. Enabling effective execution of verification goals 
requires identifying the right tool chain for smart functional 
verification, debug and reporting of the high speed designs. 
The Mentor Graphics Questa Verification Platform—
including Questa Advanced Simulator, Questa CoverCheck, 
and Questa CDC—helps verification engineers successfully 
meet their verification goals with minimum iterations.  



39

INTRODUCTION 
Unknown signal values in simulation are represented 
as X-state logic levels, while the same X-states are 
interpreted as don’t care values by synthesis. This can 
result in the hazardous situation where silicon behaves 
differently than what was observed in simulation. Although 
the general awareness of X-state issues among designers 
is good, gotchas remain a risk that traditional verification 
flows are not well equipped to guard against. The unknown 
simulation semantics of X has two oft discussed pitfalls: 
X-pessimism and X-optimism[1][2][3].

X-optimism is most worrisome as it can mask true design 
behavior by blocking the propagation of X-states and 
instead propagating a deterministic value through the 
design in simulation, when in reality various possible 
values will be seen in the hardware. If the unexplored 
values cause the design to malfunction, then X-optimism 
has masked a design bug that will only be discovered in 
silicon.

Simply eliminating all X-states from RTL simulation is 
not practical. Due to power and area constraints, not all 
storage elements in a large design can be reset directly; 
some will be reset indirectly by loading values computed 
from other registers that have been initialized. Hence, 
X-states are expected to exist in the design during the 
start-up phase. It’s important, therefore, to verify that:

• All storage elements which should be initialized  
(either directly or indirectly) have reached a known 
good state after initialization.

• Storage elements which were initialized correctly  
are not later contaminated by the unknown values  
in uninitialized state elements. 

Moreover, X-states can arise in RTL simulation  
due to a number of other events, such as:

a)  Activation of an explicit X-state assignment  
(that was likely intended as a synthesis don’t care)

b)  Bus driver value conflicts
c)  Out of range indexing
d) Arithmetic exceptions

Any of these X-state values can also be masked by 
X-optimism and result in bugs due to simulation-to-silicon 
mismatches.

Using formal analysis to validated X-states has  
been reported as one of the industry’s top five formal 
applications [4]. This article describes details of a 
comprehensive X-state verification methodology  
that uses automated formal methods to:

• Identify sources of X-states in the design that may not 
have come to light through RTL simulation

• Verify X-propagation
o Evaluate the initialization sequence
o Compute the final value of storage elements  

at the end of the initialization sequence to  
ensure they are known

o Verify that the initial values of storage elements  
are not subsequently corrupted by propagation  
of X-state values which persist after initialization  
or arise due to other events 

There are multiple benefits to the formal approach. First, it 
can pinpoint the source of X-states in the design. Through 
static analysis of design behavior, formal can highlight 
occurrences of X-states that may have otherwise been 
masked by X-optimism in RTL simulation. Second, it can 
be exhaustive and deterministically evaluate all possible 
design behavior to determine if X-states can be propagated 
to corrupt known values. Third, it can employ X-accurate 
semantics for the propagation of X-state values, so it can 
defeat the X-optimism which masks true silicon behavior in 
simulation.

X-OPTIMISM RELATED BUGS 
Design teams rely primarily on RTL simulation for 
functional verification. As discussed by Turpin [3],  
X-state optimism causes only one branch of conditional 
logic (if/case statements) to be taken in RTL simulation  
and thus design bugs can be hidden from view.  
For example, consider the multiplexing logic of  
the code on the following page:

Confidence in the Face of the Unknown:  
X-state Verification 
by Kaowen Liu, MediaTek Inc., and Roger Sabbagh, Mentor Graphics 
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if (select)
      mux_out <= in1;
else              select == X

      mux_out <= in0;

In simulation, if the select signal is X, then the else branch 
of the if statement will always be evaluated. The X-state will 
be “swallowed” at this point in the design and a deterministic 
result will be produced. Of course, in reality, either branch 
of logic could be evaluated in silicon and the mux could 
transmit the value of either in1 or in0 depending on the 
true logic level of select in hardware. Since the condition 
where in1 is selected at 
that point was never tested 
in simulation, it creates 
a dangerous hole in 
verification coverage. 

Gate-level simulation may 
expose some X-state issues, 
however, due to performance 
limitations, regressions are 
not practical and typically insufficient coverage is achieved 
at the gate-level. Furthermore, equivalency checking tools, 
which handle the lion’s share of gate-level netlist verification, 
are incapable of evaluating the impact of X-states. Hence, 
an effective and efficient way to detect X-state bugs is 
required and is very valuable.

 

SOURCES OF X-STATES 
Due to power and area constraints, designers often  
use flip-flops without an explicit reset. 

always @(posedge clock)
begin
 if (update && select)
  reg_to_be_read <= data;

end

The above code is an example of such a case where 
the reg_to_be_read flop is X-state before it is assigned 
a deterministic value from data when update==1’b1 and 
select==1’b1. Using RTL-simulation, it is hard to be confident 
that reg_to_be_read will always be at a valid logic level 

before it is used, in all modes of operation of the design. 
After all, it is possible that the initial X-state value is being 
read, but it is masked by X-optimism, so the design always 
produces deterministic results. Also, not all possible 
stimulus conditions are explored in simulation, so there may 
be real conditions under which the X-state is used that are 
either not exercised or not observed.

It is typical for data pipelines to contain X-states after the 
reset sequence of the design is complete. As data is fed into 
the pipeline, the content will gradually become deterministic, 
as depicted in Figure 1. So, as long as any readers of data 
in the datapath begin to use the data after it is written, then 
the initial X-states are not a problem.

Figure 1. Data Pipeline

 
On the other hand, control logic storage elements (e.g. 
FSM state registers) are typically reset by the end of the 
initialization sequence, usually through an explicit reset, and 
they should never be corrupted by X-states in the datapath. 
The same is true for clock and reset signals.

An X-state value can also be unintentionally introduced into 
the design due to a coding error. For example: 

reg [9:0] w_slot;

assign y_data = w_slot[x_select[3:0]];

In this code snippet, the designer used a 4-bit signal to 
select one element of a 10 bit vector. If the value of x_select 
ever exceeds 9, then y_data will be assigned the value of X. 
Once again, if that happens, the propagation of the X-state 
may be blocked by X-optimism and it would not cause any 
observable effect in simulation.
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QUESTA X-STATE VERIFICATION FLOW 
The Questa X-state verification flow is depicted in Figure 2.

 Figure 2. Questa X-state Verification Flow Diagram 

The primary inputs to the flow are the design’s RTL code 
and the initialization sequence. No manually generated 
assertions are required – they are generated automatically. 

There are two steps and two groups of outputs:

1. Automatic formal analysis produces results showing 
sources of X-states and X-propagation assertions

2. Formal model checking runs on the generated 
assertions and produces results showing occurrences 
of X-state propagation

AUTOMATIC FORMAL X-CHECKS 
Automatic formal checking 
tests a design to discover 
how X-state values can 
arise. It operates directly 
on the RTL design, with 
little or no additional 
input required from the 
designer, and it finds all 
the common sources of 
X-states described above. 
For example, consider the 
case of the out-of-range bit 
select of the w_slot vector 
mentioned above. Figure 3 

depicts how this problem would be presented to the user  
in the tool for debug.

 Here, it can be seen how the tool 
derived the design state where x_select 
is 10’h00C, which exceeds the range of 
the w_slot vector, and y_data became 
X-state. 

This is an example of how an unexpected 
source of X-state could be debugged 
from the design. However, as stated 
earlier, not all X-states can be eliminated, 
as in the case of the data pipeline, 
and furthermore, it’s possible that 
the designer may incorrectly waive 
occurrences of X-states that they assume 

are benign. For example, in the case of the X-state in 
the y_data signal above, the designer may expect that 
this X-state is never used by any downstream circuits, 
so it is allowable at this point in time. The next step in 
the flow then, is to verify that X-states do not propagate 
from X-sources to design elements that are initialized to 
deterministic values and should never be corrupted, such 
as control logic registers or design outputs.

 

FORMAL X-PROPAGATION CHECKS 
We now move to step 2 of the flow, where we utilize the 
generated X-propagation assertions from step 1. These  

 

Figure 3. Automatic Formal Debugging
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assertions are generated for all storage elements that are 
correctly reset to a known good value at the end of the reset 
sequence and design outputs. They are very simple checks, 
of the form:

!$isunknown(signal_to_check)

This assertion states that the signal to be checked should 
never be unknown.

These assertions are now verified against the design using 
model checking engines. As mentioned previously, these 
engines can analyze the design for X-propagation with 
X-accurate semantics. Here’s an example of a circuit which 
uses the signal y_data shown above. 

always @ (posedge clk or negedge reset)
if (!reset)
      m_data <= 0;
else
 if (y_data)
       m_data <= ~in1;
 else

       m_data <= in1;

In this design, m_data is a flop that is asynchronously 
reset and once correctly initialized with reset, should not 

be corrupted with X-state. As discussed, the X-state in 
y_data would not propagate to m_data in simulation due 
to X-optimism. However, formal can highlight how the state 
of m_data could actually become unknown. Figure 4 depicts 
how this is displayed to the user.

Here it can be seen that y_data goes X-state and in the 
subsequent cycle, formal analysis determines that m_data 
should also be X. In simulation, m_data would have taken 
the value of in1 as the else branch in the logic would have 
been evaluated.

 

RESULTS AND CONCLUSIONS 
Unknown state signal values will always be there, but 
through a targeted verification approach, we can have the 
confidence that they will not cause functional problems. 

The methodology described above has been deployed 
on multiple projects at MediaTek [5]. It has proven to be 
of immense value as a supplement to simulation based 
verification. The results from the application of the Questa 
X-state verification flow to three designs are presented in 
Table 1. It lists the number of X-state bugs found in each 
block that could have been missed in RTL simulation and 
resulted in silicon bugs.

 
Figure 4. Formal X-propagation Debugging
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Table 1. Results of the Questa X-state Verification Flow

 
The automated process required very little manual effort, 
unlike traditional verification approaches, as neither a 
simulation testbench nor assertions had to be written to 
test the design. 

This is just one example of how Mediatek is using 
formal verification in automated ways to increase design 
confidence.
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ABSTRACT 
The Universal Verification Methodology (UVM) is becoming 
the dominant approach for the verification of large digital 
designs. However, new users often express concern about 
the effort required to generate a complete and useful 
UVM testbench. But the practical experience collected 
in numerous OVM and UVM projects during the last few 
years shows a different view. The UVM is a very suitable 
methodology for any kind of design and implementation, i.e. 
ASIC and FPGA due to the availability of the UVM library 
and the well-defined testbench structure. This allows the 
automation of essential steps in employing the UVM.

This article describes an UVM approach reducing testbench 
implementation effort, guaranteeing an early success and 
streamlining the processing of the test results. Depending 
on the number of functional interfaces and the design 
complexity up to 6 weeks of implementation effort or even 
more can be saved. A runnable UVM testbench will be 
handed over to the verification team at the very beginning 
of the project. The verification engineers have to implement 
only the corresponding drivers, monitors and functional 
coverage models. Later on the scoreboards needed have to 
be architected and implemented. 

The results of the test execution are processed by scripts 
giving the project manager a continuous figure about 

the project status and progress.

INTRODUCTION 
The Universal Verification Methodology (UVM) is an 
Accellera standard. It was built on the existing OVM 
(Open Verification Methodology) library (code base) and 
contributions from the Verification Methodology Manual 
(VMM).

The key technologies employed in the UVM are Object-
Oriented Programming (OOP) and Transaction-Level-
Modeling (TLM). They give this approach a high flexibility, 
raising the abstraction level and enable plug & play reuse. 
But they are completely new to all hardware designers 
and most verification engineers. This might be the main 
reason why UVM is considered to be useful for large ASIC 
designs only. But the industrial experience shows this 
is not true. The UVM provides best prerequisites to be 
employed independently of the design complexity and their 
silicon implementation. It is not limited to ASICs, but also 
very useful for FPGAs. The question is how to make the 
employment of UVM most effective.

The UVM library can be considered as a big, but well-
structured construction set for testbench generation as 
well as sequence and test implementation. The UVM User 
Guide and additional documents like the UVM Cookbook 
provide rules, recommendations and examples how to use 
the single components of the UVM library best.

Due to the structured approach of the UVM library the main 
architecture of an UVM testbench looks always the same. It 
is based on agents or sub-environments for each functional 
interface of the design-under-test (DUT). But each agent 
has the same structure. It consists of 4 blocks: a sequencer, 
a driver, a monitor and a coverage collector. The complete 
testbench consists of several agents or sub-environments, 
instantiated in a top-environment. This uniformity allows 
the automation of the generation of a complete UVM 
framework. This article describes an approach speeding-up 
the testbench generation and making the project startup 
easy.

Making it Easy to Deploy the UVM 
by Dr. Christoph Sühnel, frobas GmbH
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Making it Easy to Deploy the UVM 
by Dr. Christoph Sühnel, frobas GmbH

UVM TESTBENCH ARCHITECTURE 
The common UVM testbench architecture is shown in 
hierarchical form in Figure 1 to Figure 3. It consists of 
a bunch of UVC (Universal Verification Components) 
environments, one for each functional interface of the DUT. 
Each sub-environment consists of 2 objects, the agent and 
a corresponding configuration object. Each agent has 5 
objects, driver and sequencer, monitor and coverage and 
the configuration. The virtual interface (vif) is handled as a 
configuration object. The overview is shown in Figure 1. 

Figure 1: Sub-env Structure

 
The top environment summarizes the sub-environment and 
includes additional and optional units like a scoreboard 
and a register model. For details see Figure 2. Additionally 
you can find application-specific blocks like scoreboards 
and register units.

The test object instantiates all configuration objects as 
well as the toplevel environment. It passes configuration 
objects like the virtual interfaces through the UVM 
hierarchy to the blocks where they are needed. Especially 
virtual interfaces which can be retrieved by drivers and 
monitors. The overview is shown in Figure 3.

The testbench architecture described here is nothing 
special, but is rather generic. This structure is commonly 
used in industrial verification projects employing UVM.  
But it might give you an impression about the effort to  
be spent for implementing this generic UVM testbench  

Figure 2: Top-Level Environment  

Figure 3: Structure of the test object 
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structure. It is a boring task. During implementation lots of 
SystemVerilog syntax errors and mistakes in implementing 
transaction-level-modeling could happen. This discourages 
verification engineers and makes it difficult for project 
managers to develop an accurate estimate of the effort 
and time to generate a UVM testbench. This high barrier 
to adopting the UVM often prevents especially FPGA 
projects and inexperienced engineers from deploying UVM. 
Lowering this barrier will make UVM more acceptable to a 
wider range of projects and companies.

This article describes an approach helping to apply UVM 
for any kind of projects (large or small) and implementations 
(ASIC or FPGA). It has been proven in numerous successful 
projects and was adopted by a lot of companies. Verification 
engineers as well as project managers were happy to see 
how simple UVM can be.

 

AUTOMATION OF THE GENERATION  
OF A UVM ENVIRONMENT

Extracting setup data

The target object for verification is the design-under-test 
(DUT). A testbench has to drive input ports of a design and 
observe output ports.  Architecting a testbench we have to 
make sure all ports of the DUT are connected correctly to 
the verification environment.  The best way is to structure 
the ports of the DUT with respect to the functionality 
behind. In this way we get groups of ports with respect 
to functionality. For the SPI functionality this means the 
ports sclk, cs, miso and mosi are belonging to a functional 
interface. Doing this for all ports we get groups of functional 
interfaces. Each functional interface will be assigned to  
 
 
Figure 4: DUT Ports 

a sub-environment in the UVM. For the UVM testbench 
generation these signals are collected in a SystemVerilog 
interface construct. Figure 4, below left, shows the port-
list of a design in Verilog. The DUT possess 2 functional 
interfaces, a SPI and an APB functional interface. 

The corresponding SystemVerilog interface construct is 
shown in Figure 5 below. The names in the port-list do  
not have to be identical to the names in the interface construct

Figure 5: SPI Interface

 
Additionally data to be transmitted to the UVM testbench 
are relevant for verification and sequence generation. 
These data are addresses or data written to registers, 
data to be transmitted in a communication system. Such 
data are relevant for verifying a design and they are 
never considered as control signals. Data like this have 
to be generated by sequences and they will be defined 
in the sequence item description and transferred on the 
transaction level. For the SPI block such data might be  
the data to be transmitted, the length of the data packet  
and any additional information. Figure 6, above right,  
shows a possible implementation of data to be generated  
in the UVM testbench.

The description above gives you 
an impression what kind of data 
are of interest and which effort 
have to be spent to get key data 
for the generation of a UVM 
testbench. You might have seen 
there is no special knowledge 
needed to extract the setup  
data out from the DUT and  
its specification.
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Figure 6: Data in the SPI sequence item

The UVM framework generator is a Perl-script. It takes 
care to generate the complete UVM base architecture. But 
setup information has to be provided in the right format. 
For each functional interface a separate setup-file has to 
be created, based on the information explained above. For 
the SPI functional interface this setup information looks like 
what is shown in Figure 7 below. 

Figure 7: SPI setup data

 
The content description is as follows: 
uvc_Name:  name of the UVC to be generated; 
uvc_item:  name of the sequence item; 
uvc_var:  variable to appear in the sequence 
  item; this is commonly a whole list;  
uvc_if:  name of the SystemVerilog interface  
  construct; 
uvc_port:  port to appear in the interface;  
  this is commonly a whole list.

Most companies want 
to have in each file a 
header with information 
about the project, the 
author and his contacts. 
For this data a common 
setup file is available, 
as shown in Figure 8 
below.

 

Figure 8: Common setup information

 
Outcome of the UVM Framework Generator

The UVM framework generator creates the testbench, 
a few example sequences, including a virtual sequence 
approach for coordinating sequences and tests. The 
corresponding data structure as shown in Figure 9 below.

 

Figure 9: UVM data structure
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spi_tb is the project root directory. The main sub-directories 
are:

• dut:     contains the DUT description or links to it;  
• sim:     has a compile and simulation script inside,  
      generated by the framework generator;
• tb:     contains the subdirectories of the whole   

     UVM testbench.
 
Figure 9 shows a complete UVM testbench data structure 
for 2 UVCs (spi, apb) with a register package inside (apb_
rgm).

spi_top contains the toplevel environment, integrating the 
spi and abp UVC as well as the register package.  

spi_top_tb is the directory with the toplevel module of the 
UVM environment and spi_top_test contains all the test 
necessary for verification.

To get an impression what files are in a UVC directory look 
at Figure 10. This list of files you can find in the current 
example in the directories spi, apb and spi_top.

Figure 10: UVC Files

The result of the UVM Framework Generator is a complete 
and working UVM testbench, with all sub-environments 
constructed and  blocks connected in the right way. This 
testbench can be compiled and simulated. It executes a 
few sequences to demonstrate how it works. Sequence 
items are transferred from the sequencers to the drivers.  

But the DUT ports are not driven because the protocols for 
the functional interfaces are still not there. They have to be 
implemented next to stimulate the design.

The flow for employing the UVM Framework Generator 
is shown in Figure 11 below. It summarizes the steps 
described above.

 
Benefits of the UVM Framework Generator

The application of the UVM Framework Generator improves 
the verification productivity and lowers the entry barrier 
to the UVM dramatically. This might encourage a wider 
range of potential users to adopt the UVM as their preferred 
verification methodology.

In detail the benefits of the UVM generator can be 
summarized as follows:

• takes over formal steps in the testbench, sequence and 
test creation;

• gives the verification engineer more time for the creative 
steps in verification;

• helps to avoid mistakes and breakdowns;
• helps to educate in SystemVerilog and UVM usage;
• guarantees the uniformity of the testbench in additional 

projects and simplifies the maintenance of a UVM 
projects;

• speeds up the verification process;
• guarantees high quality of the verification;
• simplifies the entry to the UVM;
• motivates verification engineers by avoiding boring 

errors during implementation;
• data base structure supports reuse.

The industrial usage of the UVM Framework Generator 
shows all projects executed were very successful. The 
customer’s management, as well as verification engineers, 
are happy with these projects.

The savings for a medium size DUT were estimated with 
6 weeks or even more of implementation time. Employing 
an UVM coach helps to perform an effective additional 
education and knowledge transfer of the customer’s staff, 
helps to be on target in the project.
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Figure 11: UVM Framework Generator Flow

 

AUTOMATING THE VERIFICATION  
MANAGEMENT PROCESS 
The objective of the verification management is to 
summarize verification results and analyze against the 
verification plan. These results give an accurate figure of 
the actual status of the verification process.  And it helps  
the test writer to identify holes in the verification process 
and gives input for additional sequences and tests. 

Prerequisites for the 
verification management 
are a verification plan, 
readable by the simulator 
and simulation results in a 
special format. Questa uses 
the Unified-Coverage-Data-
Base (UCDB)-format for 
storing verification results 
like coverage (functional and 
code), assertions and test 
results. The verification plan 
uses source and entry format 
like Microsoft Word or Excel 
or Framemaker. For further 
processing the plan has to 
be stored in the intermediate 

xml-format. This can be read in by Questa and stored also 
in the UCDB-format. 

Furthermore Questa has useful commands for processing 
verification data and generating verification reports. These 
commands were applied in a TCL-script which can be run 
on a daily basis to rank, merge and analyze the verification 
results and generate verification reports. A verification 
report as shown in Figure 12 will be created.

 
                             Figure 12: Coverage Report
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Ranking of tests indicates how much each test contributes 
to the total coverage. This information is of interest to 
identify redundant tests. Furthermore this helps to select 
tests for gate level simulation, where not all test will be 
executed. A cutout of the ranking report is shown in Figure 
13. The middle number column shows the total coverage 
numbers and the right one the increments reached with 
this specific test. The selected contributes to the functional 
coverage (covergroups/coverpoints) and to special code 
coverage items (branch, statement and toggle). It might not 
be a good candidate for gate level testing.

Figure 13: Ranking Report

 

CONCLUSION 
Reading articles and books, investigating code examples 
the UVM seems to be highly complicated. This article 
wants to change this impression. By considering the UVM 
library as a huge construction set with well-designed 
pieces and by automating time-consuming formal steps the 
entry barrier will be lowered and the effort for verification 
reduced by increasing the verification quality. Running a 
verification management script on a daily basis will display 
the verification progress and give verification engineers and 
project managers an excellent figure about the verification 
progress and status. 
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ABSTRACT 
The increase of SoC complexity with more cores, IPs and 
other subsystems has led SoC architects to demand more 
from the main interconnect or network-on-chip (NoC), 
which is thus becoming a key component of the system.

Power management, multiple clocks, protocol conversions, 
security management, virtual address space, cache 
coherency are among the features that must be managed 
by main interconnect and that demand proper verification.

In addition, IP reuse and NoC generation solutions have 
enabled the conception of new SoC architectures within  
months or even weeks.

Simple point-to-point scoreboard methodology is taught in 
most good verification methodology books and tutorials. 
However, building a generic verification solution for an SoC 
interconnect that can quickly adapt to any bus protocols 
and SoC architectures, and can deal with SoC advanced 
features, requires much more than dealing with point-to-
point transaction matching.

At Test and Verification Solutions (TVS), we have 
developed a UVM NoC scoreboard verification IP (VIP) to 
provide a generic approach 
for accelerating verification 
of interconnects, fabrics 
and NoCs.

 
THE BASIS OF 
INTERCONNECT 
VERIFICATION 
Interconnect verification 
methodologies first attempt 
to verify the end-to-end 
transaction routes from  
a master interface to a 
slave interface. Figure 1  
shows a typical SoC 
interconnect, and also the 
testbench and UVM agents 
driving and monitoring the 
interconnect.

Verification of this interconnect must include the following:

• Checking functional correctness of the transaction 
(scoreboard) 

• Checking that the various protocols are being obeyed 
(VIP checkers)

• Adding architecture-specific constraints and test 
scenarios (use cases)

• Measuring the quality of the verification performed 
(functional coverage)

 
Whichever interconnect implementation is used (full shared 
bus, arbiters, switches, NoC), the interconnect can be 
modeled as routes between master and slaves. 

The use of VIPs of the different protocols enables the 
generation of transactions through the interconnect, 
randomly covering the address space and different 
interconnect routes. Appropriate sequences can also be 
automatically extracted from the address map to cover 
each valid and invalid segment min and max addresses. 

Figure 1 – SoC interconnect and testbench

NoC Generic Scoreboard VIP 
by François Cerisier and Mathieu Maisonneuve, Test and Verification Solutions 
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Protocol checkers included with any VIP should also 
automatically check timing and protocol violations but not 
further functional aspects of the interconnect.

A proper scoreboard then needs to be added so that the 
transaction contents and messages between masters and 
slaves are accurately verified.

An interconnect scoreboard should go beyond simple one-
to-one data checking and also check:

• Transaction content (address, direction, attributes) no 
matter which interface protocol is being monitored

• Transaction routes, including that transactions arrive at 
the correct destination

• Address translations, virtual addresses
• Response codes

 
The interconnect scoreboard requires taking into account 
each possible route of the SoC and the address map. 
Routes and address map configuration is therefore a key 
feature of the generic interconnect scoreboard.

Additionally, the generic UVM NoC/interconnect scoreboard 
VIP we have developed supports the following features:

- Multiple protocols
- Transaction attributes checking
- Reconfigurable 

address map and  
route configuration

- Security management 
user entry point

- Power management 
user entry point 

- Error response (invalid 
address, unsecured, 
power off, error 
response from slave)

- Cache coherency 
(ACE, ACE-Lite  
and similar)

 

SUPPORT FOR MULTIPLE PROTOCOLS 
Today’s SoC use several different protocols such as AXI, 
AHB, APB, OCP, Wishbone or other in-house bus protocols. 
This is generally either directly supported by the main NoC 
or implemented by adding further bridges. Experience 
has shown that verifying interconnects at the SoC level, 
including these bridges, is essential to stress all buffers, 
clock domain crossing and interactions that occur between 
the different interfaces. 

It is therefore required to be able to match transactions 
between these different protocols, some being symmetrical 
and sequential such as the APB, others being asymmetrical 
and using split request/response transfers such as AXI.

Accordingly, one needs a representation of the transactions 
that is independent of the protocols and that uniquely 
represents transfers across the interconnect. Figure 2 below 
shows the conversion of an AXI transaction to its internal 
representation.

Additionally, the scoreboard needs to interoperate with 
external VIPs that may or may not be built in SystemVerilog 
UVM. 

Figure 2 - Generic transfer representation
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In order to deal with these different protocols and VIPs,  
we have used the adapter design pattern in order to 
convert specific transactions into an internal representation 
that matches both split transfers and sequential or 
pipelined protocols.

Transactions are monitored by the VIP monitor and then 
sent (via the uvm_analysis_port) to the specific adapter 
class, which in turn sends the appropriate transaction 
format to the generic scoreboard. The UVM factory is 
therefore used at this level so that the right adapters are 
used for each interface, as shown in Figure 3 above.

The NoC scoreboard then checks both request and 
response transfers at the master and slave interfaces.  
The check is done once the master completes its 
transaction and gets its response, which is when the 
transaction is supposed to have been through the 
interconnect to the slave and back to the master.  
This is illustrated in Figure 4 above.

SUPPORT FOR 
TRANSACTION 
ATTRIBUTES 
CHECKING

Transaction attributes 
(bufferable, cacheable, 
priority…) also need to 
be verified and compared 
by the scoreboard. Some 
protocol standards specify 
mandatory attributes, 
while others use different 
attributes or let the user 
define them. Additionally, 
not all attributes are 
transferred on each  
path from master to slave. 
These include priority and 
QoS-related attributes that 
target the interconnect 
itself and not necessarily 
the slave.

There is therefore no way to automatically match different 
protocol attributes. 

Using the UVM factory and a base attribute virtual class, 
the NoC scoreboard VIP provides support for custom 
attributes and comparisons on a per path basis so that  
the appropriate attributes are checked. 

 

RECONFIGURABLE ADDRESS MAP  
AND ROUTE CONFIGURATION 
As interconnects and NoCs may include system-level 
MMUs or other dynamic translation mechanisms, the NoC 
scoreboard VIP needs to support dynamic reconfiguration. 
Besides providing the appropriate API, the scoreboard 
also needs to deal with uncertainties that may occur during 
reconfiguration. 

One issue with dynamic NoC reconfiguration is that 
it could change while transactions are still being 
transmitted. In practice, the operating system should 
follow clear sequences prior to changing the interconnect 
configuration. For instance, when switching off a memory 
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controller, the OS should make sure there is no more traffic 
from DMAs or video streams to this memory. 

Interconnect verification should account for this dynamism 
in one of these ways:

• Semaphores should be implemented in the verification 
environment so that the random generation of the VIP is 
dynamically constrained such that transactions are not 
generated during the configuration switch; or

• The scoreboard should implement further algorithms to 
deal with uncertain states

 

SECURITY MANAGEMENT 
For interconnects that include security management 
features, the basics apply—namely, forbidding unsecured 
transactions targeting a secured area. Further security 
policies could also be added such as dealing with digital 
rights management (DRM) or different software layers.

The NoC scoreboard provides a means to deal with security 
features for basic common fields. This could potentially be 
overridden using the UVM factory in order to handle custom 
security policy by providing a new inherited class with user-
defined security attributes and functions.

 

POWER MANAGEMENT 
Today’s complex SoCs include power management 
techniques to reduce power consumption. This includes 
dynamically switching different IPs on and off in the SoC.

When an IP is off, some interconnect architecture may be 
configured to forbid direct access to this slave. Alternatively, 
a wrapper could be added around the power domain to 
forbid such accesses.

In this case, either an error response is returned from 
the interconnect (as in the security breach case) or the 
interconnect triggers an event to let the power management 
state machine wake up the corresponding IP. This is similar 
to dynamically reconfiguring the interconnect and removing 
a path. Taking in account the same precautions, the NoC 
scoreboard VIP provides ways to deal with these power 
states through user-defined extensions through the UVM 
factory.

RESPONSE CODE CHECKING 
Error management is a key component of a stable system. 
Verifying the interconnect under error conditions should 
therefore be addressed with appropriate scenarios. This 
includes addressing undefined address spaces and 
unmapped registers, and also generating errors from 
the different slaves. Additionally, power management 
and security management should be addressed, and the 
transaction response be checked under error conditions.

The NoC scoreboard proposes automatically checking the 
response code of:

- Unmapped addresses
- Unsecured accesses to secured memories
- Transactions to a closed path (for power off or other 

reasons)
- Custom policy

 
For other valid transactions, the response code received 
at the master interface is checked against the response 
code returned by the slave interface. Since some protocol 
conversion may not keep the granularity of the bursts and 
transfer response code, this is done globally on a per burst 
basis.

 

CACHE COHERENCY 
With more cores in an SoC, cache coherency has become 
a system-level issue. The latest protocols such as ACE 
address this issue by providing ways for masters to 
communicate coherent cache data.

Cache coherency verification attempts to verify:

- Communication between coherent masters
- Proper passing of shared data between coherent 

masters
- Accurate master ACE responses in regards to cache 

states
 
Cache coherency affects interconnect verification either 
by adding a need to address ACE communication as well 
(if we consider masters as being the cache) or because 
transactions initiated by the CPU are not necessarily the 
transactions being seen at the memory controller interface 
(if we consider the master as being the CPU before the 
cache).
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The ACE communication can be checked by adding  
an additional ACE scoreboard layer between masters 
(Figure 5 above). This layer will check that whenever a 
ACE or ACE-Lite master is initiating an access to a shared 
data, this access is properly communicated to all ACE 
masters and that the return value is either coming from  
the cache or the memory. 

 Checking ACE communication requires monitoring both 
the AXI and ACE interfaces and connecting them to the 
scoreboard.

When a master initiates a shared access from its AXI 
interface, it is registered in the ACE scoreboard. All other 
masters are then expected to receive the ACE request. 
If one of them responds with the shared data, the AXI 
response is checked by the scoreboard against this ACE 
response. If not, the ACE scoreboard passes the AXI 

transaction to the appropriate slave for a check at the 
memory interface.

This ACE scoreboard mechanism therefore checks 
the adequacy of the response to the initiating master 
in regards to the communication to the other coherent 
masters. Because the ACE response is dependent on the 
cache state, this mechanism accordingly relies on the fact 
that the ACE response is accurate and that cache states 
are verified.

There are several options to complete the cache 
coherency verification picture: 

- The cache itself can be modeled so that the cache 
state is known. This requires monitoring the CPU 
interface and having a transaction-accurate cache 
model (see Figure 6 on the following page).
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- The cache state can also be retrieved by snooping both 
the CPU and the cache master interfaces. A cache 
scoreboard can then analyze read and write data and 
determine if a data address is dirty. Assuming the cache 
itself is verified by other means, this could be a viable 
solution to check the coherency interaction (Figure 7).

 

THE NOC SCOREBOARD VIP 

The NoC scoreboard VIP that 
has been developed attempts to 
provide:

- Adapters to any bus VIP 
monitors allowing the use  
of any bus protocols

- Multiple address maps
- Easy configuration of address 

segments and routes allowing 
any kind of topology

- On-the-fly reconfiguration
- End-to-end transaction  

checking, including user 
attributes and response code

- ACE-Lite and ACE 
communication

- Connectors to cache models  
or cache scoreboards

- User hooks for additional  
checks, such as QoS analysis

- Functional coverage
 
The scoreboard has been built 
using UVM 1.1a classes and relies 
on the UVM factory to enable user 
defined features.

The integration task requires:

- Instantiating the scoreboard as 
an additional UVM component 
in your environment

- Configuring the address map 
and paths

- Linking the scoreboard 
adapters to the appropriate 
monitors

- Optionally linking the NoC scoreboard to a cache model

An example of the testbench scoreboard configuration 
follows on the next page. 
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CONCLUSION 
Verifying a system interconnect goes far beyond data 
checking. While a typical UVM tutorial explains scoreboard 
mechanisms within a few lines, building a NoC scoreboard 
requires incorporating many more features. The generic 

NoC scoreboard allows a quick integration with any 
protocols and interconnect architectures and provides 
support for advanced and user defined virtual address 
space, power management, security features and cache 
coherency.

  
// instantiate the scoreboard 
 scbd0 = noc_scbd::type_id::create(“scbd0”,this);

 // create two address domains
 scbd0.add_address_domain (“CPU0”);
 scbd0.add_address_domain (“CPU1”);
 
// address domain 0 configuration
 scbd0.add_address_segment(“CPU0”,””,”RAM”,  ‘h0000_0000 , ‘h2000000 , BUS);
 scbd0.add_address_segment(“CPU0”,””,”UART”, ‘h9000_0000 , ‘hFFFF , BUS);
 scbd0.add_address_segment(“CPU0”,””,”ID0”,  ‘hFFFF_FFF0 , 1 , BUS);

// address domain 1 configuration
 scbd0.add_address_segment(“CPU1”,””,”RAM”,  ‘h0000_0000 , ‘h2000000 , BUS);
//...

 //Masters declaration
 scbd0.add_master(“CPU0_instr”, “CPU0”);
 scbd0.add_master(“CPU0_data” , “CPU0”);
//...
    
    
 //Slaves declaration
 scbd0.add_slave(“ROM”);
 scbd0.add_slave(“RAM”);
 scbd0.add_slave(“UART”);
//...
   
 //Paths declaration
 scbd0.add_path(“CPU0_data” , “ROM”);
 scbd0.add_path(“CPU0_data” , “RAM”);
 scbd0.add_path(“CPU0_data” , “UART”);
//...

 
 noc_scbd_axi_adapter CPU0_instr_adapter ;
 CPU0_instr_adapter.noc_item.connect(scbd0.masters[0].adapter_export);

 // connect monitors to scoreboard adapters
 axi_env.agents[0].monitor.collected_request.connect(this.CPU0_instr_adapter.monitor_export_REQ);
 
//...
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INTRODUCTION 
Modern object-oriented testbenches using SystemVerilog 
and OVM/UVM have been using SystemVerilog interface 
constructs in the testbench and virtual interfaces in the 
class based verification structure to connect the two worlds 
of static modules and dynamic classes. This has certain 
limitations, like the use of parameterized interfaces, which 
are overcome by using Bus Functional Models. BFMs are 
now increasingly adopted in UVM testbenches, but this 
causes other problems, particularly for complex BFMs: 
They cannot be configured from the test environment, thus 
significantly reducing code reuse.

This article shows a way to write BFMs in such a way that 
they can be configured like any other UVM component 
using uvm_config_db. This allows a uniform configuration 
approach and eases reuse. All code examples use UVM, 
but work equally with the set_config_*() functions in OVM.

 
REVIEW OF VIRTUAL INTERFACES  
AND BUS FUNCTIONAL MODELS 
A SV testbench and the DUT are static modules which 
are created at elaboration time and cannot be changed. 
Conversely, a SV class based verification environment 
consists of dynamic objects which are created when 
simulation starts, after the elaboration phase. To connect 
these two worlds, the use of SV interfaces in the testbench 
and their respective virtual interface counterparts in 
class components has long been propagated in the 
documentation of OVM/UVM and other literature [1]. SV 
Interfaces do indeed provide a lot of features for that 
very purpose: They have access to both worlds, provide 
modports and clocking blocks to limit access to signals 
and to ensure correct timing between the DUT and test 
environment. This document uses the term agent or (UVM) 
component to mean class-based objects requiring access to 
an interface. Examples of these are UVCs and their drivers 
and monitors.

An interface is instantiated in the test harness like a module 
and, like a module, it can be parameterized. The test 
environment and its components then use virtual interfaces, 
which are handles on the interfaces, to access signals in 
the testbench and ultimately drive and monitor the DUT. 

To do this, the virtual interface must have the same type 
specialization as the interface instantiation in the testbench. 
In other words, any component which uses a handle on a 
parameterized interface must know those parameters to 
create the correct type specialization at elaboration time. 
The only way to get these parameters is by parameterizing 
the component class. This results in very cumbersome code 
and is clearly not desirable.

This problem can be overcome by using Bus Functional 
Models [2]: They consist of a virtual base class containing the 
prototype of an API which is used to communicate between 
the interface and the agent. In its simplest form the virtual 
base class may not extend from anything. However, if UVM 
reporting is used, it is useful to extend from uvm_object to 
avoid using the global reporter. The virtual base class is 
then extended inside the interface, where it has access to 
the interface’s signals. This extended class provides the 
actual or concrete implementation of the BFM. The test 
environment needs a handle on the base class and uses 
that, via polymorphism, to access the API methods in the 
BFM. The testbench in turn creates an instance of the  
BFM implementation class and passes it to the test 
environment [3]. Extending the base class from  
uvm_object provides another advantage: This passing  
of the implementation class from the testbench to the  
test environment can then be done using uvm_config_db, 
the standard way of configuring objects in UVM.  
The resulting hierarchy can be seen in Figure 1,  
with the arrow denoting a handle to the actual object.

Flexible UVM Components: Configuring Bus Functional Models
by Gunther Clasen, Ensilica

virtual class virtual_bfm extends uvm_object;
  …
  // define API here, anything the agent needs to have 
     access to or from
  pure virtual task wr_packet (uvm_bitstream_t l_addr, 
                                               uvm_bitstream_t l_data);
  pure virtual task rd_packet (uvm_bitstream_t l_addr, ref 
                                               uvm_bitstream_t l_data);
  pure virtual function void some_api();
endclass: virtual_bfm

interface my_if #(int BUS_WIDTH = 16);
  bit [BUS_WIDTH-1:0] addr;
  bit [BUS_WIDTH-1:0] data;
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Flexible UVM Components: Configuring Bus Functional Models
by Gunther Clasen, Ensilica

Note that it is not necessary to have an explicit handle on 
the concrete_bfm inside the interface. This can be hidden 
inside the get_api() function.

  

LIMITATIONS OF THIS APPROACH 
A test environment would typically configure and build a 
number of components. In UVM, this is done in the build_
phase() function. The uvm_config_db#()::set() function is 
used to give configuration data to the factory. The type_
id::create() function is then used to instruct the factory to 
actually build a certain object, taking into account all the 
configuration information the factory has received. The 
instantiated component would typically list its configurable 
members in the uvm field automation macros, which hide 
the uvm_config_db#()::get() from the user. This build 
method is a top-down approach, building up a hierarchy 

 
            Figure 1 
 
 
of the component’s names. It only works because  
the user is required to add a call to super.build_phase() 
and in doing so ensures that each component’s parent  
is built first. This process is started when the testbench 
calls start_test().

Anybody writing UVM test environments will be familiar 
with this approach. If the BFM contains functionality which 
should be configured in the same way, one would expect 
the same approach to be used. First, the virtual base 
class must be extended from uvm_component. Next, 
the configurable fields must be listed in the field macros. 
Finally, the test environment then configures the field and 
builds the BFM.

  class concrete_bfm extends virtual_bfm;
    `uvm_object_utils (concrete_bfm)
    …
    task wr_packet (uvm_bitstream_t l_addr, uvm_
                              bitstream_t l_data);
      …
      data = l_data;
      addr = l_addr;
    endtask: wr_packet
  endclass: concrete_bfm

  function concrete_bfm get_api (string name = “”);
    static concrete_bfm api;
    if (api == null)
      api = new (name);
    return api;
  endfunction: get_api

endinterface: my_if

module tb;
  my_if       if_inst_16();
  virtual_bfm vbfm_16;
  initial begin
    vbfm_16 = if_inst_16.get_api();
    uvm_config_db#(uvm_object)::set (null, “*”, “m_
                                 bfm_16”, vbfm_16);
    run_test();
    ...

virtual class virtual_bfm extends uvm_object;
  int m_max_burst = -1;
  …
endclass: virtual_bfm

  class concrete_bfm extends virtual_bfm;
    `uvm_object_utils_begin (concrete_bfm)
      `uvm_field_int (m_max_burst, UVM_DEFAULT)
    `uvm_object_utils_end
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It is tempting to add configuration instructions for the 
BFM at this point. After all, this is how it is done for other 
components in the test environment. But this will not work: 
The BFM is built in the testbench. Any configuration data 
must be provided before the configured object is built, but 
by the time build_phase() executes, the BFM has already 
been built. This means that the testbench is the direct 
parent of the BFM, not the test environment. This can be 
seen when printing the test topology. The test environment 
merely has a handle on the BFM, as can be seen by the 
identical numbers in the “Value” column: 

UVM_INFO @ 0: reporter [UVMTOP] UVM  
 testbench topology:
--------------------------------------------------------------------
Name                       Type  Size   Value
--------------------------------------------------------------------
bfm_16                     concrete_bfm   -      @4755
  m_max_burst         integral       32     ‘h1  
bfm_64                     concrete_bfm   -      @296 
  m_max_burst         integral       32     ‘h1  
uvm_test_top           my_test        -      @310 
  m_agent_16           my_agent       -      @5047
    m_bfm                  concrete_bfm   -      @4755
      m_max_burst     integral       32     ‘h1  
  m_agent_64           my_agent       -      @5069
    m_bfm                  concrete_bfm   -      @296 
      m_max_burst     integral       32     ‘h1  
--------------------------------------------------------------------

UVM_INFO @ 20: bfm_16 [wr_packet] addr= 
 e87a, data=26b3
UVM_INFO @ 40: bfm_64 [wr_packet addr= 
 deadbeefdeadbeef, data=52c702a914f83c62

The only way to configure this BFM is from the testbench, 
like it was done in the first example.

Another consequence of the BFM being a component of 
the testbench is the UVM reporting output. Standard UVM 
report displays the full hierarchical path of the object, in this 
case “bfm_16” and “bfm_64”. This is correct but not helpful 
for debugging. It does not show which agent causes that 
output. It would be better if the full path was shown to where 
the BFM is used inside the environment.

So it is the testbench knowing what to build and the test 
environment knowing when to build it. How can the two  
be combined?

 
A FULLY CONFIGURABLE BUS FUNCTIONAL MODEL 
For the BFM to work properly, it is mandatory that the 
testbench builds an object and passes it into the test 
environment. But does it have to be the BFM? If the 
testbench built a wrapper class and passed that into the 
test environment, it would still hide the actual path from 
the environment and thus maintain its reuse. The wrapper 
class would follow the same strategy as the BFM itself. It 
would have a virtual base class which is extended in the 
concrete implementation. Its API would simply consist of 
an instruction to build the BFM. This would remove the 
need to build the BFM in the testbench. Instead, it could be 
built, via the API in the wrapper, from the test environment. 
In doing so, the BFM would be correctly inserted into the 
environments hierarchy. This would guarantee that the BFM 
can be configured from the test environment just like any 
other component. The only difference is that the BFM would 
need to be built via the API in the wrapper instead of using 
type_id::create(). The following code demonstrates this:

    …
  endclass: concrete_bfm

  class my_component extends uvm_component;
    …
    build_phase (uvm_phase phase);
      // configure and build “my_block”
      uvm_config_db#(uvm_bitstream_t)::set (this, “my_ 
                                  block”, “m_num_slaves”, 3);
      my_block = my_block_t::type_id::create (“my_block”,  
                                                                        this);
      // configure and build BFM

virtual class virtual_bfm_wrapper extends uvm_object;
  function new (string name = “”);
    super.new (name);
  endfunction: new

  // API is to build the BFM
  pure virtual function virtual_bfm build_bfm  
  (string name = “”, uvm_component parent = null);

endclass: virtual_bfm_wrapper
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The wrapper base class must then be extended inside the 
interface into a concrete implementation:

This class is only used temporarily during construction of 
the test environment, so there is no immediate need to 
register this class with the factory. Also, in the interface, 
the function get_api() is no longer required, but instead an 
equivalent function is needed returning an instance of the 
wrapper class:

Any component using this BFM can now configure it like it 
would configure any other component:

The agent is now in full control over all its subcomponents 
and can follow good coding practices: The user of the 
agent only needs to configure the agent itself and does not 
need to be concerned about how the agent configures all 
its subcomponents. Figure 2 shows the resulting hierarchy.

            Figure 2

 

  class concrete_bfm_wrapper extends  
  virtual_bfm_wrapper;
    …
    function virtual_bfm build_bfm (string name = “”, uvm_ 
                          component parent = null);
      static concrete_bfm c_bfm;
      if (c_bfm == null)
        c_bfm = concrete_bfm::type_id::create (name, parent);
      return c_bfm;
    endfunction: build_bfm
    …
  endclass: concrete_bfm_wrapper

  function concrete_bfm_wrapper get_api_wrapper  
                             (string name = “”);
    static concrete_bfm_wrapper api_wrapper;
    if (api_wrapper == null)
      api_wrapper = new (name);
    return api_wrapper;
  endfunction: get_api_wrapper

class my_agent extends uvm_component;

  virtual_bfm                 m_bfm;
  virtual_bfm_wrapper m_bfm_wrapper;
  int                              m_max_burst;

  `uvm_component_utils_begin (my_agent)
    `uvm_field_object (m_bfm_wrapper, UVM_DEFAULT)
    `uvm_field_int    (m_max_burst,   UVM_DEFAULT)
  `uvm_component_utils_end

  function new (string name = “”, 
  uvm_component parent = null);

    super.new (name, parent);
  endfunction: new

  function void build_phase (uvm_phase phase);
    super.build_phase (phase);
    // make sure we have BFM wrapper
    if (m_bfm_wrapper == null)
      `uvm_fatal (“CFGERR”, “m_bfm_wrapper must be  
                          configured”)
    // configuring the BFM from here now works
    uvm_config_db#(uvm_bitstream_t)::set (this, “m_bfm”,  
                                “m_max_burst”, m_max_burst);
    m_bfm = m_bfm_wrapper.build_bfm (“m_bfm”, this);
  endfunction: build_phase

endclass: my_agent
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Below is an excerpt from a log file which uses the code 
snippets in this article. The testbench instantiates two 
interfaces, one parameterized with 16 bit, the other with 
64 bit and builds the BFM wrappers. The test environment 
instantiates two corresponding agents and configures their 
field m_max_burst, which is then used by the agent to 
configure the BFM:

It can be seen from the hierarchy that the BFM is now fully 
integrated into the test environment. The only component 
at the testbench level is uvm_test_top. Also, the UVM 
reporting now outputs the full path name of the BFM to be 
inside the agent, making it very easy to see which line is 
output by which BFM.

To maximize reuse, the virtual wrapper class can be made 
generic. The only BFM-specific code in it is the return value 
of the function. This can either be changed to uvm_object, 
or the return type can be configured via a parameter into the 
class. Giving that parameter a default of uvm_object means 
that the extended class may use the default specialization 
when used:

This has the advantage that it would need to be written 
only once and can then be added to the company’s specific 
extension package for ease of reuse.

What each BFM must do is to implement the concrete 
wrapper class and function get_api_wrapper(). This is a 
very repetitive task. However, analyzing the code reveals 
that the only differences in the code written for different 
BFM are the types of both the virtual and the concrete  
BFM classes, i. e. virtual_bfm and concrete_bfm in the  
 
 

uvm_config_db#(uvm_bitstream_t)::set (this, “m_agent_16”, “m_max_burst”, 5);
uvm_config_db#(uvm_bitstream_t)::set (this, “m_agent_64”, “m_max_burst”, 8);

---------------------------------------------------------------------------------------------
UVM_INFO @ 0: reporter [UVMTOP] UVM testbench topology:
---------------------------------------------------------------------------------------------
Name                   Type                    Size   Value     
---------------------------------------------------------------------------------------------
uvm_test_top           my_test                 -      @312      
  m_agent_16           my_agent                -      @4937     
    m_bfm              concrete_bfm            -      @335      
      m_max_burst      integral                32     ‘h5       
    m_bfm_wrapper      concrete_bfm_wrapper   -      @4766     
  m_agent_64           my_agent                -      @4936     
    m_bfm              concrete_bfm            -      @304      
      m_max_burst      integral                32     ‘h8       
    m_bfm_wrapper      concrete_bfm_wrapper   -      @4773     
  m_bfm_16_wrapper     concrete_bfm_wrapper   -      @4766     
  m_bfm_64_wrapper     concrete_bfm_wrapper   -      @4773     
---------------------------------------------------------------------------------------------
UVM_INFO @ 20: uvm_test_top.m_agent_16.m_bfm [wr_packet] addr=e87a, data=26b3
UVM_INFO @ 30: uvm_test_top.m_agent_16.m_bfm [rd_packet] addr=53b6, data=8d62
UVM_INFO @ 40: uvm_test_top.m_agent_64.m_bfm [wr_packet] addr=deadbeefdeadbeef, data=52c702a914f83c62
UVM_INFO @ 50: uvm_test_top.m_agent_64.m_bfm [rd_packet] addr=739b7e9a29f8c403, data=39d6ab3f093e7c25

virtual class virtual_bfm_wrapper #(type T = uvm_object)  
                                extends uvm_object;
  …
  // API is to build the BFM
  pure virtual function T build_bfm (string name = “”, uvm_ 
                                                component parent = null);
endclass: virtual_bfm_wrapper
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code examples. This makes it very easy to write a macro 
containing class concrete_bfm_wrapper and function 
get_api_wrapper(), again adding them to the company’s 
specific extension package.

 
CONCLUSION 
Using Bus Functional Models is certainly a good way  
to partition a verification environment. However, the lack  
of configurability of the BFM is likely to catch out the 
novice UVM user, who often does not fully understand  
the exact details of the build process in UVM. This results 
in unnecessary debug times.

Using the approach outlined here, it has been shown  
that the BFM can be made to work like any other 
component. This increases productivity by easing the 
integration process. It allows to follow good coding 
practices by making it possible for the component to 
configure its own BFM. It also improves log messages. 
Associated with this is the small expense of having to write 
a generic base class for the BFM wrapper plus a concrete 
implementation of it for each BFM. A macro can be used 
for the concrete implementation, virtually eliminating the 
overhead of this solution.
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The reader of this article should be interested in predicting 
or monitoring the behavior of his hardware. This article will 
review phase-level monitoring, transaction-level monitoring, 
general monitoring, in-order and out-of-order transaction-
level monitors, A protocol specific AXI monitor written at 
the transaction-level of abstraction will be demonstrated. 
Under certain AXI usages, problems arise. For example 
partially written data may be read by an overlapping READ. 
This kind of behavior cannot be modeled by the “complete 
transaction” kind of monitor; it must be modeled by a phase-
level monitor.  All of these monitoring and scoreboard 
discussions can be widely applied to many protocols and 
many monitoring situations.

 
INTRODUCTION TO MONITORING 
The task of a monitor is to monitor activity on a set of DUT 
pins. This could be as simple as looking at READ/WRITE 
pins or as complex as a complete protocol bus, such as AXI 
or PCIe. In a very simple case a monitor can be looking at 
a set of pins and generating an event every time there is a 
change in signal values. The event can trigger a scoreboard 
or coverage collector.  This monitor is typically very slow 
and not very useful as it generates a lot of irrelevant data. 

At a higher level the monitor can be looking at a set  
of signals and generating an event when a transaction 
completes for example a read or write transaction.  
In this case the monitor has to be smart to recognize  
the start and end 
of a transaction 
not just look at 
changes in signal 
values. Once a 
transaction is 
complete it not 
only raises a 
flag but passes 
the details of the 
transaction to any 
component in the 
design who wants 
to observe it. The 
details can be 
as simple as the 

address and data in a read/write transaction or as complex 
as all the fields in a PCIe transaction like address/data/
requester ID/CRC/Error status etc. This kind of monitor 
yields the best results in quality of data generated as well as 
speed of execution by the components which use the data 
– for example a scoreboard.  A monitor in a modern UVM 
based verification environment is usually a component of an 
agent (pictured below) which is described later. 

Generally monitoring is used to generate data for 
scoreboarding, for debug, for coverage collection. A 
scoreboard is usually used to predict or check behavior. 
A typical scoreboard listens to a monitor and is written to 
receive the same format of data being generated by the 
monitor. It processes two or more streams of data coming 
in. One stream of data can be coming as a result of a write 
transaction and the other from a read transaction. The 
scoreboard in this case will compare if the data being read 
from a slave address is the same as the data which was 
written in a simple scoreboard you might only be looking 
at one specific protocol e.g., both the data being written 
and read is of type AXI. In a more complex case you might 
generate a write using a AXI but that might get morphed into 
a USB bulk out. Similarly a read might begin as a USB bulk 
in and translate into an AXI read. The scoreboard in this 
case will be dealing with multiple streams of traffic being 
generated by several different monitors each snooping 
different sections of the design. 

Monitors, Monitors Everywhere – Who Is Monitoring the Monitors?
by Rich Edelman and Raghu Ardeishar, Mentor Graphics 
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Monitors, Monitors Everywhere – Who Is Monitoring the Monitors?
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The key to successful monitoring and scoreboarding is to 
generate and process the data at an appropriate level of 
abstraction—in this case, the phase level—which will be 
low enough to gather the data at key intervals and high 
enough to render the scoreboard efficient and robust.

An agent is a collection of the commonly used 
components; such as a sequencer, driver, and monitor. A 
sequencer typically arbitrates among several sequences 
and sends the sequence to the driver, which is ACTIVE, 
and converts high-level commands into pin-level activity on 
the bus. A monitor is PASSIVE; i.e., it does not drive traffic 
on the bus. 

A monitor has one or more analysis ports.  An efficient 
monitor transmits on the level of detail which is useful 
to a scoreboard or coverage collector listening to it. For 
example for an AXI scoreboard the monitor recognizes 
the start of a transaction, waits for the end and only then 
creates a transaction packet with the relevant details 
and sends it out the analysis port. In this case it has only 
the address/data/type of the transaction. Non-relevant 
details like the response delay, latency are dropped. By 
processing only the relevant information you speed up 
generation and processing of data. The analysis ports are 
used to transmit activity that the monitor has observed on 
the bus based on the level of abstraction the user chooses. 
The analysis ports can be programmed to be of any type 
based on the complexity of the transaction one wishes to 
send. It can have the value of one signal or a complete 
set of wires on a bus. An analysis port is connected to a 
subscriber. An example of a subscriber is a scoreboard or 
coverage collector. 

An efficient monitor looks at pin-level activity on a bus  
and over a period of time recognizes complete 
transactions. Those transactions can be represented by 
transaction-level packets (TLP), which can be processed 
more effectively. A complete transaction can be broken 
down into several sub-transactions (which we refer to as 
phases) that are at a lower level of abstraction than the 
complete transaction but are at a higher level than the 
pin-level activity per clock cycle. Once a TLP has been 
recognized from the bus it is broadcast via an analysis  
 

port to subscribers. The key point in designing a monitor is 
determining what level of abstraction the TLP should be at.

In this article we will analyze monitors and scoreboards 
that look at transactions at two levels. The highest level we 
will call the transaction level and the lower level we will call 
the phase level.

 

COMPONENTS OF THE ENVIRONMENT

Building Monitors

A monitor is very similar to a driver. While a driver 
consumes an activity at a transaction level and converts 
it into wire level activity, a monitor does the reverse; i.e., 
it consumes wire level activity on a bus and creates a 
transaction-level packet. A monitor does not drive activity 
on the bus. A monitor is also protocol aware. It detects 
protocol related patterns in signal activity usually using 
a state machine. Monitors extend from uvm_monitor. 
They have at least one analysis port, which is of type 
uvm_analysis_port. When the monitor recognizes a 
protocol compliant transaction on the bus it assembles a 
transaction-level packet from the wire-level signals and 
sends the packet through the analysis port. The broadcast 
from the analysis port is done using the WRITE method. 
For example:

Building Subscribers

A subscriber listens to the analysis port on the monitor. 
A subscriber has to be compatible with the monitor i.e. 
if the monitor is generating data in a certain format the 

class axi_monitor extends uvm_monitor;
    uvm_analysis_port #(axi_tlp) axi_ap;
….
  task run_phase(uvm_phase phase)
    axi_tlp tlp;
    forever @(clk)
      // Detect the tlp from the bus pins

      axi_ap.write(tlp);
  endtask
endclass
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subscriber has to be able to receive it. You can have one 
or many subscribers listening on any analysis port. A UVM-
based subscriber has a WRITE method implemented. A 
subscriber extends from uvm_subscriber and receives the 
data from the analysis component when the <analysis_
port>.write method is called. The WRITE method is 
polymorphic; i.e., the WRITE method implemented in the 
subscriber is the actual method that is invoked.

Building a Scoreboard

A scoreboard is a type of subscriber. A scoreboard 
determines if a DUT is functioning within parameters. A 
UVM-based scoreboard is an analysis component that 
extends from uvm_subscriber. When the WRITE task 
from the monitor is issued it calls the WRITE function in 
the uvm_subscriber. Most scoreboards receive one type 
of transaction.  It can receive many streams of data from 
different analysis ports but they all have to be of the same 
type. In that case a single WRITE method would suffice. In 
case the scoreboard needs to receive more than one type 
of transaction, it can no longer be a subscriber i.e. it cannot 
extend from uvm_subscriber. It is now a uvm_component 
and will have as many different WRITE methods as the 
different types of transactions it has to receive. We will be 
using the AXI bus as a reference. 

 
AXI PROTOCOL REVIEW 
AXI is a point-to-point, burst-based protocol. Data transfer 
is between one master to one slave. 

The AXI protocol has five channels:

1. Write address 
2. Write data 
3. Write response 
4. Read address 
5. Read data  

An AXI transaction can be a WRITE or a READ. A WRITE 
or READ can be of three types: FIXED, INCR, and WRAP. 

 
TRANSACTION-LEVEL SCOREBOARD

We will start with an example of an AXI scoreboard that 
monitors transactions at the highest abstraction level in 
AXI: the READ or WRITE transaction level. The monitor 

class axi_item_listener #( type ITEM_TYPE = int )
  extends uvm_subscriber #(uvm_sequence_item_base );
  typedef ITEM_TYPE item_t;
  
  function write(input uvm_sequence_item_base t );
    item_t s;
    if( ! $cast( s , t ) )
      uvm_report_fatal( “mvc type error” ,
        $psprintf( “…”  , 
          t.sprint(), get_full_name() ) );
    …
  endfunction
function
endclass 
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recognizes only one type of transaction. Once the 
transaction is recognized it is sent out the analysis port to 
any subscriber which is attached to it. Only one WRITE 
method needs to be implemented in the subscriber. Notice 
that the transaction-level scoreboard receives only one 
type of transaction (READ or WRITE). 

The above scoreboard updates its memory every time 
a WRITE transaction is detected. It waits for a WRITE 
response from the slave signaling the completion of the 
transaction before updating the scoreboard memory.

An issue with this approach is when a READ and WRITE 
to identical addresses overlap. The scoreboard waits for 
the WRITE response, which has not yet been received. So 
if a READ is received while a WRITE is in progress, the 
DUT memory may have been updated, but the scoreboard 
memory does not reflect it. So the scoreboard has to be 
modified to keep track of old and new memory contents.

Using the scoreboard at the current level — i.e., waiting 
for the entire READ or WRITE transaction to complete — 
is inadequate to build a robust scoreboard. We have to 
drop down in abstraction level to get a better view of the 
transaction. Now let us take a look at the scoreboard at the 
phase level.

 

PHASE-LEVEL SCOREBOARD 
For this we will take a closer look at the AXI WRITEs and 
READs. An AXI WRITE transaction can be broken down 
into three channels or phases.

1. axi_write_address_channel_phase
2. axi_write_data_channel_phase
3. axi_write_response_channel 

An AXI READ transaction can be broken down  
into three channels or phases.

1. axi_read_address_channel_phase
2. axi_read_data_channel_phase 

When a WRITE transaction is issued by the AXI master, 
the master issues the starting address for the transfer 
along with the burst length (number of beats in the transfer) 
and other control signals. Once the address is accepted 
by the slave, the data is received by the slave. The DUT 
sends a WRITE response once the WRITE completes. The 
address and data channel are independent of each other. 
The data can be sent before or after the address so the 
scoreboard needs to independently keep track of it. 

However, internally the DUT has the option to update its 
memory with every beat of the transfer or wait till the entire 
burst is completed. The scoreboard has to reflect either 
behavior. Hence the scoreboard can no longer wait for 
the full AXI READ/WRITE TLP to be received in order to 
process the information. 

In AXI READs and WRITEs can overlap. Overlapping 
READs and WRITEs can result in hardware specific 
behavior, particularly regarding the race condition 
between those overlapping READs and WRITEs. So the 
scoreboard has to be modified to receive all five phases 
of transactions corresponding to each of the five AXI 
channels. 

To accomplish this we need a monitor to generate the 
different phases of the AXI transaction and the scoreboard 
to receive it.

class axi_scoreboard extends uvm_subscriber;
  typedef axi_master_rw_transaction item_t;
  function void write(item_t t);
    if(t.read_or_write == AXI_TRANS_WRITE) begin
      process_write(t);
    else 
      process_read(t);
  endfunction
  ...
endclass
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Since the new scoreboard will now receive five different 
streams of traffic, it has to be a uvm_component. It cannot 
be a uvm_subscriber because a uvm_subscriber can have 
only one WRITE task and we need five WRITE tasks. 
Therefore, we will use the `uvm_analysis_imp_decl(phase_
name) macro; a UVM “trick.” 

UVM provides a workaround by defining the `uvm_
analysis_imp_decl macro. This macro allows you to declare 
a specialized imp-style analysis export that calls a function 
named, write_SUFFIX, where you specify _SUFFIX. 
Consider :

 
Every time the monitor detects an AXI phase on  
the bus, it is sent through the appropriate analysis port.  
The uvm_component will have five write_xxx methods 
which will process each phase of the AXI transaction.

Since we are receiving transactions at a lower level than 
the fully completed transaction, we can maintain separate 
copies of completed and ongoing READs and WRITEs. 
When a WRITE response is received from the slave, we 
will update the memory and remove the old data. Until a 
WRITE response is received, we will keep a copy of the 
current memory and the new data that is being written. So if 
a READ comes along to the address which is being written, 
it can be compared to either the current contents of the 
memory or the newly written data.

 

SUMMARY 
We have discussed several different types of monitors 
and scoreboards in this article. The pin level version of the 
monitor generates information at every clock cycle and is 
not very useful. The other end of the spectrum is a high 
level transaction level monitor and scoreboard which waits 
for complex transactions to complete before generating 
data thru the analysis port. This makes scoreboarding 
simple and fast.  In certain cases lack of information in the 
high level packet can result in an inflexible scoreboard or 
coverage collector.

An intermediate approach is a phase level monitor and 
scoreboard in which the monitor breaks the high level 
transactions into lower level transactions which are sent 
thru the analysis port. The scoreboard becomes more 
complicated but a lot more flexible. 

class axi_monitor extends uvm_monitor;

  uvm_analysis_port #(write_addr_tlp) waddr_ap;
  uvm_analysis_port #(write_data_tlp) wdata_ap;
  uvm_analysis_port #(write_resp_tlp) wresp_ap;
  uvm_analysis_port #(read_addr_tlp)  raddr_ap;
  uvm_analysis_port #(read_data_tlp)  rdata_ap;
….
  task run_phase(uvm_phase phase)
   axi_write_addr_tlp waddr_tlp;
   axi_write_data_tlp wdata_tlp;
   axi_write_resp_tlp wresp_tlp;

   axi_read_addr_tlp raddr_tlp;
   axi_read_data_tlp rdata_tlp;

   forever @(clk)
     // Detect the 5 tlps from the bus pins
    

    waddr_ap.write(waddr_tlp);
    wdata_ap.write(wdata_tlp);
    wresp_ap.write(wresp_tlp);
    raddr_ap.write(raddr_tlp);
    rdata_ap.write(rdata_tlp);

  endtask
endclass

`uvm_analysis_imp_decl(_write_addr_ph)
`uvm_analysis_imp_decl(_write_data_ph)

class axi_phase_scoreboard extends uvm_component;
  uvm_analysis_imp_write_addr_ph          
    #(uvm_sequence_item_base,  axi_phase_scoreboard)  
                               write_addr_export ;

  uvm_analysis_imp_write_data_ph       
    #(uvm_sequence_item_base,  axi_phase_scoreboard) 
                               write_data_export ;

  function void write_write_addr_ph( 
    uvm_sequence_item_base m);

  function void write_write_data_ph( 
    uvm_sequence_item_base m);
…
endclass
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APPENDIX

// -----------------------------------------------------
// Simple one port monitor
//
class one_port_monitor extends   
    uvm_subscriber#(transaction);
  `uvm_component_utils(one_port_monitor)

  ...

  function void write(transaction t);
    `uvm_info(“1PORT”, $sformatf(“Got %s”,
      t.convert2string()), UVM_MEDIUM)
  endfunction
endclass

`uvm_analysis_imp_decl(_1)
`uvm_analysis_imp_decl(_2)

// -----------------------------------------------------
// Two port in-order monitor
//
class two_port_monitor extends uvm_component;
  `uvm_component_utils(two_port_monitor)

  uvm_analysis_imp_1 #(transaction, two_port_monitor) p1;
  uvm_analysis_imp_2 #(transaction, two_port_monitor) p2;

  uvm_tlm_fifo #(transaction) f1;
  uvm_tlm_fifo #(transaction) f2;

  ...

  function void build_phase(uvm_phase phase);
    p1 = new(“p1”, this);
    p2 = new(“p2”, this);
    f1 = new(“f1”, this, 0);
    f2 = new(“f2”, this, 0);
  endfunction
  function void write_1(transaction t);
    `uvm_info(“2PORT_1”, t.convert2string(), UVM_MEDIUM)

    void’(f1.try_put(t));
  endfunction

  function void write_2(transaction t);
    `uvm_info(“2PORT_2”, t.convert2string(), UVM_MEDIUM)
    void’(f2.try_put(t));
  endfunction

  task run_phase(uvm_phase phase);
    transaction t1, t2;

    forever begin
      fork
        f1.get(t1);
        f2.get(t2);
      join
      t1.do_check(“2PORT”, t2);
    end
  endtask

  function void check_phase(uvm_phase phase);
    // If anything exists in the f1 or f2,
    // then they are unmatched.
    transaction t;
    while (f1.try_get(t)) begin
      `uvm_error(“CHECK”,
        $sformatf(“1: transaction=%0s not matched”,
        t.convert2string()))
    end
    while (f2.try_get(t)) begin
      `uvm_error(“CHECK”,
        $sformatf(“2: transaction=%0s not matched”,
        t.convert2string()))
    end
  endfunction
endclass

// -----------------------------------------------------
// Two port out-of-order monitor
//
class out_of_order_two_port_monitor extends uvm_
component;
  `uvm_component_utils(out_of_order_two_port_monitor)

  uvm_analysis_imp_1
    #(transaction, out_of_order_two_port_monitor) p1;
  uvm_analysis_imp_2
    #(transaction, out_of_order_two_port_monitor) p2;

  transaction stream1[int];
  transaction stream2[int];

  ...
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  function void build_phase(uvm_phase phase);
    p1 = new(“p1”, this);
    p2 = new(“p2”, this);
  endfunction

  function void write_1(transaction t);
    `uvm_info(“OoO_1”, t.convert2string(), UVM_MEDIUM)
    if (stream2.exists(t.id)) begin
      t.do_check(“OoO”, stream2[t.id]);
      stream2.delete(t.id);
    end
    else
      stream1[t.id] = t;
  endfunction

  function void write_2(transaction t);
    `uvm_info(“OoO_2”, t.convert2string(), UVM_MEDIUM)
    if (stream1.exists(t.id)) begin
      t.do_check(“OoO”, stream1[t.id]);
      stream1.delete(t.id);
    end
    else
      stream2[t.id] = t;
  endfunction

  function void check_phase(uvm_phase phase);
    // If anything exists in the stream1 or stream2
    // arrays, then they are unmatched.
    foreach(stream1[i])
      `uvm_error(“CHECK”,
        $sformatf(“1: ID=%0d not matched”, i))
    foreach(stream2[i])
      `uvm_error(“CHECK”,
        $sformatf(“2: ID=%0d not matched”, i))
  endfunction
endclass
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Running a parallel simulation may be as easy as flipping 
on a switch with the progressive and maturing solutions 
available today, but do people really take full advantage 
of the technology? It is true that in some scenarios 
the overhead of communication and synchronization 
needed for parallel simulation can negate any substantial 
performance gains. However, there are scenarios 
where deploying the parallel simulation technology can 
provide tremendous benefit. A long running simulation 
that exercises large blocks of a design concurrently and 
independently is one good example.

Designers need to be aware of the factors that can inhibit 
the advantages of parallel simulations, even in these best-
case scenarios; the main factor being inflexibility due to 
the way designs are modeled today. This article focuses 
on these factors and is an effort to educate on best design 
principles and practices to maximize the advantage 
of simulation with parallel computing. The discussion 
also extends to the three main fundamental features of 
parallel simulations, viz., load balancing, concurrency and 
communication. Designers need to understand how their 
designs run in simulation with these factors to ensure they 
get the maximum out of parallel simulations.

This article will also discuss the applicability and trade-
offs of the parallel simulations technology in various 
user scenarios, for example, overnight grid regressions, 
weeklong runs and debug turnaround times. It is important 
that designers understand these trade-offs, so that they 
can selectively use this technology in scenarios which 
can provide maximum benefit to them and increase their 
productivity.

 

INTRODUCTION 
Parallel computing is no longer a new concept in digital 
simulation. The industry leading simulators already have 
solutions that can take advantage of the tremendous 
advancements in multi-core technology that is available 
in today‟s computing hardware. What has not happened, 
however, is widespread use and adoption of this 
technology in the user community. Additionally, the 

semiconductor industry‟s forecasts indicate an upward 
trend on the number of cores available on future compute 
servers. This article discusses keys for how users can 
think about their design in order to take advantage 
of these multi-core compute resources using parallel 
simulation. The design factors discussed in this article 
are not restricted to any single EDA simulator; rather it 
provides guidelines to understand what makes multi-core 
simulations a success, no matter what simulator is used.

 
MOTIVATION BEHIND THE ARTICLE 
Other authors have written to discuss the common myths 
surrounding parallel simulations and explain the actual 
realities. Primarily, two common myths that have been 
blown away1 shed significant light on simulation speed-ups 
that can be achieved using parallel simulations.

a. The increase in processor speed of multiprocessor 
computers do not necessarily result in better parallel 
simulation performance.

b. Larger designs do not automatically qualify as good 
candidates for parallel simulations that can result in 
great speed-ups. 

QuestaSim MC2 (Multi-core Multi-computer) technology 
has seen widespread use and deployments in the recent 
past and the motivation behind this article is to answer 
some of the most interesting questions raised by our 
customers:

• Do multi-core/parallel simulations even work?
• When do parallel simulations work? When do they not 

work well?
• What can be done to make it work?
• What should be used to speed-up existing regression 

suites – a distributed grid job or parallel simulations? 

The intent of this article is to educate customers and 
guide them to understand what makes a design multi-
core friendly. This can help customers write designs and 
testbenches to be more suited for parallel simulations.

The Need for Speed: Understanding Design Factors that 
Make Multi-core Parallel Simulations Efficient. 
by Shobana Sudhakar & Rohit Jain, Mentor Graphics 
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Cases of success and failures of QuestaSim MC2 
deployments and the lessons learned from them form  
the basis of our analysis and substantiate our suggestions 
in this article.

This article will also discuss the applicability and trade-
offs of the parallel simulations technology in various 
user scenarios, for example, overnight grid regressions, 
weeklong runs and debug turnaround times. It is important 
that designers understand these trade-offs, so that they 
can selectively use this technology in scenarios which 
can provide maximum benefit to them and increase their 
productivity.

 

DESIGN FACTORS THAT AFFECT MULTI-CORE 
PARALLEL SIMULATIONS PERFORMANCE 
Partitioning decisions affect parallel simulations 
performance and speedup. The following three sub-sections 
discuss the main factors that affect the performance of 
multi-core simulations.

 
Load balancing

Load-balanced activity on all partitions is very important 
for maximizing the throughput of the parallel simulation, 
and it is imperative to design with load balancing in mind. 
Sometimes, designers only activate and test one block at a 
time because testing all blocks together makes simulation 
very time consuming. With multi-core simulation in mind, it 
may be possible to activate all parallel blocks in the design 
and take advantage of multi-core simulation to reduce 
overall simulation time.

Example 1:2 
Very good load balancing inside DUT, if partitioned at block* 
level:

Example 2:2 
Very uneven load balancing, with high TB time, very low 
DUT time and possibly sequential high-level monitor/drivers:

Concurrency

A design with inherent parallelism and lesser sequential 
behavior is characterized by complex functions that are 
broken down into a series of small tasks that can be 
performed independent of each other and in parallel. This 
concurrency helps a

parallel simulation where the parallel blocks of the design 
do not wait idly for the other blocks and can proceed with 
the independent computations. In addition, a high degree 
of concurrency ensures minimal communication between 
blocks and the need to sync at fewer synchronization points.

Designs that have large blocks with independent parallel 
activity, such as multi-core SoC with busy cores and 
independent functions, are natural candidates for parallel 
simulations and may provide significant speedups 
depending on the partitioning. On the other hand, designs 
such as Ethernet with large serial compute/processing 
are not good candidates and may even perform poorly 
as a multi-core simulation due to added communication 
overhead between partitions.

Example 3:3 
Partition p3 is sitting idle most of the time, and not 
concurrent while other partitions are running. Such behavior 
leads to sequential execution of design and decrease 
improvement with multi-core.

# testbench   100%
#      dut   91.1%
#  block1   32.6%
#  block2   22.7%
#  block3   22.6%
#  block4   21.0%

  |p0  |p1  |p2  |p3       |
Total Time |37.49s  |37.49s  |37.49s  |37.49s |
Idle Time  |0.00s  | 2.29s  |0.54s  |27.00s |

# testbench   44.9
#  dut     6.3
#  interface     5.5
# package   15.7
# monitor   14.0
# driver     8.8
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Example 4:3 
None of the partitions are sitting idle and executing 
concurrently. 

Sometimes, designs show good load balanced behavior, 
but it is also important to have this load concurrent. If each 
partitions is spending 25% of the time, but they are active 
one after another, then even though design is well load 
balanced, multi-core simulation will not give any benefit 
due to no concurrency between partitions.

Communication

The inter-partition communication (IPC) between blocks 
can add considerable overhead to a parallel simulation and 
can impact simulation performance significantly and even 
produce negative results.

If the design partitioning causes two partitions to 
communicate at a very high rate for data transfer, the 
communication overhead in this case may cause a 
negative impact on the simulation and it may be better to 
combine the design units that communicate heavily into a 
single partition to minimize the overhead.

It may be possible to identify blocks in the design to either 
keep together or separate in order for communication 
overhead to be kept at a minimum during parallel 
simulation. QuestaSim MC2 technology has built-in tools 
to help analyze this traffic and provide useful information to 
the user to help avoid high communication.

Example 5:3

Designs with flat hierarchy or partitioning at very lower 
hierarchy will results in high number of communication 
ports, and hence increased traffic:

Example 6:3 
Communication statistics for ports from partitions ‘p0’ to 
‘p1’, lower count indicates lower communication:

Limit on speedup

Amdahl’s Law dictates the maximum speedup possible  
on multi-core simulations performance.

Amdahl’s Law:

Figure 1: Amdahl’s Law dictates the upper limit on 

speedups that can be achieved through multi-core 

simulations depending on the fraction of parallel 

portion

The speedup of a program using multiple processors  
in parallel computing is limited by the time needed for  
the sequential fraction of the program. For example,  
 

  |p0  |p1  |p2  |p3         |
Total Time |310.86s |310.86s |310.86s |310.85s|
Idle Time  | 0.00s | 0.00s | 0.00s | 0.00s   |

instance_name  |port_name  | count  |
tb.inst1.inst2 |x   |176  |
tb.inst1.inst2 |y   | 60  |
tb.inst1.inst2 |z   | 59  |
tb.inst1.inst2 |a   | 59  |
tb.inst1.inst2 |b   | 58  |

p3-p0: Instances:67, In_ports:10332, Out_ports:6142
p2-p0: Instances:68, In_ports:10332, Out_ports:6123
p1-p0: Instances:68, In_ports:10222, Out_ports:6050
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if a program needs 20 hours using a single processor core, 
and a particular portion of 1 hour cannot be parallelized, 
while the remaining promising portion of 19 hours (95%) can 
be parallelized, then regardless of how many processors 
we devote to a parallelized execution of this program, the 
minimum execution time cannot be less than that critical 1 
hour. Hence the speed up is limited up to 20x.

That means even if a user is able to get ideal balance of 
load, concurrency and communication; ultimate speed 
up that can be obtained through multi-core simulation 
is constrained by Amdahl’s law, and will vary based on 
design’s characteristics.

 
RESULTS 
As enumerated in the previous sections of this article, the 
performance gain in simulation using parallel partitions is 
highly dependent on the balance of the load of the design 
during simulation, concurrency of the partitions and the 
overhead of the communication to keep the partitions in 
sync. Below is a set of results from multiple customers and 
designs that demonstrate this variability.

Figure 2: Results of RTL customer designs charting 

various performance gains vs. number of parallel 

partitions used

Figure 2 shows data points of 11 RTL designs of various 
combinations of VHDL and Verilog where the original 
simulation times ranged from 25 minutes to 8.5 hours. 
Using parallel simulation, the performance gain ranged 
from 1.2x slower to 5.15x faster. It is interesting to note 
that the design that was 1.2x slower was a test design that 
was primarily made up of a SystemVerilog testbench that 
was complex and a “fake” DUT that did not contain very 
much functionality. The profiling of the design showed 
that over 60% of the time in simulation was spent in the 
testbench. This heavy class based testbench which cannot 
be partitioned is why this design/test is not a good fit for 
parallel simulation. The trending curve is showing that on 
average, the performance gain is approximately ½ the 
number of partitions/CPUs used.

Figure 3: Results of Gate Level customer designs 

charting various performance gains vs number of 

parallel partitions used 

Figure 3 shows data points of 8 Gate Level designs, 
primarily Verilog, where the original simulation times ranged 
from 17 minutes to 53 hours. Customers are finding that 
Gate Level simulations tend to be an easier fit for parallel 
simulations as the design activity is more balanced after 
synthesis. As seen in the RTL simulation results, there is 
a result in which the parallel simulation is slower than a 
normal simulation. In this case, the profile showed a very 
unbalanced simulation where over 80% of the simulation 
time was spent in a small block so it was not  
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a good fit because of the balance. Again, on average,  
the performance gain trend is approximately half the 
number of CPU Cores.

 
COMMERCIAL MULTI-CORE TECHNOLOGY 
Multiple commercial simulation providers have been 
focused on exploiting multi-cores for improving simulation 
performance for many years now with the many major 
EDA vendors having products with these capabilities. 
The advances made recently are primarily around 
making this technology easier for users to deploy and 
reducing restrictions so that it is as simple as running their 
normal simulations. The goal is to see easy performance 
improvements, when used on designs that fit in with above 
described factors.

The most important feature for the users of these tools 
is the ability to have multiple ways to create the designs 
partitions – manual, semi-automatic or fully automatic. The 
partitioning mechanism must be very flexible such that it 
can be edited or modified by the users after it has been 
generated and it must naturally fit into the users‟ simulation 
use model and flow.

If a user has multiple languages in their simulation flow 
then it is also important that the multi-core implementation 
support all HDL languages or a mix of them, and various 
features such as coverage, assertions, SDF, etc.

Users also need to understand the tools‟ limitations 
across the partitions as that will have a direct effect 
on the balance of partitions and therefore the resulting 
performance.

Additionally, it is important to have not only a static 
automatic partitioning capability but have the ability to 
consider dynamic effects of simulation taken into account 
during partitioning in order to ensure the balance of 
runtime simulation activity across the partitions. This is 
especially important as the user will easily understand the 
natural static partitioning of the design hierarchy but will 
need help from the simulation tool in understanding where 
it is spending its time and how that can be balanced.

Once the balanced partitions are found, multi-core tools 
should also provide flexible methods to control the cross 
partition synchronization at different levels of granularity. 
This is important as the user may need to both tune the 

performance of the simulation and/or debug any design 
mismatches caused by race conditions across the partition 
boundaries.

In addition to automating partitioning and simulation, all 
of the commercially available multi-core technology tools 
provide various levels of analysis reports to help provide 
feedback to users on whether their design is suitable 
or not for multi-core simulation. It is important that this 
information be used to help users in qualifying suitable 
designs and making an early decision whether or not 
it will be beneficial to spend time on running multi-core 
simulation. The same reports need to also be able to be 
used as an analysis tool to help understand multi-core 
post-simulation performance results. They need to be both 
detailed but also easy to read in order to provide feedback 
to the user to tune the partition file and help in obtaining 
balance factors that can improve multi-core simulation 
performance.

 
THE APPLICABILITY OF  
PARALLEL SIMULATIONS TECHNOLOGY 
Parallel simulations may not be the best answer to 
some scenarios and it is very important for designers 
to understand where to use the technology and where 
not to. The main factors for achieving good performance 
speedups with parallel simulations in general also holds 
true for QuestaSim MC2 simulations technology and the 
deployments have exposed design qualification criteria 
which can lead to successful multi-core simulations

• Big designs with long simulation times of more than an 
hour are a good fit.

• Designs that can be partitioned well with balanced 
activity in each partition can provide good multi-core 
simulation speedups.

• Flat gate-level netlists and designs with very low to 
no hierarchies are not good candidates for multi-core 
simulations. Such designs do not partition well and 
generate excessive amount of communication at lower 
level.

• Caution should be taken with designs that contain a lot 
of PLI/DPI/VPI/FLI usage. In some scenarios, design 
may not partition well due to access to cross-partition 
contents. Individual partitions should be thought of as 
mostly “local” simulations with no global access.
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• The design should be race-free as much as possible 
since multi-core simulations may expose races, due to 
reordering of events, and that may result in simulation 
mismatches against single-core simulations. 

 
Overnight regressions

If the overnight regression suite consists of a large number 
of tests with small simulation time, it is not recommended to 
use multi-core simulations to achieve speedup. Short tests 
may result in worse performance with multi-core due to 
synchronization overhead.

In such scenario, total throughput of an overnight regression 
run can be improved by submitting multiple simulation jobs 
in parallel to a distributed grid.

Weeklong runs

A single test that takes multiple hours/days to complete can 
be an ideal candidate for multi-core simulations, provided 
it also adheres to the other qualifying criteria of a balanced 
load, communication and design concurrency. When design 
runs are too long, it becomes important to get results as 
early as possible, so as to find functional issues, fix them 
and reiterate sooner to reduce overall design cycle and 
increase productivity. Take an example of a design or test 
that takes 6 days to finish and get results. If you could even 
run it 2x faster, and get results in 3 days, that would be very 
productive.

It is also possible to have a mix of multi-core and single-
core simulations in a regression suite depending on the 
length of the test and the performance speed up produced 
by multi-core simulation, which can result in optimal 
throughput.

CONCLUSION 
Parallel simulations may not be an easy silver bullet for 
performance, but it does show dramatic performance 
results on suited designs. It also shows worst results 
when run on badly suited designs for parallel simulation. 
Important part is to qualify the designs which can work 
well with multi-core simulation, or understand the factors 
which affect multi-core simulation and consider them during 
design planning.

With improvements in QuestaSim’s MC2 technology, it 
has become very easy for users to setup and run multi-
core simulation and see results. QuestaSim also provides 
various analysis tools for users to help in qualifying good 
designs and analyzing various design factors to improve 
performance further.
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