
As I write this, I’m sitting in an airplane on my way to Denver, and I find myself thinking about 
“productivity.” The first thought that came to my mind was whether I wanted to pay $8 to watch 
TV on the flight (not a movie, mind you – just television) or would be better off spending my time 
productively by writing this note. You can tell which path I chose. 

Another thought that occurred to me, given my destination, was the recent comeback of NFL 
quarterback Peyton Manning who, after missing all of last season due to several neck surgeries,  
now plays for the Denver Broncos.1 As a die-hard New 
England Patriots fan, I, like many other Patriots fans, have 
developed a “love-hate” relationship with Manning. For many 
years his Indianapolis Colts team was the nemesis of my 
Patriots and the comparisons between Manning and Tom 
Brady, the Patriots’ quarterback, were constant. Depending 
on what metric you chose, a case could be made that either 
one is better, and possibly the greatest of all time.

Ah, metrics! There is no substitute for clear, objective data 
when evaluating a player, or a process for that matter. A 
productive quarterback is measured most of all on how many 
times he wins, especially in the Super Bowl (advantage: 
Brady), but there are other metrics that can be used as well. 
For verification, productivity really comes down to being able 
to reliably determine if your chip will run correctly as efficiently 
as possible. Just as the quarterback with the better completion 
percentage doesn’t always win, verification productivity  
is about much more than just how fast your simulator runs 
a particular test. We must think about the full spectrum of 
verification tasks and the tools and technology available to 
apply to them. Just as a football game is ultimately determined 
by the final score, all that matters to us as verification 
engineers is how well we can determine the correctness  
of our design within the schedule allotted. Keep these thoughts 
in mind as you read this month’s issue of Verification Horizons.
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Our featured article this month comes from our friends at 
ST Ericsson. In “ST-Ericsson Speeds Time To Functional 
Verification Closure With Questa Verification Platform,” 
you’ll see a case study of their experience adopting Questa 
to get a handle on their verification process. The complexity 
of their chip demanded a mix of tools, including simulation 
and static (formal) analysis for clock-domain-crossing 
verification, and you’ll see that Questa’s UCDB and 
Verification Management suite of tools gave them  
what they needed. 

Static verification is becoming much more mainstream  
as a complement to simulation, and our next article,  
“The Top Five Formal Verification Applications,” shows why. 
It used to be that static verification meant formal model 
checking of hand-coded properties, which typically required 
a PhD to run. Over the past few years, however, we’ve 
focused on somewhat narrower applications that automate 
specific parts of the verification process and greatly simplify 
the use model. If you find yourself running into any of the 
problems on this list, you should probably consider applying 
static verification.

A good football team needs to play well on both offense  
and defense, and development of a successful SoC 
requires the design and verification teams to work together. 
In “Three Steps to Unified SoC Design and Verification”  
my colleagues Shabtay Matalon and Mark Peryer share 
their “game plan” for system-to-RTL design and verification. 
Making the appropriate tradeoffs at the system level to 
achieve power and performance goals, and reusing system-
level and RTL models together throughout the flow is an 
ideal environment with many advantages. Adopting these 
steps will help you achieve a repeatable and measurable 
flow to address all aspects of SoC development.

Staying with the idea of power for a moment, our next article 
outlines the “Evolution of UPF” through its many stages of 
standardization in Accellera and IEEE, and discusses some 
of the enhancements coming in the new 2.1 release. Erich 
Marschner, one of the leaders of the UPF standardization 
effort, shows you how power management techniques 
have advanced over the years and how the UPF standard 
(IEEE 1801) has been updated to keep pace. Since low-
power design is such a critical piece of so many chips being 
designed today, you may want to see what’s in store.

If you have any analog circuitry on your chip, “Improving 
Analog/Mixed-Signal Verification Productivity” is a must-
read. As many of you have experienced, analog may be a 
small part of your chip, but it is often the key differentiator 
for you. That makes the fact that it is often the cause of 
most of your problems particularly troublesome. In this 
article you’ll learn an approach that lets you combine  
analog and digital in your design and, most importantly, 
verify that they’ll work correctly together.

Last but not least, our Consultants’ Corner article is 
supplied this month by Jim Lewis, a long-time VHDL trainer, 
who shares his thoughts on “VHDL-2008: Why it Matters.” 
For you VHDL users out there, this will serve as a great 
introduction to these important new features that will let you 
be more efficient, effective and productive in writing both 
your RTL and testbench code in VHDL.

At press time, Peyton Manning has one win and one loss 
with the Broncos. It’s obvious that his passion for the game 
has not diminished and his intellectual ability on the field 
is a sight to behold. It’s not clear if he’s physically up to the 
standards he set over the years, but as long as he’s not 
playing the Patriots (or negatively affecting their playoff 
chances), I’ll root for him. It’s great to see someone use all 
of the tools at his disposal and dedicate himself to making 
his team successful. For that reason, I’ll be rooting for you 
on your next project, too.

 
Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons

P.S. Just before we finalized this issue, the Patriots played 
the Broncos. Peyton Manning completed 31 of 44 passes 
for 345 yards and three touchdowns, while Tom Brady 
completed 23 of 31 passes for 223 yards and 1 touchdown 
plus running for a touchdown. It could be argued that 
Manning played better than Brady, but the Patriots won the 
game, 31-21. I’m sure that if you asked Manning, he’d say 
that Brady and the Patriots had the better game.

 1. I realize that not all of our readers are familiar with American football, and will try to keep the obscure references to a minimum.
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INTRODUCTION  
Functional verification is one of the most critical steps in the 
IC development cycle. As complexity increases, along with 
the associated cost of fixing late-stage functional defects, 
manufacturers including ST-Ericsson are putting additional 
effort into the up-front verification process. 

As is true in many engineering projects, the most difficult 
step in verification is knowing when you are done. The 
challenge of reaching verification closure stems mostly 
from increasing complexity. Recall that as a general rule 
of thumb, verification cycles rise at some multiple to the 
number of gates in a design, which is enough to give  
one pause in the age of billion-gate designs. Other 
obstacles on the way to closure include new verification 
methodologies and their sometimes-steep learning curves, 
aggressive milestones that sometimes force verification 
teams to truncate their efforts, and the difficulty of reusing 
verification components. 

These issues compel verification engineers to  
use different processes and combine methodologies  
(e.g., static and dynamic) as they attempt to reach 
verification closure. However, the improvisational  
approach leads to its own sort of complexity, both in  
the overall verification environment and the hodgepodge  
of complex databases for storing results and metrics  
from the different verification techniques. 

Any tool aiming to navigate and manage these issue must 
be able to do at least these four things: collect coverage 
information from different verification engines, particularly 
static and dynamic, into a database; leverage automation 
and available computing resources in order to meet time- 
to-market objectives; have a built-in verification environment 
that provides an easy way to debug and analyze the 
coverage and regression results; and give accurate visibility 
on the progress toward coverage closure, a view that also 
helps control the risks. 

Questa Verification Platform provides these and other 
capabilities. The Mentor Graphics tool suite offers  

verification regression management (VRM), electronic 
closure and results analysis. ST-Ericsson recently used  
the tool in two IC verification projects. It proved to be 
effective in helping us to control and steer our progress, 
which I’ll describe below.

MOTIVATION  
ST-Ericsson is a leading developer of wireless 
semiconductors and platforms, and thus makes every 
effort to adopt the latest verification methodologies and 
processes at our engineering sites around the world, 
including in Rabat, Morocco, where I am based. Our goal 
is to continue to mature and deepen our IC development 
processes without compromising time-to-market.  
We need to be efficient and fast. 

RNG and Efuse are two secure ICs that have  
been integrated in the latest ST-Ericsson SOCs. 

RNG is a random number generator processor based  
on continuous analog noise that provides a random  
64-bit value to the host when read. 

Efuse IP contains two main parts. First, secure registers 
control the secure mode and allow for enabling or disabling 
some device functionalities, such as read access to fuse 
values, debug functionalities, test modes, and so on. 
Second, the fuse unit module is accessed through the 
secure registers; a SAFMEMHV macro is used to allow 
software to program the fuses. 

The EFUSE IP plays a central role in the security 
implementation of the chip; RNG IP is part of  
cryptographic system of the SOC. 

Any error on these IPs will affect the security of  
the chip. Thus, both ICs are very sensitive and need  
to be exhaustively verified, a goal we are achieving  
by combining formal and dynamic approaches to build  
the verification environment and using SystemVerilog  
and OVM to develop our testbenches. 

ST-Ericsson Speeds Time to Functional Verification Closure  
with the Questa Verification Platform 
by Rachida El IDRISSI, ST-Ericsson
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Figure 1  IP verification flow used by STE engineers 

FLOW AND PROCESS  
As shown in figure 1, the first step in our verification flow 
was building the verification plan document that clearly 
describes the goals of the verification process, the key 
features and functions that need to be verified and covered, 
and the approaches that are needed to verify a particular 
function. Then we started to construct our verification 
environment based on the priorities features list. This step 
was all about defining which stimuli are needed in which  

 
 
 
sequence, the checkers points and all coverage  
metrics (code, assertions, functional). 

For each functional feature in the verification plan,  
we developed a set of sequences that emulate the  
behavior of our IP and then developed checkers  
(for example, data checkers or behavioral checkers)  
to confirm that the behavior is compliant with the 
requirements defined in the specification.

ST-Ericsson Speeds Time to Functional Verification Closure  
with the Questa Verification Platform 
by Rachida El IDRISSI , ST-Ericsson
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Finally, after checking that standalone tests were working 
correctly, we built our regression test suite to get our 
coverage metric score and control our progress toward  
the verification closure. 

REGRESSION MANAGEMENT CAPABILITIES  
Questa Verification Run Manager (VRM) helps control 
regression progress. Its many capabilities allow verification 
engineers to focus more on checking relevant functionalities 
and concentrate effort where it is needed. 

Questa’s verification management capabilities are built 
upon the Unified Coverage Database (UCDB), which can 
capture coverage data generated by a variety of verification 
tools and processes. 

UCDB allows for mixing coverage items: code coverage, 
static coverage (assertions and formal) and dynamic 
coverage (functional). Thus, using the database results  
in a rich verification history gathered from all the aspects  
of the verification flow, a history that tracks user information 
about individual test runs and also shows how tests 
contribute to coverage objects. 

The GUI interface makes it easy to manage and view 
coverage data from a standalone test or a complete test 
suite. Based on the results, you can start and focus your 
coverage analysis, a task made easier by VRM’s ability 
to address failures identified during regression. Efficient 
analysis keeps a verification project on schedule. 

The tool combines the results of multiple verification runs, 
assisting in the grouping, sorting, triaging and filtering of 
messages from the complete set of regression tests. You 
can add your own filters and prioritize the debug of your 
failures or coverage holes. 

Questa also allows the verification plan document to be 
annotated with nearly any category of metadata, which 
can then be sorted (by engineer, project group, verification 
method, milestone and so on) and tracked. The sorted data 
can be shared in text or HTML reports, making it easier 
to allocate scarce resources and more accurately hit and 
manage deadlines. 

At any point during regression you can pause and generate 
reports and graphs showing development progress, which 
provides an accurate and deterministic evaluation of your 
verification completeness. 

RESULTS  
In our work on the RNG and Efuse ICs we analyzed  
our verification results and measured our progress  
toward closure using VRM capabilities. Among the  
most obvious improvements over our previous method: 
ease of setup, and also ease of debugging and merging  
our coverage database. 

Other benefits included faster convergence to the expected 
level of verification and easy combination of the regression 
management capability with other tools such as Questa 
CDC (clock domain crossing) for metastability check. 

Metastability check has been introduced in our flow  
to detect incorrect behavior of the design that may  
be caused by metastability occurring in signals that  
cross clock domains.

Questa CDC mainly injects the effects of metastability 
into the CDC signals and then, through our checkers, 
we evaluate the effect of those injections. Any firing or 
violations during those injections need to be analyzed to 
determine if they are real problems in the design or false 
alarms due to erroneous constraints or checkers. 

More specifically, the tool includes assertions for detecting 
alignment of transmit and receive clock domains, and also 
changes to the input of a register receiving a clock-domain-
crossing signal. Questa CDC also includes coverage 
monitors for measuring statistics related to metastability 
injection. It accurately models the effects of metastability 
by inverting outputs of registers receiving clock-domain-
crossing signals.

We were able to re-launch the same regression and  
enable metastability injectors to detect issues in the  
design. By updating the input file of the tool and making 
simple changes to some setup files, we enabled the 
injectors during the regression. The results helped us  
verify the robustness of our CDC structures.
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The tool has been tuned to our needs, integrated into an 
in-house framework to provide more automation and ease 
of use for our verification team. The framework captures 
regression test lists while the rest of the regression 
management, integrated coverage closure and failure 
analysis is handled directly using the Questa VM tool suite. 

Figures 2 and 3 show the final results for both ICs. The total 
coverage reached was almost 100%. The goals we missed 
were analyzed and justified in our verification reports. 

SUMMARY  
It is now much easier for ST-Ericsson verification engineers, 
at least those of us using Questa, to gauge our progress. 
At any given time the answer to the question “How close 
are we to coverage closure?” can be made visible to all 
via Questa’s GUI and HTML reports. Questa VRM helps 
avoid wasting time gathering coverage pieces and manually 
tracking what has been covered and by which means. We 
now more easily analyze results, take appropriate actions 
and then re-run our regression suite — all of which speeds 
us toward coverage closure.
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It’s no secret. Silicon development teams are increasingly 
adopting formal verification to complement their verification 
flow in key areas. Formal verification statically analyzes a 
design’s behavior with respect to a given set of properties. 
Traditional formal verification comes in the form of model 
checking which requires hand-coded properties, along with 
design constraints. While there certainly are some design 
groups who continue to be successful with that approach, 
what are getting more widespread adoption in the industry 
are the automatic approaches which require much less 
manual setup. Let’s take a look at the top five applications 
being used across the industry today.

#5. CONNECTIVITY CHECKING 
Today’s SoC designs contain large numbers of design 
IP blocks, interconnected through multiple on-chip bus 
fabrics and point-to-point connections which can number 
in the thousands. The designs also have multiple modes 
of operation which may affect the connectivity and also 
the activation of the design logic. SoCs are typically pin-
constrained and have multi-function I/O pins that are 
conditionally multiplexed to support the high number of 
system functions integrated within the device. There are 
multiple types of connections that must be validated, 
including, but not limited to:

•	 Point-to-point	connections	at	the	same	level	 
of hierarchy

•	 Point-to-point	connections	through	multiple	levels	 
of hierarchy

•	 Conditional	point-to-point	connections
•	 Point-to-point	connections	with	sequential	delay

 
Then there are combinations of the above, such as 
conditional point-to-point with sequential delay. You can see 
where this is going. Using dynamic simulation to validate 
design assemblies is not very efficient. It typically involves 
the time consuming task of developing directed tests to 
toggle all the top level design signals, not to mention the 
tedious debugging process to determine why signal values 
did not transition or propagate as expected.

On the other hand, formal tools can be employed to 
automatically highlight the areas where the expected 
connectivity behaviour doesn’t hold true and they provide 
a much faster route to debug of any problems. A complete 
property set describing the interconnections in the SoC can 
be automatically extracted from a specification that details 
the design assembly requirements, which in most cases is 
already pre-existing, minimizing the effort required.

#4. X-STATE VERIFICATION 
Fundamental differences exist in the way an X-state is 
interpreted in RTL simulation versus how it is treated by 
synthesis. The synthesis interpretation of X as don’t care 
can result in silicon that behaves differently than observed 
in RTL simulation, where X is interpreted as unknown. 
The unknown RTL simulation semantics of X has two oft 
discussed pitfalls: x-pessimism and x-optimism. Of these 
two issues, the latter one is the most worrisome as it can 
mask true design behaviour by blocking the propagation 
of X-states and instead propagating a deterministic value 
through the design, when in reality various possible values 
will be seen in silicon. If the unexplored values cause 
the physical design to malfunction, then x-optimism has 
resulted in a silicon bug.

Simply eliminating all X-states from RTL simulation is 
not practical. Due to power and area constraints, not all 
storage elements in a large design can be reset directly; 
some will be reset indirectly by loading values computed 
from other registers that have been reset. Hence, X-states 
are expected to exist in the design during the initialization 
phase. Moreover, X-states can arise in RTL simulation due 
to a number of other events, such as:

1. Activation of an explicit X-state assignment that was 
intended as a synthesis don’t care and was never 
expected to be exercised

2. Bus driver value conflicts
3. Out of range indexing into an array
4. Arithmetic exceptions

The Top Five Formal Verification Applications   
by Roger Sabbagh, Mentor Graphics
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It’s important, therefore, to verify that:

1. All storage elements which should be initialized (either 
directly or indirectly) have reached a known good state 
after the initialization sequence, and,

2. Storage elements which were initialized correctly 
are not later contaminated by the unknown values in 
uninitialized state elements or those which have arisen 
due to other X-state generating events.

The benefits of a formal approach are two-fold. First, 
formal can automatically pinpoint the sources of X-states 
in the design. Through static analysis of design behavior, 
formal can highlight occurrences of X-states that may have 
otherwise been masked by X-optimism in RTL simulation. 
Second, it can exhaustively and deterministically evaluate 
all possible design behaviors to determine if X-states can be 
propagated to corrupt known values. Properties to check for 
X-state propagation to storage elements or design outputs 
can be generated automatically, making the setup effort for 
this process very minimal.

#3. CODE COVERAGE CLOSURE 
Code coverage is a metric used by the majority of today’s 
project teams with the goal of providing a clear, quantitative, 
objective measure for assessing their progress towards 
completeness. One of the big advantages of code coverage 
is that it is measured automatically. The designers do not 
have to instrument their code with coverage collectors, 
as they are automatically generated in simulation. So, 
coverage results can be obtained with low effort, but, 
interpreting those results and achieving closure is a lengthy 
process that involves a lot of manual intervention. Typically, 
>90% of coverage items in a design are covered in a full 
regression, but it’s the process of analyzing that last ~10% 
which is problematic. Each uncovered point in the code 
must be reviewed to determine if it is safe to ignore or if the 
test environment must be enhanced to cover it, typically 
through writing directed tests.

Due to design reuse, not all IP block modes or functions 
are expected to be covered. In addition certain coding 
styles lead to branches of code that are never expected to 
be traversed. What if a tool could analyze the code under 

expected operating modes and prune out the unreachable 
coverage bins? Enter formal verification. Formal analysis 
can find and report these unreachable goals and improve 
the accuracy of the code coverage metrics. In addition 
it can demonstrate how to hit the reachable ones, and 
in doing, provide a guide for the process of generating 
additional tests to cover them in simulation. As with 
simulation, formal infers the coverage targets automatically 
from the code, so there is very little effort required to set up 
the tool.

#2. AUTOMATIC FORMAL 
Getting back to the concept of model checking mentioned 
earlier – what if the properties for commonly occurring RTL 
functions could be automatically generated? That would 
certainly make it easier to use. Well, that’s precisely what 
automatic formal tools do. They automatically generate 
properties for RTL elements such as registers, FSMs and 
memories. Then, they find a variety of issues such as 
FSM deadlock, counter overflow and out of range memory 
addressing.

Automatic formal tools require little to no set up and can 
bring a lot of value by eliminating design bugs before getting 
the design running in simulation. Simulation debug can be 
very costly in terms of time and engineering resources. By 
filtering out a whole class of bugs that can be found through 
automatic formal analysis before simulation, much time can 
be saved.

#1. CLOCK-DOMAIN CROSSING VERIFICATION 
One of the by-products of the high levels of integration 
associated with today’s complex designs is an ever 
increasing number of asynchronous clocks and a 
burgeoning number of CDC signals. It is not uncommon  
to find designs with hundreds of asynchronous clocks and 
tens of thousands of CDC signals. Unique functional  
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clocking requirements are introduced by virtually each new 
added external interface or internal functional block. Also, 
physical design limitations on the size of balanced clock 
tree and power reduction techniques introduce additional 
asynchronous domains. As data moves through the device 
to and from interface controllers and between functional 
blocks, it must be safely transferred across the clock 
domain boundaries. RTL simulation does not model the 
silicon behaviour of asynchronous clock crossings, so CDC 
signals have to be verified through alternate methods.

CDC verification has thus become a critical step in the 
design process and most design teams have adopted 
automated CDC verification tools to address this 
requirement. Automated CDC tools make it easy to use 
static analysis to perform comprehensive CDC verification. 
They find all the clock domains and clock domain crossing 
signals and check for correct synchronization of those 
signals. The most commonly used synchronization schemes 
are recognized by the tools in an attempt to report only true 
metastability issues due to missing synchronizers. They 
also alert the designer to occurrences of common structural 
synchronization issues with the existing synchronizers, 
such as glitch generating combinational logic that drives a 
synchronizer input. Finally, they also report more complex 
CDC issues such as redundant synchronization and 
divergence/reconvergence of synchronizer signals.

Very commonly, there are many IP block design teams 
that contribute to the chip-level design. For the chip team 
to review and resolve all the block level CDC issues from 
the various IP blocks would be very time consuming and 
impractical. Hence, a partitioned approach to top level 

CDC verification is often employed. With a partitioned 
methodology, CDC analysis is performed piece-wise, in 
a bottom-up fashion. The design team that owns each IP 
block is tasked with running CDC analysis on their logic, 
refining the constraints, fixing any CDC issues internal to 
the block and creating the waivers. The tools also generate 
abstract, block-level CDC models for use at the top level. 
This takes the intra-block CDC path verification off the table 
for the chip level integration team, allowing them to focus 
strictly on the inter-block asynchronous signals.

Due to their automated nature CDC tools are easy to use. 
They also accept SDC timing constraints to define the 
relationship between clocks and the clock domain of I/O 
ports, making it even easier to get results.

That completes our top 5 list of formal verification 
applications in use in the industry today. In future articles, 
we will explore each of these methods further, including 
some results from their application on real world designs.



12

Developing a SoC is a risky business in terms of getting 
it right considering the technical complexity involved, 
managing the mixture of hardware and software design 
disciplines, and finding an optimal trade-off between 
design performance and power. One way to reduce  
these risks is to use a design and verification flow that  
is scalable enough to handle the complexity and is  
flexible enough to explore architectural alternatives  
early in the design cycle before implementation starts.

Mentor’s System Design and Verification flow 
encapsulates a range of design and verification 
disciplines such as: embedded software; SystemC  
platform design and validation tools; and HDL simulation 
tools that can be used in various combinations using 
common interfaces. The flow originally came out of 
pilot work for the TSMC ESL reference flow and has 
since matured into a methodology that allows Mentor’s 
Sourcery™ CodeBench, the Vista™ ESL platform,  
and the Questa® platform to be used together.

One way to view the flow is to consider it as a three step 
process , with each step meeting its own set of objectives, 
but where each step can be used sequentially, concurrently, 
and iteratively until all design and verification objectives  
are met.

•	 Step	1	–	ESL	Platform	Design	and	Verification
•	 Step	2	–	RTL	Design	and	Verification	 

Using ESL Reference Model
•	 Step	3	–	Hybrid	Verification	of	RTL	 

in ESL Platform Environment
 

ESL PLATFORM DESIGN AND VERIFICATION 
One of the immutable laws of design is that it is easier and 
less costly to make corrections to a project early on in its 
life than later. For instance, the cost of changing a sentence 
in a specification at the system modeling stage is a few 
minutes of engineering time; whereas making the same 
change post-silicon could involve a respin or a product  
 

Figure 1. Mentor’s System Design and Verification flow. 
 
 
recall — with all the associated complexity, economic costs, 
and business impacts that are massive by comparison. 

The ESL Platform Design and Verification step reduces 
the risk of having to make painful design changes during 
the later implementation phase, due to misinterpretation of 
the design requirements or flawed architectural decisions. 
It increases predictability during the downstream design 
phase and increases productivity during the RTL design 
and verification phase. 

The Mentor System Design and Verification flow uses 
Vista for building the ESL Design and Verification platform. 
This platform is used for developing and verifying that the 
system-level requirements of a SoC design are met early in 
the development cycle, so that project risk can be brought 
under control.

Vista allows SystemC models to be developed into a 
library of transaction level models (TLMs). Raw C/C++ 
algorithmic code, or an abstract SystemC model, can be 
imported and wrapped in a layer of TLM 2.0 interfaces 
that allow it to be integrated with other models. The TLMs 
support both loosely timed (LT) modeling, which is used 
for fast untimed functional simulation, and approximately 
timed (AT) modeling, which is used for the analysis of 
system performance and power consumption. The values 
for the timing and power parameters used in AT modeling 

Three Steps to Unified SoC Design and Verification 
by Shabtay Matalon and Mark Peryer, Mentor Graphics 
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are entered and updated as “policies” through the Vista 
GUI, and the AT portion of the TLM code is produced 
automatically. Similarly, the key attributes of the TLM 
interface are captured, and the TLM 2.0 interface code 
is automatically created. Once produced, the individual 
models become library components that can be assembled 
into a system-level TLM platform using Vista’s block 
diagram editor that automatically generates the entire  
ESL representation of the SoC design.

 

Figure 2. ESL TLM Platform

 
Vista comes with a library of pre-packaged 
system-level components that includes 
instruction set simulation (ISS) models 
of leading edge processors capable of 
running the same software that would 
run on the final SoC device. The level of 
abstraction of the TLM platform allows 
it to boot an operating system, such 
as embedded Linux, in a few seconds 
in LT mode. This means that it is now 
practical to develop embedded software 
applications using the platform as a fast 
virtual model of the final device. This 
allows the hardware-software interfaces  

of the system to be proven early in the  
development cycle, and for the impact of specification 
updates to be rapidly assessed, removing considerable 
project risk, uncertainty, and cost. Using the Sourcery 
CodeBench IDE connected to the Vista ISS TLM models, 
the user can debug software in conjunction with the TLM 
platform code within Vista’s comprehensive SystemC/
TLM2.0 debug environment.

Vista also provides performance and power analysis tools 
which allow the system to be validated against its power and 
performance requirements. A system-level scenario can 
be simulated in AT mode within Vista, and the transactional 
latencies and throughputs on different interfaces can be 
viewed and analyzed. Power profiles that provide peak and 
average power for each TLM and the entire system can be 
viewed on Vista power plots. This enables performance 
bottle-necks to be identified and corrected and for power-
performance trade-offs to be made at the architectural 
level. This is one aspect of system design which has to 
be done early, since it is very difficult or costly to make 
corrections in the down-stream implementation if a gross 
architectural error is made at the system level. It also sets 
the functional behavior, timing, and power constraints that 
drive the subsequent RTL design and verification steps. 
 
Figure 3. Power consumption in AT simulation mode.
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Once the system-level design process has reached a 
suitable level of maturity, the RTL part of the SoC design 
can start using, as a reference, the design intent captured in 
the system-level model.

RTL DESIGN AND VERIFICATION  
USING AN ESL REFERENCE MODEL 
Most of the design content in an SoC is design IP that has 
already seen use in another design. This should mean that 
there is less risk associated with using it and that there is 
associated verification IP immediately available. However, 
there are times when a block needs to be designed from 
scratch or modified to meet new requirements, in which 
case the Mentor flow makes it straight-forward to use a 
SystemC TLM as a reference model of the block in a UVM 
testbench. This is done using the UVM Connect package.

UVM Connect is one of the enabling technologies 
developed for the Mentor System Design and Verification 
flow, and it enables transactions to be passed between 
a SystemC TLM model and a SystemVerilog/UVM TLM 
model. The package is open source and uses native C++ 
and SystemVerilog code to allow the user to connect TLM 
sockets across the language barrier. Once the connections 
are made, transactions can be sent in either direction 
between models implemented in the different languages, 
using the normal TLM API. Most SystemC TLM models are 
implemented with TLM 2.0 socket interfaces that use the 
generic payload transaction defined in the SystemC IEEE 
1666™-2011 standard. Using UVM Connect, these can be 
directly connected to UVM TLM 2.0 sockets. UVM Connect 
also supports other types of transactions and the various  
TLM 1.0 ports, exports, and analysis ports and exports.

The verification of an RTL block-level design has to be 
comprehensive to ensure that it has the right level of quality 
before it is integrated with the rest of the SoC. Often, the 
block will be developed as a design IP with unknown future 
applications, requiring the verification to be even more 
stringent. Using SystemVerilog and the UVM, a testbench 
can usually be architected and constructed rapidly from 
existing verification IP and some custom components. 
Having a SystemC functional model of the block available 
can help with testbench development by allowing the 
testbench and the test stimulus to be developed before the  
RTL is available and by providing a reference model against 
which the RTL behavior can be compared when the RTL 
becomes available.

JUMP-STARTING UVM TESTBENCH DEVELOPMENT 
A UVM testbench is interface centric; that is to say, at its 
core is a set of verification components, called agents, 
whose purpose is to drive the various signal-level interfaces 
on the RTL DUT. UVM stimulus generation is abstracted 
and layered on top of the agents. At the lowest layer, 
transactions are sent to drivers embedded within the 
agents to be converted to signal-level activity on the RTL 
DUT interfaces. A TLM platform SystemC model can be 
substituted for the RTL DUT, either by introducing proxy 
agents that take the UVM stimulus transactions and send 
them to the SystemC model or, as is the case with the 
Questa VIP library, using the agent in TLM mode.

  

Figure 4. A UVM testbench using a SystemC  

reference model as the DUT.
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The SystemC model of the DUT will have an equivalent set 
of interfaces to the RTL signal-level interfaces, except that 
they will be implemented using TLM. In most cases, these 
will be TLM 2.0 generic payload interfaces which can  

Figure 5. Converting UVM APB 

sequence_items into TLM 2.0 

generic payload transactions. 
 
 
 
be connected to UVM TLM 2.0 
initiator or target sockets, using 
UVM Connect. The code example 
shown in Figure 5 illustrates how 
a proxy agent is put in place to 
convert UVM APB sequence_items 
into TLM 2.0 generic payload 
transactions that are then sent  
to the SystemC model via an 
initiator socket.

The analysis side of the testbench, 
such as scoreboards and functional 
coverage monitors, can be 
constructed on top of the proxy or 
TLM agents, since the interfaces 
are transactional. This means that 
development of the testbench and 
test cases can get underway before 
the RTL is available. When the  
RTL is available, the testbench  
can be reconfigured so that the 
RTL is driven directly without 
having to change the stimulus  
or the analysis components. 

The TLM abstractions used in the 
SystemC model will mean that it 
simulates faster than the RTL, this 
means that even when the RTL is 
available, it may be useful to use 
the SystemC configuration of the 
testbench to develop and debug 
stimulus before applying it to  
the RTL.

USING A SYSTEMC  
TLM AS A REFERENCE MODEL 
One goal of the Mentor System Design and Verification flow 
is to ensure that all components have a consistent definition  

// APB Proxy driver:
// Extends apb_driver, can be substituted using UVM factory override

class apb_proxy_driver extends apb_driver;
// TLM 2.0 Initiator Socket for SV-SC Link:
uvm_tlm_b_initiator_socket #(uvm_tlm_generic_payload) apb_initiator_skt;

function void build_phase(uvm_phase phase);
  apb_initiator_skt = new(“apb_initiator_skt”, this);
endfunction: build_phase

// UVM Connect to SystemC
function void connect_phase(uvm_phase phase);
  uvmc_tlm #(uvm_tlm_generic_payload)::connect(apb_initiator_skt, “apb_t_skt”);
endfunction: connect_phase

task run_phase(uvm_phase phase);
  uvm_tlm_generic_payload gp = new(“gp”);
  uvm_tlm_time delay = new;
  apb_seq_item apb_req;
  byte unsigned apb_data[];

  forever begin
    seq_item_port.get_next_item(apb_req);
    // Convert APB request to generic payload:
    gp.set_address(apb.addr);
    if(apb.we == 1) begin
      apb_data = ‘{apb_req.wr_data[7:0], apb_req.wr_data[15:8]};
      gp.set_data(apb_data);
      gp.set_write();
    end
    else begin
      gp.set_read();
    end
    // Send transaction to SystemC Model via initiator socket:
    apb_initiator_skt.b_transport(gp, delay);
    if(apb.we == 0) begin // Collect read data
      gp.get_data(apb_data);
      apb_req.rd_data = {apb_data[1], apb_data[0]};
    end

    seq_item_port.item_done();
  end
endtask: run_phase
endclass: apb_proxy_driver
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Figure 6. Using a SystemC TLM as a reference model. 
 
by comparing them against a reference. The SystemC 
model used and validated in the TLM platform design is 
reused as a reference model in the UVM RTL testbench to 
achieve this consistency. The TLM model is used as a sub-
component within the UVM scoreboard for the RTL DUT, 
making use of the UVM Connect package to send input 
transactions to the reference model and receive response 
transactions back from it to compare against the behavior of 
the RTL DUT. This principle is illustrated in Figure 6.

Using the SystemC reference model will also ensure 
consistency with the TLM platform, so that software 
being developed on that platform should run unchanged 
with the end product of the RTL development. Having a 
ready-made reference model makes a dramatic difference 
to the development effort involved in putting together a 
scoreboard for even a moderately complex RTL DUT.

There will be some minor differences between the RTL 
and the SystemC TLM. These will come about because of 
abstractions and timing simplifications, but designing the 
scoreboard as a transactional component allows these 
differences to be easily reconciled.

 

 

HYBRID VERIFICATION OF RTL  
IN AN ESL PLATFORM ENVIRONMENT 
Although the TLM platform design and the RTL verification 
process have both used the same SystemC TLM as 
a reference model to ensure behavioral and interface 
consistency, there is still a need to close the loop and to 
ensure that there are no system-level interactions that may 
have been overlooked in the definition process. To mitigate 
this risk, the Mentor System Design and Verification flow 
allows RTL blocks or sub-systems to be verified within the 
context of the ESL TLM platform.

Again, TLM interfaces are used to make the connections 
between the RTL and the TLM platform using UVM 
Connect. The hardware design is wrapped with a thin 
adaptation layer which converts the transactions from the 
TLM platform into signal-level activity and vice versa.

Software based scenarios can be run on the TLM platform 
so that the hardware-software interface can be double 
checked at the logical level. This type of environment allows 
any abstraction or interpretation assumptions about timing  
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behavior to be identified and tracked down. It also allows 
system-level assumptions about the behavior of the RTL  
to be validated.

If a problem is identified, it can be quickly analyzed at 
either the platform-level by reconfiguring the TLM platform 
to include the TLM representation of the RTL, or at the 
RTL level using the UVM environment. Once the issue 
is corrected, the platform-level configuration can be 
reconfigured.

CONCLUSION 
The Mentor System Design and Verification flow reduces 
project risk, increases predictability, and improves 
verification productivity by allowing important system-level 
behavior, performance, and power to be validated early; 
allowing software to be developed in parallel with the 
hardware design; and enabling a consistent flow between 
SystemC and SystemVerilog/UVM using TLM 2.0 and UVM 
Connect as the enabling technology. Using software-driven 

verification of RTL at the block and subsystem levels allows 
early development and validation of drivers with the RTL. 
Although described here as a three step process, these 
steps are frequently overlapping and allow for an iterative 
process among the three main steps to resolve platform-
level issues. 

The Mentor System Design and Verification flow is available 
now, ready for deployment to Mentor customers.
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Power management is a critical aspect of chip design 
today. This is especially true for chips designed for portable 
consumer electronics applications such as cell phones 
and laptop computers, but even non-portable systems are 
increasingly optimizing power usage to minimize operation 
costs and infrastructure requirements. Power management 
requirements must be considered right from the beginning, 
and the design and implementation of power management 
must occur throughout the flow, from early RTL design 
on through physical implementation. Verification of the 
power management logic is also essential, to ensure that a 
device operates correctly even when the power to various 
subsystems or components is turned off or varied to 
optimally meet operating requirements.

Hardware description languages such as Verilog, VHDL, 
and SystemVerilog focus on functionality and timing. 
They were not designed to enable specification of power 
management. In fact, hardware description languages 
basically assume that power is always on, and that all parts 
of a system operate concurrently at all times. So trying to 
represent power management concepts using a hardware 
description language doesn’t work.

This is where IEEE Standard 1801, the Unified Power 
Format (UPF) comes into play. UPF gives designers a 
way of specifying how power to a chip can be managed 
in a given implementation. The specification is separate 
from the HDL source, so that the HDL can be reused 
in different contexts with different power management 
requirements. This also allows for experimentation 
regarding power management approaches without having 
to modify the golden RTL. And since UPF can be used by 
both verification tools and implementation tools, a power 
management specification written in UPF can be used 
throughout the flow, from early RTL verification through 
synthesis, test insertion, and place & route, as the RTL 
code is transformed to a Gate Level netlist and is further 
modified during backend implementation.

UPF is no longer new; the standard was first published in 
2007. Since then, several versions of the UPF standard 
have been developed, as UPF has evolved to support 
increasing requirements for power management and a 
better understanding of the challenges and methodologies 
involved. The latest version of the standard is in the final 
stages of development and should be out early in 2013. 
This article gives a high level overview of the concepts and 
capabilities that UPF provides and how those concepts and 
capabilities have evolved over the past few years. It also 
gives a preview of what is coming in the next version of 
UPF.

BACKGROUND 
A few years and several technology generations ago, 
power management required little more than turning off the 
clock of a functional unit when it did not need to operate. 
In those days, most of the power used by a system was 
consumed by the clock tree, and gating the clocks for 
unused blocks produced significant power savings. But as 
device technology generations became smaller and smaller, 
and especially at technology nodes lower than 65 nm, static 
leakage has become the dominant factor in energy loss. 
While we still need to do clock gating to manage power, in 
today’s chips we also need to do power gating and other 
types of power control as well in order to minimize static 
leakage. 

Power gating requires that a design be partitioned into 
groups of cells, called power domains, that have the same 
power requirements, so they can all be powered by the 
same power supply. A chip may have many different power 
domains, each with its own power supply. When a given 
power domain is not required, the clock for that power 
domain can be turned off, and its power supply can be 
turned off as well. 

If the state of the power domain needs to be saved while 
it is powered down, retention registers can be inserted in 
place of normal registers. These retention registers allow 
information that cannot be recomputed easily or quickly  
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to be saved and restored when the domain is powered up 
again. To ensure that state is saved properly before power 
down and restored properly before power up, an appropriate 
sequence of power control signals must be used when 
powering down a domain and powering it up again later.

Turning off a power domain minimizes static leakage, but 
it also creates another problem: the outputs of the domain 
may float to unpredictable values, which could cause 
unexpected changes on inputs to other domains that are 
still powered on. To address this, isolation cells are inserted 
at power domain boundaries, so that when the driving 
domain is powered down, an isolation cell can “clamp” the 
domain’s no-longer-driven output to a known value that will 
not adversely affect any downstream power domain. 

Static leakage can also be reduced by reducing voltage for 
a given power domain without actually turning off the power 
supply. Low voltage states can be used for state retention if 
care is taken to ensure that the inputs to a domain in such a 
low voltage state do not toggle. This is another application 
for isolation cells, in this case on the inputs to the domain 
rather than the outputs. 

Since voltage level also affects performance, a chip may 
be designed to use different voltages in different domains, 
depending upon respective performance requirements, or 
may be designed to change the voltage in a given domain 
as performance requirements vary over time. This creates 
a need for translating signals from one voltage to another, 
as the output of one domain at a given voltage level goes to 
the input of another domain at another voltage level. Power 
management cells called level shifters are inserted to do 
this translation.

All of the above structures are involved in managing 
changes in the power supplied to different parts of the chip. 
The chip also needs structures for providing and distributing 
power to each of the power domains. Power supply 
networks are ultimately built in the physical implementation 
of the chip via cell abutment and various techniques  
 

for power switching. For early verification, the power 
distribution network can be modeled as a set of supply 
ports, supply nets, and abstract power switches that rout 
power from the top-level interface of the chip down to each 
power domain.

UPF 1.0 
The first version of UPF was developed by Accellera, 
based upon power aware simulation technology donated 
by Mentor Graphics. Based on Tcl, this standard 
provided commands for defining the power management 
structures required for a given design, to enable power 
aware verification and to drive power management 
implementation. For example, the UPF 1.0 commands for 
creating a power domain and creating the supply network 
for a power domain look like this:

To define a power domain:

  create_power_domain <domain> 
    -elements {<instances>}
  set_domain_supply_net <domain> 
    -primary_power_net -primary_ground_net
To define the supply network:
  create_supply_port <portname> 
    -domain -direction
  create_supply_net <netname> 
    -domain 
  create_power_switch <switchname> 
    -input_supply_port -output_supply_port 
    -control_port

UPF 1.0 introduced the notion of strategies for adding 
isolation, retention, and level shifting features to a design 
under power management. Each strategy defines a rule 
for inserting isolation or level shifting for a given port on 
the boundary of a power domain, or for inserting retention 
registers in place of normal registers within a power domain. 
For isolation and retention, which require control signals to 
enable, additional commands were provided to allow  
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the user to specify those control signals. Following are the 
commands and primary options used for defining such 
strategies:

To add isolation at domain boundaries:

  set_isolation <strategy name> -domain 
    -elements –clamp_value
  set_isolation_control <strategy name> -domain 
    -isolation_signal -isolation_sense
To add retention within a domain:
  set_retention <strategy name> -domain 
    -elements
  set_retention_control <strategy name> 
    -domain –save_signal –restore_signal
To add level shifting at domain boundaries:
  set_level_shifter <strategy name> -domain 
    -elements –threshold

Additional options provided more details about exactly 
where isolation, retention, and level shifting cells were to 
be inserted, how they should be powered, and where they 
should be placed in the design.

UPF 1.0 focused on individual supply nets and their on/off 
states. This approach had some limitations, largely because 
it did not reflect the fact that supply nets come in pairs – 
power and ground. Also, UPF 1.0 had built-in semantics 
for how signals should be corrupted when a power domain 
is turned off. Although UPF 1.0 did allow a power intent 
specification to be partitioned into multiple files, it had 
limited support for hierarchical composition of power intent 
specifications, which made it more difficult to use for large-
scale SoC designs. Nonetheless, UPF 1.0 has been used 
successfully for many designs in the past five years, and 
until recently most users were still using low power design 
and verification flows based on the UPF 1.0 standard.

UPF 2.0 
The second version of UPF was developed in the IEEE. 
Based upon Accellera UPF 1.0, IEEE Std 1801 UPF adds 
new concepts and new features to enable much more 
flexible specification, verification, and implementation of 
power aware designs. The second version was approved by 
the IEEE in March 2009.

UPF 2.0 defines the concept of supply sets, which are a 
collection of supply nets that provide a complete power 
supply. These include the power and ground supplies as 
well as optional bias supplies that may be used to provide 
more precise control over the power used by the transistors 
in a given cell. 

Supply sets provide two major advantages. First, they 
greatly simplify modeling of the supply distribution network. 
Instead of creating and connecting all of the individual 
supply ports and nets, a user can more easily create a 
supply set and share it among multiple power domains or 
power management cells. Second, they allow the user to 
define exactly how a given power domain’s cells respond to 
a particular change in the power supplied to that domain. As 
a result, UPF 2.0 is able to model not only on/off states, but 
also various bias states that reflect different intermediate 
levels of corruption—and all of this is under the user’s 
control. This enables use of UPF to model a variety of 
more sophisticated power management structures and 
techniques used in today’s designs.

Another new concept in UPF 2.0 is the notion of successive 
refinement of UPF power intent specifications. This concept 
stems from the fact that power-related information about 
the design may be developed incrementally over time, by 
different people, just like the design itself. IP blocks may 
have power management constraints defined for them, 
such as the isolation clamp value for each input port, if 
this IP block is used in a system in which the drivers of 
those inputs can be powered down. In contrast, information 
about where isolation will actually be inserted, how it will be 
controlled, and how it will be powered may not be available 
until the IP block is actually instantiated in a larger system. 
In UPF 2.0, commands such as create_power_domain, 
set_isolation, etc. have been extended to allow power 
intent information for a given power domain to be specified 
incrementally, so that a complete power intent specification 
can be composed from information provided by both 
block designers and system designers. This supports a 
hierarchical composition methodology that greatly facilitates 
use of UPF 2.0 in the context of complex systems.
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One of the most substantial additions to UPF 2.0 is the 
command add_power_state, which allows the user to 
define power states for supply sets and power domains. 
This command replaces the UPF 1.0 power state 
table commands, which provided a very simple way 
of representing the possible power states of a system. 
With add_power_state, successive refinement and 
hierarchical composition can now be used to build up a 
complete model of the power states of a system, and the 
simulation semantics for each power state can be defined 
independently. 

Adoption of UPF 2.0 did not occur widely at first due to 
limited support for it in EDA tools. However, in the past year, 
most users have been at least looking into moving up to 
UPF 2.0, and some are moving rapidly to adopt these new 
features. The adoption rate will almost certainly increase as 
EDA vendors complete their support for UPF 2.0 features.

UPF 2.1 
For the past several years, the IEEE P1801 working group 
has been developing the next version of the UPF standard. 
The working group now includes all major EDA vendors 
and a large number of UPF users, representing quite a 
cross-section of the industry. In fact, the UPF working group 
has the broadest user participation of any EDA standard 
ever developed by the IEEE, which says a lot about the 
importance of low power design in the industry today.

Although many users are just beginning to adopt UPF 
2.0, the working group continues to focus on refining and 
improving the standard. For UPF 2.1, the working group’s 
goals have been primarily to clarify and correct any 
ambiguities or problems with the existing UPF 2.0 definition, 
and to make minor enhancements to improve usability of 
the standard. This includes deprecation of some of the older 
UPF 1.0 commands that have been replaced with better 
commands in UPF 2.0, as well as a lot of work on definitions 
and presentation of concepts to make the intended meaning 
and usage of UPF commands more clear to users.

UPF 2.1 will also contain a few significant enhancements. 
One of these is definition of the concept of supply net 
and supply set equivalence, which will enable simpler 
and more flexible specification of power intent based on 
electrical and functional equivalence of supplies instead of 
strict equivalence by name. Related areas of improvement 
include clarifications regarding the semantics of buffer 
(repeater) insertion, isolation and level shifting insertion, 
retention register structures and controls, and guidance 
regarding the use of add_power_state for modeling 
system power states. New commands for modeling power 
management cells have also been added.

The UPF 2.1 definition is almost completed at this point. It 
is expected to go into ballot for industry approval in October 
2012. IEEE approval is expected to occur in March 2013, 
with publication to follow shortly thereafter.

SUMMARY 
Low power design is here to stay—it is a critical aspect of 
every chip design today. IEEE Standard 1801 UPF is the 
notation that enables low power design and verification in 
the context of a conventional HDL-based design flow. And 
just as design and implementation techniques continue to 
evolve over time, UPF is also continuing to improve over 
time, to meet the needs of design and verification engineers 
concerned with power management.

UPF is supported today by many of Mentor Graphics’ 
products, including Questa Power Aware Simulation 
(PASim), Olympus, Veloce, Tessent, and Calibre. If you 
are interested in how these tools support and make use of 
UPF power intent specifications, contact the corresponding 
product managers for more information.
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Nearly all of today’s chips contain Analog/Mixed-Signal 
circuits. Although these often constitute only 25% of the 
total die, they may be 100% of the product differentiation 
and also, unfortunately, 80% of the problems in actually 
getting the chip to market in a cost effective and timely 
way. With growing complexity and shrinking time-to-
market Mixed-Signal verification is becoming an enormous 
challenge for designers, and improving Mixed-Signal 
verification performance and quality is critical for today’s 
complex designs.

The challenges in mixed-signal verification stem from two 
opposing forces, time-to-market constraints and shrinking 
process technologies.

 

Time-to-market constraints:
•	 Force	a	move	to	higher	levels	of	abstraction	to	cope	

with the added complexity in design
•	 Can	already	be	seen	in	digital	design,	where	cell	

based design is rapidly moving to Intellectual 
Property, reuse-based, or block-based design 
methodologies

Shrinking process technologies: 
•	 Because	of	the	increasing	significance	of	electrical	

and physical effects, there has been a need to verify 
at increasing levels of detail

•	 Signal	integrity,	electro-migration,	and	power	analysis	
are now adding severe complications to design 
methodologies already stressed by the increasing 
device count

CHALLENGES IN ANALOG/ 
MIXED-SIGNAL VERIFICATION 

Analog in Digital Verification World  
Analog circuits are particularly sensitive to variability, which 
has a dramatic effect on parametric yield loss. While SoCs 
remain primarily digital, analog design and verification plus 
verification at the analog/digital boundary eats up more than 
75% of the resources.

More Analog - Less Productivity 

Improving Analog/Mixed-Signal Verification Productivity  
by Ahmed Eisawy, Mentor Graphics
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The combination of growing AMS design size and 
complexity with the variability introduced at advanced 
process nodes threatens mixed-signal chip yield, 
performance, and longevity. What formerly were second 
order electrical effects, today are first order and account 
for yield loss or chip failures. Parametric yield is a critical 
business issue at 65nm and below.

So for those who are brave enough to develop AMS SoCs, 
it all comes down to three important questions:

1. Will the first silicon be functional?
2. Will it be robust, i.e. fully meet the specs?

o Does your full chip fully meet the specs?  
What’s your tape-out confidence?

3. Will it be reliable, i.e. will it still work 5 years from now?
o So your IC is functional, the yield is great,  

does it work in Alaska and in the Sahara?
o Some reliability issues are becoming critical  

from 65nm and below We don’t bring a lot to  
any of the below, like:
•	 Electro	Migration
•	 Time	Dependent	Dielectric	Breakdown
•	 Negative	Bias	Temperature	Instability
•	 Hot	Carrier	Injection

APPROACHES 
The overall chosen methodology will dictate much of your 
AMS design and verification success and the EDA tools you 
should use.

Design Methodology

Which design methodology to choose: 
“Bottom-Up Flow” or “Top-Down Flow”? 
A successful design environment strategy is to build 
advanced, high quality products based on a system 
platform architecture that effectively incorporates leading-
edge hardware and software algorithms as well as core 
technology. This strategy provides integration density, 
performance, and packaging advantages and enables 
product differentiation in features, functions, size,  

and cost. In most cases, to fully exploit these opportunities,  
this strategy requires a transition from a serial or bottom-up 
product development approach to top-down design.

The bottom-up design approach does have some 
advantages including focusing on the initial product delivery 
and allowing work to begin immediately on critical portions 
of the system. With this approach, however, system-level 
design errors do not surface until late in the design cycle 
and may require costly design iterations. Furthermore, 
while related products can reuse lower-level components, 
they cannot leverage any system-level similarities in 
design architecture, intellectual property, or verification 
environment. Even though Bottom-up still uses the notion of 
design reuse within the same technology node and across 
other nodes, migration at this point would be the hurdle. 
Nevertheless, reuse may not be optimum since a new 
system may need a new architecture of blocks that may be 
different from the original design.

The top-down design approach results in higher confidence 
that the completed design will meet the original schedule 
and system specifications. The design team can reuse and 
re-verify alternative designs, packages, or implementations 
without having to rebuild a new context or infrastructure. 
With this approach, however, a system-level description 
is needed which involves knowledge of the system and 
system-level descriptive language(s) or tool(s).
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DESIGN TOPOLOGY

Which design topology to choose:  
Analog-Centric or Digital-Centric? 
Design topology tries to answer the first basic design 
question: Will the first Silicon be functional?

In an analog-centric case, the design is mostly analog with 
growing circuit complexity and blocks size which impacts 
the simulation performance that is not practical any more. 
Therefore, there is a need to improve the simulation speed 
and/or design capacity for architecture exploration, design 
corner validation or regression testing.

The typical environment used in these cases, is the 
schematic-driven environment where the design entry point 
is a schematic that then netlisted into either SPICE or HDL-
AMS language that drives the mixed-signal simulations.

In a digital-centric case, the design is mostly digital with a 
meaningful amount of analog content and/or behavior which 
impacts the results accuracy. Therefore, there is a need to 
improve the simulation accuracy for analog blocks.

 

Mixed-Signal-on-Top Topology 
When the size of the analog content becomes significant 
– in an analog-centric flow or a digital-centric flow – then 
the verification performance will be seriously impacted. 
Relying only on faster analog solvers to solve the analog 
content won’t help too much. However, using mixed-signal 
languages (VHDL-AMS and/or Verilog-AMS) would be an 
interesting alternative to help alleviate this bottleneck.

Using a combination of Fast-SPICE/Faster-SPICE with 
HDL and HDL-AMS languages would be an interesting 

alternative (shown at the top of the 
following page), by keeping as much 
digital content as possible in HDL 
and partition “dubious” digital & 
analog to a smart Fast-SPICE engine 
– if accuracy criteria can be loosened 
(if not, then a Faster-SPICE engine 
might be a better option) followed by 
some manual partitioning if needed.

 The HDL-AMS languages can be 
used to model the analog blocks by abstracting the effects 
that are not needed in a given design phase. In an analog-
centric flow, these languages can even do a better job 
representing the entire design hierarchy by translating the 
schematic views into a netlist that drives the simulation, 
as opposed to using SPICE as the translating language, 
typically used in analog-centric flows. This alternative could 
potentially improve the performance as well as the capacity 
in the simulation (see illustration on the opposite page).

 The AMS language could be 
VHDL-AMS or Verilog-AMS. 
Either language can support a 
vastly dominant analog content or 
a vastly dominant digital content, 
depending on the modeling 
needs, while keeping the digital, 
custom logic and/or embedded 
memory modeled with VHDL/
Verilog languages. Additionally, 

AMS models can be used for repetitive and/or high-
frequency blocks.
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The pros/cons of this approach:

4 Abstraction improves performance  
by reducing the SPICE matrix 

4  Allows staying in the analog world  
or in the digital world

4 Wide Analog modeling scope
•	 Easy	connection	to	the	external	world
•	 Selected	Analog	effects	can	be	displayed	 

with fidelity appropriate to the problem

× Requires AMS modeling expertise
•	 Relatively	long	learning	curve
•	 Accuracy	ranges	from	“Really	Bad”	to	“Excellent”

× Model calibration versus transistor always  
a problem — critical issue in verification context

× The important question is, did I model the right  
analog effects or not?

MODELING 
In order to optimize the performance/accuracy tradeoff, 
different parts of the chip can be simulated by a different 
technology (as shown in the image to the right). For 
instance, digital blocks, which don’t require high accuracy, 
can be simulated in digital or System-Level languages to 

speed up the performance. Chip 
may also contain IP from another 
company, which is described in 
AMS language. Analog blocks 
can be simulated by SPICE or 
Fast-SPICE engine for higher 
accuracy.

The choice of language for the 
top-level is as essential as the 
choice made for each block. 

Moreover, the choice of language for each 
block will impact the interactions between the 
various blocks, and hence, the requirements 
on setting-up these blocks. However, the 
language choice(s) can be overwritten at 
various design stages based on the needs, 
by using design reconfiguration schemes, or 
even Checkerboard verification.

Top-level language  
and testbench language 

 There is a wide range of languages that can be used for 
the top-level and the language used at the top-level is set 
by the design topology.

For example, when SPICE is used as the top-level 
language, the design topology is then called “SPICE-on-
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Top” design. This topology is most commonly used in 
schematic driven environments because historically, SPICE 
was the netlist representation of an Analog schematic. 
However, with current Analog-centric approaches, when 
mixed-signal designs increase in size and complexity 
SPICE is no longer a good option to use. Instead HDL-
AMS languages should be used to substantially improve 
performance. In this situation, Verilog-AMS is becoming 
a common language with its benefit of a highly structured 
syntax.

Similarly, when SystemVerilog is used as the top-
level language, the design topology is then called 
“SystemVerilog-on-Top” design. This topology, along with 
VHDL & Verilog, is the most commonly used in digital-
centric Environments. SystemVerilog is being used in OVM/
UVM setups to build complex testbenches and manage 
the DUT efficiently. Many extensions to SystemVerilog to 
address this area are being investigated and implemented.

Extending top-level languages  
to lower-levels of the hierarchy 
Each language has its merits and demerits when used 
to model sub-systems or blocks in a typical design – In 
some cases, language choice is a designer preference. 
Other times, the environment restricts the user to specific 
language(s) supported by the downstream tools. Switching 
between languages will increase the complexity of Interface 
Elements inserted at the Analog/Digital boundary as well as 
data compilation step (prior to simulation). 

If the designer believes that he will need to reconfigure 
parts of the chip based on the design cycle or verification 
purposes then planning for this reconfiguration step is 
important.

Design Reconfiguration 
Design reconfiguration means switching languages to use 
different representations for different blocks. These different 
representations will involve some sort of abstraction to 
help boost the verification performance. With abstraction, 
the designer could choose to “mask”, “hide”, or “suppress” 
some of the block effects to simplify the 
model. Simplification of the model leads 
directly to performance gains.

An important aspect of this process is to 
maintain good testing coverage to ensure all 

blocks are tested. However, this is where it gets tricky since 
you need to test one part of the chip in one test but not the 
others. How to do that? Well, Checkerboarding could help!

Checkerboard Verification 
In space, testbenches, Corners and Configurations would 
constitute the three axes. Checkerboarding would be the 

plane bounded by testbenches and configurations

 Checkerboard Verification allows the following:

•	 Systematic	divide-and-conquer
•	 Virtual	SPICE	accuracy	with	improved	performance
•	 Independent	tests	means	parallel	execution	 

and less waiting

Separating verification code  
from design code 
Separating the verification code from the design code  
helps keep the design clean from any unnecessary 
alterations. The separation can be done by a combi- 
nation of SystemVerilog binding and Net Spy tasks. 

SystemVerilog Binding 
SystemVerilog Bind directive is a language construct that 
allows the user to specify properties and bind them to 
specific modules or instances. 

 Binding is needed to keep verification code (e.g. 
assertions) separate from the design, while still being 
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associated (via Bind directive) with the design code.  
By extending the SystemVerilog Binding capability to the  
mixed-signal domain (by supporting SPICE, Verilog-AMS  
and VHDL-AMS as the Binding target), the verification code  
will be able to connect to any part of the design and implicitly  
instantiate the specified properties within the Target.

Net Spying 
Net Spy tasks offer consistent probing capabilities.

 Verilog allows access to any signal from any other 
hierarchical Verilog module without needing to route it 
via an interface (i.e. testbench can access signal values 
using hierarchical notation). This capability fails when a 
Verilog testbench attempts to reference a signal when 
the hierarchy includes VHDL, VHDL-AMS or Verilog-
AMS models. The Net Spy procedures and system tasks 
can overcome these limitations and 
allow monitoring (or, “spying”) – and 
in general “observe” – hierarchical 
objects in VHDL, VHDL-AMS, Verilog, 
Verilog-AMS and SPICE models. A 
Net Spy allows the testbench to probe 
or force an arbitrary location in the 
DUT hierarchy. The probed point may 
be an analog voltage or current, or a 
digital signal. If the probe touches an 
analog point then a boundary element 
is automatically inserted. Thus, the Net 
Spy will automatically adjust if a digital 
DUT is replaced with its Mixed-Signal 
equivalent.

How Can the Mentor Graphics  
Questa ADMS help? 
Questa ADMS can bridge the gap between the analog 
design world and digital design world with its user-friendly 
design reconfiguration setup that allows reconfiguring 
the design during elaboration phase instead of making 
changes to design files on disk and maintain compatible 
methodologies between design groups.

Questa ADMS provides the Unified Solution for today’s 
Mixed-Signal designs:

•	 For	Analog/Mixed-Signal	designers
- Leverages digital verification tools,  

robust language support, UCDB, OVM 
•	 For	digital	designers

- Enables simulation of designs requiring  
analog content accuracy

•	 For	SoC	integrators
-Enables use of a 
consistent verification  
environment throughout 
flow/refinement  

INTEGRATING  
MULTIPLE TECHNOLOGIES INTO A SINGLE  
MIXED-SIGNAL SOLUTION 
Questa ADMS can be integrated with Mentor Pyxis  
& Cadence Virtuoso Schematic driven Environments, 
currently used in analog-centric designs with SPICE- 
on-top or mixed-signal-on-top topologies. 

Questa ADMS is adaptable to emerging SoC designs and 
methodologies. Using Questa ADMS with mixed-signal-on-
top topology from schematic-driven environments allows the 
verification of larger mixed-signal designs that suffers from 
large analog contents. Verifying these designs with SPICE-
on-top topology would suffer performance degradation and 
would limit design capacity, especially on the analog side. 
Supporting this topology in Questa ADMS is easily done 



28

since it supports all analog and digital languages as well  
as AMS languages.

Questa ADMS supports virtually all analog and digital 
languages as well as AMS languages, thus supporting true 
mixed hierarchies and Sandwich Structures. This flexible 
architecture allows early design exploration with top-down 
design approach that can be easily and systematically 
reconfigured based on the design phase. Questa ADMS 
also offers 2 types of integrations with Matlab/Simulink that 
covers the needs for both Analog-centric designs as well as 
Digital-centric designs.

Improve Analog Verification Quality 
Questa ADMS improves Analog verification using  
the following features:

•	 Can	be	used	with	various	SPICE	engines:	Eldo	Classic	
(SPICE), Eldo Premier (Faster-SPICE) and ADiT (Fast-
SPICE) to optimize the performance/accuracy tradeoff

•	 Built-in	optimizer:	optimize	transistor	size	based	 
on goals

•	 Smart	Monte	Carlo	Analysis	that	converges	 
to user specifications

Extend Digital Domain to AMS Domain 
Questa ADMS extends the digital capabilities  
to the analog and mixed-signal domains:

•	Intelligent	interface	 
elements management  
(insertion, power-aware)
•	Automatic	detection	of	the	
analog/digital boundary and  
allows the user to define  
criteria for signal mapping

- Support bi-directional  
ports, solving both sides  
of a mixed-signal net

- Support power and signal connections  
used in Power-Aware simulations 

•	 Apply	OVM/UVM	methodology	to	mixed-signal	domain
- Adding support for analog blocks at  

the monitor/driver/responder level
•	 Extending	SystemVerilog	binding	to	the	 

mixed-signal domain
- Questa ADMS Bind extends the SystemVerilog 

Binding capability to the mixed-signal domain by 
supporting SPICE, 
Verilog-AMS and 
VHDL-AMS as the 
binding target
•	Net	Spy	tasks/
procedures for 
consistent probing
•		Monitor	hierarchical	
objects in VHDL, 
VHDL-AMS, Verilog, 
Verilog-AMS  
and SPICE  

•	 AMS	extension	to	Questa	unified	coverage	 
database (UCDB)

•	 Dynamic	control	of	module-level	analog	precision	 
that can divide a simulation into time windows and  
allow the user to specify different accuracy parameters 
in each window

•	 Interrogating	mixed-signal	nets	by	displaying	
information regarding inserted boundary elements, 
digital drivers and analog currents associated with  
the net
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•	 Abstract	analog	with	real	number	modeling	 
from VHDL, SystemVerilog and Verilog-AMS

•	 Support	for	the	SystemVerilog	Assertion	(SVA)	 
sub-language 

CONCLUSION 
Analog/Mixed-Signal design and verification is becoming  
a major challenge in SoC design and requires an increas-
ing amount of dedicated and costly resources. Good 
engineering has a balance between top-down and bottom-
up design approaches but there should generally be a bias 
towards top-down because the ultimate goal is to meet the 
system requirements since the balancing force is feasibility. 
A mixed-signal-on-top topology can be considered as a 
generalized approach that offers more flexibility than the 
other two topologies while allowing the user to meet the 
necessary requirements.

Questa ADMS can be adapted in various topologies 
supporting the available methodologies with little or no 
impact on design flow, including analog-on-top, digital- 
on-top and mixed-signal-on-top topologies. It offers 
capabilities to help improve the productivity mixed- 
signal verification flows.



1. INTRODUCTION  
VHDL-2008 (IEEE 1076-2008) is here! It is time to  
start using the new language features to simplify your  
RTL coding and facilitate the creation of advanced 
verification environments.

VHDL-2008 is the largest change to VHDL since 1993.   
An abbreviated list of changes includes:

•	 Enhanced	Generics	=	better	reuse
•	 Assertion	language	(PSL)	=	better	verification
•	 Fixed	and	floating	point	packages	=	better	math
•	 Composite	types	with	elements	that	are	unconstrained	

arrays = better data structures
•	 Hierarchical	reference	=	easier	verification
•	 Simplified	Sensitivity	List	=	less	errors	and	work
•	 Simplified	conditionals	(if,	...)	=	less	work
•	 Simplified	case	statements	=	less	work

This article overviews the changes and the value they bring 
to your design process. Topics are categorized into three 
major sections: testbench, RTL, and packages/operators.

2. TESTBENCH 
Through extended and new capability, VHDL-2008 

enables the creation of advanced 
verification 

environments. The following subsections examine  
these changes and the value they deliver.

2.1 Enhanced Generics 
Enhanced generics are one of the most significant 
changes to the language. Prior to 2008, generics could 
only be specified on an entity and were only allowed to 
be constants. VHDL-2008 allows specification of generics 
on packages and subprograms, and allows types, 
subprograms, and packages to be generics.  

This means generics can be used to facilitate 
parameterization and reuse of packages and subprograms. 
This is particularly important for verification data structures, 
such as a scoreboard. Scoreboards keep an internal store 
of transmitted values to be compared with received values.  
In the code below, the package interface has a generic type 
for the expected (transmitted) value and actual (received) 
value, as well as a generic function to compare these 
values.

 
package ScoreBoardGenericPkg is
  generic (
    type ExpectedType ; 
    type ActualType ; 
    function check(A : ActualType; E: ExpectedType) 
      return boolean ;
    . . .
  ) ; 
  . . . 
end ScoreBoardGenericPkg;

A generic package or subprogram must be instantiated 
before it can be referenced or used. The following package 
instance creates a scoreboard package for use with type 
std_logic_vector and comparison operator “?=” (see 
packages/operators).

VHDL-2008: Why It Matters  
by Jim Lewis, SynthWorks VHDL Training
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library ieee ; 
use ieee.std_logic_1164.all ; 
package ScoreBoardPkg_slv is new  
work.ScoreBoardGenericPkg
  generic map (
    ExpectedType    => std_logic_vector,  
    ActualType        => std_logic_vector,  
    check                => “?=”,
    . . .
) ;  

 
2.2 Assertion Language (PSL) 
An assertion language improves verification by providing 
expressive syntax to detect design or interface conditions 
that either must happen (coverage) or must not happen 
(assertions). The conditions may be either static (things 
happening during a single clock period) or dynamic 
(sequences of events over multiple clock periods).  
These conditions are checked either dynamically during 
simulation or statically using formal verification techniques. 
By specifying the conditions within the design, visibility into 
the design’s internal state can be gained.  

Rather than develop a VHDL specific assertion language, 
VHDL integrates IEEE standard 1850, Property 
Specification Language (PSL).  Since PSL has standard 
“flavors” for other HDL and verification languages, it 
simplifies mixed language environments.

As a result, PSL declarations (sequences and properties) are  
VHDL block declarations and may be put into packages, and  
the declarative part of an entity, architecture, or block state-
ment. PSL directives (assert and cover) are VHDL statements 
and are permitted in any concurrent statement part. PSL 
design units (vunit, vprop, and vmode) are VHDL primary 
units and may include a context clause prior to the vunit.

Currently QuestaSim supports PSL within comment fields 
and not directly within VHDL code.

2.3 Hierarchical Reference   
VHDL-2008 external names simplify verification by 
providing both observation and control access to signals, 
shared variables or declared constants in other portions of 
the design. This allows a testbench to supply a value for a 
missing feature, or read and check values in an embedded 
memory.   

Objects can either be accessed directly or with aliases, 
such as the one shown below. Note that the object being 
referenced (.tb_top.u_ioc.int1) must be elaborated before 
the external name reference (alias) is elaborated.

 
alias int1  <<signal .tb_top.u_ioc.int1 : std_logic>>;

2.4 Force / Release  
VHDL-2008 adds force and release. Force and release are 
modifiers to an assignment that allow the value supplied to 
override a value driven by other parts of a design. These 
are intended to be temporary overriding values used by a 
testbench while debugging a design or waiting for a fix to a 
design, and not a permanent part of a design or testbench.  

 
int1 <= force ‘1’ ; 
… 
int1 <= force ‘0’ ; 
… 
Int1 <= release ; 

2.5 Composites with Unconstrained Arrays 
To facilitate reusable and/or standard matrix (or 
multidimensional) operations, VHDL-2008 extends 
composites (arrays or records) to allow their elements to be 
unconstrained arrays. 

The following example shows a multidimensional array 
structure (implemented as an array of an array type) being  
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defined as MatrixType within a package, and then used on 
an entity interface and within the architecture.

 
package MatrixPkg is
   type MatrixType is array (natural range <>) 
      of std_logic_vector ;
   …
end package MatrixPkg ;
use work.MatrixPkg.all ;
entity e is
port ( 
   A : out MatrixType (7 downto 0)(5 downto 0) ; 
   . . .
) ; 
Architecture a of e is
signal B : MatrixType (7 downto 0)(5 downto 0) ; 
begin
. . . 
B(5) <= “111000” ;    -- Accessing a Row
A(7)(5) <= ‘1’ ;          -- Accessing an Element
. . .

Records with unconstrained elements are useful for 
creating reusable data structures. The Open Source VHDL 
Verification Methodology (OSVVM) package, CoveragePkg, 
uses this to create the base type for functional coverage 
(point and cross) modeling.

2.6 Better Printing: Write, Read, … 
To facilitate printing using TEXTIO, read and write 
procedures have been added for all standard types. Except 
for the package std.standard, overloading for read and write 
is in the package that defines the type. This way it is not 
necessary to include additional packages to be able to print.  

Hexadecimal and octal printing procedures (hwrite, hread, 
owrite, and oread) were added for types that are arrays of a 
bit type (std_logic or bit).

To enable printing to both a file and the screen (OUTPUT), 
the procedure tee was added. 

To improve string handling, the procedures sread  
and swrite were added. Sread reads non-space tokens.  
It skips any leading white space. It stops reading when 
either argument’length characters or white space is read.  

Swrite allows strings to be written without the necessity  
to use a type qualifier.  

2.7 Better Printing: To_string functions 
To facilitate printing using report statements or VHDL’s built-
in write statement, string conversions, named to_string, 
were created for all types. In addition, for logic based array 
types hexadecimal and octal string conversions were 
created (to_hstring and to_ostring). Using to_string with 
VHDL’s built in write provides a simpler call syntax, much 
more similar to that provided by “C”.

 
write(OUTPUT, “%%ERROR data miscompare.” &
   LF & “  Actual = “ & to_hstring(Data) &
   LF & “  Expected = “ & to_hstring(ExpData) &
   LF & “  at time:  “ & to_string(now) ) ; 

2.8 Stop  
To enable a testbench to stop the simulation when it 
finishes generating and checking stimulus a stop procedure 
was added. Stop removes the necessity to keep track of 
how long a simulation runs. Stop is in the VHDL-2008 env 
package in the library std. The following example shows a 
call to stop where the package was not referenced in a use 
clause.

 
std.env.stop(0) ;

2.9 Context Unit 
A context unit enables a design to reference a set of 
packages with a single reference. When used by an entire 
design team, a context unit can ensure that all designs use 
the same set of project approved packages. An example of 
a context unit is shown below. 

 
Context ProjectCtx is
        use std.textio.all ;
        use std.env.all ; 
    library ieee  ; 
        use ieee.std_logic_1164.all; 
 
        use ieee.numeric_std.all ;
end ; 
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A design references a context unit as follows. 
 

context work.ProjectCtx ; 

2.10 Expressions in Port Maps 
To simplify entity/component instances, port associations 
now allow expressions in a port map. The expression 
eliminates the need to create extra signal assignments. 

 
U_E : E  port map ( A, Y and C, B) ; 

From a language perspective, the expression is treated as 
if there were a signal assignment and it incurs a simulation 
cycle delay (same as would happen with an explicit signal 
assignment).  

3. RTL 
VHDL-2008 enhancements simplify RTL coding.  
Among these are changes to sensitivity lists, conditionals 
(if statements), and case statements. The following 
subsections examine the RTL changes and the value they 
deliver. Note while these will work in your simulator, also 
take care to try these in your synthesis tool(s) before using 
them extensively.

3.1 Simplified Sensitivity List: Process (all) 
One of the most common errors in combinational logic is 
forgetting a signal in a process sensitivity list. “Process(all)” 
eliminates this problem by implicitly including all signals 
that are read in the process on the sensitivity list. For 
subprograms called by the process, this includes signals 
read by side-effect when the subprogram is declared in the 
same design unit as the process. The following example 
uses the keyword all instead of including A, B, C, and 
MuxSel on the sensitivity list. 

 
Mux3_proc : process(all)
begin
    case MuxSel is 
       when “00” =>  Y <= A ;
       when “01” =>  Y <= B ; 
 
 

 
       when “10” =>  Y <= C ;
       when others =>  Y <= ‘X’ ;
    end case ;
end process

3.2 Simplified Conditionals (If, While, …)
Prior to 2008, conditional expressions were required to 
be boolean and were plagued by relational (comparison) 
operations, as shown below:

 
-- Old, Prior to 2008 code:
if (Cs1=’1’ and nCs2=’0’ and Cs3=’1) then

Conditional expressions were simplified by also allowing the 
entire expression to evaluate to a bit type such as std_logic 
or bit. Hence the above code simplifies to: 

 
-- New 
if (Cs1 and nCs2 and Cs3) then

3.3 Matching Relational Operators 
The new matching relational operators (“?=”, “?/=”, “?<”, 
“?<=”, “?>”, and “?>=”) return bit values (bit or std_ulogic), 
and as a result, are better suited for hardware design than 
the older ordinary relational operators. 

Using “?=”, decoding of mixed bit and array signals can be 
simplified to the following.  Note that in addition to returning 
bit values, “?=” and “?/=” operators also understand ‘-’ as 
don’t care.  

 
Reg1Sel <= Cs1 and not nCs2 and Addr?= “1010--” ;

Matching relational operators further simplify conditional 
expressions by facilitating array comparisons such as the 
following.  

 
if Cs1 and not nCs2 and Addr?= “1010--” then
   … 
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The matching ordering operators (“?<”, “?<=”, “?>”, and 
“?>=”) are only defined for array types that also support 
numeric operations. This avoids errors caused by implicit 
dictionary style relationals (“<”, “<=”, “>”, and “>=”) that are 
present with std_logic_vector when the package numeric_
std_unsigned is not used. 

3.4 Simplified Case Statements 
Prior to 2008, case statement rules made most expressions 
within either the case select or choice expressions illegal.   
VHDL-2008 removes many of these limitations and 
simplifies the usage of case statements. The changes  
are illustrated in the following example.  

 
constant ONE1 : unsigned := “11”  ;  
constant CHOICE2 : unsigned := “00” & ONE1 ;
signal A, B     : unsigned (3 downto 0) ; 
. . .
process (A, B) 
begin
  case A xor B is   -- 2008
    when “0000” =>     Y <= “00” ;
    when CHOICE2 =>     Y <= “01” ;  -- 2008
    when “0110” =>     Y <= “10” ;
    when ONE1 & “00 =>     Y <= “11” ;  -- 2008
    when others =>     Y <= “XX” ; 
  end case ; 
end process ; 

The following is what has changed. Case select expressions 
now only need to have a globally static type. The definition 
of locally static no longer excludes operations on arrays 
(such as std_logic_vector or unsigned). All the operators 
from the standard packages (that are part of 1076) can be 
part of locally static expressions.   

3.5 Case With Don’t Care 
Some use models of case statements benefit from 
the usage of don’t care characters. VHDL-2008 adds 
a matching case statement, “case?” that uses “?=” to 
determine equality, and hence, understands ‘-’ as don’t 
care. Using “case?”, basic arbitration logic can be created 
as follows. Note that each case choice must still be non-
overlapping.  

 
process (Request) 
begin
  case? Request is 
    when “1---” =>     Grant <= “1000” ;
    when “01--” =>    Grant <= “0100” ;
    when “001-” => Grant <= “0010” ;
    when “0001” =>    Grant <= “0001” ;
    when others =>    Grant <= “0000” ;
  end case? ; 
end process ; 

Note that the ordinary case statement handles ‘-’ as an 
ordinary character which is important for many applications.

3.6 Extended Conditional Assignment  
Prior to 2008, evaluation of a condition within a process 
required an if statement such as shown below.   

 
if (FP = ‘1’) then 
    NS1  <= FLASH ;
else 
    NS1  <= IDLE ;
end if ;

VHDL-2008 simplifies the above code by allowing 
conditional assignment, such as the one shown below, to be 
used with either signals or variables. The result is shorter, 
more readable code, such as statemachines.  

 
NS1 <= FLASH when (FP = ‘1’) else IDLE ;

3.7 Extended Selected Assignment  
Selected assignment provides a shorthand for a case 
statement when only one data object is being targeted.   
Prior to 2008, selected assignment could only be used for 
signals in a concurrent code region. VHDL-2008 allows it to 
be used within a process with either signals or variables (as 
shown below).
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Process(clk)
begin
  wait until Clk = ‘1’ ;
  with MuxSel select
    Mux := 
      A when “00”,
      B when “01”,
      C when “10”,
      D when “11”,
     ‘X’ when others ; 

  Yreg <= nReset and Mux ;
end process ; 

3.8 Enhanced Bit String Literals 
Prior to 2008, hexadecimal bit string literals values were 
always multiples of 4 bits, and hence, challenging to work 
with.  

VHDL-2008 simplifies working with hexadecimal bit string 
literals values by adding an integer length value prior to the 
base specifier. Bit string values can either be extended or 
reduced by the length specified provided that the numeric 
value does not change. By default, bit string literals are 
unsigned. An additional prefix character of S for signed or U 
for unsigned can also precede the base specifiers B, O, and 
H. If a non-hexadecimal character, such as ‘-’ is included in 
the string, it will be replicated four times in a hexadecimal.  
A few examples are shown below. Also added is a decimal 
base specifier (D).  

 
--  Expanding a value
7X”F”   =  “0001111”   -- unsigned fill with 0
7UX”F”   =  “0001111”   -- same as above
7SX”F”   =  “1111111”   -- signed replicate sign 
-- Reducing a value
7UX”0F”   =  “0001111”   -- ok.  Same value
7SX”CF”   = “1001111”    -- ok.  Same value
7UX”8F”   =  “0001111”   -- error.  Value changed
7SX”8F”   =  “001111”    -- error.  Value change.
-- repeating X and - characters:
X”-X”   =  “----XXXX”
-- Decimal values.  Requires length.  Always unsigned
8D”15”   =  “00001111”

3.9 Slices and Array Aggregates 
VHDL-2008 allows array aggregates to include array slices.  
Hence, the following is legal

 
signal A, B, Sum : unsigned(7 downto 0) ; 
signal CarryOut : std_logic ; 
… 
(CarryOut, Sum) <= (‘0’ & A) + B ; 

3.10 Generate: Else and Case 
VHDL-2008 extends the “if generate” statement to support 
“else” and “elsif” clauses and adds a “case” generate 
statement.   

These features will be supported in an upcoming version of 
QuestaSim in 2013.  

3.11 Block Comments 
VHDL-2008 adds “C” like multiline comments that start with 
“/*” and end with “*/”.   

3.12 Read Out Ports 
Prior to 2008, out ports of an entity could not be read. This 
restriction was intended to prevent reading the output side 
of a chip output. As a result, it provided a minimal benefit 
at the top level of a design that also instantiates IO cells 
(common in ASIC design flows, but not FPGA).

RTL designers have been working around this issue for 
years by adding extra internal signals to specifically read 
a value internally. As testbench designers add assertions, 
however, often they are not permitted to modify the RTL 
design. As a result, this rule was neither useful nor practical 
to maintain.

3.13 IP Protection  
Intellectual Property (IP) protection simplifies the process  
of distributing protected source code. This mechanism 
allows IP providers to provide source code that is hidden 
from viewing, but is still able to be processed by EDA tools. 
In addition while the code is being handled within the tools, 
its intermediate form is restricted from being viewed by 
users. This minimizes IP supplier concerns of the IP  
being reverse engineered while being used in EDA tools. 
The approach is based on and consistent with work  
in the IEEE P1735 working group.
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4. PACKAGE AND OPERATOR UPDATES  
VHDL’s support for math types and operations is unmatched 
by other languages. With VHDL-2008, VHDL becomes the 
only RTL language supporting fixed and floating point types 
and operations.  

In addition there were new operators added, and tune ups 
to the packages and how the packages are integrated 
into the language. The following subsections explore the 
updates as well as the value they deliver.  

4.1 Fixed Point Packages 
The new package, fixed_generic_pkg, defines fixed point 
math types and operations. It defines the types ufixed 
and sfixed. To support fractional parts, negative indices 
are used. The index range downto is required. The whole 
number is on the left and includes the zero index. The 
fractional part is to the right of the zero index. A fixed point 
number may contain only a fraction or a whole number.   
The diagram below illustrates how values in a fixed point 
number work. 

 
Format of ufixed (3 downto -3)
Integral part = bits 3 downto 0 
Fractional part  = bits -1 downto -3 

constant A : ufixed (3 downto -3) := “0110100” ;
Integral part  = “0110”   = 6
Fractional part  = “100”    =  0.5
Value “0110100”               = 6.5

A fixed point addition/subtraction operation has a full 
precision result. Hence, when adding two numbers with a 
4 bit integral part, the result will have a 5 bit integral part.  
This is shown below.

 
signal A, B : ufixed (3 downto -3) ;
signal Y    : ufixed (4 downto -3) ;
. . . 
Y <= A + B ; 

The fixed point package has generics to parameterize  
the rounding style (round or truncate), overflow style 
(saturate or wrap), and number of guard bits (for division). 

The package instance, ieee.fixed_pkg, selects generics 
round for rounding style, saturate for overflow style, and 3 
guard bits. If you need something different, you will need to 
create your own package instance.

4.2 Floating Point Packages 
The new package, float_generic_pkg, defines floating point 
math types and operations. It defines the type float as well 
as subtypes for single, double, and extended precision 
numbers. The index range downto is required. The sign bit 
is the left most bit. The exponent contains the remaining 
non-negative indices (including zero). The mantissa 
(fractional part) is to the right of the zero index. The floating 
point format can be visualized as follows:

 
Format of float (8 downto -23) 
Sign Bit  = Bit 8
Exponent  = Bits 7 downto 0
    has a bias of 127 (2**E’length-1)
Fraction = Bits -1 to -23
   has an implied 1 in leftmost bit

Float(8 downto -23) value                           Number
0  10000000  00000000000000000000000  =  2.0
0  10000001  10100000000000000000000  =  6.5
0  01111100  00000000000000000000000  =  0.125 

Floating point operations always produce a result that is the 
size of its largest operands.   

 
signal A, B, Y : float (8 downto -23) ;
. . .
Y <= A + B ;  -- float numbers must be same size   

The floating point package has generics to parameterize the 
rounding styles (nearest, positive infinity, negative infinity, 
zero), denormalized number handling (enabled or not), NAN 
handling (enabled or not), and number of guard bits (for all 
operations). The package instance, ieee.float_pkg, selects 
generics round nearest, denormalize true, NAN handling 
true, and 3 guard bits. If you need something different 
(recommended for RTL), then you will need to create your 
own package instance.
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4.3 Package Integration 
With VHDL-2008, the packages std_logic_1164, numeric_
std, numeric_bit, math_real, and math_complex are part 
of IEEE 1076. Seems like a trivial change, however, it 
allows the operators in these packages to be part of locally 
static expressions. This allows std_logic_vector values 
or constants to be used in an expression within a case 
statement choice.

4.4 Package: Numeric_Std_Unsigned 
The new package, ieee.numeric_std_unsigned, defines 
numeric operations for std_ulogic_vector (std_logic_vector).  
It provides std_ulogic_vector (std_logic_vector) with the 
same operations that are available in numeric_std for type 
unsigned.  

4.5 Package: Env 
The new package, std.env, defines the procedures stop, 
finish, and the function resolution_limit. The procedure 
stop stops a simulation and leaves it in a state that can 
be continued. The procedure finish stops a simulation 
and leaves it in a state that cannot be continued. The 
function resolution_limit returns the value of the smallest 
representable time (set by the simulator).

4.6 Types: Integer_vector, …  
VHDL-2008 adds the types integer_vector, real_vector, 
time_vector, and boolean_vector to the package std.
standard. These types are arrays of integer, real, time,  
and boolean respectively.  

Usage of a type like integer_vector on a subprogram 
interface allows a variable number of integer values to be 
passed to the subprogram. This is much like “C”s argc/argv 
capability. This capability is used extensively in the OSVVM 
packages for coverage modeling (CoveragePkg) and 
randomization (RandomPkg).  

4.7 Resolution Functions & Std_logic_vector 
VHDL-2008 enhanced resolution functions so that a 
resolution function for an element type can be applied to an 
array of that type. Using this enhancement, std_logic_vector 
is now a subtype of std_ulogic_vector as shown below.  

 
 
 
 
 
 

 
subtype STD_LOGIC_VECTOR is 
    (resolved) STD_ULOGIC_VECTOR;

With this change, std_logic_vector will automatically 
convert to std_ulogic_vector (or vice versa). Hence, 
while numeric_std_unsigned only created overloading for 
std_ulogic_vector, it supports both std_ulogic_vector and 
std_logic_vector.

In addition, all of the numeric packages now create both 
unresolved and resolved numeric array type declarations.  

4.8 Unary Reduction Operators 
VHDL-2008 creates unary versions of AND, OR, NOR, 
NAND, XOR, and XNOR for logic array types (bit_vector, 
std_logic_vector, …). The operators are applied to each 
element of the array argument (a reduction operation) and 
produce an element result. Unary operators have the same 
precedence as the miscellaneous operators (**, ABS, and 
NOT).  

In the following, Parity1 and Parity2 both produce the same 
result.  Parity1 uses the unary “XOR” operator.

 
-- with VHDL-2008
Parity1 <= xor Data and ParityEnable;  

-- without
Parity2 <= 
   (data(7) xor data(6) xor data(5) xor data(4) xor
    data(3) xor data(2) xor data(1) xor data(0)) 
    and ParityEnable ;

4.9 Array/Scalar Logic Operations 
VHDL-2008 overloads logic operators to support mixing 
an array argument (std_logic_vector, …) with a scalar 
(std_ulogic, …) argument. With logic operations, the 
scalar argument is applied with each element of the array 
argument. The size of the result matches the size of the 
array argument. In the following example, the assignments 
to D1 and D2 are equivalent.  
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signal A, D1, D2 : std_logic_vector(7 downto 0) ; 
signal Asel : std_ulogic ; 
…
-- with VHDL-2008
D1 <= A and Asel ;  

-- without
GenLoop : for I in D2’Range loop -- without
begin
    D2(I) <= A(I) and Asel ; 
end generate; 

These operators also simplify the creation of multiplexers 
using AND-OR logic as shown below.  

 
signal A, B, C, D, Y1 : std_logic_vector(7 downto 0) ; 
signal ASel, BSel, CSel, DSel : std_ulogic ; 
…
Y1 <= 
      (A and ASel) or (B and BSel) or
      (C and CSel) or (D and DSel) ;

Without these operators, a common mistake is to write the 
above code as follows. Although functionally correct when 
the select signals (ASel, …) are mutually exclusive, it results 
in an inefficient hardware implementation.

 
Y2 <= 
     A when ASel = ‘1’ else  B when BSel = ‘1’ else
     C when CSel = ‘1’ else   D when DSel = ‘1’ else  
    (others => ‘0’) ;

4.10 Array/Scalar Addition Operations 
VHDL-2008 overloads addition operators to support mixing 
an array argument (unsigned, …) with a scalar (std_ulogic, 
…) argument. With addition and subtraction operations, 
the scalar is interpreted as either a numeric 0 or 1. This 
simplifies operations such as the Add with Carry shown 
below. 

 
 

 
signal Y : unsigned(8 downto 0) ; 
signal A, B : unsigned(7 downto 0) ; 
signal CarryIn : std_ulogic ; 
…
Y <= (‘0’ & A) + B + CarryIn ; 

Without this, CarryIn must be modeled as an unsigned 
value and, in synthesis, may result in an implementation 
with two adders rather than one.  

4.11 Maximum / Minimum 
VHDL-2008 predefines functions maximum and minimum 
with arguments that are either scalars or arrays (whose 
elements are either an enumerated type or integer).   
Hence, the following is supported.

 
constant V : integer := minimum(10, V_GENERIC) ; 

VHDL-2008 also predefines maximum and minimum for 
arrays whose elements are scalars that return the element 
type. This is illustrated below.

 
constant V : integer_vector := (10, 20, 30) ;  
constant V_Min : integer := minimum( V ) ; 

4.12 IS_X, TO_X01, … 
Prior to 2008, the strength reduction functions in std_
logic_1164 were different from the ones in numeric_std.  

With VHDL-2008 the functions IS_X, TO_X01, TO_X01Z, 
TO_UX01, and TO_01 are now defined for all standard 
types based on std_ulogic. 

4.13 Shift Operations  
Shift operators were added in VHDL-1993 and are implicitly 
defined for all arrays of bit and boolean. However, due to 
the interesting definition of sra and sla, the shift operators 
were never widely implemented in the std_logic family.  
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VHDL-2008 implements the ror, rol, srl, and sll for arrays 
of std_logic (in their corresponding package). Sra and sla 
are only defined when an array of std_logic has a numeric 
interpretation. For unsigned operations, sra (sla) produces 
the same result as srl (sll). For signed operations, an sra (or 
sla with a negative shift) shifts right with the left most value 
matching the current left most value (replicate the sign bit).   
For signed operations, an sla (or sra with a negative shift) 
produces a result that is consistent with sll.  

4.14 Mod for Physical Types (Time) 
VHDL-2008 implicitly defines mod for all physical types.  
The following calculation uses mod with type time to 
calculate the phase of a periodic waveform (testbench 
application).

 
phase := NOW mod tperiod_wave ;  

5. SUMMARY 
VHDL-2008 brings new and enhanced features that 
increase reuse, capability, and productivity, and as a result, 
simplify coding and facilitate the creation of advanced 
verification environments. 

At this point what is most exciting is that all of the features, 
except generate, are implemented in QuestaSim release 
10.2 and many of them are already available in release 10.1.

6. REVISION PLANS  
VHDL-2008 is a good step forward. Work is currently  
in progress for the next revision. The standard is being 
revised by the IEEE VHDL Analysis and Standardization 
Group’ (VASG). There is also a VHDL package open source 
group currently forming. 

Some of the work being considered includes.

•	 Direct	Programming	Interface
•	 Simplified	Interfaces
•	 Functional	Coverage
•	 Random	Stimulus	Generation
•	 Verification	Data	Structures	(Scoreboards,	…)

7. PARTICIPATING IN VHDL STANDARDS 
VHDL standards are open for all to participate. Make sure 
your voice is heard. Come join us. See http://www.eda.org/
twiki/bin/view.cgi/P1076/WebHome or alternately start at 
http://www.eda.org/ and follow the links. There is also an 
open source VHDL package group that is currently forming.  
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