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It’s no secret. Silicon development teams are increasingly 
adopting formal verification to complement their verification 
flow in key areas. Formal verification statically analyzes a 
design’s behavior with respect to a given set of properties. 
Traditional formal verification comes in the form of model 
checking which requires hand-coded properties, along with 
design constraints. While there certainly are some design 
groups who continue to be successful with that approach, 
what are getting more widespread adoption in the industry 
are the automatic approaches which require much less 
manual setup. Let’s take a look at the top five applications 
being used across the industry today.

#5. connectIvIty checkIng 
Today’s SoC designs contain large numbers of design 
IP blocks, interconnected through multiple on-chip bus 
fabrics and point-to-point connections which can number 
in the thousands. The designs also have multiple modes 
of operation which may affect the connectivity and also 
the activation of the design logic. SoCs are typically pin-
constrained and have multi-function I/O pins that are 
conditionally multiplexed to support the high number of 
system functions integrated within the device. There are 
multiple types of connections that must be validated, 
including, but not limited to:

•	 Point-to-point	connections	at	the	same	level	 
of hierarchy

•	 Point-to-point	connections	through	multiple	levels	 
of hierarchy

•	 Conditional	point-to-point	connections
•	 Point-to-point	connections	with	sequential	delay

 
Then there are combinations of the above, such as 
conditional point-to-point with sequential delay. You can see 
where this is going. Using dynamic simulation to validate 
design assemblies is not very efficient. It typically involves 
the time consuming task of developing directed tests to 
toggle all the top level design signals, not to mention the 
tedious debugging process to determine why signal values 
did not transition or propagate as expected.

On the other hand, formal tools can be employed to 
automatically highlight the areas where the expected 
connectivity behaviour doesn’t hold true and they provide 
a much faster route to debug of any problems. A complete 
property set describing the interconnections in the SoC can 
be automatically extracted from a specification that details 
the design assembly requirements, which in most cases is 
already pre-existing, minimizing the effort required.

#4. X-state verIFIcatIon 
Fundamental differences exist in the way an X-state is 
interpreted in RTL simulation versus how it is treated by 
synthesis. The synthesis interpretation of X as don’t care 
can result in silicon that behaves differently than observed 
in RTL simulation, where X is interpreted as unknown. 
The unknown RTL simulation semantics of X has two oft 
discussed pitfalls: x-pessimism and x-optimism. Of these 
two issues, the latter one is the most worrisome as it can 
mask true design behaviour by blocking the propagation 
of X-states and instead propagating a deterministic value 
through the design, when in reality various possible values 
will be seen in silicon. If the unexplored values cause 
the physical design to malfunction, then x-optimism has 
resulted in a silicon bug.

Simply eliminating all X-states from RTL simulation is 
not practical. Due to power and area constraints, not all 
storage elements in a large design can be reset directly; 
some will be reset indirectly by loading values computed 
from other registers that have been reset. Hence, X-states 
are expected to exist in the design during the initialization 
phase. Moreover, X-states can arise in RTL simulation due 
to a number of other events, such as:

1. Activation of an explicit X-state assignment that was 
intended as a synthesis don’t care and was never 
expected to be exercised

2. Bus driver value conflicts
3. Out of range indexing into an array
4. Arithmetic exceptions
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It’s important, therefore, to verify that:

1. All storage elements which should be initialized (either 
directly or indirectly) have reached a known good state 
after the initialization sequence, and,

2. Storage elements which were initialized correctly 
are not later contaminated by the unknown values in 
uninitialized state elements or those which have arisen 
due to other X-state generating events.

The benefits of a formal approach are two-fold. First, 
formal can automatically pinpoint the sources of X-states 
in the design. Through static analysis of design behavior, 
formal can highlight occurrences of X-states that may have 
otherwise been masked by X-optimism in RTL simulation. 
Second, it can exhaustively and deterministically evaluate 
all possible design behaviors to determine if X-states can be 
propagated to corrupt known values. Properties to check for 
X-state propagation to storage elements or design outputs 
can be generated automatically, making the setup effort for 
this process very minimal.

#3. code coverage closure 
Code coverage is a metric used by the majority of today’s 
project teams with the goal of providing a clear, quantitative, 
objective measure for assessing their progress towards 
completeness. One of the big advantages of code coverage 
is that it is measured automatically. The designers do not 
have to instrument their code with coverage collectors, 
as they are automatically generated in simulation. So, 
coverage results can be obtained with low effort, but, 
interpreting those results and achieving closure is a lengthy 
process that involves a lot of manual intervention. Typically, 
>90% of coverage items in a design are covered in a full 
regression, but it’s the process of analyzing that last ~10% 
which is problematic. Each uncovered point in the code 
must be reviewed to determine if it is safe to ignore or if the 
test environment must be enhanced to cover it, typically 
through writing directed tests.

Due to design reuse, not all IP block modes or functions 
are expected to be covered. In addition certain coding 
styles lead to branches of code that are never expected to 
be traversed. What if a tool could analyze the code under 

expected operating modes and prune out the unreachable 
coverage bins? Enter formal verification. Formal analysis 
can find and report these unreachable goals and improve 
the accuracy of the code coverage metrics. In addition 
it can demonstrate how to hit the reachable ones, and 
in doing, provide a guide for the process of generating 
additional tests to cover them in simulation. As with 
simulation, formal infers the coverage targets automatically 
from the code, so there is very little effort required to set up 
the tool.

#2. autoMatIc ForMal 
Getting back to the concept of model checking mentioned 
earlier – what if the properties for commonly occurring RTL 
functions could be automatically generated? That would 
certainly make it easier to use. Well, that’s precisely what 
automatic formal tools do. They automatically generate 
properties for RTL elements such as registers, FSMs and 
memories. Then, they find a variety of issues such as 
FSM deadlock, counter overflow and out of range memory 
addressing.

Automatic formal tools require little to no set up and can 
bring a lot of value by eliminating design bugs before getting 
the design running in simulation. Simulation debug can be 
very costly in terms of time and engineering resources. By 
filtering out a whole class of bugs that can be found through 
automatic formal analysis before simulation, much time can 
be saved.

#1. clock-doMaIn crossIng verIFIcatIon 
One of the by-products of the high levels of integration 
associated with today’s complex designs is an ever 
increasing number of asynchronous clocks and a 
burgeoning number of CDC signals. It is not uncommon  
to find designs with hundreds of asynchronous clocks and 
tens of thousands of CDC signals. Unique functional  
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clocking requirements are introduced by virtually each new 
added external interface or internal functional block. Also, 
physical design limitations on the size of balanced clock 
tree and power reduction techniques introduce additional 
asynchronous domains. As data moves through the device 
to and from interface controllers and between functional 
blocks, it must be safely transferred across the clock 
domain boundaries. RTL simulation does not model the 
silicon behaviour of asynchronous clock crossings, so CDC 
signals have to be verified through alternate methods.

CDC verification has thus become a critical step in the 
design process and most design teams have adopted 
automated CDC verification tools to address this 
requirement. Automated CDC tools make it easy to use 
static analysis to perform comprehensive CDC verification. 
They find all the clock domains and clock domain crossing 
signals and check for correct synchronization of those 
signals. The most commonly used synchronization schemes 
are recognized by the tools in an attempt to report only true 
metastability issues due to missing synchronizers. They 
also alert the designer to occurrences of common structural 
synchronization issues with the existing synchronizers, 
such as glitch generating combinational logic that drives a 
synchronizer input. Finally, they also report more complex 
CDC issues such as redundant synchronization and 
divergence/reconvergence of synchronizer signals.

Very commonly, there are many IP block design teams 
that contribute to the chip-level design. For the chip team 
to review and resolve all the block level CDC issues from 
the various IP blocks would be very time consuming and 
impractical. Hence, a partitioned approach to top level 

CDC verification is often employed. With a partitioned 
methodology, CDC analysis is performed piece-wise, in 
a bottom-up fashion. The design team that owns each IP 
block is tasked with running CDC analysis on their logic, 
refining the constraints, fixing any CDC issues internal to 
the block and creating the waivers. The tools also generate 
abstract, block-level CDC models for use at the top level. 
This takes the intra-block CDC path verification off the table 
for the chip level integration team, allowing them to focus 
strictly on the inter-block asynchronous signals.

Due to their automated nature CDC tools are easy to use. 
They also accept SDC timing constraints to define the 
relationship between clocks and the clock domain of I/O 
ports, making it even easier to get results.

That completes our top 5 list of formal verification 
applications in use in the industry today. In future articles, 
we will explore each of these methods further, including 
some results from their application on real world designs.
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