
Welcome to the 2012 DVCon issue of Verification Horizons. If you’re receiving this issue at DVCon, 
I hope you enjoy the conference. For the rest of you, you’re missing a great week, so please try and 
attend next year.

Our kitchen renovation is nearly complete. It took us a while to choose the right color for the 
hardwood floors, but the floor was installed last week. I’m writing this note from a nearby hotel 
room where my family is camped out for four days while the floor is stained and finished, which is a 
rather pungent process. Although my children are excited by 
the hotel’s amenities (there is a heated indoor pool, a boon 
in the middle of a New England winter), it’s actually turned 
out to be quite an exercise in logistics and planning. It’s not 
really a vacation, because I’m still working and the kids are 
still going to school, gymnastics (Megan) and karate (David). 
That means that we all had to plan to bring everything we’ll 
need for a typical week, especially since we can’t get back 
in the house until the floors are done. It turns out that, since 
we decided to extend the hardwood down the hall from the 
kitchen to the front door, there’s no path from outside to 
anywhere useful in the house. So, if we forgot something (so 
far, so good!), we’re out of luck. Fortunately, I am blessed to 
be married to one of the foremost planners/project managers 
you’re ever likely to meet.

Just as with verification, the key is to have a plan (my wife 
is an inveterate list-maker), take as many contingencies into 
account as you can (we’ve even got my daughter’s pet fish 
with us!) and, given that David and Megan were responsible 
for their own things, be able to handle constrained-random 
stimulus. It’s still the first day, but things are looking good so 
far. If you’re at DVCon, I’ll be happy to tell you how the week 
ends.

Our featured articles in this issue introduce two new UVM 
initiatives that we think you’ll find useful. Both are intended 
to extend UVM accessibility to new groups of users. The 
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first article, “Introducing UVM Connect,” by my friend and 
colleague Adam Erickson, gives an introductory look at 
our open-source UVM Connect library, which provides 
TLM1 and TLM2 connectivity and object passing between 
SystemC and SystemVerilog models and components, as 
well as a UVM Command API for accessing and controlling 
UVM simulation from SystemC (or C or C++). The library 
makes it possible to use UVM in a mixed-language 
environment in which the strengths of each language can 
be applied to the problem as needed. 

The second featured article is extracted from the 
“UVM/OVM Online Methodology Cookbook” on 
VerificationAcademy.com and introduces UVM Express, 
a step-by-step approach that design engineers can use 
to adopt UVM incrementally. You’ll find more details in the 
Cookbook, but the extracted article discusses how UVM 
Express helps you move to a transaction-based abstraction 
level for your tests, and to add functional coverage and 
constrained-random stimulus in a low-impact, VIP-based 
manner. By leveraging pre-existing VIP, the designer can 
enhance his methodology without having to know a lot 
about UVM or OOP, and will then be well-positioned to 
move to full UVM if needed.

In our next article, Darron May concludes his three-
part series on Verification Management in “Automation 
Management: Are You Living a Scripted Life?” In this 
installment, Darron shows how the Questa Verification Run 
Manager (VRM) reduces the maintenance burden of CAD 
teams while maximizing throughput and efficiency of large 
regression suites. Tied to the Unified Coverage Database 
(UCDB), VRM can automatically rerun tests with the same 
tool settings, as well as automate the distribution of large 
jobs across your server farm. When coupled with the other 
Verification Management capabilities explained previously, 
this comprehensive solution can provide a 20x improvement 
in verification productivity.

Our Partners’ Corner article this time comes from our 
friends at Test and Verification Solutions who describe how 
to achieve “Efficient project management and verification 

sign-off using Questa Verification Management.” They’ll 
show you how they used VRM and the testplan tracker to 
manage their regression system, specifically to facilitate 
failure analysis and track their progress.

Building on the coverage theme, our next article by Roger 
Sabbagh and Harry Foster, “Using Formal Technology 
to Improve Coverage Results,” gives a great overview of 
the problem of coverage holes and shows how formal 
technology can be used to automatically improve coverage 
results while reducing the amount of time wasted trying to 
hit unreachable states. 

In our Consultants’ Corner this issue, my friend Ray Salemi, 
a Senior Verification Consultant here at Mentor, shows 
how a UVM user can hide the details of what’s involved in 
putting a UVM test together (including sequences, etc.) so 
that the actual test write has a much simpler API with which 
to work.

Last but not least, my colleagues Ashish Aggarwal and 
Ravindra Aneja tie everything together in “A Methodology 
for Advanced Block-Level Verification.” This article 
neatly summarizes the four major categories of a typical 
block-level project: RTL development, protocol interface 
verification, end-to-end verification via simulation and 
coverage closure. I think you’ll agree that this wrap-up 
does a nice job of contextualizing some of the technologies 
covered in the previous articles.

Well, I stopped by my house last night to see how the floors 
are progressing. Everything looks great, and the plastic over 
everything provides a whole new perspective on “coverage 
closure.” I hope you enjoy this issue of Verification Horizons 
and hope to see you at DVCon.

 
Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons
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This article introduces Mentor’s new open-source UVM 
Connect (UVMC) library, now available for download at 
verificationacademy.com. UVMC provides TLM1 and TLM2 
connectivity and object passing between SystemC and 
SystemVerilog models and components.  It also provides 
a UVM Command API for accessing and controlling UVM 
simulation from SystemC (or C or C++).

 ENABLING IP & VIP REUSE

So what does this new capability allow you to do? UVM 
Connect enables the following use models, all designed to 
maximize IP reuse:

Abstraction Refinement— Reuse your SystemC 
architectural models as reference models in UVM 
verification. Reuse your stimulus generation agents in 
SystemVerilog to verify models in SystemC.

Expansion of VIP Inventory—More off-the-shelf VIP is 
available when you are no longer confined to VIP written in 
one language. Increase IP reuse!  To properly verify large 
SoC systems, verification environments are becoming more 
of an integration problem than a design problem.  

Leveraging language strengths—Each language has 
its strengths. You can leverage SV’s powerful constraint 
solvers and UVM’s sequences to provide random stimulus 
to your SC architectural models.  You can leverage SC’s 
speed and capacity for verification of untimed or loosely 
timed system-level environments.

Access to SV UVM from SC—The UVM Command API 
provides a bridge between SC and UVM simulation in SV.  
 

With this API you can wait for and control UVM phase 
transitions, set and get configuration, issue UVM-style 
reports, set factory type and instance overrides, and more.

 
KEY FEATURES

The UVM Connect library makes connecting TLM models 
in SystemC and UVM in SystemVerilog a relatively 
straightforward process. This section enumerates some 
keys features of UVM Connect.

Simplicity—Object-based data transfer is accomplished 
with very little preparation needed by the user.

Optional—The UVMC library is provided as a separate, 
optional package to UVM.  You do not need to import the 
package if your environments do not require cross-language 
TLM connections or access to the UVM Command API.

Works with Standard UVM—UVMC works out-of-box with 
open-source Accellera UVM 1.1a and later. UVMC can also 
work with previous UVM open-source releases with one 
minor change.

Encourages native modeling methodology—UVMC 
does not impose a foreign methodology nor require your 
models or transactions to inherit from a base class.  Your 
TLM models can fully exploit the features of the language in 
which they are written.

Supports existing models—Your existing TLM models 
in both SystemVerilog and SystemC can be reused in a 
mixed-language context without modification.

Reinforces TLM modeling standards—UVMC reinforces 
the principles and purpose of the TLM interface standard-
designing independent models that communicate without 
directly referring to each other.  Such models become highly 
reusable.  They can be integrated in both native and mixed-
language environments without modification.

 
 
 

Introducing UVM Connect 
by Adam Erickson, Verification Technologist, Mentor Graphics
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MAKING UVMC CONNECTIONS

To communicate, verification components must agree on the 
data they are exchanging and the interface used to exchange 
that data. TLM connections parameterized to the type of  
object (transaction) help components meet these require-
ments and thus ease integration costs and increase their reuse. 
To make such connections across the SC-SV language 
boundary, UVMC provides connect and connect_hier functions.

SV TLM2: 
uvmc_tlm #(trans)::connect (port_handle, “lookup”); 
uvmc_tlm #(trans)::connect_hier (port_handle, “lookup”);

SC TLM2: 
uvmc_connect (port_ref, “lookup”); 
uvmc_connect_hier (port_ref, “lookup”);

trans—Specifies the transaction type for unidirectional TLM 
1 ports, export, and imps. Needed only for SV.

port_handle or ref—The handle or reference to the port, 
export, imp, interface, or socket instance to be connected.  

lookup—An optional lookup string to register for this port.

UVMC registers the port’s hierarchical name and lookup 
string (if provided) for later matching against other port 
registrations within both SV and SC.  A string match 
between any two registered ports results in those ports 
being connected—whether the components are in the same 
or different languages.

Let’s see how we use the connect function in a real 
example. The diagram below shows an SV producer 
component and an SC consumer component 
communicating via a TLM socket connection. 

 

The following code creates the testbench and UVMC 
connection in both SV and SC. This code is complete and 
executable. It is all you need to pass tlm_generic_payload 
transactions between a SystemC and SystemVerilog 
component.

SystemVerilog: 

SystemC:

The sv_main top-level module creates  the SV portion of the 
example. It creates an instance of a producer component, 
then registers the producer’s out initiator socket with UVMC 
using the lookup string “foo”. It then starts UVM test flow 
with the call to run_test().

Introducing UVM Connect 
by Adam Erickson, Verification Technologist, Mentor Graphics

import uvm_pkg::*; 
import uvmc_pkg::*;
`include “producer.sv”

module sv_main;
  producer prod = new(“prod”);
  initial begin
    uvmc_tlm #()::connect(prod.out, “foo”);
    run_test();
  end
endmodule

#include “uvmc.h”
using namespace uvmc;
#include “consumer.h”

int sc_main(int argc, char* argv[]) {  
  consumer cons(“cons”);
  uvmc_connect(cons.in,”foo”);
  sc_start(-1);
  return 0;
}
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The sc_main function creates the SC portion of this 
example. It creates an instance of a consumer sc_module, 
then registers the consumer’s in target socket with UVMC 
using the lookup string, “foo”. It then starts SC simulation 
with the call to sc_start.

During elaboration, UVMC will connect  the producer  
and consumer sockets because they were registered  
with the same lookup string.

(Note: SV-side TLM port connections would normally  
be made in UVM’s connect_phase. We omit this for 
the sake of brevity.)

 
TRANSACTION CONVERSION

Object transfer requires converters to translate between the 
two types when crossing the SC-SV language boundary.

UVMC provides built-in support for the TLM generic 
payload (TLM GP). You don’t need to do anything regarding 
transaction conversion when using TLM GP.

Use of the TLM GP also affords the best opportunity 
for interoperability between independently designed 
components from multiple IP suppliers. Thus, there is 
strong incentive to use the generic payload if possible.

If, however, you are not using the TLM GP, the task  
of creating a converter in SC and SV is fairly simple.

Let’s say we have a transaction with a command, address, 
and variable-length data members. The basic definitions in 
SV and SC might look like this:

UVMC uses separate converter classes to pack and 
unpack transactions. This allows you to define converters 
independently from the transactions they operate on. UVMC 
defines default converter implementations that conform to  
 

the prevailing methodology in each language. Yet, UVMC  
can accommodate almost any application, such as using a 
SV-side object that does not extend uvm_object.

SV-side conversion
In SV, by default, UVMC default converter delegates 
conversion to the transaction’s pack and unpack methods. 
Having the transaction class itself implement its own 
conversion is the UVM way, so UVMC accommodates.

UVM transaction conversion is usually implemented in its 
do_pack and do_unpack methods, or via the `uvm_field 
macros.  The do_pack/unpack method implementations 
have better performance and provide greater flexibility, 
debug, and type-support than the `uvm_field macros. The 
extra time to implement these methods is far outweighed by 
the cumulative performance and debug benefits they afford.

The recommended way to implement do_pack/unpack is 
to use a set of `uvm_pack `uvm_unpack macros, which 
are part of the UVM standard. These macros are of the 
“good” variety. They are small and more efficient than the 
`uvm_field macros and uvm_packer API.

The following transaction definition implements do_pack/
unpack in the recommended way:

SV   SC
class C;  class C {
    cmd_t cmd;      cmd_t cmd;
    int unsigned addr;     unsigned int addr;
    byte data[$]      vector<char> data;
  ...   };
endclass

class packet extends uvm_sequence_item;

  `uvm_object_utils(packet)

  rand cmd_t cmd;
  rand int   unsigned addr;
  rand byte  data[$];

  constraint C_data_size {
    data.size inside {[1:16]};
  }
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SC-side conversion
Transaction classes in SystemC do not typically extend 
from a common base class, so conversion is performed  
in a separate converter class.

An SC-side converter is actually a template specialization 
of the default converter, uvmc_converter<T>. Template 
specializations allow you to override the generalized 
implementation of a parameterized class with one that is 
custom-tailored for a specific set of parameter values, e.g. 
uvmc_converter<packet>. This is a compiler-level opera-
tion, so any code that uses uvmc_converter<packet> 
automatically gets our specialized implementation.

The following code implements a converter class for our 
packet transaction class:

 
The packer variable is an instance of uvmc_packer, the 
counterpart to UVM’s uvm_packer on the SV side. You 
can stream your transaction members are streamed to and 
from a built-in packer instance variable much like you would 
stream them to standard out using cout.  Use operator<< 
for packing, and operator>> for unpacking.

Except for the actual field names being streamed, most 
converter classes conform to this template structure. So, as 
a convenience, UVMC provides macros that can generate 
a complete uvmc_converter<T> class and output streaming 
capability for your transaction with a single UVMC_UTILS 
macro invocation. Unlike the `uvm_field macros in UVM, 
these macros expand into succinct, human-readable code 
(actually, the exact code shown above).

Using the macro option, our custom converter class 
definition for packet reduces to one line:

The number suffix in the macro name indicates the number 
of transaction fields being converted. Then, simply list 
each field member in the order you want them streamed. 
Just make sure the order is the same as the packing and 
unpacking that happens on the SV side. UVMC supports  
up to 20 fields.

#include “uvmc.h”
using namespace uvmc;

template <>
class uvmc_converter<packet> {
  public:
  virtual void do_pack(const packet &t,
                       uvmc_packer &packer) {
    packer << t.cmd << t.addr << t.data;
  }
  virtual void do_unpack(packet &t,
                         uvmc_packer &packer) {
    packer >> t.cmd >> t.addr >> t.data;
  }
};

 
 function new(string name=””);
    super.new(name);
  endfunction

  function void do_pack(uvm_packer packer);
    super. do_pack(packer);
    `uvm_pack_int(cmd)
    `uvm_pack_int(addr)
    `uvm_pack_queue(data)
  endfunction

  function void do_unpack(uvm_packer packer);
    super. do_unpack(packer);
    `uvm_unpack_int(cmd)
    `uvm_unpack_int(addr)
    `uvm_unpack_queue(data)
  endfunction
  ...
endclass

#include “uvmc.h”
using namespace uvmc;
UVMC_UTILS_3 (packet, cmd, addr, data)
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Type Support
For streaming fields in your converter implementations, 
UVMC supports virtually all the built-in data types in SV 
and SC. In SV, all the integral types, reals, and single-
dimensional, dynamic, queue, and associative arrays of 
any of the built-in types have direct support. In SC, all the 
integral types and float/double are support, as are fixed 
arrays, vectors, lists, and maps of these types. The integral 
SystemC types such as sc_bv<N> and sc_uint<N> are also 
supported. Rest assured, any type that does not have direct 
support can be adapted to one of the supported types. 

On (not) using `uvm_field macros
The `uvm_field macros hurt run-time performance, 
can make debug more difficult, and can not accomodate 
custom behaviors (e.g. conditional packing, copying, etc. 
based on value of another field). 

The macros generate far more code than is necessary 
to implement the operations directly. This consumes 
memory and hurts performance. Even a small performance 
decrease of 1% can dramatically affect regression times 
and lowers the ceiling on potential accelerator/emulator 
performance gains. 

Transaction requirements
UVM Connect imposes very few requirements on the 
transaction types being conveyed between TLM models 
in SV and SC, a critical requirement for enabling reuse 
of existing IP.  The more restrictions you impose on the 
transaction type, the more difficult it will be to reuse models 
that use those transactions.

• No base classes required.  It is not required that the 
transaction inherit from any base class--in either SV or 
SC--to facilitate their conversion

• No factory registration required.  It is not required 
that the transaction register with a factory—be it the 
UVM factory or any user-defined factory mechanism.

• No converter API required. It is not required that the 
transaction provide the conversion methods. You can 
specify a different converter for each or every UVMC 
connection. You can define multiple converters for the 
same transaction type.

• Transaction equivalence not required. It is not 
required that the members (properties) of the 
transaction classes in each language be of equal  
 

number, equivalent type, and declaration order.  The 
converter can adapt to disparate transaction definitions 
at the same time it serializes the data.

UVM COMMAND API

The UVM Command API gives SystemC users access to 
key UVM features in SystemVerilog. These include:

• Wait for a UVM to reach a given simulation phase
• Raise and drop objections to phases, effectively 

controlling UVM test flow
• Set and get UVM configuration, including objects
• Send UVM report messages, and set report verbosity
• Set type and instance overrides in the UVM factory
• Print UVM component topology 

To enable use of the UVMC command API, you must call 
uvmc_init() from an initial block on the SystemVerilog side. 
This function starts a background process that services 
UVM command requests from SystemC.

SC-side calls to the UVM Command API will block until 
SystemVerilog has finished elaboration and the uvmc_init() 
function has been called.  For this reason, such calls must 
be made from within SC thread processes.

Issuing UVM reports from SystemC
UVMC provides an API into UVM’s reporting mechanism, 
allowing you to send reports to UVM’s report server and  
to set report verbosity at any context of the UVM hierarchy. 
As with natively issued UVM reports, all reports you send  
to UVM are subject to filtration by configured verbosity level, 
actions, and report catchers.

module sv_main;

  import uvm_pkg::*;
  import uvmc_pkg::*;

  initial begin
    uvmc_cmd_init();
    run_test();
  end

endmodule
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Just as in UVM, UVMC provides convenient macro 
definitions for sending reports efficiently and with automatic 
SystemC-side filename and line number information.

Set and Get Config
UVMC supports setting and getting integral, string, and 
object values from UVM’s configuration database.

Use of configuration objects is strongly recommended 
over one-at-a-time integrals and strings. You can pass 
configuration for an entire component or set of components 
with a single call, and the configuration object is type-safe  
 
to the components that accept those objects. With ints and 
strings, it’s far too easy to get configuration wrong (which 
can be hard to debug), especially with generic field names 
like “count” and “addr”. 

Before you can pass configuration objects, you will need to 
define an equivalent transaction type and converter on the 
SystemC side. As shown earlier, this is easily done:

 We use the above definition to configure a SV-side 
stimulus generator and a couple of “loose” int and string 
fields. Note the form is much the same as in UVM.

 
Phase Control
With UVMC, you can wait for a UVM phase to reach a given 
state, and you can raise and drop objections to any phase, 
thus controlling UVM test flow.

Factory
You can set UVM factory type and instance overrides as 
well. Let’s say you are testing a SC-side slave device and 
want to drive it with a subtype of the producer that would 
normally be used. Once you make all your overrides, 
you can check that they “took” using some factory debug 
commands.

UVMC_INFO(“SC-TOP/SET_CFG”,
     “Setting config for SV-side producer”,
      UVM_MEDIUM,””);

#include “uvmc.h”
#include “uvmc_macros.h”
using namespace uvmc;

class prod_cfg {
  public:
  int min_addr, max_addr;
  int min_data_len, max_data_len;
  int min_trans, max_trans;
};

UVMC_UTILS_6(prod_cfg, min_addr, max_addr,                 
             min_data_len, max_data_len,
             min_trans, max_trans)

uvmc_wait_for_phase(“run”,UVM_PHASE_STARTED);

uvmc_raise_objection(“run”,
                                “SC producer active”);
  // produce data

uvmc_drop_objection(“run”,
                                    “SC producer done”);

uvmc_set_config_int (“e.agent.driver”,””,
                      “max_error”, 10);

uvmc_set_config_string (“e.agent.seqr”,
                                 “run_phase”, 
                                “default_sequence”,
                                 s.c_str());

prod_cfg cfg = new();
cfg.min_addr = ‘h0100; cfg.max_addr = ‘h0FFF;
cfg.max_data_len = 10; cfg.max_trans = 100;

uvmc_set_config_object (“prod_cfg”, “e.prod”,
                                   “”, “config”, cfg);

if (!uvmc_get_config_int (“sc_top”, “dut”,
                    “max_error”, max_error))
  UVMC_ERROR(“NO_MAX_SET”,
                     “max_error not set”,name());
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Printing UVM Topology
You can print UVM testbench topology from SystemC.  
Just be sure you invoke the command after UVM has 
built the testbench.

Parting Thoughts
UVM Connect bridges the SystemC and SystemVerilog 
language boundary to provide seamless TLM1 and TLM2 
connectivity between components residing in those two 
languages. It also provides a means of directly accessing 
and controlling UVM simulation via the UVM Command API.

The library is available for download on the 
verificationacademy.com website. It is distributed under  
the Apache license, meaning it is free for you to use, 
modify, and share. While the library was written to be 
portable across all three simulators (it uses standard 
SystemVerilog and SystemC), Mentor could not qualify  
the product for use on non-Questa simulators. It is expected 
that a small handful of issues may need addressing when 
compiling on non-Questa simulators. We will happily accept 
any suggested modifications that would allow UVM Connect 
to be qualified on other simulators.
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uvmc_set_factory_type_override(“producer”,
                                “producer_ext”,”e.*”);
  uvmc_set_factory_inst_override(“scoreboard”,
                              “scoreboard_ext”,”e.*”);

// factory should show overrides
uvmc_print_factory();

// show information about how the factory
// chooses which type to create. Should be
// the “_ext” versions in this case.

uvmc_debug_factory_create(“producer”,
                               “e.prod”);
uvmc_debug_factory_create(“scoreboard”,
                               “e.sb”);

// get the type the factory would produce
// give a requested type and context. We
// can use the result in subsequent overrides
string override = uvmc_find_factory_ 
   override(“producer”,“e.prod”);

uvmc_wait_for_phase(“build”,UVM_PHASE_ENDED);

cout << “UVM Topology:” << endl;

uvmc_print_topology();
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[NOTE: This article is extracted from the UVM/OVM Online 
Methodology Cookbook found on verificationacademy.
com. This is the Overview article, which introduces UVM 
Express. Other articles are also included in the Cookbook 
that go into more detail on each of the steps in applying 
UVM Express to your verification environment.]

UVM Express is a collection of techniques, coding  
styles and UVM usages that are designed to increase 
the productivity of functional verification. The techniques 
include raising the abstraction level of tests, writing  
tests using BFM function and task calls, adding  
functional coverage, and adding constrained-random 
stimulus generation. 

The UVM is a class library which provides a view  
of the SystemVerilog verification features. The UVM 
class library contains powerful constructs for verification, 
including a phasing machine, a reporting system,  
a configuration database, a factory for overriding types  
and the ability to write tests as sequences (or function  
calls). Some verification teams are successfully adopting 
the UVM from the beginning, but those teams usually  
have a background in e, Vera, VMM, AVM or OVM.  
In order to be proficient with SystemVerilog and the UVM,  
an investment of time and money needs to be made  
in training. Often the adoption process can be made  
shorter by hiring consultants. 

Most verification teams, however have time and budget 
restrictions and cannot adopt the UVM in whole or adopt 
it as quickly as they might like. These teams are usually 
under-staffed, under-funded and over-worked. They are 
exactly the kind of people that the UVM is meant to help, 
but the first step towards adoption is too high. 

UVM Express provides a small first step toward UVM 
adoption. UVM Express is a way to build your testbench 
environment, a way to raise your abstraction level, a way 
to check the quality of your tests and a way to think about 
writing your tests. Each of the steps outlined for UVM 

Express is a reusable piece of verification infrastructure. 
These UVM Express steps are a way to progressively adopt 
a UVM methodology, while getting verification productivity 
and verification results at each step. 

Using UVM Express is not a replacement for full UVM, but 
instead enables full UVM migration or co-existence at any 
time. UVM Express is UVM – just organized in a way that 
allows progressive adoption and a value proposition with 
each step. 

 
UVM EXPRESS: WRITING TESTS USING  
TASKS IN A BFM 

The first level of UVM Express is a BFM (Bus Functional 
Model). The BFM has a job to manage the signals, and to 
supply an interface for the testbench to access the signals. 

For example, a BFM might contain all the wires of an 
‘abc’ bus, and a task called ‘read(address, data)’ which 
when called would issue a read on the bus, and return the 
data read from the address (see the code snippet on the 
following page). 

This ‘read’ task consumes time. All tests are written in terms 
of the BFM and the helper functions that it supplies. No 
direct pin wiggling is allowed. 

UVM Express  
from the UVM/OVM Online Methodology Cookbook
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The BFM is a Bus Functional Model. It is the way that the 
test interacts with the signals. The BFM is implemented as  
a SystemVerilog interface that has signals (wires) and tasks 
to manipulate the signals. 

The tasks in the BFM represent the kinds of transactions 
that the interface supports; for example, read(), write(), 
burst_read() and burst_write(). In order to create tests,  

the BFM tasks are called, but signals are never directly 
accessed outside the BFM. 

 
UVM EXPRESS: FUNCTIONAL COVERAGE 

The second level of UVM Express adds a coverage 
agent to the BFM based tests. The coverage agent sits 
on the bus collecting coverage, creating transactions 
and publishing them to subscribers. A typical subscriber 
is a coverage collector. Each published transaction 
gets counted by the covergroups in the coverage agent. 
Usually the coverage collector is written as a UVM 
Agent, and placed in a package. A user of this UVM 
agent does not need to interact directly with UVM, nor 
do they need to understand how the agent is built. They 
only need to understand any configuration options that 
the UVM agent offers. The UVM Agent is simply created 
and connected to the bus. 

Functional coverage is coverage that is concerned about 
the correct behavior of a device. For example, using a 
SystemVerilog covergroup, we can make sure that the 
device was used in a complete way, and that it created 
correct replies in each case. A memory might be read  

interface abc_if(input wire CLK);
  reg RST;
  reg VALID; 
  reg READY; 
  reg RW;    
  reg BURST; 
  reg [31:0] ADDR;
  reg [31:0] DATAI;
  wire[31:0] DATAO;
  task reset();
  task read( bit[31:0] addr, output bit[31:0] data);
  task write( bit[31:0] addr, input  bit[31:0] data);
  task     burst_read( bit[31:0] addr, output bit[31:0] data[4]);
  task     burst_write( bit[31:0] addr, input  bit[31:0] data[4]);
  task monitor(output bit transaction_ok, 
                                 output bit rw, 
                                output bit[31:0] addr,
                                output bit[31:0] data[4], 
                                output bit burst);
endinterface
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from the lowest address and the highest address,  
and a few addresses in between. Each read should  
produce correct values. A read to an illegal address 
should be handled correctly. Each of these inputs (READ 
addresses) and outputs (values READ) are counted,  
and can be used to describe correct functionality. 

 
UVM EXPRESS: CONSTRAINED RANDOM STIMULUS 

The third level of UVM Express replaces the user directed 
test with constrained-random stimulus. User directed tests 
can be combined with constrained-random stimulus, but 
this third level of UVM Express doesn’t attempt this. This 
level builds a UVM agent which can generate stimulus and 
collect coverage. This UVM agent is used in the same way 
as the UVM agent from the second level – it is created and 
connected. Once it is created, connected, configured and 
started, it causes transactions to occur on the bus – it is 
a traffic generator. Transactions are generated from the 
built-in randomization contained in the UVM agent – usually 
sequences and sequence items with constraints. A user of 
this UVM agent does not need to interact directly with the 
UVM or the UVM agent. The UVM agent is a self-contained 
stimulus generation tool. The user must understand what 
configuration options are available, but does not need to 
understand low level UVM details. 

Constrained random stimulus is stimulus that has  
been described by using SystemVerilog constraints.  
The constraints are randomized to produce a new collection 
of stimulus. Each randomization begins with a seed value. 
A series of stimulus can start with a specific seed, and 
progress. Once the stimulus progression is done, a different 
constraint can be used with the same or different seeds  
to produce a different progression of stimulus
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INTRODUCTION

Increasing demand for high quality IP and SoC designs 
and ever shortening design cycles puts pressure on IP and 
SoC houses to leverage automation as much as possible 
throughout the entire electronic design and verification 
processes. This is indeed widely seen in the verification 
space, where verification engineers have to contend with 
tasks such as coverage closure, bug hunting, smoke and 
soak testing, all of which are done through running lots of 
regressions. How automation is applied to a verification 
process can have a massive impact (positive and negative) 
on overall productivity of that process. Regression systems 
are often heavily scripted, often developed and 
understood by one or two individuals or maybe a 
small handful of people within larger organizations. 
Large amounts of historical baggage are carried 
over from project to project, sometimes the majority 
of users don’t even know why they have to run a 
particular script; it just works until of course it doesn’t.

To get the full benefits of automation, a regression 
system needs to understand the verification process 
and provide the ability to automate management 
of seeds for constrained random tests, re-run 
failed tests automatically perhaps with more debug 
visibility, merge coverage across multiple runs, manage tool 
time-outs, and interface to grid systems to name just a few 
functions. Complexity and capabilities grow over time, which 
is often one of the major downfalls of regression systems 
being based on scripting alone. Having the capture, control, 
automation and status of the regression system wrapped 
up within one complex script or a series of scripts that call 
each other can lead to both execution and maintenance 
nightmares. An organization’s verification resources 
should be focused on verifying designs not debugging 
environment infrastructure, and having to wait for support 
from the creators who then become the critical path within 
the project. The CAD engineer doesn’t want to reinvent the 
wheel and the Verification Engineer needs the ability to 
completely focus on verification and verification alone.

 
 

This is the third article in a verification management series 
that shows that the management of data, process and tools 
are important to an efficient and productive verification 
environment. Using a purpose built regression system  
like Questa VRM (Verification Run Manager) can give 
Verification Engineers maximum throughput and the 
benefits of automation while reducing the maintenance 
burden on the CAD teams. Users are finding that their 
productivity is being boosted by an average of 20 times 
across many different aspects of verification management 
including capacity, performance, resource usage,  
turn-around time, preparation, maintenance,  
results and coverage analysis.

The aspects of a regression system can be broken  
down into: 

• The capture and configuration, the control  
of when and how the actions are run 

• Automation of the tedious tasks of gathering  
data such as coverage data 

• Acting upon results 
• The visibility into the regression status and results. 

 
The following sections delve into the four aspects  
in more detail.

 
CAPTURE

Capturing the complexity of a regression requires the  
need to abstract away from just running a script with  
 
 

Automation Management: Are You Living a Scripted Life? 
by Darron May, Manager of Verification Analysis Solutions, Mentor Graphics Corporation
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a sequence of commands. To be able to control a  
regression system and produce actionable data for further 
actions, a method of separating the control of individual 
actions from their configuration data is required. The 
definition of dependences between actions is required, 
for example the tasks of building, optimizing and running 
simulations. The build needs to successfully complete, 
before an optimization which needs to be successful 
before finally simulations can be run. The ability to define 
sequential and non-sequential dependences is required 
allowing multiple parts of the build or multiple simulations 
to be run in parallel. Parameterization of any aspect is 
required to allow actions to be configured to run in different 
ways. An action could have a debug versus optimized 
setting or coverage versus no coverage, or even the ability 
to run multiple versions of a particular tool. User defined 
parameters and the ability to calculate and over-ride their 
values is important allowing both global and local settings. 
A system that is based on inheritance can save valuable 
time capturing the same settings over and over.

The main building block within VRM is called the runnable, 
it can be a group, a base type or a task. A group runnable 
allows hierarchy to be constructed with dependency and 
inheritance of parameters from their parent. Groups can 
have pre and post actions that are executed once per 
group allowing tasks such as set-up and clean-down. A 
runnable can also inherit from a base runnable allowing 
inheritance to be injected at any level of the hierarchy. 
The task runnable is the leaf level action; the commands 
executed at this leaf level can be launched using any type 
of shell, the default being the Questa interpreter. Runnables 
can be defined as sequential or non-sequential allowing for 
either serial or parallel actions. Their execution can also be 
conditional, and repeated using either a count or a list of 

values all based on parameters values. The execution area 
is a directory structure managed by VRM and it is possible 
to define local files that are either copied or linked into this 
area so that all paths and references can be relative and 
used by multiple users. This architecture makes it possible 
for multiple regressions of the same design to be in flight 
at the same time without each regression stepping on the 
other.

The configuration of the runnable allows a runtime graph 
of all the actions to be constructed along with scheduling 
and dependencies of the actions. Questions can be asked 
of the user at runtime or over-rides can be applied to adjust 
the values of parameters which in turn can completely 
change the construction of the graph. This provides a solid 
infrastructure for the repeatability and re-use of any setup, 
either on or between multiple projects, separating the 
control for maximum flexibility. Many users of VRM are now 
getting the benefits of using the same basic set-up over 
multiple generations of their verification environments.

CONTROL

Extracting the capture of actions from their method of 
execution gives complete control over how and when the 
actions are executed. The runnable has a method that 
configures how the action is executed, the default being to 
run the action locally but it could be to run using an ‘rsh’, 
an ‘ssh’ or grid software like Sungrid or LSF. Methods can 
be conditional based on parameters and can be inherited 

Automation Management: Are You Living a Scripted Life? 
by Darron May, Manager of Verification Analysis Solutions, Mentor Graphics Corporation
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from a parent or a base making switching execution 
method very flexible. The method holds information about 
how to interact with the execution, for example the grid 
submission commands, how to suspend, resume or kill 
jobs. This layer provides the user with a simple interface 
to a grid making it easy to kill all the submitted jobs for a 
regression automatically if a regression is stopped. It also 
allows advantage to be taken of grid features such as array 
jobs. Array jobs allow actions to be packaged into arrays 
and passed to the grid in a single command. This allows 
the grid software to unpack and manage the jobs in a more 
efficient manner. Job grouping is also available to allow 
actions to be grouped together and execute in one action. 
This is extremely useful when job latency and start-up are 
expensive for short actions, and allows the overhead to be 
consumed across multiple jobs for better throughput. For 
example if the latency and start-up of a job takes 5 minutes 
and 1000 two minute simulations need to be run over on 
a 20 CPU farm, single actions would require 50 runs on 
the 20 CPUs at 7 minutes each totaling 350 minutes. By 

grouping the simulations into 10, each new job will take 10 
times 2 minutes plus the 5 minutes startup, a total of 25 
minutes. With 100 jobs of 25 minutes over the 20 CPUs 
it requires 5 runs and a total run time of 125 minutes, this 
is close to a 3X improvement in throughput. All of this is 
achievable by adjusting a couple of parameters to enable 
the packing of jobs.

Methods have queues associated with them with a 
variable maximum running parameter which allows pre-
balancing and scheduling between actions. This allows 
extra scheduling and job management even before the 
actions reach the grid or can allow load balancing between 
machines that are not part of a grid. Time-out’s can be set 
for both queuing and run time of actions via parameters. 
This automatically manages jobs that hang and jobs that 
never get started. Some grids suffer from dropping jobs so 
if a queue time-out expires an action will be re- submitted 
ensuring that it completes.

A state machine manages each action and the running  
of the actions as a complete flow. Routines are called  

at certain times during the life of the regression for 
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example when an action is scheduled, when an action has 
started, before the next action is started. These routines 
have default implementations but can be over-ridden by 
the user. This allows very powerful capabilities for example 
getting the regression to stop when an event occurs, 
running until a wall clock time, running until a certain level 
of coverage is achieved, or stopping if more than a certain 
number of actions have failed. This is only a small list of the 
possible customizations that are possible and controlled 
via parameters. It’s even possible to add conditions when 
an action becomes eligible to ensure certain resources or 
license features are available or if the license it not available 
for an action it is returned to the scheduling queue for a 
retry after a certain period. These examples highlight the 
benefits of separating the control of the jobs from the jobs 
themselves allowing a more efficient use of resources 
possible.

 
AUTOMATION

Applying automation to a system that allows the capture 
and control of actions to be defined is very straight forward. 
The regression system needs to understand how to find the 
correct data and give the user the ability to customize the 
triggering of new verification tasks based off the results of 
ones already run. The returned status from the execution of 
the action or the test record of the UCDB (Unified Coverage 
DataBase) can be used to indicate the pass/fail status of a 
completed job. The UCDB test record has a TESTSTATUS 
attribute that is set automatically to the worst severity that 
occurred during simulation. By simply setting the value of 
an in-built parameter to the resulting UCDB file location will 
cause the status to be used. Setting an in-built parameter 
to point to a triage database will cause the failing actions to 
automatically generate a triage action to extract the relevant 
failure information and store it into a triage database for 
analysis with other failures. The failure can also trigger a 
re-run of the action with modified parameters to enable, for 
example, full visibility and waveform capture for the test. 
The re-run can be further configured to be immediate after 
the failure occurred or a global re-run at the end of the 
regression after automatic analysis on which failures should 
be re-run. Time-out of actions or queued actions can also 
trigger a re-run, this results in all the necessary data being 
available to debug and analyze a nightly regression when 
you come into the office in the morning.

Setting an in-built parameter to point to a merge UCDB 
file location has the effect of automatically adding the 
actions UCDB file to the merge queue list. A merge queue 
is managed and periodic merge actions are added which 
merge the coverage from the passing tests into the merge 
UCDB making the incremental results available. If a testplan 
is being used to drive the verification process then setting 
a built-in parameter to define the testplan file will ensure 
that the testplan is imported and merged with the merged 
coverage UCDB.

With a constrained random methodology seed management 
is required. Using a built-in parameter for the seed allows 
the seed to be random and then if a re-run is needed for 
any reason the seed generated the last time the action was 
run will be used again. Lists of seeds that caused good 
and bad behavior or produced from the output from a test 
grading can be used to run new regression runs. Running 
test ranking or grading to optimize tests is an automation 
that can be run at any stage of the regression regardless 
of the overall methodology. The output files from each 
action can also be managed automatically using auto-
delete to clean up temporally files or output files that are 
not needed when tests pass, optimizing valuable storage 
capacity. The over-all benefits of using automation bring 
massive productivity gains to the process, data and flow 
management and optimize the enviroment for capacity, 
performance and throughput.

 
VISIBILITY

Visibility is required to see which actions have completed, 
which ones are still running as well as an indication of 
what actions can be run. Different users have preferences 
on the way they work so it’s important that there is the 
ability to interact with a user interface and use shell based 
commands to give the Verification Engineer visibility into 
the regression status. The user interface allows the user 
to start, monitor and analyze all of the actions within the 
regression. A command line is also available to allow 
the same status information to be visible directly from 
the shell. This command line can also be used to query 
the regression configuration to figure out what actions 
and parameters are available to guide their use of the 
tool. Similar to the rest of the features of Verification 
Management regression results are also available in 
HTML to allow viewing within an external viewer. VRM can 
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manage all the tools in the process so that transparency  
of the results is gained regardless of the method  
of execution ensuring that incremental coverage  
and results are available at all times.

 
CONCLUSIONS

Having a regression system that separates the control from 
the configuration data improves its overall maintenance. 
Major features can be coded into the system itself instead 
of a series of scripts with multiple calling levels which 
often lead to a debug nightmare. Many users are now 
seeing the productivity benefits that VRM can bring to 
their environment with major improvements to capacity, 
performance, throughput, time to debug, time to re-use, 
time to analysis to name just a few. An automotive customer 
saw their nightly regression runs increase by more than a 
factor of 8, their test set-up and maintenance fall by a factor 
of 15, their script complexity reduced by 10 and their time to 
nightly regression results reduced by 60. An IP developer 
increased their regression throughput by a factor of 9 and 
their time to coverage and regression results reduced by a 
factor of 6. A semiconductor customer used only the merge 
capabilities of VRM to distribute the merging process for 
their own regression system and got results 47 times faster, 
reducing days to minutes. To have the productivity gains 
required to speed up time to market a regression system 
needs the ability to quickly capture, control and automate 
the verification process, at the same time as providing the 

user with complete process visibility. Questa’s Verification 
Management features can improve overall productivity by 
an average of 20 times. 

 
RECAP

This is the third in the series on Verification Management 
showing how massive boosts in Verification productively 
are possible via the management of data, process and 
automation. Mentor Graphics had the vision that the 
cornerstone of verification solutions was an optimized 
and unified database. The UCDB was architected and 
implemented to have the capabilities to allow the unification 
of all verification data and allow the development of very 
powerful verification management capabilities to manage 
the process. These capabilities include testplan tracking 
to allow electronic closure of the process with a plan, 
utilities that allow data to be combined and optimized when 
generated from multiple tests and engines, and the ability 
to reduce data over time while still exposing data needed 
to see projects progress. Finally with the capabilities to 
separate the capture of regressions from the control means 
there are many opportunities to automate all aspects of the 
process to improve capacity, performance, throughput and 
turnaround times while analyzing and debugging. Questa 
Verification Management has been proven to improve 
Verification productivity by an average factor of 20.
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ABSTRACT

Test and Verification Solutions (TVS) uses Questa 
Verification Management (Questa VM) for both project 
management and verification sign off for its asureVIP 
development program. Questa VM can manage 
verification data, process and tools with features such 
as testplan tracking, trend analysis, results analysis and 
run management. TVS has benefitted specifically from 
Questa VRM (Verification Run Manager), which automates 
regression runs and monitors coverage status. These 
features are useful in helping us identify a bug during a 
regression run, immediately starting the debug process  
and subsequently easily monitoring project status.

Using VRM, TVS does not need to write an additional  
script for merging coverage output. Instead, the tool 
provides a special configuration that helps manage  
merge UCDB files and generate coverage reports.

During the regression run, VRM monitors the pass and  
fail status of test cases. Once the run is complete, the tool 
re-runs failed test cases, allowing for immediate analysis  
of the failure without having to re-run the regression.

The testplan tracker coordinates much 
about the testing 

process, including requirements and also a comprehensive 
list of the tested features that includes how they are tested 
(whether directed or random). Testplan tracker helps to 
easily monitor the functionalities that have been covered 
and, importantly, those still left uncovered. 

At TVS, our overall productivity, efficiency and delivery 
quality have experienced vast improvements, which we  
will describe briefly in this paper. 

 
VERIFICATION CHALLENGES  
DURING THE GOOD OLD DAYS

It used to be the case that getting a customer to sign-
off on verification required us to present a laundry list of 
information: test plan, functional coverage document, and 
code and functional coverage numbers. Based on these 
reports, we would make the case that the feature list in the 
requirement specification was completely verified. This 
process was not without several hassles. 

First, while running a regression, to know the status 
of a particular testcase, we would have to open the 
corresponding testcase log file or regression status log 
file to confirm the “PASS” or “FAIL” status, seed value 
generated, CPU usage and the time taken to run that 
particular testcase. To extract this sort of information we’d 

have to provide the appropriate tool-related commands 
in the regression script.  That’s because during a 
regression run, it is not possible to suspend/kill/
disable a particular testcase. To run the multiple 
testcases we needed load sharing facility (LSF) 
support, which tended to be expensive.

Secondly, ensuring that the testcases covered 
all the supported features and that the functional 
cover points were hit was grueling work. In 
complex protocols like PCI Express and USB, 
covering all the features requires creating more 
and more directed and random testcases to 
achieve the maximum possible functional coverage 

Efficient Project Management and Verification Sign-off  
Using Questa Verification Management
by Suresh Babu P., Chakravarthi M.G., Test and Verification Solutions India Pvt. Ltd. 
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numbers. Generating and analyzing individual coverage 
reports for all the testcases was also laborious.

Thirdly, it was difficult to establish whether a particular 
feature was covered by directed or random testcases.  
For that we needed to open every testcase and cross  
check with the test specification, which was a manual 
process before we adopted VRM. 

Next, it was time consuming to create a merged UCDB file, 
which essentially conveys the overall coverage achieved. 
To get accurate coverage numbers, we should be merging 
only the UCDB files of the testcases that were passing. 
This requires separate locations for dumping UCDB files 
associated with the passing and failing testcases. Such 
segregation was tough to implement, which led to spending 
lots of time merging large numbers of UCDB files. Consider: 
for about 700 testcases it takes approximately three and a 
half minutes to generate a merged UCDB file.

Finally, verification managers encountered challenges when 
they convened status meetings. Project status updates were 
elusive as the engineers would just convey the information 
about what blocks/features they had covered and the 
functional coverage numbers associated with those blocks/
features.  Without referring to the test plan, it was tough 
to report the blocks/features that were yet to be covered.  
Overall, it was difficult to estimate the amount of work yet to 
be completed. Prior to the adoption of VRM, there was no 
automation tool to indicate the number of testcases covered 
in a way that referenced the customer requirement specifi- 
 
 
 

cation. The result: increasing difficulty in accurately esti-
mating the project completion date and efficiently allocating 
resources. 

QUESTA VM AND VRM

Questa VM addresses all the issues described in the 
previous section. As shown in Figure 1, its features include 
testplan tracking, verification run manager, verification run 
analysis, trend analysis, all built upon the UCDB. 

Figure 1: Block diagram depicting VM features

 

Figure 2: A snapshot of VM tool used 

for TVS asureVIP project management
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Figure 3: Snapshot of regression execution window 

while running asureVIP regression 

 

TVS uses the Questa VM tools – prominent benefits include 
automation of regression runs and monitoring of coverage 
status – for its asureVIP verification IP development 
program. Figure 2 is a snapshot of the VM windows used 
for managing the asureVIP development. On the left is the 
run manager, where a user compiles (RTL/TB/Testcases), 
triggers regression runs and generate reports. The center 
section shows the regression status for individual testcases 
along with the compilation status of the RTL and testbench. 
On the right: functional and code coverage details of 
individual testcases.

  
VRM BENEFITS

While running 
the regression, 
VRM will report 
a particular 
testcase’s “PASS” 
or “FAIL “status, 
seed value, 
CPU time and 
testcases run 
time. Once the 
regression is 
complete, the 
tool automatically 
enables the 
re-run of failed test cases. This makes it possible to 
immediately start looking for the cause of failure without 

having to re-run the failing 
testcases, as is often 
required in the absence  
of a tool.  

Figure 3 shows regression 
status during run time. 
Note the ability to monitor 
the entire regression 
status as it is running and 
that multiple testcases are 
running at the same time 
without LSF support.

 VERIFICATION RESULTS ANALYSIS BENEFITS

Before the birth of VRM, verifying complex designs with 
plenty of test cases was time consuming, especially the 
task of obtaining coverage numbers for individual testcases. 
VRM provides a consolidated report of such coverage 
numbers as shown in Figure 4. This data helps quickly 
identify which testcases need more attention. 

Figure 5 (on the following page) shows the results reported 
containing testcase “PASS” or “FAIL” status, UCDB status, 
queued time, host name, CPU time and so on. These 
results are immensely useful in communicating the testcase 
status with the customer, or vice versa. For instance, using 
this information we can replicate a testcase failure scenario 
 

Figure 4: A snapshot of VM browser  
with asureVIP coverage results
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Figure 5: A snapshot of the regression execution 

browser with asureVIP testcases 

 
using the same seed value against each testcase  
in the consolidated report. Based on the CPU time  
we can estimate how long the testcase will run and  
plan our debug task accordingly. 

 
BENEFITS OF TESTPLAN TRACKING

We can now import our testplan document (for instance, 
captured in an Excel spreadsheet) into Questa VM. We can 
then use the tool to view feature list details and plans for 
verifying each of those features (whether by writing directed 
testcases or random testcases). 

Figure 6: A snapshot of testplan tracker window

Figure 6 shows the testplan tracker window depicting 
the overall status of asureVIP verification effort. Note 
how a single window displays the features specified by 
the customer/protocol standards, testcase coverage 
numbers achieved for each feature supported, coverage 
numbers listed according to the file structure and finally 
the cumulative report suggesting how much effort needs 
to be spent in achieving the maximum possible coverage 
numbers. Figure 7 shows the testplan coverage summary, 
which shows coverage numbers of sub-features.

Now the verification engineer is able to effectively report 
the block-level verification progress during status meetings. 
This tool’s reporting capability saves time and energy  
spent by verification engineers and managers to report  
and understand overall testplan status. The project manager 
can now better plan the verification effort based on obvious 
gaps noticed (as revealed in the total number of bins,  
hits and misses). 
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 Figure 7: QVRM Testplan Coverage Summary

 
BENEFITS OF TREND ANALYSIS

One last point: we easily generated a merged UCDB file 
based on built-in macros, which spared us from writing 
more complex scripts that generate and merge UCDB 
files, as we used to do. The macros save time and help 
verification managers understand the progress made by 
individuals or their entire team.  

 
SUMMARY

TVS was facing sizable challenges in the way we planned, 
implemented, analyzed and signed off verification activity. 
Verification managers were struggling to efficiently manage 
the schedule and resources to ensure on-time delivery 
of projects. Questa VM changed things for the better, 
allowing the verification team to better track their testplan, 
manage regression runs, analyze and report results, and 
identify how much effort has been consumed or needs to 
be applied to successfully achieve the expected coverage 
numbers. Status reporting used to entail updating the test 
case tracker spreadsheet to discuss the overall status of 
VIP development with our manager and/or customer, an 
effort that consumed at least 30 minutes per day and, when 
the entire team is considered, at least 10 hours per week. 
Questa VM saved all this time and more, allowing us to 
more effectively test and debug. But the best benefit of all 
is simply that using Questa VM has improved the way we 
communicate with our clients and the quality of our delivery.
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Debugging continues to be one of the 
biggest bottlenecks in today’s design 
flow. Yet, when discussing the topic 
of debugging among project teams, 
the first thought that comes to mind 
for most engineers is related to the 
process of finding bugs in architectural 
and RTL models, as well as verification 
code and test. However, debugging 
touches all processes within a design 
flow—including the painful task of 
coverage closure. In fact, one of the 
most frustrating aspects of debugging 
is tracking down a particular coverage 
item that has not been hit only to learn 
that the coverage item is unreachable. 
In this article we explore the debugging aspect of coverage 
closure; with a focus on the unique ability of formal 
technology to automatically generate simulation exclusion 
files to improve coverage results while reducing the amount 
of time wasted trying to hit unreachable states.

 
INDUSTRY COVERAGE TRENDS

Coverage is one form of metrics used by today’s project 
teams with the goal of providing a clear, quantitative, 
objective measure for assessing their overall verification 
process—as well as assessing the project’s progress 
towards their completeness goal. Within the last three years 
we have seen a rapid maturing of the industry in terms of 
adoption of various coverage techniques. For example, the 
2010 Wilson Research Group Functional Verification Study, 
as shown in Figure 1, found that the industry adoption of 
code coverage had increased by 50 percent since 2007. In 
addition, functional coverage adoption had increased by 80 
percent within the same three-year period. 

Clearly, coverage metrics have come of age for most of 
today’s SoC design projects.

Figure 1. Industry Adoption of Code  

and Functional Coverage

 
THE COVERAGE CHALLENGE

As engineers start the process of capturing coverage 
during simulation, quite often they are initially excited by 
how rapidly their coverage metrics increase after only a few 
simulations, as shown in Figure 2. However, this optimism 
very quickly gives way to reality as the coverage metrics 
begin to level off without reaching their coverage goals. 
Finishing the job is a classic case of the 80-20 rule. That 
is, closing the last 20 percent of coverage will likely take 80 
percent of the process time.

At this point, the engineer begins the painful process 
of debugging the root cause behind not hitting various 
coverage items. In general, there are two issues 
contributing to the coverage closure problem: (1) insufficient 
or incorrect input stimulus during simulation, and (2) an 
unreachable coverage item. To solve the first issue requires 
the engineer to identify the missing or incorrect input 
stimulus and either write a directed test for the correct case 
or adjust the constraints within their constrained-random 
testbench. For the second issue, the engineer needs to 
identify that a coverage item is unreachable. In general, 

Using Formal Technology To Improve Coverage Results 
by Roger Sabbagh, Product Marketing Manager Design Verification & Harry Foster, Chief Verification Scientist, Mentor Graphics
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Figure 2. Typical project coverage curve 

there are two root causes behind unreachable coverage. 
That is, the design might have a bug in it that is preventing 
the coverage item from being reached, or it might not be 
possible to reach a particular coverage item under certain 
IP configurations or error conditions. 

Debugging these unreachable issues is both frustrating 
and time consuming. In fact, on a typical SoC project, it is 
not uncommon for a verification team to spend hundreds of 
man hours debugging coverage closure issues. Automating 
the process of identifying unreachable coverage items is 
obviously a big productivity win for these teams.

  
GENERATING COVERAGE EXCLUSIONS

As part of the signoff review process, many project 
managers require that the verification team present their 
final coverage results and assess the risk for not hitting a 
particular coverage item. Obviously, the verification team 
wants to minimize the effort of reporting and justifying 
unreached coverage items during the review process, 
particularly for items that really do not matter. Therefore, 
as engineers identify a coverage item that is unreachable 
and is not a bug, they often manually create exclusion files 

to effectively remove the coverage item from the design’s 
coverage space. However, this manual process of creating 

exclusion files is often error prone, 
and the maintenance cost associated 
with these coverage exclusion files 
can be high as the design evolves.

Recently, a better approach has 
emerged that uses formal technology 
to automatically identify unreachable 
coverage items within a design and 
then automatically generate coverage 
exclusion files to be used in simulation 
for coverage items that are truly 
unreachable. There are obviously 
many benefits to this automatic 
approach, such as increased 

productivity, identifying bugs in the design, and ensuring 
that the coverage exclusion files are always up-to-date  
and accurate prior to regression runs.

  
THE SOLUTION

In this section, we describe our methodology for using 
formal technology to automatically improve coverage 
results.

The first step in the process is to run automatic formal  
to explore the reachability of the design. This can be 
done early in the design cycle, that is, as soon as the 
RTL code is ready, as the code itself is the primary input 
to this step. In addition, the designer may also define the 
operating conditions in the form of constraints, for example, 
setting constants to disable test mode. The tool will report 
code coverage goals that are proven to be unreachable 
through formal exploration of all possible combinations 
and sequences of legal inputs. At this point, it’s important 
to review these unreachables to ensure they are valid, 
since, as mentioned above, they could be an indication of a 
functional bug. Once that is completed, the next step is to 
run simulation to capture code coverage results.

Using Formal Technology To Improve Coverage Results 
by Roger Sabbagh, Product Marketing Manager Design Verification & Harry Foster, Chief Verification Scientist, Mentor Graphics
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Figure 3. Automatic Formal Coverage  

Enhancement Flow Diagram 

During the simulation phase, the exclusion 
directives generated in Step 1 for the 
unreachable coverage goals are included to 
prune the unreachables out of the coverage 
model. The code coverage metrics for the entire 
regression suite are captured and merged into 
an amalgamated database of results in this 
second step.

The third step in the flow is to run automatic 
formal on the design as in Step 1, but with the 
merged simulation coverage database as the 
second main input, which causes the formal 
tool to focus on only the uncovered goals in 
the database and target them with high effort 
to attempt to obtain a conclusive result. This 
step also differs from Step 1 in that the formal 
tool will be directed to create a witness for the 
coverable goals, that is, a waveform showing the 
sequence of input values that cause the design 
to reach a state that covers the goal. For any 
goals proven unreachable, again, it’s critical to 
review them and approve removing them from 
the coverage model. For coverage items hit 
through formal analysis, the witness trace can 
be used as a guide to help reach this un-hit goal 
in simulation, either through creating a directed 
test or by modifying constraints used to control 
random stimulus. In addition, it’s important to 
note that if a coverage item is not hit over the 
course of running the entire regression suite and 
formal analysis cannot determine conclusively 
that it can or cannot be reached, then it’s a 
strong indication that the logic in that area of 

the design is either very complex and/or not 
easily controllable. This information can help to guide 

modification of the design to make it more easily verifiable.

The fourth and final step in the flow is to prune out the 
coverage goals proven unreachable in Step 3 from the 
simulation database and generate accurate code coverage 
metrics that reflect what is truly reachable in the coverage 
model of the design.
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One pitfall to be cautious of when implementing this flow 
is that of overconstraining the design. If formal analysis is 
run with constraints that over-restrict the input space that 
is explored, then unreachable coverage goals could be 
reported that are in fact reachable through normal operation 
of the design. This could result in pruning and ignoring 
coverage items that should be explored and hence missing 
bugs in the untested parts of the design. Therefore, it is 
recommended that any constraints used for formal are run 
as asserts in simulation to uncover any discrepancies.

 
SUMMARY

In this article we explored how formal technology can 
be used to improve coverage results while reducing the 
amount of time wasted trying to hit unreachable states. 
Questa™ Formal AutoCheck supports this methodology by 
automatically identifying unreachable coverage items and 
then automatically generating simulation exclusion files. 

To learn more about benefits using formal technology to 
improve coverage results from a user’s perspective, we 
highly recommend the 2011 User2User paper by John 
Gryba from Alcatel-Lucent titled, “Improving FPGA Quality 
Through Code and Functional Coverage.”



We verification test bench designers are happy sausage 
makers, merrily turning out complex and powerful 
verification environments.  To us, object-oriented 
programming environments not only greatly enhance our 
productivity, but they make us feel smarter. Who doesn’t 
like to throw around words such as extend, factory,  and, of 
course, polymorphism.  It’s good for the ego and the soul.

However, our test writing coworkers, the ones who will use 
our environment to drive stimulus into the DUT, look upon 
object oriented programming as a horrible goo, that some 
people need to touch to make the sausages, but that they 
would rather ignore.  When you tell these folks, “Just extend 
the basic test class, and override the environment in the 
factory”, they look at you as if you had asked them to plunge 
their hands into a bowl of freshly ground pork.

In this article, we’ll look at one way of hiding the horrible 
guts of our work from those with weaker stomachs.  We’ll 
take our elegant object oriented programming environment 
and present it to the user as a simple API of SystemVerilog 
tasks.  We’ll do this using a mythical memory that needs 
to be tested.  The memory has a read operation, write 
operation, an address, and data.  Here’s how our test-
writing coworkers would like to write a test for this memory:

Code 1: Simple Memory Test

`register_test(read_mem)
task read_mem::run_phase(phase);
  data_t data;
  phase.raise_objection(this);
  initialize_memory(.max_addr(10));
  for(int ii = 0; ii<=10; ii++) begin: reads
    memory(read(.addr(ii), .data(data));
    `uvm_info(“MEM READ”, 
              $psprintf(“Addr: %d Data: %d”,ii,data),  
     UVM_INFO)
  end::reads
  phase.drop_objection(this);
endtask:run

The tasks initialize_memory() and memory_read() are the 
API that the test writer uses to access the test bench.  What 
the test writer doesn’t know is that a lot is going on here.  
The writer has actually created a new uvm_test with a 
factory override in it, extended and agent, and provided an 
uvm run() task that creates sequences and puts them into a 
sequencer.  Let’s look at how this was put together starting 
at the bottom with a basic memory agent.

 
THE MEMORY AGENT

The memory agent object contains a driver (which grabs 
the interface to the DUT), an uvm_sequencer, and a set of 
methods that the test writer sees as the API.  The methods 
use configurable sequences to send stimulus through the 
sequencer and into the driver.

Hiding the Guts 
by Ray Salemi, Senior Verification Consultant, Mentor Graphics 
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Code 2 : Base Agent Top

 
class base_memory_agent extends uvm_component;
  `uvm_component_utils(base_memory_agent)
  mem_driver drv;
  uvm_sequencer #(mem_req, mem_rsp) seqr;
  mem_sequence seq;
  function new(string name, uvm_component parent);
    super.new(name, parent);
  endfunction: new;
  function void build();
    drv = mem_driver::type_id::create(“drv”,this);
    seqr = new(“seqr”, this);
  endfunction
  function void connect();
    drv.seq_item_port.connect(seqr.seq_item_export);
  endfunction: connect 

 
We call this class the base_memory_agent() because 
it doesn’t actually run the tests, it just provides the 
test running infrastructure.  The top of the agent is 
straightforward.  It provides the driver, sequencer, and a 
sequence.   It also provides the required constructor, build() 
method, and connect() method. 

Next, we add user API methods to the base agent.   
Anyone who extends this agent gets access to the tasks.

Code 3  Bottom of Base Agent

…
task initialize_memory(int max_addr);
  seq = mem_sequence::type_id::create(“seq”,this);
  for(int i = 0; i <= max_addr; i++) begin:init
    seq.set_addr(i);
    seq.set_data(i*2);
    seq.set_op(write); 
 

    seq.start(seqr);
  end:init
endtask:initialize_memory
task memory_write(input addr_t addr, input data_t data);
  seq = mem_sequence::type_id::create(“seq”,this);
  seq.set_addr(addr);
  seq.set_data(data);
  seq.set_op(write);
  seq.start(seqr);
endtask:memory_write
task memory_read(input addr_t addr, inout data_t data);
  seq = mem_sequence::type_id::create(“seq”,this);
  seq.set_addr(addr);
  seq.set_op(read);
  seq.start(seqr);
  data = seq.get_data();
endtask
…

 
In this example we’ve given our users three API calls: 
initialize(), memory_write(), and memory_read().

The API methods all work the same way.  They instantiate 
a sequence, configure it to implement the requested 
operation and then send the sequence into the sequencer.  
You can create arbitrarily complex API functions and hide 
the various sequences from the test writer.  You can see  
the calls to these agents in Code 1.

We’ll be extending the agent later in the process.

 
THE CONFIGURABLE SEQUENCE

This method for creating a procedural API to the test-writers 
requires us to either create a one-to-one mapping between 
the sequences in our test bench, or to create configurable 
sequences.  In this simple example, we’ve created 
configurable sequences.

Hiding the Guts 
by Ray Salemi, Senior Verification Consultant, Mentor Graphics 



32

Code 4 : Top of configurable sequence

 
class mem_sequence extends uvm_ 
           sequence #(mem_req, mem_rsp);
  `uvm_object_utils(mem_sequence)
  function new(string name=””);
    super.new(name);
  endfunction:new
  protected mem_req req;
  protected mem_rsp rsp;
  protected op_t op=nop;
  protected addr_t addr = 0;
  protected data_t data = 0;
  function void set_op(op_t o);
    op = o;
  endfunction:set_op
  function op_t get_op();
    return op;
  endfunction
…

 
Here we have a simple memory sequence with three 
configurable variables: addr, data, and op. We configure the 
variables using the set/get accessor approach for all three 
variables. 

 
Code 5: Sequence Body

…
  function data_t get_data();
    return data;
  endfunction
  task body;
    req = new();
    start_item(req);
    req.op = op;
    req.addr = addr;
    req.data = data;
    finish_item(req);
    if(req.op == read) begin:read_data 
 
 

      get_reqponse(rsp);
      data = rsp.data;
    end:read_data
  endtask:body
endclass:mem_sequence

 
The sequence body is very simple in this case.  It creates 
a sequence item, loads it with data, and sends it into the 
sequencer.  Then it reads the response if this is a read 
operation.

Though this is a simple example, you can make sequences 
such as this arbitrarily complex. For example, this could 
be a virtual sequence that orchestrates a wide variety of 
operations across the test bench. The test writer would be 
concealed from all this complexity by the API.

 
THE MEMORY ENVIRONMENT

We’re now ready to stitch the agent together with an uvm_
test to create the simple system from Code 1.  Here is the 
environment:

Code 6: The Memory Environment

class mem_env extends uvm_env;
  `uvm_component_utils(mem_env);
  base_memory_agent agent;
  function new(string name, uvm_component parent);
    super.new(name, parent);
  endfunction:new
  function void build_phase(uvm_phase phase);
    super.build_phase(phase);
    agent = base_memory_agent::type_id::create(“agent”, 
this);
  endfunction: build
endclass:mem_env

This simple environment only has one job.  It declares the 
base_memory_agent as an object called agent, then it 
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instantiates the agent using the factory.  It’s critical that we 
use the factory here, as we will see when we write the top 
level uvm_test.

 
THE BASIC TEST

The test object instantiates the basic environment  
that we defined above. 

Code 7:

class mem_test extends uvm_test;
  `uvm_component_utils(mem_test);
  mem_env env;
  function new(string name, uvm_component parent);
    super.new(name, parent);
  endfunction:new
  function void build_phase(phase);
    super.build_phase(phase);
    env = mem_env::type_id::create(“env”,this);
  endfunction:build_phase
endclass:mem_test

 
This test becomes the base class for all the tests in the test 
bench.   It’s only job is to instantiate the environment that 
instantiates the base agent.

 
TYING IT ALL TOGETHER FOR THE TEST WRITER

Now we’re ready to tie all these pieces together for the test 
writer.  Let’s look back at the basic test from Code 1:

Code 1 Again: the Basic Test 

`register_test(read_mem)
task read_mem::run_phase(phase);
  data_t data;
  phase.raise_objection(this);
  initialize_memory(.max_addr(10));
  for(int ii = 0; ii<=10; ii++) begin: reads
    memory(read(.addr(ii), .data(data));
    `uvm_info(“MEM READ”, 

              $psprintf(“Addr: %d Data: %d”,ii,data),  
     UVM_INFO)
  end::reads
  phase.drop_objection(this);
endtask:run

The key to this approach is the macro at the top of the file.  
The register_test macro allows the test writer to do the 
following object oriented operations without knowing it:

Extend the base_mem_agent to create a new agent called 
read_mem.  The new read_mem agent defined an external 
run() task that the user will supply.

Extend the mem_test to create a new test called read_
mem_test.  This test overrides the base_mem_agent with 
read_mem in the factory, then it calls super.build() mem_
test instantiates the mem_env.

The override causes the mem_env to get a 
read_mem agent instead of a base_mem_agent, 
and the read_mem_agent can run the test.

The user supplies a run() method for the read_mem agent, 
and that run() method calls the API tasks that were defined 
in the base_mem_agent base class. 

Our user was able to implement all sorts of hidden OOP 
functionality because of the register_test macro.

 
THE REGISTER TEST MACRO

The register test macro uses the test name to create a new 
uvm_test and a new agent with an externally defined run 
task.  Here is the macro:  

`ifndef TEST_MACRO
 `define TEST_MACRO

 `define register_test(__testname) \
class __testname extends base_memory_agent;\
   `uvm_component_utils(__testname)\
   function new(string name = “”, uvm_component parent 
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= null);super.new(name,parent);endfunction:new\
   extern task run();\
endclass : __testname\
\
\
class __testname``_test extends mem_test;\
   `uvm_component_utils(__testname``_test)\
   function new(string name = “”, uvm_component parent 
= null);super.new(name,parent);endfunction:new\
   virtual function void build();\
      base_memory_agent::type_id::set_type_ 
               override(__testname::get_type());\
      super.build(); \
   endfunction : build\
endclass : __testname``_test\

`endif //  `ifndef TEST_MACRO

 
The macro takes the argument __testname and uses it to 
create a new agent with an externally defined run_phase() 
task, and a new mem_test that overrides the base_
memory_agent.  

Notice that the build_phase() method in the __testname_
test overrides the factory first, and then calls super.build_
phase() so that mem_test can build the environment. 
This macro allows the user to focus on writing the run script. 

Notice also that the user sees a consistent name such as 
read_mem in the test file. The user defines the name of 
the test and then uses that name in the run task definition.  
The name read_mem_test gets used when you run the 
simulation with the UVM_TESTNAME option.

Here is another example of the user’s point of view:  
a write test for the same DUT:

Code 9: A Write Test using the same DUT  
and Test Bench

`register_test(write_mem)
task write_mem::run_phase(uvm_phase phase);
  phase.raise_objection(this);
   for (int ii = 0; ii <= 5; ii++) 

      memory_write(.addr(ii), .data(ii));      
   for (int ii = 0; ii <= 5; ii++) begin : read_loop
       data_t data;
       memory_read(.addr(ii),.data(data));
      `uvm_info(“MEM READ”,
         $psprintf (“Addr: %d  Data: %d”,ii,data), UVM_
INFO)
   end :read_loop
   phase.drop_objection(this);
endtask : run

 
Here the user has written a write test and has not had to 
modify any aspect of the test bench.  All the user needs to 
do is include this file in a package so it gets compiled and 
run VSIM with the option +UVM_TESTNAME=write_mem_
test.

SUMMARY

Most test writers don’t want to see the OOP guts that 
make up their sausages.  Instead, they want to work with 
a simple programming interface that drives stimulus into 
their designs.  In this article we examined one approach 
for allowing users to use tasks to create sequences and 
drive them into their test bench.  We’ve seen that we can 
hide OOP features such as extension, factory overrides, 
and polymorphism, and provide test writers with the simple, 
tasty, meat and potatoes that they know and love.
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OVERVIEW

This paper outlines the process for advanced verification 
methods at the block level. Design and verification issues 
can be divided into four major categories, each of which  
we briefly address in this paper: 

1.  RTL development
2. Verification of standard protocol interfaces 
3. End-to-end verification using a simulation-based 

environment
4. Effective management of coverage closure 

INTRODUCTION

The design used for this case study is a bridge between 
AXI4 and AHB-lite standard AMBA buses. The design and 
verification flow is shown in Figure 1.

Figure 1: Design and Verification Flow

 
The modular connections for this block are shown in Figure 
2. (Note that the response buffers in the AXI4 masters and 
decoders in the bridge have been omitted for clarity).

The main features of this bridge are:

• A configurable interconnect, including:
o AXI4 multi-masters and AHB-lite multi-slaves
o Configurable address and data bus width

  
Figure 2: Block Diagram of DUT

 

o Configurable number of outstanding addresses
o Configurable depth of various buffers

• Unaligned AXI4 read and write burst transactions
• Narrow AXI4 bus transfers
• All types of AXI4 burst transfer types are mapped
• Multiple AXI4 read and write outstanding addresses 
• AXI4 address IDs are used in read and write 

transactions
• AHB-lite wait cycles insertion and error response 

handling
• Round robin arbitration scheme
• AXI4 error types – OKAY, SLVERR and DECERR 

generated 

RTL DEVELOPMENT

Challenges:

• Verifying that design intent has been modeled correctly
• Constructing a use-and-throw verification testbench  

for each RTL block in the given amount of time

A Methodology for Advanced Block Level Verification 
by Ashish Aggarwal, Verification Technologist and Ravindra K. Aneja, Verification Technology Manager, Mentor Graphics
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A tool is required that can help:

• Intelligently analyze synthesizable RTL code
• Automatically generate checks and assertions
• Validate these generated assertions
• Report violations for quick and efficient debug

 
Some of the most commonly used checks are register 
overflow, FSM deadlock, combinational loops, unreachable 
codes, etc. Running these checks helps the designer to 
take care of issues at an early RTL development stage, thus 
reducing the likelihood that RTL coding errors snowball into 
something bigger later in design and verification cycle. 

Questa AutoCheck
Questa AutoCheck analyzes synthesized RTL and checks 
for common RTL coding errors. Among the many errors 
reported for this reference block, a critical one was the 
presence of a combinational loop. The intent was to model 
a flip-flop, but the RTL coding modeled a latch. This kind 
of error cannot be caught by simulator. Questa AutoCheck 
provides a user-friendly debug interface as shown  
in Figure 3.

 
VERIFYING STANDARD PROTOCOLS

Challenges: 

• Verifying standard communication interface rules  
and protocol rules

• Time-consuming nature building a testbench (which 
probably can’t be reused later) for a particular interface

• Getting the obtained verification results to contribute 
towards overall verification closure 

• Exhaustive verification of protocol rules
 

 
Figure 3: Combo Loop reported in Questa AutoCheck GUI

A tool is required that can:

•  Validate the given RTL code containing the protocol 
interface against the specified SV assertions; these 
assertions include the timing requirement and 
handshake sequence for different signals 

• Exhaustively test the design state space to find protocol 
errors

 
Questa Formal
Questa Formal acts upon the synthesized RTL and SV 
assertions; which represent the protocol rules for a given 
interface (AXI and ABI for this reference design). For 
well-documented interfaces like AMBA protocols, these 
properties are provided as a part of the Questa Formal VIP 
library. 

Questa Formal found the following bugs at an early stage  
in design cycle:

• AHB master terminated INCR16 bursts  
before completing 16 beats

• AHB master’s HADDR and HSIZE were not properly 
initialized resulting in unaligned transfers

• AHB master was generating addresses that were 
crossing 1KB boundary

END-TO-END VERIFICATION USING  
SIMULATION BASED ENVIRONMENT

Challenges:

• Generating different test stimuli to exercise various 
features of the DUT using the same testbench

• Managing the large redundant tests and slow coverage 
progress of the CRT

• Implementing a reactive and automated stimulus 
generation

• Implementing an easy-to-construct, modular, reusable 
and scalable testbench 
environment
• Ensuring the test  
  environment is highly  
  configurable 
• Checking data  
  end-to-end  
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• Verifying the communication  
interface protocol

• Measuring verification progress
 
There are many standard protocol VIPs 
that can be integrated into the testbench. 
Industry standard methodologies like 
OVM/UVM make it easier to easily plug a 
VIP into the testbench environment.

Among important VIP requirements:

• Automating the exhaustive stream of 
varied input stimuli to exercise the DUT 
functionality 

• Providing a reference model (golden model)  
that can be used to verify  
the DUT output when the same  
stimuli are applied 

• Providing protocol checkers
• Providing a verification sign-off mechanism  

to track verification progress
• Providing user interface for faster debugging 

There should be automation in grouping data  
from bus interface for the same transaction

Questa Verification IP
The Questa VIP testbench framework is based on OVM/
UVM and thus allows for seamless integration into any 
OVM/UVM testbench. 

These VIPs are equipped with:

• Analysis components like scoreboards  
and coverage collectors 

• Protocol monitors and checkers
• Functional testplan 
• Sequences targeted to 

achieve 100% coverage  
on provided testplans  
and coverage bins 

 
These VIPs’ testplan and 
sequences are hierarchical  
and can be reused for a  
SoC-level testbench. 

Figure 4 : Verification Testbench Architecture

 
Using AXI4 and AHB-lite Questa VIP components, we 
developed the end-to-end verification testbench very 
quickly. Among the bugs caught in end-to-end verification 
were:

• Bugs in AXI4 unaligned fixed transactions; these were 
mapped to AHB transactions of single bursts to same 
unaligned address always without incrementing the 
address in next beat for aligned address

• Bugs in AXI4 Wrap transaction of length 2; these 
were mapped to AHB single bursts twice to the same 
address

 
The architecture of the testbench is shown in Figure 4.

The bus transactions or packets can be visualized in the 
waveform, which greatly helps to reduce the pain and 
time involved in debugging. A snapshot of the transaction 
viewing is shown in Figure 5. 

Figure 5: Questa AXI4 VIP Transaction View 
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Questa inFact
Questa inFact provides efficient ways to write complex 
sequences. Some of the unique features of Questa inFact 
are:

• Automation of unique stimulus generation process
• Acceleration of coverage closure
• Generation of test stimuli in different formats and 

support for ovm_sequences, and other formats
• Seamless integration with the Questa VIPs for 

generating complex sequences
• Simple BNF syntax for input rule file for specification of 

different action nodes and their relationship (sequence 
or alternation) for protocol sequences

• Reuse of existing testbench

Questa inFact helped to accelerate simulation by a factor  
of 15x, while achieving the same amount for coverage. 
Questa inFact generated 394 unique transactions; CRT 
generated 1200 transactions to achieve the same coverage.

 A rule file and compiled graph for AXI4 are shown in 
Figures 6 and 7, respectively.

Figure 6: Questa inFact rule file for AXI4 

Figure 7: Questa inFact compiled Graph for AXI4 

MANAGING COVERAGE CLOSURE EFFECTIVELY

Challenges: 

• Managing and allocating resources for implementation 
and verification of different features of the design

• Keeping track of changes since project inception
• Managing repetitive tasks like compilation, simulation 

using different tests or different seeds, merging, and 
analyzing for errors on the regression farm

Set_burst_type      = tag burst_wrap  AXI_WRAP |
        = tag burst_incr  AXI_INCR |
        = tag burst_fixed AXI_FIXED;

Set_burst_length      = constrain_burst_length;

Set_lock_set_cache    = AXI_NORMAL (cache
      |OtherBurstLenSizeCombos);

OtherBurstLenSizeCombos =
 (burst_length[1,3,5,6,7,9,11,12,13,14,15]
  burst_size m_AXI_FIXED) |
 (burst_length[1,3,5,6,7,9,11,12,13,14,15,20,25,31,
       40,47,55,63,75,85,100,109,125,128]
  burst_size m_AXI_INCR) |
  (burst_length[2,4,8,16]  burst_size Set_burst_type );

Exec_transaction      = ProtocalCov
        = Set_axi_id
        = Set_address_set_data
        = issue_axi_transaction;

Start_axiMasterTransactor  = transactor_reset
      create_coverages
    repeat{    Exec_transaction
      check_coverages };

infact_axi_master_engine   = Start_axiMasterTransactor;
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A solution is required that keeps track of verification 
progress, along with optimized database for history/trend 
analysis and grouping messages from log-file to help 
prioritize bugs/issues. 

 
Questa Verification Management (VM)
Questa VM enables efficient verification closure and 
provides a comprehensive feature set to manage coverage 
closure. Among such features:

• Testplan tracking, which can be imported into Questa 
VM and merged with the coverage data to generate 
the tracking database, which in turn can be loaded 
into Questa’s tracker window; from the tracker window 
one can query things like unlinked testplan sections, 
unlinked functional covergroups, non-contributing tests 
and so on.

• Trend analysis, which helps in understanding 
verification progress over time

• Triage analysis, which filters the messages from log 
files by severity, component, time and so on 

• Verification run manager, which provides regression 
framework for compilation, simulation and analysis

For this reference design, only Testplan tracking was used. 
A snapshot from the tracker window is shown in Figure 8.

Figure 8: Testplan Tracker

SUMMARY 

Figure 9 shows the different stages of block development/
verification and the tools available in the Questa platform 
that boost productivity and help managing the whole 
development process.

Figure 9: Design Flow mapping  

with Questa Platform’s technologies
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