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Functional debug is a dreadful yet necessary part of today’s 
verification effort. At the 2010 Microprocessor Test and 
Verification Workshop experts agreed that debug consumes 
approximately one third of the design development time. 
Typically, debugging occurs in two steps, triage and root 
cause analysis. The triage step is applied when bugs are 
first discovered through debugging regression failures. This 
occurs at the chip, system or sub-system level, where a 
verification engineer will group different failures together 
and perform an initial investigation to determine which 
engineers should deal with the bug. We refer to this as the 
triage step due to its similarity to how hospital emergency 
rooms assess incoming patients and determine the next 
step for treatment.  Once the bug has been passed on, 
the root cause analysis step begins. Here, the engineer 
responsible for the bug will determine its full cause and 
how to fix it. Both triage and root cause analysis must 
be performed accurately and efficiently to result in an 
effective debug process. This article focuses on the often 
neglected pain of triage. It presents a case study where a 
UVM verification environment is enhanced with powerful 
automation tools to improve the overall debug effort. More 
specifically, the use of Vennsa’s OnPoint and Mentor 
Graphics’ Questa suite of tools can distinguish between 
multiple error sources in the design and the testbench as 
well as reduce the debugging time by combining different 
failures of the same error source.

introduction
Consider the following scenario: a verification engineer 
comes to work and his first task is to go through the 
previous night’s simulation regression failures. He must sort 
through the failures based on the simulation log files and 
error messages to determine the appropriate engineers to 
assign the failures to. Identifying the rightful owner without 
wasting other engineers’ time and without submitting 
duplicate failures greatly affects the debug efficiency of the 
entire team. More specifically, the verification engineer must 
answer the following questions as accurately as possible.  
 

• Which of the failures are due to the same  
error sources?

• Which of the failures are due to distinct  
error sources?

• Which of the failures are “new” bugs and  
have not been filed?

• Which of the failures have already been filed  
as bugs but have not been fixed yet?

• Who is the rightful owner of the block to assign  
the failure to? 

Answering these questions is difficult because there is 
limited visibility to the design’s inner workings; which paths 
are taken, what conditions are activated, and where the bug 
source originates. For example, determining whether two 
failures are due to the same error source cannot be known 
with full confidence until detailed root cause analysis is 
performed and the bug has been removed. In other words, 
this is a “catch 22” problem: triage cannot be performed 
perfectly until the bug is removed, and debug cannot be 
done efficiently until triage is performed.

To understand the inefficiencies stemming from triage it is 
worth looking at three typical cases. In case 1, after triage, 
the failure is forwarded to an engineer to perform root 
cause analysis and remove the bug. After hours of in-depth 
analysis, this engineer realizes that the problem does not 
originate in his/her block but from another block. This case 
is typical and can consume many engineering resources 
until the rightful owner is identified and the problem is 
corrected.

In case 2, shown in Figure 1 on the following page, there 
are two distinct bugs in the design. Both bugs are caught 
by a single checker in multiple simulation failures (i.e. 
multiple failing log files with a single type of error message). 
A checker is any mechanism that can distinguish between 
the correct and buggy behaviour of the design such as a 
monitor, comparator, scoreboard, or assertion. In this case, 
without looking into the design, tracing the signals and 
doing root cause analysis, one cannot determine that there 
are two distinct bugs in the design. As a result, assuming  
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Figure 1: How 2 distinct bugs can fire the same checker 

Figure 2: How the 1 bug can fire two different checkers

 
that there is only a single bug source, one of the failures 
is diagnosed and fixed. The other bug may not be caught 
and fixed until a few days later when the first fix has been 
applied.

Case 3, shown in Figure 2 above, contains a single bug 
source which is caught by two different checkers in different 
tests. For example, in one test an assertion may catch the 
bug while in another a scoreboard checker may catch it. 
In this case, the problem is that during triage one cannot 
tell that the failures are caused by the same error source. 
As a result, both failures will be forwarded to one or more 
engineers to do the root cause analysis only to find out that 
they are looking for the same bug.

Fortunately, there is an automated 
solution that can address the triage 
problem. This article presents a case 
study where Vennsa’s OnPoint and 
Mentor Graphics’s Questa are used 
together to automate the triage task 
in a simulation based verification 
environment. The solution proposed 
answers the major questions posed 
by triage engineers and addresses 
the difficulties of the three cases 
described previously. The next 
section provides an overview of the 
design and testbench used in the 
case study, followed by a descrip-
tion of the failing test cases. The 
remainder of the article details the 
proposed triage solution followed by 
a discussion of the superior results 
achieved.

design and testbench oVerVieW
The following two sections provide an overview of the 
design used and its verification environment. The design is 
a VGA core and the verification environment is constructed 
using Unified Verification Methodology (UVM).

the design
The design used in this case study is a VGA/LCD controller 
core written in Verilog that is composed of 17 modules 
totalling 4,076 lines of code and approximately 90,000 
synthesized gates. The controller provides VGA capabilities 
for embedded systems. The architecture consists of a Color 
Processing module and a Color Lookup Table (CLUT),  
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a Cursor Processing module, a Line FIFO that controls the 
data stream to the display, a Video Timing Generator, and 
WISHBONE master and slave interfaces to communicate 
with all external memory and the host, respectively. A 
diagram outlining the major system components is outlined 
in Figure 3 at the left.

 The operation of the core is straight forward. Image data is 
fetched automatically via the WISHBONE Master interface 
from the video memory located outside the primary core. 
The Color Processor then decodes the image data and 
passes it to the Line FIFO to transmit to the display. The 
Cursor Processor controls the location and image of 
the cursor processor on the display. The Video Timing 
Generator module generates synchronization pulses and 
interrupt signals for the host.

the testbench
The test suite for the VGA core is constructed using UVM. 
Figure 4 above describes the structure of the verification 
environment. The testbench consists of the following major 
components:

• uvm_sequence_item – generates the stimulus  
using random stimulus constraints 

• uvm_sequencer – sets up the sequences  
of inputs for the test

• uvm_driver – sends the stimulus to the design  
under test (DUT)

• uvm_monitor – collects and monitors the  
output/response

• uvm_scoreboard – checks the correctness  
of the outputs 

Four main tests are introduced for testing this design. 
These include register, timing, pixel data, and FIFO 
tests. The transaction (uvm_sequence_item class) has 
randomly generated control-data pairing packets under 
certain constraints. These transactions are expected to 
cover all the VGA operation modes in the tests (and they 
may be reused to test other video cores such as DVI, 
etc). The sequencer (uvm_sequencer class) exercises 
different combinations of these transactions through a 
given testing scheme so that most corner cases and/or 
mode switching are covered. The monitors (uvm_monitor 
class) are connected to the DUT and the reference model 
respectively. They check the protocols of the responses, 
and make sure that the data being sent to scoreboard has 
correct timing. The scoreboard (uvm_scoreboard class) and 
checkers (uvm_checker class) contain all the field checkers 
which compare the data from the DUT, and reports the 
mismatches.

The golden reference model is implemented using C++. 
It receives the same set of stimulus from the driver 
(uvm_driver class) and produces the expected value of the 
outputs. Along with the reference model, 50 SystemVerilog 
Assertions (SVA) are also used to do some instant checks. 
While running simulation, SVA can catch unexpected 
behaviours of the design and prevent corrupted data going 
through the flow.

Figure 4: Verification Environment for the VGA Core with UVM classes
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simulation and Failures - We haVe bugs
The design and testbench are simulated with Mentor 
Graphics’ Questa UVM and SVA support. After simulation  
is complete the log shows that a total of 5 failures occurred 
as shown in log snippet above.

We can see that the UVM checker has fired four times, 
three on the WISHBONE slave data port and once on the 
vsync port, and an SVA assertion has also fired once. 
Without doing any debug, the only triage that can be done 
at this stage is by inspecting which checkers failed and 
putting into bins the failures accordingly. For instance, 
based on the checkers, the following binning can be 
performed.

After binning is done, an engineer is assigned to each bin 
to further diagnose each failure and fix the problems. This 
binning may seem intuitive and simple to implement but, 
as discussed in the Introduction, there are cases where 
inefficiencies exist as one cannot distinguish between 
failure messages and the root cause of the problem.

 VeriFication FloW 
With Vennsa onpoint 
Error! Reference source not found. describes the 
verification flow with Vennsa OnPoint’s diagnose and 

triage engines. As usual, the design 
and testbench are simulated with 
Mentor Graphics’ Questa simulator. 
Once a failure occurs a simulation 
value dump file such as wlf, vcd, or 
fsdb file is generated and provided 
to OnPoint. Vennsa’s OnPoint is 
an automated debugger tool that 
analyzes a simulation failure (along 
with the RTL files and a functional 
mismatch) and determines the 
root cause of errors. For each 
failure, OnPoint’s diagnose engine 
automatically generates a list of 
suspects that point to locations in 
the design that may be the culprit of 
the failure. For triage, the suspects 

are converted to signatures and passed to OnPoint’s triage 
engine, which then bins similar failures together. The bins 
contain failures that have a high likelihood of being caused 
by the same bug source. The bins are then assigned to 
the proper engineer who will perform in depth root cause 
analysis and fix the error. The suspects OnPoint finds for 
each failure can also be used by the engineers to perform 
root cause analysis and fix the bug.

The flow in Figure 5 below consisting of Questa simulation, 
OnPoint diagnose and OnPoint triage is applied to the case 
study design. OnPoint’s binning results are summarized 
below. Note that in addition to the bin number, each failure 
also has a hint describing whether the bug is in the RTL, 
the testbench stimulus side or the testbench checker side. 
Furthermore, the number of suspects found by the OnPoint 
diagnose engine is shown in the final column. 

Figure 5: Verification flow with Vennsa Onpoint
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Note that the binning done using Vennsa’s triage engine 
is very different from the basic approach based on error 
messages alone. Next, the triage results are analyzed with 
a discussion detailing the reasoning behind each bin. 

analyzing triage perFormed by onpoint
In bin 1 of the OnPoint triage results, there is only one 
WISHBONE failure, WBS_SLV-01. This failure was binned 
together with the other WISHBONE failures in error 
message based triage. However, OnPoint’s triage engine 
has binned it in isolation because rather than just analyzing 
which checker has failed, the engine analyzes the path 
of the suspects taken from error source to the checker 
boundary. In this case, it can differentiate this path against 
those taken in the other failures. Furthermore, OnPoint 
has provided a hint that this failure is likely caused by a 
bug originating from the testbench stimulus side due to 
the high number of primary input suspects found. Figure 6 
shows a waveform inside the OnPoint user interface where 
the value and time that a fix can be applied on the primary 

inputs is shown. A close look 
at the input suspects confirms 
that the wrong value of 111... 
instead of 000... was applied 
to the input wbs_dat_i at time 
375ns-380ns. Indeed the bug 

was in the testbench during the initial read write tests for the 
WISHBONE interface which was sent an incorrect value  
to the DUT.

The other two WISHBONE failures, WBS_SLV-02 and 
WBS_SLV-03, are also binned separately by OnPoint (bin 
2 and bin 3). Again, the triage engine determines that the 
paths taken from the bug sources to the failure points are 
distinct enough to conclude that they stem from different 
bug sources. Figure 7 shows a side by side comparison 
of each failure’s suspect list with OnPoint’s user interface. 
Notice that the suspects generated for each failure are 
very different. Using the suspects generated, it is quickly 
found that the failure WBS_SLV-03 was caused by an 
incorrect initial register state in Color Processor, while the 
WBS_SLV-02 failure is caused by an incorrect assignment 
to a register in the FIFO module.

Bin 2 also contains the firing assertion SVA_01. Although 
the checkers are different, OnPoint binned the assertion 

Figure 6: Input suspect view showing that wbs_dat_i is the most likely fix

Figure 7: Suspect view for the WBS_SLV-02 (right) and WBS_SLV-03 (left) failures
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together with the WBS_SLV-02, after analyzing their 
suspects. Therefore, fixing the FIFO bug results in both the 
assertion and WBS_SLV-02 passing.

Finally, the failure SYNC_OUT-01 is binned on its own, 
similar to regular triage. However, OnPoint gives a hint 
that actual root cause of the failure may be in the checker 
itself rather than the DUT. This is because the suspects 
are all very close to the failure point. Indeed the bug was 
found in the C++ reference model that generated the wrong 
expected value for the checker.

conclusion
Failure triage is a difficult problem. Relying on error 
messages to bin failures results in wasted time and lost 
productivity because of wrongfully associating bugs. In this 
article, Vennsa’s OnPoint and Mentor Graphic’s Questa 
tools are combined to develop an automated simulation and 
failure triage flow. A case study on a VGA controller design 
demonstrates that OnPoint’s triage engine can provide 
insight into the failures thus allowing the failures to be 
binned appropriately without any user guidance. As a result, 
the efficiency of both the verification and design engineers 
can be significantly improved.


