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large arithmetic systems that usually cause 
formal tools to fail.

• Learn from Axiomise how to build on the idea 
of abstraction for both data and time, which can 
be applied to reduce the proof complexity and let 
your Formal tool handle deep sequential blocks.
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Welcome to our DVCon U.S. 2021 edition of Verification Horizons! You’ll 
notice that a few things look different about this issue, and that’s because 
we are no longer Mentor Graphics, but are now Siemens EDA. This is a 
huge milestone for us as a company and we hope it will prove to be even 
more significant for our industry as a whole, giving us the opportunity to 
share so much more with you.

I’m writing this note to you on Groundhog Day. For those of you not 
familiar with the particular American phenomenon, on Groundhog Day, 
February 2nd, the groundhog comes out of his hole and looks around. If 
he sees his shadow, he goes back in his hole and we get six more weeks 
of winter. If he doesn’t see his shadow, he stays out and we get an early 
spring. Of course, Groundhog Day is also the backdrop for the movie 
of the same name, considered by many to be a masterpiece of both 
comedy and philosophy, in which Bill Murray plays Phil Connors, a cynical 
weatherman who gets stuck living the same day over and over again until 
he eventually learns what it means to live well.

I don’t want to spoil the movie if you haven’t yet seen it (and if you 
haven’t, you should rent/buy/stream it as soon as possible!), but the 
central message is that, even when faced with the same situation over 
and over again, it is always our choice how to react in that situation,  
and we can always choose to do things better. As verification engineers, 
we have a similar choice. It’s only when we take full advantage of our 
resources, stretch beyond our comfort zone, and focus on the right  
goals that we achieve success.

It also happens to be the ten-year anniversary of the Universal Verification 
Methodology (UVM) this month (last month by the time you read this). 
This is a significant milestone for our industry, and a sobering reminder 
for me personally of the passage of time. In “Celebrating 10 Years of the 
UVM,” my Siemens colleague Mark Peryer, who has been an integral 
member of the UVM Working Group for many years, takes a stroll down 
memory lane to share his reflections on where UVM came from and 
where it’s going.

Next up, my colleagues from our Questa Verification IP team share 
their thoughts on “Purging CXL Cache Coherency Dilemmas”. This 
article introduces us to the Compute Express Link (CXL), which is a new 
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high-speed interconnect that multiplexes between 
different protocols to support heterogeneous 
processing and memory systems for high-
performance computing environments. This article 
gives a great overview of CXL and the challenges of 
cache coherency verification. Check it out to see how 
our CXL QVIP can help you meet these challenges.

We start our Partners’ Corner section with “What 
is ‘Verification’ in the Context of DO-254 (Avionics) 
Programs?” from our friends at Patmos Engineering 
Services. If you thought you knew what “verification” 
means, and are looking at verifying any kind of 
airborne electronics – where a malfunction could 
lead to death – you’ll want to check out this article 
to see the additional steps that DO-254 requires to 
show that something has been verified.

Next, we have a few articles on Formal Verification, 
starting with “Formal Etiquette for Code Coverage 
Closure” from our friends at VerifWorks. Like 
everything else, Coverage Closure is subject to the 
“80/20 rule” where it’s those last few coverage holes 
that take up most of the time. This article gives a 
great overview of Questa CoverCheck, which brings 
Formal Verification under the hood to help identify 
which of your remaining coverage holes are real, 
and which are actually unreachable and so can be 
automatically excluded.

The rule of thumb for Formal Verification is generally 
that it’s good for control logic but not for arithmetic 
or datapath logic, usually due to state-space 
explosion and complexity. In “A Formal Verification 
Technique for Complex Arithmetic Hardware,” our 
friends at Imagination Technologies share with us 
their technique of abstracting away the details that 
usually cause formal tools to fail. By cleverly proving 

consistency over time and showing that a piece of 
logic is always deterministic, they can formally prove 
the correctness of large arithmetic systems.

We follow that up with “Predictable and Scalable 
End-to-End Formal Verification” from our friends at 
Axiomise. Here you’ll learn how to build on the idea 
of abstraction for both data and time, which can be 
applied to reduce the proof complexity and let your 
Formal tool handle deep sequential blocks, including 
complex bus protocols, cache-coherent systems, and 
RISC-V processor designs. Using a straightforward 
FIFO design, you’ll learn the valuable techniques that 
you can apply on your own designs.

Next, our friends at Logic Fruit give us “Verifying 
a RISC-V Core-Based Design: A Primer,” in which 
they show us how to assemble a simulation-based 
verification environment for an open-source 
customizable RISC-V core-based design. The 
article walks you through an actual design that you 
can run on your own to see how a real verification 
environment would work.

Last, but not least, our friends at Imperas Software 
build on the idea of RISC-V verification with “The 
Six Steps of RISC-V Processor Verification Including 
Vector Extensions.” Since RISC-V is open-source, 
you can easily add to the instruction set, but those 
extensions also have to be verified. This article walks 
you step-by-step through the process of setting up 
everything you’ll need to assemble an architectural 
validation test suite for the new standard vector 
extension set by applying a “step and compare” 
approach using a golden reference model of the 
processor.
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In these difficult times, I hope that you’ll find this 
issue of Verification Horizons to be entertaining and 
informative. I realize that many of you are not able 
to get out as we once did, and I for one will miss the 
opportunity to attend DVCon in person this year.  
If you need a laugh, I recommend watching the 
movie “Groundhog Day.” And until we’re able to be 
together again, remember the words of Phil Connors,  
“Don’t drive angry!”

Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons
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Version 1.0 of the UVM class library was released 
by Accellera at the end of February 2011, the 
result of a unique collaborative effort between 
fierce competitors (Siemens EDA, formerly Mentor 
Graphics, Cadence, and Synopsys) and a small 
number of activist user companies. The objective 
was to provide an industry standard SystemVerilog 
based verification methodology. To celebrate the 
10th anniversary of the UVM, I would like to take the 
opportunity to reflect on how well it has achieved its 
objectives and what its future might hold. 

SOME HISTORY 
I am old enough to remember the days before 
verification methodologies. My first experience 
writing a testbench was to write parallel patterns that 
were fired at a design in a simulator, where every 
bit in every pattern had to be right and abstraction 
meant using a hex rather than binary format. With 
the advent of Verilog and VHDL in the late 1980s, 
abstraction improved substantially, but there was 
no real industry consensus on how to go about 
writing testbenches. I can remember spending 
weeks figuring out the best way to structure a 

Verilog or VHDL testbench around a design, and 
I can remember spending months struggling to 
master testbenches that colleagues or customers 
had constructed. This was not a scalable approach, 
and with time the limitations of these verification 
languages became all too apparent as designs 
started to increase in size and complexity.

The end of the 1990s saw the evolution of libraries 
and languages that started to address the problems 
of abstraction and scalability. The “e” language gave 
us constrained random verification, and also led to 
the key concepts of agents and functional coverage 
through the eRM verification methodology. But all 
of these good things were locked up in proprietary 
software. A little later, the SystemVerilog language 
evolved out of Vera and Superlog and merged with 
Verilog. 

In 2006, Siemens EDA released the AVM as an 
open source class library. This started out as a 
SystemVerilog implementation of the SystemC 
TLM standard but quickly evolved to support a 
standardized testbench methodology. Siemens 
EDA and Cadence then collaborated to develop the 
OVM, which was an open source SystemVerilog class 
library combining eRM and AVM features to create a 
methodology that the user community recognized as 
a viable proposition, since they were no longer forced 
to use proprietary software. The initial release of the 
OVM was in January 2008. Usage of the OVM started 
to ramp up with various companies starting to supply 
verification IP (VIP). 

Then in April 2010, the Accellera VIP interoperability 
technical committee voted to take the OVM forward 
as an industry standard, with Synopsys and the user 
community joining Siemens EDA and Cadence in the 
effort to produce the UVM, which was largely based 
on the OVM, adding run-time phases, the register 
package, and TLM2 support.

 

Celebrating 10 Years of the UVM   
by Mark Peryer, Siemens EDA

Figure 1: Where the Major Features of the UVM Came From
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COMPARING THE VISION  
AND THE REALITY 
Taking on the baton from the AVM and the  
OVM, the UVM was developed as an open source 
SystemVerilog library with the view that it would 
run on any IEEE 1800 SystemVerilog simulator — 
a move aimed at enabling growth in simulation 
usage and the development of a verification 
eco-system. Today, UVM VIP and UVM based 
simulation environments are easily migrated 
between simulators. Having an industry standard 
methodology has brought a number of advantages, 
not least of which is that verification teams can focus 
on developing verification environments and tests 
rather than having to develop a project or company 
based methodology and testbench infrastructure 
from scratch. 

Since UVM 1.0 an ecosystem has developed. It is 
now possible to license UVM compliant VIP from 
multiple vendors and integrate it into a testbench 
based on well understood patterns. Understanding 
how to get the best out of the VIP might take a 
while, but, like understanding the DUT, that is a 
domain specific problem and outside the scope of a 
methodology. 

Tools that support the development and debug 
of UVM code are another valuable part of the eco 
system. There are several companies that have 
emerged as providers of authoring tools, linting 
tools, or register specification and code generators. 

Most up to date debug GUIs now offer support for 
UVM debug or leverage UVM abstractions to help 
with protocol debug.

Another aspect of the vision was how the 
methodology might impact verification project 
management. For instance, one strategy for tackling 
a project is to have an expert UVM architect who 
assemble the verification environment and develop 
specialized components while a team of verification 
engineers—who needed only minimal knowledge 
of UVM to start with—would use the environment to 
focus on test case generation, bug hunting, debug, 
and closure. 

Verification reuse was touted as another advantage 
of the UVM, with block level testbench code reused 
vertically at successive levels of design integration 
and horizontally between derivative projects. 
Exactly how this has played out is probably very 
dependent on the wisdom, skill, foresight, and luck 
prevailing at different companies. However, the 
general consensus seems to be that getting vertical 
reuse to work has not been straightforward.

From the human resources perspective, there are 
now several respected training companies that offer 
UVM training, and many more websites that offer 
on-line learning material and examples, so learning 
about the UVM class library is well supported. Once 
you have learned UVM and got some experience, it 
is fairly easy to transfer your skills between projects 
or even jobs. Over time a talent pool has developed 
that makes it easier to recruit and staff verification 
projects. From the verification engineer’s viewpoint, 
unless you can demonstrate UVM knowledge it is 
harder to get a verification job.

 
UVM ADOPTION –  
WILLING OR OTHERWISE 
For verification practitioners who had adopted the 
OVM, moving to the UVM was fairly straightforward, 
and there was a migration script provided to help 
change OVM code to UVM, which did a bit more 
than change “ovm” to “uvm” but not much. As a 
result, the UVM became mainstream within 6-12 
months of its debut and has since continued to 

Figure 2: How the UVM Code Base Breaks Down  
by Lines of Code (LOC)
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grow in usage. This only serves to illustrate that the 
UVM was a compelling solution to the issues that 
were prevalent in the industry.

For other adopters, who were more Verilog or 
VHDL orientated and to whom object orientated 
programming (OOP) was a complete mystery, the 
initial adoption of the UVM arose out of practical 
necessity rather than choice. As an example, anyone 
who is using an IP block with a complex protocol, 
such as PCIe or DisplayPort, will quickly realize that 
the make-versus-buy decision for VIP has to be a buy, 
and as a consequence, the only viable way forward 
is to adopt UVM. Another example is in the FPGA 
domain where at one time teams may have been able 
to check design functionality with multiple iterations 
on a development board, but as devices grew in size 
and place-and-route times increased this became 
too painful, forcing another class of user to embrace 
simulation based verification and, with it, the UVM.

A common complaint from new users is that the UVM 
is just too big and confusing, with several possible 
ways of doing the same thing. In many cases, its class-
based OOP implementation poses a steep learning 
curve to those that are more used to writing Verilog 
or RTL code. Training, guidance, and mentoring are 
some help, but the persistence of the problem has 
been recognized for some time. The UVM Cookbook 
on the Verification Academy promotes the use of a 
sub-set of the UVM that allows you to steer a straight 
course through the implementation of a verification 
environment without getting side-tracked into the 
more esoteric corners. Other organizations have 
produced training courses or template libraries 
that promote an “easier” UVM by taking a similar 
approach. For instance, the UVM Framework (UVMF) 
shipped with Questa, from Siemens EDA, adds a 
layer on top of UVM that makes it quick and easy 
to construct a testbench by passing a VIP agent as 
a parameter to a class that then takes care of the 
implementation.

One positive thing to note here is that the component 
side of a UVM environment uses fairly regular 
patterns and much of the implementation detail is 
boilerplate, which means that once the testbench VIP 
has been selected the generation of the testbench 
code can be automated. As an example, the Questa 

VIP configuration tool generates UVM testbench 
code that instantiates VIP agents, connects the 
associated interfaces to the DUT, and configures 
them based on selections made in a GUI. Using 
this approach gets you to the point where you can 
start writing tests and sequences in minutes without 
having to understand how the UVM components 
(test, env, and agents) are connected.

A GROWING PROBLEM 
WITH VERSIONS
In the early days of the UVM, there were regular 
updates to the library that occurred about twice a 
year, aimed mainly at fixing bugs and addressing 
usage problems. This situation prevailed for about 
two years for UVM versions 1.0 through to 1.1d. Then 
there was a three year gap at the end of which UVM 
1.2 was released with a view to IEEE standardization 
of the UVM reference guide. UVM 1.2 added and 
changed a number of things, some of which were 
esoteric and unnecessary. This made users of UVM 
1.1 pause. The IEEE standardization process resulted 
in the 1800.2 - 2017 LRM, followed by a reference 
implementation in 2018, effectively a gap of 2 years 
in time from the release of UVM 1.2. The experience 
of implementing the IEEE 1800.2 2017 version 
of the library flushed out a number of errata and 
inconsistencies in the IEEE LRM, and the standard 
was revised, resulting in a 2020 edition. The Accellera 
UVM working group followed through with version 
1.0 of the IEEE 1800.2 2020 implementation in  

Figure 3: Verification Methodology Adoption Rates Versus  
UVM versions - Data source: Wilson Research Group  

Verification Survey Results 2020
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December 2020, which addressed a few changes 
due to LRM clarifications and a number of bug fixes.

However, a growing problem has emerged in that 
the IEEE versions of the UVM library are not being 
adopted. When users report bugs in the Accellera 
Mantis system, they are reporting them for pre-
IEEE versions of the UVM library. There is other 
anecdotal evidence pointing to lack of adoption 
of more recent versions of the library. Discussions 
with users about versions quickly highlights the 
reality of project schedules and the perceived risks 
associated with migrating to a more up to date 
version. This leaves the Accellera working group in 
a quandary: when they fix a bug or add a feature 
it gets added to the next release of the 1800.2 
implementation, which is of no help to someone 
using the 1.1x or 1.2 version. Some teams monitor 
the bug fixes or come up with their own and 
integrate them into their own version of the UVM 
source code, negating one of the main points of 
having an industry standard. Obviously, the ideal 
situation would be that most users were on the 
latest version of the library and that there existed a 
healthy environment where library quality is steadily 
improving because errata are addressed in a timely 
manner for industry wide consumption.

The Accellera working group is seeking to take 
steps to mitigate this problem by developing and 
publishing a migration guide and, potentially, tools 
to help users migrate to an up to date version of the 
library.

 
FACING EMERGING OPPORTUNITIES 
The UVM is of its time. It was a big step forward for 
the verification community. But to some extent, it is 
becoming a victim of its own success. Since 2011, 
the UVM has enabled verification to scale, but at the 
same time, chip designs have grown in complexity 
and the associated software content has become a 
significant part of the problem. This is leading to a 
shift in emphasis towards system validation whereby 
an SoC needs to be prototyped using different 
layers of software and different long-running use 
case scenarios need to be explored before going 
to silicon. During the validation process, the overall 

system needs to be checked to make sure that not 
only is it functional but it also meets performance 
and power goals. This is a long way from the original 
scope of the UVM, which was to provide a reusable 
verification methodology to support constrained 
random verification based on SystemVerilog. The 
UVM working group is seeking input on what needs 
to be put in place so that the UVM continues to be 
relevant to the needs of its users and support the 
next 15–20 years of methodology developments. 

The shift to validation has prompted users to adopt 
hardware engines such as emulators and FPGA 
prototypes to increase overall throughput. At 
the same time, there is growing interest in using 
stimulus and analysis that is portable between 
simulation, emulation, and FPGA prototyping 
engines and the final silicon implementation. 
A number of standardization efforts have been 
under way to support this trend. There are several 
ways the UVM library might develop in order to 
support these interests, the most obvious one 
being to evolve to provide an implementation layer 
for Portable Stimulus, either software driven or 
based on the Accellera PSS. In order to make the 
solution viable, it would have to provide alternative 
architectures tuned for getting transactions in and 
out of different hardware engines at a rate that does 
not impact the overall throughput. Another possible 
contribution would be to focus on increasing the 
throughput of stimulus and analysis transactions in 
UVM testbenches.

Another long standing area of concern is the UVM 
register layer, which has a number of inconsistencies 
and is not really architected to scale to represent 
a register map with multiple views of hundreds 
of thousands of registers, typical of a large scale 
device. An update to the register layer should be 
aligned with industry standards, such as IEEE 1684-
2014 IPXact and Accellera SystemRDL. 

Another potential area for improvement would be to 
support the increasing use of other languages, such 
as Python and C in verification. These languages 
offer higher performance than SystemVerilog for 
solving certain types of modeling and generation 
problems, and they provide access to extensive 
libraries for processing different types of data. The 
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UVM could address this by providing an industry 
standard inter-language interface solution.

IN CONCLUSION
Celebrating the 10th anniversary of the UVM means 
acknowledging what has been achieved, but also 
facing up to some challenges. The Accellera UVM 
working group and IEEE 1800.2 committee are 
staffed with volunteers who have given up their 
spare time to keep the standard moving forward. 
They need our collective support and input to help 
the verification community overcome the hurdles of 
migrating to the latest library versions and to define 
what additions need to be made to underpin the 
future of verification. 

You might not be receiving an invite to an anniversary 
party, but please be on the lookout for invitations 
from the Accellera UVM working group to take part in 
consultation meetings and surveys over the next few 
months.
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OVERVIEW
The massive growth in the production and 
consumption of data, particularly unstructured data, 
like images, digitized speech, and video, results in 
an enormous increase in accelerators' usage. The 
growing trend towards heterogeneous computing 
in the data center means that, increasingly, different 
processors and co-processors must work together 
efficiently, while sharing memory and utilizing caches 
for data sharing. Hence sharing memory with a cache 
brings a formidable technical challenge known as 
coherency; which is addressed by the Compute 
Express Link (CXL).

WHAT IS CXL?
CXL is a technology that enables high-bandwidth, 
low-latency connectivity between the host processor 
and devices such as accelerators, memory buffers, 
and smart I/O devices. CXL, based on the PCI 
Express® (PCIe®) 5.0 physical layer infrastructure, 
i.e. uses PCIe electricals and standard PCIe form
factors for the add-in card. Leveraging the PCIe 5.0
infrastructure makes it easy for devices and platforms
to adopt CXL without designing and validating the
PHY, channel, any channel extension devices such as

retimers, or the upper layers of PCIe, including the 
software stack. It is designed to address the growing 
high-performance computational workloads by 
supporting heterogeneous processing and memory 
systems with applications in Artificial Intelligence, 
Machine Learning, communication systems, and 
High-Performance Computing by enabling coherency 
and memory semantics.

CXL supports dynamic multiplexing between a rich 
set of protocols that includes I/O (CXL.io, based 
on PCIe), caching (CXL.cache), and memory (CXL.
memory) semantics. CXL.io protocol is used for 
functions such as device discovery, configuration, 
initialization, I/O virtualization, and direct memory 
access (DMA) using non-coherent load-store, 
producer-consumer semantics. CXL.cache enables 
a device to cache data from the host memory, 
employing a simple request and response protocol. 
The host processor manages the coherency of data 
cached at the device utilizing snoop messages. 
CXL.memory allows a host processor to access the
memory attached to a CXL device. CXL.memory
transactions are simple memory load and store
transactions that run downstream from the host
processor. CXL maintains a unified, coherent memory
space between the CPU (host processor) and any

memory on 
the attached 
CXL device, 
allowing  
both the  
CPU and 
device 
to share 
resources 
for higher 
performance 
and reduced 
software stack 
complexity.

Purging CXL Cache Coherency Dilemmas 
by Nikhil Jain and Gaurav Manocha, Siemens EDA

Figure 1: CXL Protocol Stack
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WHY CXL?: CXL VS CCIX 
There are many host-to-device, and device-to-device 
high-speed cache-coherent interconnect standards, 
such as GenZ and OpenCAPI (Open Coherent 
Accelerator Processor Interface), CCIX (Cache 
Coherent Interconnect for Accelerators). Different 
companies have developed all these interfaces to 
target heterogeneous computing and coherency 
challenges. It is visible as different groups have been 
working to solve similar problems.

Cache Coherent Interconnect for Accelerators 
(CCIX), is an industry-standard specification to 
enable coherent interconnect technologies between 
general-purpose processors and acceleration devices 
for efficient heterogeneous computing. CCIX was 
created in 2016 by a consortium that included AMD, 
Arm, Huawei, IBM, Mellanox, Qualcomm, and Xilinx. 

Compute Express Link (CXL) is an open standard 
interconnection for high-speed central processing 
unit (CPU)-to-device and CPU-to-memory, 
designed to accelerate next-generation data center 
performance. The CXL specification's founding 
promoter members included: Alibaba Group, Cisco 
Systems, Dell EMC, Facebook, Google, Hewlett 
Packard Enterprise (HPE), Huawei, Intel, and 
Microsoft.

Both CXL and CCIX target the same problem. The 
major difference between them is that CXL is a 
master-slave architecture where the CPU is in charge, 
and the other devices are all subservient, while CCIX 
allows peer-to-peer connections with no CPU.

Possible shakeouts/convergence is needed to 
move things forward. Compute Express Link and 
Gen-Z Consortiums have already announced their 
execution of a memorandum of understanding (MoU), 
describing a mutual collaboration plan between the 
two organizations.

 
WHY IS CACHE COHERENCY 
REQUIRED? 
For higher performance in a multiprocessor  
system, each processor usually has its cache.  
Cache coherence refers to keeping the data in  
these caches consistent. 

Since each core has its cache, the copy of the data 
in that cache may not always be the most up-to-date 
version. For example, imagine a dual-core processor 
where each core brought a block of memory into its 
private cache, and then one core writes a value to a 
specific location. When the second core attempts to 
read that value from its cache, it won't have the most 
recent version unless its cache entry is invalidated. So 
there is a need for a coherence policy to update the 
cache entry in the second core's cache; otherwise, 
it becomes the cause of incorrect data and invalid 
results.

There are various Cache Coherence Protocols in the 
multiprocessor system. One of the most common 
cache coherency protocol is MESI. This protocol is an 
invalidation-based protocol that is named after the 
four states that a cache block can have:

• Modified: Cache block is dirty for the shared levels 
of the memory hierarchy. The core that owns the 
cache with the Modified data can make further 
changes at will.

• Exclusive: The cache block is clean for the shared 
levels of the memory hierarchy. If the owning core 
wants to write to the data, it can change the data 
state to Modified without consulting any other 
cores.

• Shared: Cache block is clean for the shared levels 
of the memory hierarchy. The block is read-only. If 
a core wants to read a block in this Shared state, it 
may do so; however, if it wishes to write, then the 
block must be transitioned to the Exclusive state.

• Invalid: This state represents cache data that is not 
present in the cache. 

The states' transition is controlled by memory 
accesses and bus snooping activity. When several 
caches share specific data, and a processor modifies 
the shared data's value, the change must be 
propagated to all the other caches that have a copy of 
the data. The notification of data change can be done 
by bus snooping. If a transaction modifying a shared 
cache block appears on a bus, all the snoopers 
check whether their caches have the same copy of 
the shared block. If they have, then that cache block 
needs to be invalidated or flushed to ensure cache 
coherency.
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Figure 2 is the state-transition diagram for this 
protocol and shows how the cache states transition 
on receiving commands from the local and remote 
processor.

VERIFICATION GOALS TO 
ADDRESS CACHE COHERENCY 
CHALLENGES
Coherency management, being a high-risk event, is 
required because multiple copies of the same data 
are in different caches throughout the system. Since 
data in each cache can be modified locally, the risk 
of using invalid data is high. Therefore, it is essential 
to provide a mechanism that manages when and 
how changes can are made. Cache coherent 
systems are high-risk design elements—they are 
challenging to design and even more challenging 
to verify. In the end, you need a way to sign off that 
your system is cache coherent confidently—this a key 
verification challenge.

Another challenge in verifying CXL cache-based 
design is that the CXL specification provides a vast 
range of Request types, Response Types, and a 
vast possibility of cache state combinations. Every 
combination and permutation must be verified 
thoroughly. Although the specification defines the 
logical behavior of activity on the bus, sequencing 
and timing of cache shared lines must also be 
verified accurately.

To verify a multi-core cache coherent system 
requires the capabilities mentioned below.

1) Verification Plan with Stimulus Generation
A subtle verification plan is a requirement for a
complex environment on which designs can rely on
their verification requirements. Thus, it off-loads the
user from knowing the protocol details to create
legal (or illegal) transactions.

A requirement is to turn that plan into stimulus 
generation to achieve the plan's intentions. VIP 
whose purpose is to mimic the core/device behavior 
must create a stimulus that accounts for the protocol 
rules, cache line states, and any design-specific 
constraints when generating transactions.

2) Cache Checking
Another verification goal is to catch any illegal
activity happening on the BUS and ensure that
each device complies with the specification.
Also, checking must be done at the cache level
to check that communication with cache is
compliant with the CXL specification.

3) Debug Mechanism
Once something fishy was caught, one needs to get
to the root level of that activity which needs to be
less time-consuming and efficient to get directly to
the root cause of the issue.

Figure 2: MESI Transitions
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Less debug time ultimately leads to a lesser 
turnaround time for any system.

4) Coverage completeness 
Coverage helps us in ensuring the completeness of 
our verification plan and space. Thus, relieving the 
verification team of the burden of creating thousands 
of scenarios necessary. It dramatically reduces and 
focuses the test writing effort down to only filling the 
coverage holes.

 
HOW QUESTA VERIFICATION 
IP HELPS ADDRESS THE ABOVE 
VERIFICATION CHALLENGES 
Intelligent modeling allows the QVIP to mimic both host 
and device behavior if DUT is at the other end of the 
CXL interconnect. Also, QVIP can be hook as a passive 
component to actively monitor the bus and provides 
various verification capabilities like a checker, coverage 
and logger.

As can be seen from Figure 3, 
CXL QVIP can act as a host or a 
device, or can be hooked up as 
a passive device (on the bus or 
attached to the CXL component) 
for analysis purposes.

1) Verification Plan  
with Stimulus Generation 
The complexity of verifying  
CXL-based designs requires  

using QVIP to model the variety of CXL hosts and 
devices in the system. Therefore, offloading the user  
from knowing the protocol details to create legal  
(or illegal) transactions.

QVIP provides a comprehensive verification plan 
covering all the complex and simple scenarios 
required to verify a cache coherent system. QVIP  
role is to mimic all CXL compliant components,  
which helps create a stimulus that takes into account 
the protocol rules, cache line states, and any design-
specific constraints when generating transactions.

Questa VIP comes with in-build sequences that 
allow the user to use these sequences to create their 
scenarios if required or directly use them to achieve 
their verification plan completeness. The sequences 
required that the user executes transactions like D2H/
H2D request and H2D/D2H response as per their 
scenario requirement.

Figure 3: CXL QVIP Environment

Figure 4: Detailed Verification Plan with QVIP
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LOAD/STORE APIs
Mostly, users need to define or generate a scenario 
by thinking only at the higher level, i.e., instead of 
thinking about various D2H requests (Read, Write, 
Eviction), users only need to do Load and Store 
operation for a cache line.

So QVIP comes with this abstraction of providing 
high-level sequences that ultimately break down 
into lower-level sequences of D2H/H2D requests 
depending upon the cache line states. It does so by 
taking into account the cache line biasing state.

Suppose the user wants to perform the cacheable 
write using the store APIs, QVIP first checks the 
cache line state let's say the cache line state is 

invalid for the provided address. The Device QVIP 
automatically executes lower-level transactions like 
gaining exclusive ownership of line using RdOwn 
D2H Request, modifying the cache line, and evict 
the cache line into the memory. On the other hand, 
if QVIP is configured as HOST upon receiving the 
RdOwn D2H request, it automatically invalidates 
the cache line in all caches using H2S Snoop 
commands.

As shown in Figure 7 on the following page,  
for the device QVIP, a user only needs to execute 
store operation without taking care of lower-level 
transactions. The API itself, based on the cache line 
state, executes lower-level transactions and updates 
the cache internally. Similarly, if QVIP is the host, it 

automatically executes 
snoop requests based 
on D2H requests and 
cache line state.

AUTOMATIC 
RESPONDER 
AND DCOH 
ENGINE
QVIP also provides the 
automatic responder 
which responds 
to the D2H/H2D 
request automatically 
and provides the 
appropriate D2H/H2D 

Figure 5: D2H Sequence Flow Example

Figure 6: Load/Store APIs Usage
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response based on cache line state and the request 
received. Therefore, the user doesn't need to take 
care of the environment's response.

DCOH engine automatically completes the device's 
request if a particular cache line address lies in the 
device attached memory and the line is device bias. 
Otherwise, it forwards the appropriate D2H request 
onto the host's bus.

2) Cache Checking using QVIP 
In a multi-core multi-device environment, it is essential 
to verify each host and each device individually 

to ensure that they comply with the specification. 
QVIP host and device agents with enabled checker 
components help achieve this aspect.

Assertions: Each agent has its mirror cache model 
which mimics the other end cache and updates its 
local cache by monitoring the bus. The cache model 
changes its cache line states as per MESI protocol 
and the transaction observed after observing the 
transactions.

The QVIP checker would throw an assertion if any 
illegal activity or transactions happened on the bus, 

for instance.

As shown in  
Figure 8, an 
assertion message 
provides full 
information about 
violation with proper 
message format, 
error tagging, and 
required information 
to debug that 
violation.

Cache predictor:  
QVIP provides a 
separate cache 
component that 
helps maintain full 
system coherency 
by providing data 
integrity checks 
and providing the 
correctness of the 
cache by predicting 
what could be 

Figure 8: Assertion Message

Figure 7: Store Operation if QVIP Is a Device
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the transaction should be executed on the bus 
depending upon the current state of the line. This 
predictor mirrors the cache model and holds all the 
data about the cache line states and their related 
metadata.

Before executing any cache transaction on the 
bus, the user can communicate with this predictor 
regarding the type of command that can be 
executed on any cache line. The predictor returns 
the list of commands that can be executed on a 
given cache line address based on its state.

As shown in Figure 9, cache predictor can 
communicate with devices and suggest which 
D2H request must be executed, based on cache 
line state and cache line biasing. This offloads the 
DCOH engine and reduces the latency as the device 
already knows which request to execute before 
DCOH processes it.

Cache predictor takes input from BUS and host and 
also throws an error whether the correct set of D2H 
and H2D request has been executed on BUS or not.

3) Debug Mechanism
Whenever a cache system gets caught in some
unpredictable conditions or some illegal activity
happens, the turnaround time to debug the
behavior is crucial in the verification cycle.

QVIP comes with the following debug ways that 
help the user identify whether the behavior is 
correct or not, which ultimately helps in less 
turnaround time, leading to less verification cycle 
time.

Loggers: QVIP provides a cache enabled logger 
that provides all the bus information on CXL 
interconnect. This cache logger can be used to 
debug the traffic at a particular time from both the 
directions, i.e. from both host and device, leading 
the user to quickly reach the desired timestamp and 
observe the traffic at that specific timestamp.

As shown in Figure 10, logger instances from both 
device and host provide the necessary information 
required to debug and verify the behavior at any 
timestamp.

DEBUG 
MESSAGES
QVIP also provides 
the debug messages 
whenever enabled;  
they can print the 
traffic and transactions 
information in a transcript 
or on a shell as a first step 
of debugging without 
looking into the loggers.

Figure 10: Logger Snapshot

Figure 9: QVIP Cache Predictor



16

As seen in figure 11, all debug information about the 
cache transaction can be obtained directly on the 
shell by using debug messages.

4) Coverage 
As previously mentioned, the vast verification space 
associated with CXL cache designs presents a key 
verification challenge. Defining all the complex 
scenarios requires significant investment. Yet, this is 
insufficient. The CXL verification solution must also 
enable you to measure and ensure the verification 
space's completeness.

CXL QVIP defines all the coverage points required 
to attain verification productivity. Thus, relieves the 
burden on the verification team of creating thousands 
of scenarios necessary. It dramatically reduces and 
focuses the test writing effort down to only filling 
the coverage holes. What's needed is an executable 
verification plan that hierarchically correlates to the 
CXL specification sections. It also must provide a way 
to differentiate between high and low importance 
coverage items easily.

SUMMARY 
For verifying cache coherent systems verification 
plan is essential but not sufficient. The complexity 
of creating and managing thousands of individual 
test cases is not feasible within realistic schedule 
constraints. There is a clear need for a wide range of 
pre-defined stimuli to ensure that you can achieve 
high coverage against your compliance goals.

The major challenges needed for CXL cache 
verifications are:

1) Verification plan with stimulus: A variety  
of stimulus required for achieving  
verification completeness goals

2) Checks: A complete protocol checking with  
cache coherency checking required at every  
stage of verification

3) Debug Mechanism: An efficient debug 
mechanism required to reduce the  
verification cycle time

4) Coverage: A subtle coverage map required  
for verification completeness

Figure 12: Coverage Map Example

Figure 11: Debug Message
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Questa VIP helps achieve all the above verification 
challenges by providing means to tackle the above 
points like QVIP provides a verification plan with a 
vast pre-defined stimulus library. Loggers, cache 
predictors, debug messages, all QVIP components 
mentioned above must be incorporated into 
the environment to achieve 100% verification 
productivity and design quality.

Contact your local Siemens EDA representative 
to find out more about our Questa Verification IP 
solutions for CXL 1.1, CXL 2.0, PCIe5, our upcoming 
CXL 3.0 and PCIe6 support, and other protocols in 
the extensive QVIP portfolio.
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If you are a hardware design or verification engineer, 
you probably have a good idea of what verification 
entails.  However, add compliance to RTCA/DO-
254 as a requirement, and suddenly the definition 
of “verification” may not be so clear. First, the term 
“verification” must be understood alongside the 
synergistic term “validation.” Next, in a DO-254 
context, verification spans a wider scope than it 
does traditionally, so understanding this is crucial. 
Also, while “advanced verification” is required for the 
more safety-critical designs, it might not mean what 
you think it means. Add to this DO-254 terms and 
concepts like requirements-based testing, elemental 
analysis, robustness testing, target testing, and 
independence, and suddenly the realm of verification 
might feel quite foreign. If DO-254 verification is on 
your horizon, keep reading to understand the scope, 
expectations, and nuances of DO-254 verification.

VERIFICATION AND VALIDATION
One of the first clarifications you need when 
understanding “verification” in the scope of DO-254, 
is how verification and validation are both intricately 
synergistic and yet subtly different. RTCA/DO-254 
defines validation as “The process of determining that 
the requirements are the correct requirements and 
that they are complete” and defines verification as 
“The evaluation of an implementation of requirements 
to determine that they have been met.” In simple 
terms, validation ensures the item is correctly defined 
while verification ensures the item operates as per 
its (validated) definition. Together, validation and 
verification (referred to as V&V) ensure the hardware 
item is what it is supposed to be and does what it 
should do. 

VERIFICATION OBJECTIVES 
& ACTIVITIES
The next step in understanding verification (and 
how it is distinct from, yet related to, validation) is 

to understand the DO-254 objectives related to 
V&V. DO-254 Section 6.0 covers the “Validation and 
Verification Process”, which is a supporting process 
(meaning it occurs throughout and alongside the 
development life cycle, as opposed to being its own 
unique development phase). The primary objectives 
of validation are to ensure the hardware requirements 
are correct and complete, and to evaluate their 
impact on safety. (To muddy the waters, these 
objectives are often met via reviews, analysis or test, 
which are considered to be verification activities). 
The primary objectives of verification are to provide 
evidence (usually achieved through reviews, analysis 
and/or test) that the hardware implementation 
meets the (validated) requirements, and that the 
requirements are traceable to their implementation 
as well as the tests and results that demonstrate 
compliance.

The activities that formally roll up under verification 
to meet the primary objectives include identifying 
the requirements that must be verified, identifying 
one or more methods of verification (usually reviews, 
analysis or test) for each, holding the reviews and/
or analysis, creating and performing the tests (and/
or simulations), establishing traceability between all 
these elements, and ensuring that every requirement 
has been sufficiently covered. Of course, all of this 
needs to be documented and reviewed (which is 
another facet of verification). 

REQUIREMENTS-BASED 
VERIFICATION
What was just described is requirements-based 
verification. In other words, all these activities stem 
from the validated requirements. This ensures that the 
design does what the requirements say it should. But 
there is more to DO-254 verification than this. Due 
to safety concerns, especially at the higher design 
assurance levels (DALs), the design may need more 
verification to ensure it does not include any functions 

What is “Verification” in the Context 
 of DO-254 (Avionics) Programs?
by Michelle Lange, Jeff Reeve and Tammy Reeve, Patmos Engineering Services
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in it besides those defined by the requirements or 
behave in unexpected ways. With requirements-
based testing you are only testing to ensure the 
design does what you expect it to do. When safety 
is concerned, you must go beyond this and ensure 
it does not do anything you don’t want it to do. 
Two additional types of verification compliment 
requirements-based verification to achieve this — 
advanced verification and robustness testing.

ADVANCED VERIFICATION
DO-254 Appendix B states that for designs of 
the highest DALs (i.e., DAL A or B), you must 
do some additional verification referred to as 
advanced verification. Verification engineers in 
other industries may think this means techniques 
like assertion-based verification, formal methods, 
emulation, or any of a myriad of state-of-the-art 
techniques for verifying today’s complex hardware 
designs. While DO-254 does not rule out any 
of these techniques, the de-facto standard for 
achieving advanced verification in a DO-254 
context is a technique called elemental analysis. 
This is basically code coverage (yes, a decades-old 
technique). 

To understand elemental analysis, it helps to 
think of the HDL code as a series of “elements” 
that describe aspects of the design. For example, 
an HDL statement (or a condition, or branch 
or decision made in the code) describes some 
element of the design’s behavior. These are the 
elements in elemental analysis. Elemental analysis 
ensures that when you perform requirements-
based verification, you in fact are exercising all of 
the design elements. If not, this tells you something 
about your design, its requirements, or verification 
thoroughness. Your design may have elements 
(i.e., functions or behaviors) that you are unaware 
of (which may indicate a missing requirement), 
that should not be there (such as extra code, dead 
or even malicious code), that were not properly 
traced to a requirement, and/or were simply not 
tested thoroughly enough. So elemental analysis, 
as a form of advanced verification, provides an 
understanding that the design does only what it 
should, and nothing more, and that each of the 
requirements that defines the design’s behavior is 
thoroughly tested. 

ROBUSTNESS TESTING
But is this enough? How will the design react given 
unexpected conditions? This is where robustness 
testing comes into play. Well established in 
the realm of airborne software (i.e., DO-178C), 
robustness testing is barely mentioned in the 
original DO-254 document. However, more 
recent guidance has clarified the expectation of 
robustness testing for hardware. AMC 20-152A, a 
very new document from the European Aviation 
Safety Agency (EASA) that applies some newer 
guidance and clarifies some aspects of DO-254, 
describes robustness as “the expected behavior 
of the design under abnormal and boundary/
worst-case operating conditions of the inputs 
and internal design states.” It goes on to explain 
the abnormal and boundary conditions and the 
associated expected behavior of the design should 
be defined as requirements and verified to ensure 
that the behavior of the design, even under these 
unexpected conditions, is known. This verification 
method basically adds additional requirements to 
requirements-based verification.

THE ROLE OF SIMULATION
Every engineer knows that today’s designs are 
very complex and “testing” them usually involves 
simulation. It is important to understand the 
definitions of testing and simulation in a DO-254 
context. Simulation is considered to be an analysis 
method. Analysis methods may include techniques 
such as functional simulation, timing simulation, 
clock-domain crossing analysis, logical equivalency 
checking, assertion-based verification, static timing 
analysis, and signal integrity analysis among others. 
Analysis techniques, especially these, are typically 
performed on a development model of the design, 
such as the HDL code or the gate-level netlist. 

Simulation is a special type of analysis used to verify 
the design’s response to both normal and abnormal 
conditions.  Simulation is run on a design model, 
with a model of the design’s interfaces, and is ideal 
to verify the design under conditions that may 
be difficult or impossible to create on the actual 
physical hardware implementation.  If you are using 
simulation for verification credit of requirements-
based test, you typically need to justify the use of 
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this technique by demonstrating that an overlapping 
set of tests run on the physical board (i.e., “target 
testing”) yields the same results. In doing so, you 
validate the modeling of the design’s external 
interfaces used in simulation. 

TARGET TESTING
In contrast to analysis, the word “test” in a DO-254 
context means verifying the physical. Simulation has 
a key role in DO-254 verification, but performing 
simulation alone is never enough in safety-critical  
and airborne applications. Physical testing, often 
referred to as target testing in a DO-254 context,  
is also required.  

Target testing is a realm of much confusion and 
sometimes misinformation, with some vendors 
claiming they have target testing systems that 
provide full DO-254 verification credit with the 
push of a button. While it sounds very desirable, 
steer clear of the hype and instead implement a 
DO-254 verification strategy that meets compliance 
expectations. It is important to fully understand 
what is meant by target testing.  The first concept to 
understand is on-target testing vs. off-target testing.

On-target testing means that the device (e.g., FPGA, 
PLD, ASIC) is being tested in a production-equivalent 
circuit card and (usually) with production-equivalent 
software. In other words, on-target testing verifies 
the design is working correctly in the final hardware 
implementation exactly as it will be configured and 
installed on the aircraft.  This is the most desirable 
type of test. On-target testing can also be used to 
independently verify the tool outputs, demonstrating 
that these tools did not introduce or fail to detect 
design errors.  This is important in the context of tool 
qualification (a topic for another article, as it is too 
complex to do justice here). 

Off-target testing means that the physical hardware 
is tested in an environment that varies in some ways 
from the actual hardware environment installed 
on the aircraft. You may get verification credit for 
this type of testing but will likely have to analyze 
and justify the installation vs. testing environment 
differences to ensure that the assumptions built 
into the test environment are correct. Therefore, 

when looking at industry solutions for DO-254 
verification and testing, you should understand 
that no pre-packaged solution provides 100% of 
DO-254 verification, and that every deviation from 
the installed hardware and environment must be 
analyzed and justified for verification/testing credit 
to be accepted.

INDEPENDENCE
One final aspect of verification worth mentioning is 
the concept of independence. This is quite intuitive 
really. Independence simply means that the person 
who created the design should not be the one 
verifying it. Any engineer who has ever tried to verify 
his/her own design knows this is a good idea. Designs 
with higher DALs require verification (and validation) 
to be performed with independence. 

DO-254 VERIFICATION EXAMPLE
While there is no-one-size-fits-all DO-254 verification 
solution, what follows is an example (taken from a 
summary of an actual project) of DO-254 verification 
methods, including a short description of the HDL 
simulation aspects.

FPGA Testbench and Test Cases 
DO-254 functional verification is based on the 
requirements allocated to the FPGA from the systems 
and board-level definitions.  An independent 
verification team develops the testbench and test 
cases, and performs simulation using a requirements-
based verification methodology.  This is performed 
on the completed HDL for the FPGA design.  Test 
cases are developed to cover each requirement, with 
traceability between requirements and test (which 
will be used to analyze coverage). 

The testbench development includes an architectural 
plan for constructing the simulation testbench and 
description of advanced testbench requirements and 
design. The Hardware Test Cases and Procedures 
document contains a top-level diagram and 
description of the simulation testbench design and 
method for recording simulation results.  Standards 
for the simulation testbench design include a coding 
standard to ensure readability and consistency of the 
simulation test code.  
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Development of the simulation testbench 
involves the following items:

1) FPGA Requirements
2) FPGA Verification and Validation plan
3) Verification standards and testbench

coding standards
4) Interface control diagram (ICD)

and/or schematics showing devices
and interfaces to FPGA

5) Datasheets for devices and interfaces
to FPGA

In the testbench architecture shown below, the 
Test Harness instantiates the DUT, Bus Functional 
Models (BFMs), and Monitors. The same testbench 
is used for both RTL functional simulations and 
gate-level simulations. Test case files are read by the 

Test Harness. The 
Test Harness uses 
these files to create 
stimulus and drive 
the test through 
a sequence of 
transactions, 
perform 
scoreboarding, 
and create log files 
to document the 
results. The BFMs 
form the driving 
and response to/
from specific DUT 
interfaces. The 
monitors typically 

continuously check the expected versus actual 
results.

Documentation 
The documentation (found in the Hardware Test 
Cases and Procedures document) will include a top-
level diagram (such as the above) and a description 
that includes the interfaces and connection of 
blocks of the testbench, including any ports or 
function calls. Each testbench block requires a 
brief description of the block purpose. For System 
Verilog testbenches, documentation includes a 
UML diagram and description of the functional 
attributes.  All BFMs need to be documented with 
details sufficient to validate the modules.  The 
documentation of the simulation environment 
includes the tools and versions along with a 

description to sufficiently convey how to 
execute the tests (using the tools) and 
generate the results.   

Verification results are recorded in the 
Hardware Verification Results document, 
which will be reviewed to ensure the 
procedures and results are as expected.  
This document summarizes the results 
of reviews, analysis (including simulation 
and code coverage), and test. Note that 
automated testbenches automatically 
generate pass/fail results, a manual review 
of the actual and expected results is 
required as an independent assessment  
of the automation.  Figure 1: Typical Testbench Architecture 

Table 1: Typical verification methods & tools - an example of FPGA DAL A project tools and use

TOOL OS HOST SUPPORTED PROCESSES

Siemens EDA 
QuestaSim 

Red Hat Enterprise Linux  Verification Tool: 
Functional verification
Structural verification 
Code coverage for elemental analysis 

Actel Libero Red Hat Enterprise Linux Design and Verification Tool: 
FPGA implementation 
Timing verification 

Siemens EDA 
Questa CDC 

Red Hat Enterprise Linux Verification Tool: 
Clock-domain crossing verification 

Siemens EDA 
DesignChecker (feature 
of HDL Designer) 

Red Hat Enterprise Linux Verification Tool: HDL code linting
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Code Coverage 
A DAL A FPGA requires additional Advanced 
Verification techniques as per DO-254 Appendix 
B. Once a complete set of simulation test cases is
developed, reviewed, and passes, this becomes
the basis for running elemental analysis (see DO-
254 3.3.1). A code coverage report is created by
aggregating the UCDB coverage database for all
test cases.  This will be reviewed for coverage for
the statements, decisions & finite state machines
(see AMC 20-152A CD-9 and section B.2.1.5) and
gaps in coverage analyzed to determine if there is
dead code, missing requirements, and/or missing or
incomplete tests.

Physical Test 
Physical test cases are defined to ensure full 
verification of the hardware implementation.  
Sufficient requirements-based test cases at the 
device level in the target environment are developed 
and documented in a separate section of the 
Hardware Test Cases and Procedures document (or 
a separate document) to ensure validation of the 
simulation aspects, including BFMs. A combination 
of simulation and physical tests is optimal to show 
coverage of FPGA-level requirements. Simulation 
is essential because it is not always possible 
to have visibility at the board level of internal 
functions. Physical test is essential to demonstrate 
that simulation accurately models the physical 
implementation and its environment.

Requirements Tracing and Coverage Analysis 
A Requirements Traceability Matrix (RTM) includes a 
trace of requirements to the design implementation, 
test cases and results. Ideally a board-level (physical 
test) or system-level test also traces to each FPGA 
requirement to show overlap of the simulation 
testing.  

Other Aspects of the Verification 
Prior to simulation, linting is commonly applied to the 
HDL. Typically, the linter is set up with a customized 
set of compliance checks that verify coding 
guidelines, un-synthesizable constructs, undriven 
signals, out of range indexing, etc.

Prior to design synthesis, the RTL should be evaluated 
for clock-domain crossing (CDC) issues. Proper 
synchronization techniques should be employed on 
all clock-domain crossing instances  and verified. 

Once RTL simulation is completed, the design is 
synthesized, placed and routed (PAR). This process is 
guided by a timing constraint file that communicates 
the timing intentions of the design to the point tools 
used for PAR. The timing constraints include clock 
definitions, Input/Output delay, timing exceptions, 
multi-cycle paths, etc. Static Timing analysis verifies 
the PAR process results in a design that meets the 
timing criteria captured in the timing constraint file. 
The resulting netlist and back-annotation file are used 
for gate-level simulations. The same RTL testbench is 
used for gate-level simulation. Gate-level simulations 
are useful for verifying the design operates at desired 
frequencies with actual delays (max/min) in place, and 
help reveal glitch detection on edge-sensitive signals, 
power-up/reset initialization, etc.

More modern and automated techniques of 
verification, such as assertion-based verification, 
emulation, using the Questa UCBD, and so on may 
also be employed in a DO-254 program. Addressing 
the details of how these techniques may be used 
is a large topic, best left for another paper. If such 
techniques are chosen, it’s advisable to consult a 
DO-254 specialist to ensure the tools and methods 
planned ensure compliance. 

FURTHER LEARNING
Tammy Reeve, award winning DER, Chair of the 
USA DO-254 User’s Group, and President of Patmos 
Engineering Services, has authored numerous papers 
and blogs. The DO-254 User’s Group is developing a 
paper entitled “AEH Requirement Based Verification,” 
which is an excellent resource in understanding 
DO-254 verification, especially in the area of target 
testing. A draft of this can be requested from Tammy 
Reeve. Also, the following blogs, found on the Patmos 
Engineering Services website, offer additional 
insights into various additional aspects of DO-254 
verification. 

• Preparing for SOI-3
• Why Do Target Testing?
• Mistake 3: Improper Retention

of Verification Results
• Are Checklists Really Necessary?
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INTRODUCTION
Coverage closure is a key step in any IP design 
verification project. Code coverage is a much-
needed metric in most modern-day IP designs. It 
helps teams to ensure that all RTL code written is 
indeed exercised and verified prior to tape-out. 
Without such a guarantee, a semiconductor design 
house may well be risking millions of dollars in a 
potential bug-escape to silicon. As the process of 
code coverage is well automated, it is widely used  
in the industry.

One of the challenges in coverage closure is the 
time taken to get to 100% with potential waivers/
exclusions. Traditionally, teams have deployed a 
battery of RTL designers to review each and every 
uncovered item to ensure it is indeed a genuine 
hole and can be safely excluded. This process is 
expensive, time-consuming and is prone to human 
errors. 

Formal Verification can help in such scenarios to 
automate the bulk of this exclusion flow.

In this article, the authors share their experience of 
using Questa CoverCheck in various IP verification 
projects along with results.

TYPICAL COVERAGE-DRIVEN 
VERIFICATION FLOW 
Code coverage is measured in a simulator such as 
QuestaSim by running the RTL design, testbench 
(typically in UVM) and a bunch of tests. The resulting 
coverage is stored in a DB such as the UCDB (Unified 
Coverage DataBase). Users then analyze the resultant 
coverage across multiple runs until it reaches 100%. 
Figure 1 shows a typical flow.

HURDLES TO 100% COVERAGE 
Code coverage is typically measured by simulators 
in a step-by-step flow. The first step is referred to 
as instrumentation and the second is coverage 
collection. Both of these steps are fully automated 
in modern day tools such as QuestaSim. Certain 
design styles and structures present natural hurdles 
to 100% code coverage as seen by typical extraction/
instrumentation done by simulators. Let’s look at a 
few sample code snippets:

1. Tie-Off

In the above case, toggle coverage cannot be met for 
0 → 1 and 1 → 0

2. Constant Bits
Consider the code snippet from a serial peripheral IP
in Figure 2 on the following page.

 Formal Etiquette for Code Coverage Closure
by Ajeetha Kumari, Arunachalam R and Satheesh Ethiraj, VerifWorks

Figure 1: Typical Coverage Flow

 assign alw_high = 1’b1;
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From the procedural assignments made to signal 
intr_st_reg_d in the above code snippet, it is clear 
that bit position 11 is always 1’b1. This would mean 
that toggle coverage for that bit will never be hit/
covered.     

DO FILE BASED COVERAGE EXCLUSION
The Questa Simulator provides a handy TCL  
interface to capture exclusion specifications via 
DO file. We will look at few samples below. Later 
on we will share how an automated flow can create 
such exclusion spec from a formal verification app 
directly. The exact syntax of these TCL commands 
are well documented in tool manuals and is beyond 
scope of this paper. It is important to recognize that 
writing exlcusions is a time consuming process and 
is often done by the verification engineers after due 
consultation with RTL designer.

STATEMENT EXCLUSION

CONDITION EXCLUSION

TOGGLE EXCLUSION 
Below are the exclusion 
commands needed 
for the “Constant bits” 
scenario. 

QUESTA 
COVERCHECK FLOW
In a conventional simulation-only flow, verification 
engineers spend time manually analyzing the 
coverage holes and discussing with RTL designers 
why some metrics are not 100%. While many  of the 
holes usually point to missing test scenarios in the 
early stages of the project, as the tests increase in 
count and the design matures, the holes tend to be 
persistent and are more inherent from the design 
styles than due to lack of stimuli.

Given the parameterized nature of IPs at the RTL 
abstraction level, it is common for the code to have 
some unreachable portions under different modes 
(such as I2C standard mode: 100 kbit/s, full speed: 
400 kbit/s, fast mode: 1 mbit/s, high speed: 3,2 
Mbit/s). 

Manual creation of DO files for exclusion presents 
two significant challenges: 

• Takes quality time to analyze which of the holes
are persistent and can be waived-off

• DO file syntax learning curve, maintenance

Formal tools come in very handy to identify such 
persistent holes automatically and extract a set 
of qualified exclusions on a given RTL. Questa 
CoverCheck is a formal app on top of Questa  
Formal engines. 

Figure 2: Serial/Peripheral/IP Code Snippet

coverage exclude -scope 
{/hvmac/gv_in_tx[0]/i_prim_al_sender/u_decode_ack/gen_sync} 
-linerange 132 -item s 1 -reason "EU"

coverage exclude -scope  
      {/hvmac/gv_in_tx[0 } 
-togglenode {hw2csr.pkt_ 

err_code.d[12]}  
-trans 01  -reason "EU"

coverage exclude -scope 
      {/hvmac/gv_in_tx[0 }  
-togglenode {hw2csr.pkt_ 

err_code.d[12]}  
-trans 10  -reason "EU"

coverage exclude -scope  
{/hvmac/gv_in_tx[0]/i_prim_al_sender/u_decode_ack/gen_sync} 
-feccondrow 121 3 -item 1 -reason "EU"
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There are two prominent flows in which Questa 
CoverCheck can be deployed:

• RTL alone – typically early in the design cycle
• RTL + TB + Tests – typically later part of the

design cycle

COMPLEXITY OF IPS USED 
IN THIS CASE STUDY
We ran Questa CoverCheck on various mid-size 
IPs such as HvMaC, AdvES, UART, etc. In the table 
below are some of the metrics that we captured  
for each IP.

We deployed Questa CoverCheck up front,  
without a testbench, to extract persistent holes. 

QUESTA COVERCHECK 
VISUALIZATION OF  
COVERAGE GOALS
Once Questa Formal compiles the design and 
associated constraints, and presents a handy GUI 
to visualize the holes. Below is a snapshot of the 
Questa Verify GUI on one of the IPs.

Specifically the FSM viewer is very useful for RTL 
designers to visualize their FSM as a bubble diagram 

and understand why 
some transitions are 
irrelevant and can be 
excluded right away – 
even before any single 
test is run on the RTL.

Figure 4: Questa Verify GUI

Figure 3: Questa CoverCheck Flows

IP NUMBER OF 
RTL FILES

ACTUAL 
LINES-OF-

CODE

COVERAGE 
GOALS/

TARGETS

NUMBER OF 
UVM TESTS

NUMBER  
OF SEEDS

HvMaC 9 2700 30,387 11 20

AdvES 21 4422 45,491 6 50

UART 7 2200 9372 15 10
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THE VALUE OF AUTOMATIC  
COVERAGE EXCLUSION 
As noted earlier, manually creating an exclusion file 
is a tedious and error-prone task. To appreciate the 
value of a formal approach to this problem, let’s look 
at the coverage state space for one of the IPs. Below 
are the results for an HvMaC IP.

In this IP, Toggle and Condition coverage exclusions 
were high in number. In general this trend is seen 
across IPs as the toggle coverage space explodes 
with wider bus widths and complex logic inherently 
involves multiple conditions/branches in RTL. 

The table below summarizes the total exclusions 
found on various IPs:

ECONOMICS OF MANUAL 
COVERAGE EXCLUSION 
To further highlight the value of formal in a 
simulation-centric flow, let’s take a look at the 
economics of manual exclusions in HvMaC IP. In a 
flow without involving Formal verification, the above 
6853 UNR (UNReachables) need to be manually 
identified by the RTL designers. In typical IP teams, 
there are fewer designers and they are usually loaded 
with multiple IP related tasks. Hence spending 

their time on these sure-fire-unreachables is a great 
misallocation of the resources from a management 
perspective. Instead, by deploying a FV app such as 
Questa CoverCheck, teams can identify these UNR-s 
automatically. 

Also, by definition if FV identifies some code as 
unreachable, there is no way to exercise that code. 

In other words, FV is correct-by-design. 
Doing a bit of management-level 
analysis on potential time spent on this 
task, assume that an RTL designer needs 
2 minutes per exclusion. For this HvMaC 
IP the would take:

6853 * 2 = 13706 minutes → 228 hours! 

Being more pragmatic, there are buses 
of multi-bits and symmetry in the code, 
so the time could be much less. Even if 
we say it is one-fourth of the above, that 
would be approximately 18 days. So 

using FV in CoverCheck, an IP verification team can 
easily save 2-3 weeks of RTL designers’ time during 
the coverage closure process.

 
AUTOMATING COVERAGE 
EXCLUSION GENERATION 

With Formal technology, analyzing 
unreachable code is fully automated. 
Questa CoverCheck can then generate 
an exclusion file for QuestaSim via  
built-in commands such as shown above  
on the opposite page. 

The table below quantifies the  
generated DO files for individual IPs.

Figure 5: CoverCheck Exclusion Summary

IP ACTUAL 
LINES-OF-

CODE

COVERAGE 
GOALS/

TARGETS

TOTAL 
EXCLUSIONS

% OF GOALS 
EXCLUDED

HvMaC 2700 30,387 7011 23.10%

AdvES 4422 45,491 5889 12.92%

UART 2200 9372 841 8.9%

IP NUMBER OF LINES IN 
EXCLUSIONS DO FILE

HvMaC 7346

AdvES 6136

UART 1029
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CONCLUSION
Code coverage is a key metric in design verification 
closure. With reusable IPs, number of unreachable 
lines in RTL can be significant. With formal tools 
such as Questa CoverCheck, generating exclusions 
for such UNR code is fully automated. With real-
life IP based testcases, we shared the quantitative 
savings obtained using CoverCheck app.

Figure 6: Questa CoverCheck Exclusion File
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With more emphasis within the electronics industry 
on high-performance and shorter time to market, 
the need for high-confidence and high-quality end-
to-end verification is becoming more and more 
important. This is especially true on the heavily 
optimized arithmetic datapath blocks most used in 
modern compute and neural network applications. 
Missed bugs can delay projects and be costly to 
reputations, and, at the very least, be likely to sap 
performance. 

Given that physical hardware is inherently fixed and 
unchangeable, it is extremely hard, if not impossible, 
to correct bugs and design faults after release. As 
such, the verification of hardware IP well before 
the move to full silicon tape-out is an established 
and widespread practice. A hardware verification 
engineer has several tools at their disposal, including:

• Simulation: Compiling the hardware design into 
a software model and applying stimuli to test 
various aspects of the expected functionality.

• Emulation: Compiling the hardware design onto 
an emulation device (an FPGA or similar), and 
much as with simulation, applying stimuli, but 
often at higher throughput and capacity than the 
software model could achieve.

• Formal Verification: A set of systematic techniques 
to prove mathematically that the hardware design 
functions according to its specification.

 
Simulation and emulation are well used, and widely 
understood. Sophisticated engineers can test designs 
well and often find many bugs by carefully choosing 
their stimuli to test deep and complex aspects of the 
functionality. Despite this, however, simulation can 
never fully prove the absence of bugs in a system, 
it can only demonstrate for certain that no bug was 
present for the particular stimuli used and provide 
statistical evidence for the likelihood of having missed 
other vulnerabilities.

Interpreting that evidence can be an art in its own 
right! As all experienced verification managers are 
aware, the quality of the test is highly dependent on 
the quality of the chosen stimuli, and by extension, 
on the quality of the verification engineer. For high-
performance applications, it would be ideal to get 
more confidence than simulation and emulation alone 
can provide. These are nonetheless the two primary 
methods of hardware IP verification, even for high-
end applications where missed bugs can significantly 
hurt performance.

Of the three methods mentioned above, only 
formal verification has the potential to show the 
total absence of particular types of vulnerabilities, 
as opposed to simply finding ones that are there. 
As Edsger W. Dijkstra noted at the NATO Rome 
Conference on software engineering techniques as 
far back as 1969 [1], “Testing shows the presence, not 
the absence of bugs”. Formal verification, by contrast, 
has the potential to fully demonstrate the integrity 
and security of a system.

However, for many designs, formal verification suffers 
from scalability problems. In particular, when the 
state space of a system is especially large, or the 
nature of the design is mathematically complex, 
formal verification tools can struggle to give a 
conclusive answer as to whether or not a bug or 
vulnerability exists. In such cases, we say the proof 
fails to converge.

For this reason, despite the potential for full 
confidence, engineers often don’t think of formal 
verification as a potential avenue to verify their 
component, expecting their design to be too 
complex for them to get useful results.

In this article, we will explore a particular class of 
potential bugs which are intractable to current formal 
verification methodologies, namely, bugs resulting 
from the interaction of arithmetic and control logic.  
 

A Formal Verification Technique  
for Complex Arithmetic Hardware   
by Dr. Sam Elliott, Imagination Technologies
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This class of bug has the potential to cause serious 
and systemic problems with an electronic device. 

At one end of the severity scale, this could lead 
to an occasional breakdown of mathematical 
calculations and the corresponding failure of 
the hardware to give meaningful output. At the 
other, perhaps more serious end, it could result 
in catastrophic and systemic issues that could 
compromise the reliability of an IP between 
inputs and output, ultimately rendering the 
device useless. Possibly the most famous bug 
in history, the FDIV bug in mid-1990s Pentium 
processors, demonstrates that when targeting 
high-performance applications, reliability and 
correctness are some of the costliest aspects of 
design to get wrong.

EXAMPLES OF COMPONENTS 
WITH ARITHMETIC AND CONTROL
Although often considered separately, almost all 
arithmetic or data transformation components 
also contain some amount of control logic. At 
the simplest end, a component may have a multi-
stage pipeline through which data progresses, 
and some set of rules about how that progression 
occurs. Common examples are fixed pipelines with 
interrupts, external register enables and handshake 
protocols. 

For complex components, there could be data-
dependent feedback, there could be resource 
contention, and the results of calculations could 
appear out-of-order, compared to the order they 
were input. In the out-of-order case, it is usual to 
provide an accompanying sideband identifier,  
to associate the correct output packet with each 
input packet.

In these components, as well as simple pipelines, 
there are two main (broad) sources of arithmetic 
error. The first is a fundamental issue with the 
algorithm or the implementation of that algorithm. 
Here, the bug means that for certain inputs (or 
possibly all inputs), a particular calculation in the 
hardware is fundamentally broken. If such an input 
arrives, the output will always be wrong. For this 
reason, these bugs will present themselves even if 

the transaction is presented immediately after reset, 
with no stalling or other transactions in flight.

The second source of error is in the data control. 
In this case, the hardware is in place to correctly 
calculate the result for any input. If the control 
sequence is simple, perhaps if the transaction is 
presented straight after reset and there are no  
other transactions to interfere, the result may  
still be correct.

However, if the same transaction is presented at a 
different point, perhaps after many thousands of 
cycles with a number of other transactions already 
in-flight, the control bug may cause a different, 
possibly even junk, result to be output instead of 
the correct answer.

The second type of bug is much harder to find, 
because it may only present when the device is in 
a particularly deep and hard to reach state. Such 
bugs are extremely difficult to hit in simulation and 
are not easily covered by the capabilities of current 
arithmetic formal verification tools.

What's more, while the first type of bug is a serious 
issue, the second type of bug can have far more 
concerning consequences from a performance 
perspective. Where hardware is incorrect for 
specific known inputs, it may be possible to 
produce a software workaround which performs a 
different operation only in those infrequent cases. 
While not ideal, this produces a known and fixed 
reduction in performance for the given operation.

Where a bug is state-based, unpredictable and 
could occur on any input, there could be no 
reasonable workaround which will consistently 
produce the correct answer. In this case, the only 
solution may be completely bypassing the problem 
component and emulating the operation much 
less efficiently on other hardware. This reduces 
performance both by slowing down the given 
operation and by tying up other components 
which would otherwise be processing different 
operations. 

This second type of bug also differs from more 
commonly tested control properties, which tend to 
concern the flow of data rather than its value. Even 
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for arithmetic components, it is common to write, 
and perhaps successfully prove, properties about 
handshake protocols, transaction counts and the 
movement of data. But these properties won’t catch 
the corruption of data values based on state, which is 
generally too hard for existing tools to cope with.

LIMITATIONS IN CURRENT 
ARITHMETIC HARDWARE 
VERIFICATION METHODOLOGIES
Arithmetic hardware designs are some of the most 
complex and difficult to verify. Such components are 
often pipelined over many hardware cycles and may 
involve data-dependent feedback.

As we have mentioned above, simulation 
methodologies are widely used to verify all kinds 
of components and are often used to verify 
mathematical hardware. As we noted, such 
methodologies have many advantages, but cannot 
be used to fully demonstrate the absence of bugs 
and vulnerabilities.

Formal tools exist which can prove the correctness of 
arithmetic hardware, but they generally suffer from 
one of a few limitations:

High Effort Requirement: Tools that employ 
methodologies based on some theorem provers 
and proof checkers require a manual proof to be 
written by the user. This work requires significant 
expertise and time investment, with no guarantee of 
convergence. 

Finite Time-Window: Some tools can only prove 
output correctness over finite time windows – 
primarily to prove the correctness of the first output 
after reset, and as such demonstrate that the design 
can function correctly, rather than that it 
always functions correctly.

Low Arithmetic Support: Model checkers 
or property checkers can prove proper-
ties automatically and over infinite time 
windows, but generally struggle with 
any mathematical content.

For this reason, getting a full, formal 
proof of the correctness of a  

mathematical component for all time is currently 
out of scope for anything except a full hand-proof 
completed at high-effort and potentially high risk  
by an expert.

OUR ABSTRACTION 
METHODOLOGY
At Imagination Technologies, we have developed an 
abstraction methodology which can be used with 
Siemens EDA Questa Formal, as well as other major 
formal property checkers. The technique allows 
the mathematical aspects of the component to be 
removed without weakening the completeness of  
any proof. 

The key problem we’re looking to solve is that of 
whether a given device is consistent, or not. That is – 
is the result of a given calculation will be the same no 
matter when it is performed? If we can demonstrate 
consistency of this type, we can be sure that output 
of that operation can only be influenced by the 
inputs intended for that calculation, and we can 
never get junk data out, or potentially worse, data 
from another program’s calculation.

If we combine such a proof with a proof that the 
device always functions correctly immediately 
out of reset, we will have proved that the result is 
correct for all inputs and for all time. To check the 
consistency aspect, we do not need to demonstrate 
that the result is correct in its own right, only that it is 
the same as the result produced at a different point 
in time. With this in mind, we set up the following 
equivalence proof, shown in Figure 1 below.

We take two identical copies of the design we are 
verifying and feed them the same transaction. In one 
copy of the design, we restrict the control flow to the 

Figure 1: Equivalence Flow
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simplest possible behavior. In the other, we allow 
the device to be driven with any legal inputs for any 
number of cycles and input the symbolic transaction 
at any point in time, while allowing any number of 
transactions to be simultaneously in-flight, and any 
stalling behavior. We then compare the results of 
these two copies, which should be the same. 

This setup does not immediately allow the existing 
collection of commercially available formal tools 
to complete a full proof. The existence of complex 
mathematical components still means that the 
problem is too hard for them to solve, in general. At 
this point we make our key observation which forms 
the basis of our abstraction technique:

“It does not matter what calculation is being 
performed, only that it is consistent with the same 

calculation performed at a different time”. 

With this in mind, we make the following abstraction. 
“The output of any piece of combinational logic 
may be abstracted as being only deterministic in 
its inputs, with no assumptions being made on 
specifically how the output is created from those 
inputs.” We call this the determinism abstraction. In 
this context, a piece of logic is deterministic if it will 
always produce the same output if presented with 
the same input. 

By replacing combinational blocks within a device 
with the assumption that the given sub-block is 
deterministic, we can massively simplify the problem 
of proving that the overall device is consistent. It’s 
worth noting that combinational logic is naturally 
deterministic since it has no stored state. 

EXPERIMENTAL RESULTS
To test the capability of the methodology, we took 
a selection of designs of interest and attempted 
to verify consistency as described above. We 
performed the verification both with and without 
the determinism abstraction to demonstrate the 
difference in convergence rates.

Table 1 above shows the speed of the results  
(DA denotes determinism abstraction). We also 
performed a trial with the technique on several  
more substantial components and obtained  
the results noted in Table 2.

CONCLUSION
With increasing focus on high-performance and the 
importance that places on mathematical hardware, 
certainty in verification is of ever-increasing 
importance. What we have described here is a 
methodology that involves more than a single stage. 
First, we independently verify the maths blocks, 
testing the multipliers and adders in isolation using 
industry-standard datapath formal tools, such as 
Mentor’s SLEC. This approach enables us to be 
confident that the sub-modules are correct, ahead 
of using our suggested methodology to verify the 
entire data path design. 

Formal has the potential to add robustness 
to the verification process but suffers from 
scalability issues. By dividing the problem of 
verifying arithmetic hardware into one of verifying 
correctness, and one of verifying consistency, we 
can leverage the great strengths of different aspects 
of formal. However, there are still significant hurdles 
to overcome. The determinism abstraction provides 
a bridge to allow otherwise non-arithmetic tools 
to cope well with mathematics and push out the 
boundary of what can be verified with formal.

DESIGN WITHOUT DA WITH DA

1 8-cycle  bounded
proof after one day 
of proof time

Full proof 
convergence  
after 12 seconds

2 No proof progress after 
one day of proof time

Full proof 
convergence  
after 40 seconds

3 No proof progress after 
one day of proof time

Full proof 
convergence  
after 50 seconds

Table 1: Results for designs 1-3 in a leading property checker

DESIGN WITHOUT DA WITH DA

4 No proof progress after 
one day of proof time

Full proof 
convergence 
after 3 minutes

5 No proof progress after 
one day of proof time

Full proof 
convergence  
after 30 minutes

Table 2: Results for designs 4 & 5 in a leading property checker
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In this article, we discuss why formal verification 
adoption has been limited in industry, and how 
abstraction-based methodology in formal verification 
can help DV engineers become successful in 
adopting formal property checking more widely. 
Abstraction is the key to obtaining scalability and 
predictability. It provides an efficient bug-hunting 
technique and helps in establishing exhaustive proof 
convergence. We illustrate our methodology on a 
FIFO in this article, but similar methods are used in 
the verification of a range of designs ranging from a 
RISC-V processor to multi-million gate designs.

INTRODUCTION
Despite its rich history, formal verification adoption 
is growing mainly through the usage of automated 
apps, but its full potential is hardly exploited with only 
35-40% projects using formal property checking,
according to Harry Foster’s 2020 Wilson Research
report. Formal is not the main functional verification
technology of choice in the industry, and we believe
that this affects the cost of verification, the overall
time-to-market as well as the quality of results.

FORMAL IS ECONOMICAL
Yes, formal verification when used properly can 
be economical – bugs are caught sooner, corner-
case bugs are picked up in the first hour of design 
verification (DV), and in many cases one can establish 
through mathematical proofs that the design 
implementation does exactly what the requirement 
mandates. In some cases the exercise of using 
formal helps discover the requirements, refine 
them, and makes it easier to find validation flaws 
e.g., inconsistent requirements that can never be
implemented in a design. For many problems, formal
verification is the only solution, e.g., proving absence
of deadlocks, robust floating-point correctness,
proving security violations do not occur. In general,
whenever we need to establish that a bad behavior
must never occur – formal is your friend!

SO, WHAT’S THE PROBLEM?
If the benefits of formal are so well defined, what is 
preventing the industry from adopting it and running 
with it? The answer is methodology. While writing 
properties using SVA and PSL may not be hard, 
writing them for efficiency to ensure high coverage, 
predictable proof convergence and scalability with 
design size is a significant blocker in formal methods 
adoption. 

CONQUERING  
DESIGN COMPLEXITY 
As designs become complex due to requirements of 
power, performance, area, and now safety & security, 
the best way of overcoming design complexity is 
to view the designs from an abstraction lens. As an 
example, I2C, I2S, UART, USB, Ethernet, PCIe, a video 
unpacker, a pipelined processor, a packet-based 
networking block, a GPU memory sub-system, a 
cache-coherent system and a NoC may not seem to 
have much in common at first sight, but on a closer 
look it would appear that they may have a lot in 
common. All these designs are very hard to verify 
exhaustively due to the deep sequential nature. If 
we understand how to conquer sequential design 
complexity in formal, perhaps it can open up a way to 
verify a range of these – may be all of them? 

What about a humble FIFO? How hard can it be 
to verify a FIFO? 

What is interesting to note is that, precisely due to 
the sequential nature of these designs the verification 
timescale becomes unpredictable. 

FIFO VERIFICATION
We assume that the reader is already familiar with 
how a FIFO is implemented in digital hardware. A 
FIFO is a first-in-first-out design component that 
stores data maintaining ordering between the data 

Predictable and Scalable End-to-End 
Formal Verification  
by Ashish Darbari, Axiomise
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values. Common ports on a FIFO include a clock 
(clk), an active-low reset (resetn), a data input 
(data_i) and a data output (data_o) port. We also 
have signals to push (push_i) the data into the FIFO 
and to pop (pop_i) the data out. Last but not the 
least, we also have two important flags that define 
when the FIFO is empty (empty_o) and when it is full 
(full_o). 

VERIFICATION REQUIREMENTS 
FOR VERIFYING A FIFO
For verification we need to ensure that a FIFO keeps 
the data ordered, does not duplicate data internally, 
does not lose data, and is empty and full when it 
should be. Ordering is a key property that causes 
a lot of pain for exhaustive verification, especially 
when FIFOs become deeper and carries much 
wider data payload. The complexity arises because 
the entry and exit of a given data value in the FIFO 
depends on all the prior values ahead of this value. 
For modelling the ordering property, it doesn’t 
matter how a FIFO is actually implemented in the 
design, what matters for us in verification is what it 
does.  

ORDERING DEFINITION
We define ordering using any two arbitrary values, 
let’s call them d1 and d2. For any two elements 
d1 and d2, if d1 is sampled in the FIFO before d2, 
then d1 is always sampled out before d2. So long 
as this property is preserved by the FIFO design 
implementation for any two values d1 and d2 we can 
deduce that the FIFO does not violate the ordering 
property.

SOME POSSIBLE SOLUTIONS
With the above goal, let’s find out what are the 
possible solutions. If we are verifying a FIFO in 
dynamic simulation, we can easily use a reference 
model – another data structure such as a queue 
and compare the states of the reference model with 
the FIFO design. One thing to note here is that in 
simulation we would be sending a trace of 0s and 
1s. For example, if the width of the FIFO is two bits, 
we would be sending 00,01,10, and 11 and if we 
were aiming for an exhaustive simulation, we would 

send all possible permutations of these to cover the 
entire depth of the FIFO. Of course, in practice for 
bigger depths and widths for the FIFO, performing 
exhaustive simulation won’t be feasible and typically 
randomization – cornerstone of UVM – would take 
care of ensuring that corner-case scenarios  
are tested. 

For formal verification, can we use a similar approach? 

Theoretically, we can, but in practice this approach 
will not be exhaustive i.e., if we could even use a 
queue data structure. Modern formal tools require 
synthesizable constructs and SystemVerilog queue 
is not synthesizable in formal tools. Of course, 
we can use another pre-verified FIFO design as a 
reference model and repeat the flow we described 
for simulation but the challenge will be scalability 
– formal tools will not be able to produce an
exhaustive result even for very small configurations
of FIFOs if we simply choose to copy the simulation-
based method. When we introduce another FIFO,
we simply duplicate the number of states for overall
verification, and as formal exhaustive verification
covers all states, we have just created more work for
the formal tool.

We need to think differently about this in formal! 
The solution lies in understanding abstraction.

ABSTRACTION 
Abstraction is a complex topic and 
widely addressed in formal methods 
literature but not as well understood 
amongst the formal users. Two most 
well-known forms of abstraction 
are black-boxing and cut-pointing. 
These are standard and somewhat better-known 
techniques for reducing proof complexity and are 
certainly valuable abstractions as they hide away 
the chunk of design behind the point of cut, or the 
design logic is simply boxed out. In either case, the 
goal is to reduce the connected design logic and 
thereby design states to make formal faster.

The abstraction we are interested is on data (data 
abstraction) and time (temporal abstraction). These 
allow us to generically verify designs end-to-end.
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DATA ABSTRACTION 
Data abstraction is natural to formal verification 
anyway, as formal relies on symbolic execution and 
checking is done on symbolic representations. 
Formal verification engineers can exploit this more 
widely by making use of symbols – each symbol is an 
abstraction of a binary value 0 and 1. For example, 
a 2-bit wide symbolic value d used to denote 
data input to the FIFO will have 4 binary values 
{00,01,10,11} encoded by this symbol. A 1-bit wide 
value would encode just 0 and 1. These symbols 
obtain a logarithmic reduction in data encoding 
when they are manipulated by the formal verification 
search algorithms in formal tools. 

 
TEMPORAL ABSTRACTION 
The intuition behind temporal abstraction is to 
not observe every clock cycle but only a few. The 
question of course is which ones, how many and 
how do we ensure that we do not abstract too much 
by observing too little. If we observe too little, 
we can miss a bug. If we observe all clock cycles, 
the performance penalty for exhaustive proofs 
is enormous to the point that formal becomes 
intractable. In this article, we show an example 
of a temporal abstraction that we use for FIFO 
verification.

To obtain confidence we use formal coverage.  
A formal coverage flow shown below in Figure 1  
uses a combination of techniques such as fault 
injection (mutation), over-constraint analysis,  
checker analysis and scenario coverage, to build  
the evidence needed to understand if the  
verification was complete. 

We refer the interested reader to our recent webinar 
where we discuss coverage in detail.

 
ABSTRACTION-BASED  
FORMAL VERIFICATION  
SOLUTION FOR FIFO 
We focus on verifying the ordering property. Note 
that from our definition of ordering above, we 
immediately infer that we would need to track two 
arbitrary values d1 and d2. The values need to be 
sized in terms of the width of the data. For WIDTH 
wide data ports, we will declare them in SV as:

During formal property checking, Questa PropCheck 
will ensure that all specific instances of these 
symbolic values are tested automatically. The 
only thing we need to do is to put the following 
constraints in place.

The above assumes ensure that at every positive 
clock edge, the values remain stable between the 
point of entry and exit in the FIFO, so we observe the 
sampled value without it getting modified in transit. 
By not constraining these through assumes, the 
formal tool is free to drive them to  
any value. 

All possible data values are verified at 
run time for free by the tool, just as it 
injects all legal stimulus for free without 
having to write any by hand unlike 
simulation. This is data abstraction.  
All we need to do is to instruct the tool 
what we need to verify (assertion and 
covers) and under which conditions 
(constraints). If the test environment is 
under-constrained, we will get illegal 
input stimulus injected by the formal Figure 1: Formal Coverage Flow

logic [WIDTH-1:0] d1; 
logic [WIDTH-1:0] d2;

A0: assume property (@(posedge clk) ##1 $stable(d1)); 
A1: assume property (@(posedge clk) ##1 $stable(d2));
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tool, and we will be looking at spurious failures 
– not real design bugs. If the environment is over-
constrained, we will block legal stimulus – masking
real design bugs. So long, as we constrain the
environment correctly, we are half-way done! The
other half is of course modelling the checker (asserts)
so it verifies for all legal input combinations and on
all states of the design.

The next step is to identify when to observe the 
chosen arbitrary values. The when is defined by 
identifying a start and a stop point. For the FIFO 
example it is not too hard to identify this. Our start 
point is the time point at which these values are 
sampled in the FIFO i.e., when they appear as inputs 
on the data_i port. Remember, the formal tool will 
place these values for us on the input port, we don’t 
have to write any verification code. Moreover, these 
values will be placed at all possible time points: first 
cycle after reset, second cycle after reset, and so on. 
The tool ensures that all possible permutations are 
considered automatically. The stop point is the time 
at which the arbitrary values leave the FIFO on its 
output port (data_o). Also, note that these injections 
on the design only occur on a push and pop.

It is also worth pointing out that we need to maintain 
two other side conditions on the input interface of 
the FIFO during our verification which in practice 
is maintained by the driving logic feeding the FIFO 
when this FIFO is embedded in a bigger design. The 
first condition A2 defines when it is illegal to read 
from the empty FIFO, and the second condition A3 
defines when it is illegal to write into a full FIFO. 

Let’s define the start and the stop events. The keen 
reader would have noted by this time, that we will 
need a pair of these – one for d1 and one for d2. We 
use registers to detect these events – we call them 
sampling registers. The sampling_in registers get 
set when the d1 (resp. d2) appear on the input ports 
on a push and they have not been seen before. The 
sampling_out registers get set when d1 (resp. d2) 
appear on the output ports on a pop and they have 
not been before. 

The signals that define these conditions are shown 
below:

The sampling registers are defined for the FIFO 
with an active low reset.

We define one last assumption A4 that d1 is sampled 
in the design before d2. 

We now model the ordering correctness property, 
as noted on the following page.

A2: assume property (@(posedge clk) empty_o |-> !pop_i); 
A3: assume property (@(posedge clk) full_o  |-> !push_i || pop_i);

assign ready_to_sample_in_d1  = (data_i==d1) && push_i && 
!sampled_in_d1;

assign ready_to_sample_in_d2  = (data_i==d2) && push_i && 
!sampled_in_d2;

assign ready_to_sample_out_d1  = (data_o==d1) && pop_i  && 
!sampled_out_d1;

assign ready_to_sample_out_d2  = (data_o==d2) && pop_i  && 
!sampled_out_d2;

always @(posedge clk or negedge resetn) 
if (!resetn) begin 
          sampled_in_d1     <= 1'b0; 
          sampled_in_d2     <= 1'b0; 
          sampled_out_d1  <= 1'b0; 
          sampled_out_d2   <= 1'b0; 

 end 
else begin 
          sampled_in_d1     <= sampled_in_d1  

     || ready_to_sample_in_d1; 
          sampled_in_d2     <= sampled_in_d2   

     || ready_to_sample_in_d2; 
          sampled_out_d1   <= sampled_out_d1  

     || ready_to_sample_out_d1; 
          sampled_out_d2   <= sampled_out_d2  

     || ready_to_sample_out_d2; 
 end

A4: assume property (@(posedge clk) !sampled_in_d1 |-> 
 !sampled_in_d2);
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The assertion mirrors the ordering definition we set 
out earlier, which was that if d1 is sampled in the FIFO 
before d2 then d1 must be sampled out before d2. 
Our assertion detects ordering violations, data loss, 
and data duplication. But can it catch other bugs as 
well? It does indeed.

One of these for a FIFO 16,384 deep, carrying 64-bit 
data is shown below in Figure 2. The snapshot from 
Questa PropCheck shows over a million flip-flops 
in the structural COI tab and it took 4 minutes 56 
seconds of wall-clock time to find this bug in 5 cycles. 

DECODING FORMAL 
ASSERTION FAILURE
The waveform shown on the opposite page in Figure 
3 explains why the assertion failed. The property 
evaluation starts in cycle 0, shown by the Start green 
line. We see three push transactions in cycles 0, 1 
and 2. In cycles 1 and 2 we see the arbitrary values 
d1 and d2 appear on the input data port. In cycles 2, 
3, and 4 we see a pop. After the first pop, the read 
pointer underflows decrementing by 1 (due to the 
design bug), becoming 4095 in cycle 3. The data in 
index 4095 is an un-initialized value that is read out 
in the same cycle, the tool causing it to match with d2 
thereby causing sampled_out_d2 to go high in cycle 
4, while sampled_out_d1 is still low triggering a Fire 
(shown by red line) in cycle 5.

Figure 2: Questa PropCheck

ordering_check: assert property (@(posedge clk) sampled_in_d1 && 
            sampled_in_d2 &&  

!sampled_out_d1 
 |-> 

!sampled_out_d2);
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SUMMARY 
The beauty of formal verification is that problem 
definitions become executable solutions capable of 
finding bugs within minutes.  Using abstractions, we 
can verify pretty big IP blocks with ease, finding bugs 
as well as building proofs. In the recent webinar, we 
outlined the method of finding bugs in a daisy-chain 
controller with 50 million flip-flops. We have been 
using formal for over two decades having signed-off 
numerous big projects. In our training programs, we 
focus extensively on abstraction, problem reduction 
techniques, and coverage. Come talk to us and start 
your exciting career in formal verification.

Figure 3: Waveform - Why the Assertion Failed
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VERIFYING A RISC-V CORE-BASED 
DESIGN: A PRIMER
This article focuses on providing a jump start 
on RISC-V development. It shows how to build a 
verification environment quickly involving a RISC-V 
core and required peripherals based on selected 
applications. 

RISC-V is an open-source instruction set architecture 
(ISA) specification. It is a general-purpose ISA 
developed at U.C. Berkeley, which is designed for 
supporting a wide variety of applications, from micro-
power embedded devices to high-performance 
cloud server multi-processors, and is freely available 
for anyone to build a processor core compliant to 
its ISA. Because it is open-source, it is possible to 
customize the processor’s core and still be compliant 
to the RISC-V ISA, which has led to a rapidly-growing 
ecosystem in the market based on application 
requirements. All these custom-based processor 
ecosystems are used for various applications by 
integrating required peripherals. Many companies/
organizations have developed RISC-V cores for 
targeted applications and made them available for 
further enhancement via open source.

To make a working application, we’ll need a 
verification environment to verify the intended 
functionality. A good verification environment flow 
is required to verify the targeted application and 
showcase performance for commercial needs. To 
fulfill the goal of creating a system with the core 
and peripherals based on an application, we need 
to enable the verification environment along with 
selected test cases that suits our needs. To achieve 
this, we need to select one of the standard cores 
along with its test suite. We have selected a 32-bit 
RISC-V core from Western Digital (named SweRV_
EH1). 

The rest of this article will explain the steps needed 
to enable a SystemVerilog-based verification 
environment on QuestaSim for the SweRV_EH1 
RISC-V core. One test case is selected which is 

modified as per traffic application we are targeting 
here. At the end of this article, you will find a link to 
the source for this project so you may walk through 
the code on your own.

Areas of Focus:

1. Providing an example with all required steps
 to jump start RISC-V core-based application
development

2. Enabling System-Level Verification
3. Providing one working test case for ready

reference for further enhancement based on need
4. Providing a Simplified Approach to Enable the

Simulation Environment in QuestaSim

INTRODUCTION
The emergence of the RISC-V ISA as an open-source 
platform is rapidly attracting interest in the industry, 
which has resulted in many companies building their 
own custom-based processors to meet the needs 
of their targeted applications. An ISA is the basic 
vocabulary that allows hardware and software to 
communicate. Since the same ISA is the target. It 
also helps to have a common benchmark to compare 
cores from different sources on various criteria, such 
as performance, and energy efficiency for a variety of 
applications. 

RISC-V is designed with a small, fixed-base ISA. It 
includes modular fixed-standard extensions that 
can be used with most of the code. This architecture 
enables the development of application-specific 
extensions without needing to modify the standard 
ISA core. In addition to enabling customization, this 
approach is expected to prevent, or at least minimize, 
fragmentation of the RISC-V software ecosystem. 

Designing an application using a RISC-V core 
will require some time to build a development 
environment. Details mentioned in this abstract will 
speed up the process to build a RISC-V core based 
system using the Western Digital core  
named SweRV_EH1. 

Enabling RISC-V Based System Development 
by Sandeep Nasa and Sagar Thakran, Logic Fruit Technologies
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SweRV EH1 CORE BRIEF 
DESCRIPTION
SweRV EH1 core by Western Digital is based on 
the RISC-V ISA architecture and targeted for high 
performance embedded applications. The micro 
architecture of this core is implemented on 28nm 
technology by TSMC and has amazing performance 
benchmarks. 

SweRV EH1 core is open-sourced and available 
on GitHub as well (please see the link below). The 
SweRV EH1 has a core complex which consists 
of a microarchitecture core along with other 
components. The Core Complex Block Diagram is 
shown below:

The features of the SweRV EH1 Core complex are as 
follows: 

a. The micro architecture core is an RV32IMC- 
 compliant RISC-V core with branch predictor

b. Optional instruction and data closely coupled
 memories with ECC protection

c. Optional 4-way set-associative instruction cache
 with parity or ECC protection

d. Optional programmable interrupt controller
 supporting up to 255 external interrupts

e. Four system bus interfaces for instruction fetch,
 data accesses, debug accesses, and external
 DMA accesses to closely coupled memories
 (configurable as 64-bit AXI4 or AHB-Lite)

f. A core debug unit compliant with
the RISC-V debug specification

g. 1GHz target frequency
(for 28nm technology node)

Architectural details of the SweRV EH1  
micro architecture core is explained below:

1. The core has superscalar architecture, with dual
issue 9-stage pipeline supporting 4 arithmetic
logic units (ALU) labeled as EX1 to EX4, each in
two pipelines I0 and I1.

2. There are 9 stages present in the pipeline
including writeback, and 4 stall points: Fetch1,
Align, Decode, and Commit.

3. The Fetch unit has 2 stages. Align will form
instructions from the 3 fetch buffers. Decode will
decode up to 2 instructions from 4 fetch buffers.
Commit will commit up to 2 instructions per
cycle, based on the workload.

4. It includes one load/store pipeline, one
multiplier pipeline and one 34-cycle out-of-
pipeline divider unit.

5. Compared to previous open-source RISC-V
cores such as Rocket or Pulpino, SweRV uses a
superscalar dual-issue micro architecture which
results in improving the various performance
benchmarks by 20-30%, at a relatively small
expense of core gate count or implementation
area.

Figure 1: SwerRV EH1 Core Complex 

Figure 2: SwerRV EH1 Core Pipeline 

stall point

stall point

stall point

stall point
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STEPS/SEQUENCE TO BUILD 
ENVIRONMENT WITH RISC-V  
CORE BASED APPLICATION 
In this section we review the steps to execute one 
test case for the traffic application, which can be 
enhanced for any other application as well. If you 
encounter any issues in recreating these steps in 
your environment, please refer to the “Issues and 
Resolution” section of this article.

The steps are listed below:

Replicate SweRV Core Based Application  
Environment and execute default test case  
[using QuestaSim]: 
To start working on the RISC-V core based 
application development, the first step is to enable 
the database in the local machine by running the 
default test case. Follow the below steps to do the 
same:

a. Download the RISC-V core repository from 
 Github. (see reference 1)

b. Set the following environment variables: 
 1. RV_ROOT = <Repository_Path> / Cores-SweRV-master
  2. BUILD_PATH = <Sim_Output_Path>
c. Check the default configuration of the 

 SweRV-core, and if necessary change it 
 based on the application requirements. 

d. Check which parameters are configured 
 by default:

  $RV_ROOT/configs/swerv.config -h
e. Once done with configuration, we need  

 to modify the Makefile slightly to run  
 the example in QuestaSim: 
 Change line “all: clean verilator” to “all: clean vlog”

f. Execute the default test case to print  
 “Hello World” in the console window: 
 make -f $RV_ROOT/tools/Makefile 

Salient Features of the Environment 
There are a few features of the SweRV Environment 
that will need to be modified to implement our traffic 
controller application.

a. There are AXI and AHB peripherals present in the 
environment. AXI is selected by default and AHB 
 

 can be made default by using switch 
 -target=default_ahb in make command.

b. We can select environment user options and 
 parameters based on application requirements. 
 Some important ones are as follows.
 User options:

 -target = { default, default_ahb, default_pd, high_perf} 
 Parameters settings:

 -ahb_lite
         build with AHB-lite bus interface.
         default is AXI4
 -pic_total_int = { 1, 2, 3, ..., 255 }
        number of interrupt sources in PIC

c. The address used to write into AHB peripheral  
 is 0xD0580000.

Traffic Light Application details  
Below you will find the block diagram of the Traffic 
Light Application with description:

a. This is a basic block diagram of an application 
that controls a traffic light for smooth traffic 
management. Here we are configuring the time 
duration for each light to turn on along with the 
sequence in which the different colored lights  
are turned on. 

Figure 3: Basic Block Diagram of a Traffic Light Application 



41

b. We are using 3 colors here so 3 byte registers will 
be used for time duration and two byte registers 
for sequence control. 

Execution of Test Case for Traffic Application 
The execution of the test cases is explained in 
following steps:

a. First, we need to install the RISC-V based 
 GCC supported toolchain. We need to set an 
 environment variable to give a path for this tool 
 so that the Makefile can get these compiled 
 libraries. We have used SysGCC tool chain for 
 this [see number 2 in the references].

b. The Environment variable to be set for 
 tool chain is:
 RISCV=C:\SysGCC\risc-v\bin

c. Once done with the toolchain , we need to select 
 the AHB interface as the default connection. 
 To enable this, we need to use the option 
 -target=default_ahb in the makefile command.

d. Modifications done in hello_word.s file 
 There are some modifications required in the 
 default assembly language test as shown below. 
 Also the file name is renamed to traffic_app.s

 Original File: 

Updated File:
Lines shown in original snapshot are commented 
and some new lines are added as shown in the 
snapshot below.

e. Modifications done in tb_top.sv file.
In this file address and data are captured and 
printed to showcase that the data written in the 
testcase reaches the AHB slave. The portion of 
code used to print to the console is used for this. 
We get output on the terminal as well as in 
console.log file. 

Original File:

Updated File:
The lines shown in original file are commented 
and 2 extra printing lines are added below to 
represent that the info sent by the testcase 
reaches the ahb-lite slave.
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f. Once done with the configuration part,
run the makefile command:
make -f $RV_ROOT/tools/Makefile -target=default_ahb

g. The steps followed inside the Makefile are shown
in the flowchart for easy understanding: 

In the flow chart first the traffic_app.s file is taken 
as input and the assembler will convert it to the 
traffic_app.o object file. This object file is linked 
to the standard riscv libraries by the linker and the 
executable file named traffic_app.exe is generated. 
This exe file is then converted into program.hex and 
is then used to load into instruction memory.

After this compilation is done, simulation finally 
proceeds.

The output captured in AHB-LITE Slave is shown 
below which shows that data sent to ahb slave:

ISSUES AND RESOLUTIONS
We have highlighted below a few issues we faced 
during the bring up of the RISC-V based application 
development, including an issue faced in PATH  
set to RV_ROOT in cygwin terminal.

Issue: we were setting a path with “/” in cygwin 
with a path starting from /cygdrive/d/RISC-V/
Cores-SweRV-master which is not taken properly 
by Makefile.

Root Cause: Internally Makefile is using path of 
Dos prompt so it expects path in dos style.

Resolution: Give PATH in cygwin style using "/" 
and the path is starting with D:/RISC-V/Cores-
SweRV-master so that DOS path is available to 
Makefile. After this change execution started 
working.

CONCLUSION AND FUTURE 
ENHANCEMENT
The RISC-V based application development flow  
has numerous possibilities for future enhancements 
such as:

Figure 4: Makefile Steps

Figure 5: Data Sent to the ABH Slave
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a. The current example can be used as a starting 
point for any other similar application. We showed 
how to add one address, but more addresses can 
be added for multiple peripherals using a similar 
scheme.

b. The algorithm used can also be enhanced for any 
complex application.

c. Peripheral code can be attached after the AHB 
slave depending on the application requirement.

d. Enhancements can be done by changing the 
configuration. Some examples are provided by 
Western Digital.

e. Users can move on to the advanced version of the 
Existing core , as Western Digital also has EH2 
Core also which is a better version of the previous 
one.

f. Here we used assembly language but the same 
infrastructure can be used to run c-based code if 
desired.

ENVIRONMENT STRUCTURE  
The Environment Structure for understanding  
the hierarchy is shown below: 

1) Configs:
 Configuration Directory consists of a 
 configuration script for SweRV. 

This script will generate a consistent set of 
`defines needed for the design and testbench.

2) Design:
 Design Root directory, which contains all the 
 design description files of the SweRV EH1 core.

This directory has the following subdirectories 
which represent different blocks of the core having 
design description files written in SystemVerilog: 
 IFU:   Instruction fetch Unit 
 EXU: Execution Unit
 DEC: Decoders and Registers
 LSU:  Load and Store Unit
 DBG: Debugger Unit

3) Docs:
Docs Directory consists of Reference Documents 
for understanding the technical specifications 
of the SweRV_EH1_Core.

This Directory also contains a Programmer’s 
Reference Manual which enables the user to 
understand the register description and 
commands to start writing the assembly 
language program.
    
4) Snapshots:
Output Directory formed where generated 
configuration files are created using a 
configuration script. 

5) Testbench:
Testbench directory consists of testbench files 
such as tb_top and interface files along with two 
sub directories named as asm and hex. 
 asm:  A subdirectory under Testbench, 
    where users create application specific 
    assembly files for test case execution.
 hex:  A subdirectory under Testbench, where  

  ready-made hex files are present for default  
  test case execution if no RISC-V software  
  is installed.

Figure 6: Environment Structure
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6) Tools:
Tools Directory consists of tool specific scripts 
[for QuestaSim, Verilator and other tools] and 
the Makefile utility for test cases execution.

7) Work: 
Work directory consists of a compiled snapshot 
of the design and testbench.

Users can load the work directory to see the 
design hierarchy and perform the simulations 
using the QuestaSim tool.

REFERENCE
1. SweRV Repository: https://github.com/

chipsalliance/Cores-SweRV
2. GCC 10.1.0 for RISC-V development 

https://gnutoolchains.com/risc-v/
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The open standard ISA of RISC-V allows SoC 
developers to also build or modify a processor 
core optimized to the application requirements. 
The SoC verification tasks are adapting to address 
the significant increases in complexity. This article 
covers the 6 key components of RISC-V processor 
verification: The DV Plan, RTL DUT, Testbench, 
Tests, Reference model, and  Siemens EDA Questa 
SystemVerilog simulation environment.

Within the RISC-V specification many standard 
extensions and options are available in addition 
to any user defined custom instructions. While 
some processor DV aspects may appear similar to 
a modern SoC verification flow, the flexibility of the 
open standard ISA of RISC-V makes almost every 
step uniquely challenging. This article provides 
some insights with the development of the latest 
architectural validation test suites for the RISC V 
Vectors draft specification, using Siemens EDA 
Questa with a UVM SystemVerilog testbench, 
including coverage analysis and results.

INTRODUCTION
RISC-V processor verification is growing almost as 
fast as the adoption of RISC-V in SoC designs. This 
is due in part to the flexibility that is permitted with 
an open standard ISA (Instruction Set Architecture), 
which allows SoC developers to build or modify 
the processor design. As SoC developers address 
the additional processor verification tasks in the 
SoC design verification (DV) plans they are facing 
some significant increases in verification complexity. 
This article covers the 6 key components of RISC-V 
processor verification:

1) The DV plan (including coverage metrics,
 debug modes and asynchronous events)

2) RISC-V processor RTL implementation
 as the Device Under Test (DUT)

3) SystemVerilog testbench IP with supporting
 infrastructure and interfaces

4) Selection of test suites & generators, including
 directed, random, and compliance tests

5) Reference model to compare against the same
 tests running on the DUT

6) Siemens EDA Questa SystemVerilog simulation
 environment

Within the RISC-V specification many standard 
extensions and options are available in addition 
to any user defined custom instructions. While 
some processor DV aspects may appear similar to 
a modern SoC verification flow, the flexibility of the 
open standard ISA of RISC-V makes almost every 
step uniquely challenging. This article provides 
some insights with the development of the latest 
architectural validation test suites for the RISC-V 
Vectors draft specification, using Siemens EDA 
Questa with a UVM SystemVerilog testbench, 
including coverage analysis and results.

RISC-V PROCESSOR VERIFICATION
Processor verification can be significantly more 
complex than the SoC that is built around it. In the 
past SoC verification had a key assumption of ‘known 
good’ processor IP from a single source provider. The 
SoC verification was focused just on the interfaces 
and correct integration of the core IP within the 
design. Now with RISC-V all SoC developers have the 
flexibility to build a new core, use an open source 
or commercial core, and if necessary, add or extend 
a core with custom instructions. In addition to the 
design flexibility of RISC-V, adopters must also cover 
the resulting verification tasks. The flow diagram 
shown in Figure 1 on the following page illustrates a 
SystemVerilog testbench for RISC-V verification.

The Six Steps Of RISC-V Processor Verification 
Including Vector Extensions 
by Lee Moore, Simon Davidmann, Larry Lapides and Kevin McDermott, Imperas Software, Ltd.
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RISC-V VERIFICATION: CONFIG-
URABLE REFERENCE MODEL
The RISC-V ISA is an open standard and the 
specifications are managed by RISC-V International 
and its working groups [1]. The basic architecture 
is defined by the two base specifications known 
as unprivileged (user) and privileged mode. The 
specifications and optional standard extensions  
are shown in the table below, Figure 2.

It is typical for a hardware 
implementation to be 
developed around 
a number of these 
specifications and during 
the course of development 
adopt a number of the 
supported configurations 
and optional features. Since 
the specifications are all 
developed and maintained 
separately, it is to be 
expected that a design will 
be based on a cross section 
of the referenced versions. 

Indeed, during the development of the extensions, 
it is to be expected that lead developers will commit 
designs to silicon as the specification nears the 
ratification milestone. Therefore, for any verification 
plan the detailed specifications and all possible 
options need to be both documented and set-up 
correctly for the verification reference model.

The Imperas reference model covers the envelope 
of the specifications, and this can be configured 

to any of the 
valid optional 
features. Note 
that within each 
specification 
revision the
type, number 
and description 
of these 
options can 
be amended, 
extended or 
otherwise 
altered. 
To be fully 
configurable, 
the reference 
model needs 
to have a multi-
dimensional
configuration 
selection for 
each extension 
specification 

Fig 1: RISC-V Verification Flow Based on SystemVerilog Testbench

RISC-V SPECIFICATION REFERENCE
LETTER VERSION HISTORY

User-Level ISA 2.3 2.2

Privileged Architecture 1.12 1.11 1.1

Debug Module 0.14.0 0.13.0

Multiple/Divide M 2.0

Atomic Instructions A 2.1

Single Precision Floating-point F 2.2

Double Precision Floating-point D 2.2

Compressed Instructions C 2.0

Supervisor Mode S 1.11

User Mode U 1.11

User-level Interrupts N 1.1

Vector Extensions V 1.0 0.9 0.8 0.71

Bit Manipulation B 0.93 0.92 0.91 0.90

DSP/SIMD P 0.9.2 0.8 0.5.4 0.5

Cryptographic (Scalar) K 0.8.1 0.7.2

Hypervisor H 0.6.1

Figure 2: Table of RISC-V Specifications
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version. Figure 2 shows the current version status 
at the time of writing (Feb 2021) for the ratified and 
near ratified specifications as supported by the 
Imperas reference model.

In addition to the standard extensions any reference 
model must support user defined extensions 
and custom instructions. However, since the 
model is still to be relied upon for all the standard 
extensions, the Imperas reference model supports 
custom instructions and registers in side file 
extensions, so as not to perturb the verified model.

 
RISC-V VERIFICATION:  
STEP-AND-COMPARE 
In the verification flow outlined above the basic 
approach is to compare the same input stimulus 
to both the RTL (DUT) against the reference 
model. While this may be supported with a log file 
comparison approach, it does not accommodate 
the most sophisticated requirements around debug 
operations and asynchronous events. Figure 3 
illustrates the approach known as the ‘step-and-
compare’ method, which directly synchronizes the 
DUT and the reference model at every instruction 
retirement.

With the 
Imperas OVP 
reference 
model encap-
sulated within a 
SystemVerilog 
testbench, 
the support 
infrastructure 
and IP can be 
configured  
to run the RTL 
simulation 
in parallel to 
the reference 
model. This 
allows the same 
test sequences 
to run on the 
RTL and the 
reference 

model while maintaining synchronization. As an 
instruction retires, the full processor status can be 
compared to the reference model and thus identify 
any unexpected discrepancy with the granularity of 
the instruction boundary.

But detection of any issue is just the starting 
point for the analysis and correction process. By 
controlling the simulations and debug with a single 
user interface, it is possible to trace back the fully 
identify and explore the point of error or bug. Faults 
could arise from a number of situations, a bug in 
the RTL, a bug in the specification, a bug in the test 
bench, a bug in the test program, or a difference 
in the interpretation between the reference model 
and any of the above. Since RISC-V is an open ISA 
many developers could interpret the intention of the 
paper specification differently. Since the Imperas 
reference model has been subjected to extensive 
verification itself with many billions of instructions 
plus verified in test environments with almost all of 
the leading RISC-V implementations, it is considered 
a dependable reference. A recent example is a case 
study from the RISC-V Summit in December, which 
highlighted Seagate's production-quality RISC-V 
verification infrastructure based on the Imperas 
RISC-V Verification Reference Model.

Figure 3: SystemVerilog Encapsulated RISC-V Verification Reference Model
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RISC-V VERIFICATION: DEBUG
Having identified a bug or error in the RTL DUT, 
the verification task then becomes a detailed 
debug analysis to uncover the root cause. Since the 
Imperas reference model is encapsulated within 
the SystemVerilog testbench it permits a single 
simulation environment for both the RTL and the 
reference model. This allows a single debug session 
to control the operation of both the RTL DUT and 
the reference model. Since a discrepancy, bug 
or error may be related to a class of operations 
the full behavior can be explored and inspected. 
The efficient identification and resolution of bugs 
uncovered by test failures is one of the greatest 
benefits of the ‘Step-and-Compare’ methodology 
with the Imperas reference model, by identifying 
the earliest possible divergence. Another benefit 
is that a step and compare approach stops on first 
divergence. This is very different from a typical post 
simulation trace compare approach where often 
under error conditions the simulators can go ‘off 
into the weeds’ and thus waste time and compute 
resources.

RISC-V VERIFICATION: 
ASYNCHRONOUS EVENTS 
AND INTERRUPTS
Simulation is the foundation of all SoC (and 
processor IP) design and verification projects. Having 
configured the testbench and completed the basic 
test process with the key specification features of the 
processor, it now becomes necessary to simulate the 
full operational environment of a processor running 
actual software.

In normal operation a processor will be subject to a 
number of asynchronous events and interrupts due 
to both normal and also unusual situations. During 
the verification process the testbench can also be 
subjected to a collection of unusual, unexpected 
and distributive stimulus. Over and above the basic 
operation of the test suites it is important to test 
with multiple levels of cascading events. The full 
RISC-V privilege architecture including asynchronous 
interrupts, software exceptions, and full trap handlers 
need exploring. When the stimulus is obtained with 
a test generator the asynchronous events also need 

to be controlled so as to be both reproducible and 
recorded for coverage analysis.

RISC-V VERIFICATION: 
VECTOR EXTENSIONS
At the time of writing (Feb 2021) the RISC-V vector 
extensions are close to completing the ratification 
process. Having been in development by the RISC-V 
International Vectors working group the intention is to 
offer a broad range of configurable options and 
features. The RISC-V vector extensions are designed 
to support complex arithmetic operations required 
for applications involving linear algebra, such as 
supercomputers, cryptography, Artificial intelligence 
(AI), Machine Learning (ML) and Deep Learning (DL). 
A traditional or scalar ISA is based around operations 
on single data items, a Vector processor operates 
over an array of data items which enables hardware 
implementation / acceleration of key computational 
workloads.

The wide range of options and features defined 
within the Vectors extension is the most complex 
extension yet to be added to RISC-V. In fact, the 
complexity can be considered similar to all the other 
standard RISC-V extensions combined. 

An architectural validation test suite is intended 
to provide some basic tests to ensure the 
implementation DUT is broadly in alignment with the 
overall high-level objectives of the specification. It is 
not a complete hardware verification test but it offers 
some confirmation of behavior from a programmer 
view of the expected processor operations.

The RISC-V Vector specification key definition 
parameters are xlen, elen, vlen, and slen. Imperas 
have released sample tests configured for RV32GCV 
with elen:32, vlen:256, slen:256 together with the free 
reference model known as riscvOVPsimPlus [2]. The 
sample Imperas vector tests comprises 7 suites (vb, 
vf, vi, vm, vp, vr, and vx) of over 5,000 tests that cover 
the 300+ vector instructions with almost 3.5 million 
instructions tested.

By using the methodologies outlined in this article 
the architecture reference test for Vectors achieve 
coverage results of over 91% of the basic instruction 
functional coverage as shown in Figure 4.
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RISC-V PROCESSOR 
VERIFICATION: WHY NOT ALSO 
DEVELOP SOFTWARE EARLY? 
The RISC-V processor verification tasks differ from 
a traditional SoC verification in a number of ways, 
most noticeably by the complexity added when 
running software on the processor. Indeed, the 
best way to verify the full and correct operation 
of a processor is to run test cases based on the 
instruction streams (software) around key test case 
scenarios. The interaction of software across the 
system with asynchronous events and interrupts is 
also an import system level design issue.

The Imperas reference model, shown above 
encapsulated with a SystemVerilog testbench 
for hardware RTL verification, can also be used 
independently. Having developed the configuration 

setting for the hardware DV tasks, it is also possible 
to run the platform independently as a software 
development target. By adding and extending the 
processor model with key peripherals the virtual 
platform can be used to develop firmware and OS 
drivers. The Imperas commercial VAP (Verification, 
Analysis, and Profiling) tools and simulation 
technology [3] support the open source library of 
processor model and example platforms available 
on the OVP (Open Virtual Platforms) website [4]. 
Developing the software early also helps the SoC 
system level design with real applications and 
workloads intended for the final device. The virtual 
platform offers system wide debug and analysis 
with heterogeneous support for multicore designs 
in a single debug and analysis environment. This 
offers unique introspection that helps not just to 
develop early drivers and firmware, but throughout 
the software lifecycle.

TEST SUITE TEST FILE INSTRUCTION  
TYPES

UNIQUE  
INSTRUCTIONS

TOTAL  
INSTRUCTIONS

BASIC  
COVERAGE

EXTENDED 
COVERAGE

rv32b 50 20 50 35,396 77.44% 67.10

rv32f 117 5 26 35,194 89.52%

rv32i 48 10 38 34,790 99.72% 95.44

rv32ic 24 8 23 18,600 95.42% 73.13

rv32k 30 13 30 22,154 87.25% 70.43

rv32m 8 1 8 6,304 100.00% 84.96

rv32vb 338 2 15 292,129 94.07%

rv32vf 1,022 17 83 617,323 85.44%

rv32vi 2.520 13 133 1,479,075 88.23%

rv32vm 264 2 15 185,484 99.92%

rv32vp 254 5 18 147,365 90.22%

rv32vr 292 2 16 171,856 87.50%

rv32vx 696 6 32 409,454 92.30%

rv64b 84 22 84 133,648 72.01% 58.96

rv64d 144 5 32 71,643 89.17%

rv64f 149 5 30 60,443 88.42%

rv64i 60 10 50 90,852 99.77% 91.92

rv64ic 31 8 30 51,657 90.46% 69.20

rv64k 36 13 36 57,696 90.03% 68.09

rv64m 13 1 13 23,478 100.00% 80.57

Figure 4: Table of Imperas RISC-V Test Suites and Coverage
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CONCLUSIONS
In the past SoC verification flows had a fundamental 
assumption based on ‘known good’ processor IP 
from a single source supplier. By definition SoC 
verification was previously only concerned with 
testing the interfaces between the processor IP and 
the rest of the SoC, i.e., just a basic IP integration 
test. Now with RISC-V all SoC developers have the 
flexibility to build a new core, use an open source 
or commercial core, and if required, add or extend 
a core with custom instructions. With this flexibility, 
the SoC developers must also accept the additional 
verification challenges.

Thus, the SoC verification flow needs to adapt and 
cover the new flexibility that RISC-V offers. Since 
SystemVerilog and UVM are the established methods 
for SoC verification, the use of the encapsulated 
Imperas silicon-proven golden reference model 
helps the transition to effective RISC-V processor 
verification. By using the ‘step-and-compare’ 
methodology with a UVM SystemVerilog testbench, 
Imperas golden reference model, and Siemens EDA 
Questa, the RISC-V verification flow supports both 
coverage and asynchronous events.
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