
FEATURED IN THIS ISSUE:  
Read about some real-life use cases of typical  
UVM coding issues, from functionality to 
debug to performance, that illustrate useful 
tricks and nasty pitfalls to avoid.

Check out a case study where Codasip uses 
Questa® Sequential Logic Equivalence Checker 
(SLEC) to accelerate their verification flow.

Dig into a fascinating overview of Deep 
Learning and other techniques used for 
Natural Language Processing, which then 
apply to typical text-based specifications to 
auto-generate sequences and assertions  
to implement requirements.

Learn about the requirements for a tool  
that will allow effective Big Data data 
management for our industry.

See how the winners of last year's Hack@DAC 
contest successfully detected and reported 
security bugs in an RTL RISC-V® based SoC.

Observe the common architectural issues 
encountered with RISC-V®, and how a formal 
tool like Questa® PropCheck can be used  
to detect bugs early in the design cycle.

Welcome once again to our DVCon-US edition of Verification Horizons.  
I must confess that it feels strange not to be able to write about how  
the New England Patriots did in the Super Bowl this year since, after  
three consecutive appearances (winning two, by the way), the Patriots  
did not make it to the championship game this season. The bigger topic 
of football conversation around here is whether Tom Brady, our Greatest-
of-all-Time quarterback for the past 20 seasons, will sign a new contract 
and return to the Patriots or will instead decide to sign with another team. 
Given that he’s made over $200 million in his career, and is married to 
one of the highest-paid super models in the world, I’m pretty sure his 
decision won’t be based just on money.

In addition to having played only for the Patriots, Brady also has the 
distinction of having played for the same head coach, Bill Belichick  
(also considered the Greatest-of-all-Time) for his entire career. As a  
result, there has been an ongoing discussion among football fans as  
to whether Brady’s success is due more to his own talent and work ethic 
or to Belichick’s coaching. If Brady signs with another team and isn’t 
as successful – which is common for 43-year-old quarterbacks – then 
everyone will judge that Belichick was the main reason for his success. 
Similarly, if Brady is successful with another team, then it could be argued 
that Belichick owes his success to Brady. It seems to me that they each 
have incentive to stay together. Perhaps they would both benefit from  
the advice of John Wooden, legendary UCLA basketball coach, who said, 
“It is amazing how much can be accomplished if no one cares who gets 
the credit.”

In the spirit of getting our jobs done regardless of the credit, we have 
some great articles for you this time. Our first, from our friends at 
VerifWorks, is “Verify Thy Verifyer,” where they share some real-life 
use cases of typical UVM coding issues, from functionality to debug to 
performance. You’ll not only learn some useful tricks and pitfalls to avoid, 
but the article also introduces their automated rule checker that helps 
identify strengths and weaknesses in your UVM code.

Our next article, from Codasip, provides a case study of how they use 
Questa® Sequential Logic Equivalence Checker (SLEC) to accelerate 
their verification flow. Using a standard UVM environment to verify the 
functionality of a given processor implementation, they then use Questa® 
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SLEC to compare other implementations of the 
same processor, thereby shortening the verification 
of the new implementations from tens of hours 
to just minutes. You’ll also learn a nice technique 
for handling large hierarchical designs through 
decomposition.

In our next article, our friends from Agnisys take us 
beyond the typical realm of functional verification to 
discuss “AI Based Sequence Detection.” The article 
provides a fascinating overview of Deep Learning 
and other techniques used for Natural Language 
Processing, which they then apply to typical text-
based specifications to auto-generate sequences 
and assertions to implement the requirements. Even 
if you don’t use their tool, you’ll learn a lot about AI.

Like AI, Big Data is becoming more prominent in the 
area of verification. Our friends at Arastu Systems 
share their thoughts on “An Open Data Management 
Tool for Design and Verification,” where they discuss 
the requirements for a tool that will allow effective 
data management for our industry. I’ve said for 
years that the key to verification effectiveness is to 
turn data into information, and that is even more 
important in the realm of Big Data. This article will 
show you some ideas that will affect these kinds of 
large projects.

Our final two articles discuss different strategies 
for verifying RISC-V® based designs. In “Detecting 
Security Vulnerabilities in a RISC-V® Based System-
on-Chip,” our friends from Tortuga Logic share 
their experience in winning last year’s Hack@DAC 
contest by successfully detecting and reporting 

security bugs in an RTL RISC-V® based SoC. In 
addition to a useful overview of some of the common 
security-based issues faced in such a design, you’ll 
see how their RadixTM tool automates the analysis 
and generation of checkers for security-related 
functionality. 

If you’re more of a Formal Verification aficionado,  
our friends at Axiomise share some insights into their 
Formal Proof Kit® for “Formal Verification of RISC-V® 
Processors.” This article provides a good overview 
of common architectural issues you’ll encounter with 
RISC-V®, and shows how a formal tool like Questa® 
PropCheck can be used to detect these kinds of bugs 
early in the design cycle.

If you’re reading this issue of Verification Horizons 
at DVCon-US, please stop by the Mentor booth and 
say hi. I’ll be the one with all the extra ribbons on my 
badge. I look forward to seeing you there.

Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons
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INTRODUCTION
Design Verification is a field that requires a lot of 
thinking and equally a lot of coding. Tighter time- 
to-market adds a lot of schedule pressure to the  
teams coding those testbenches and test cases. 

The advent of UVM (Universal Verification Metho-
dology) as the standard framework, has helped the 
industry make good progress in terms of structured 
testbenches. One of the primary objectives of UVM is 
to build robust, reusable testbenches. UVM has a set 
of guidelines on how to build reusable components 
and also provides a Base Class Library (BCL) that 
implements basic infrastructure. 

As with any code development, verifying the code 
for compliance, quality and of-course functionality is 
a tedious task, but a much needed one. In this article 
we share our experience in helping customers use an 
innovative technology named Karuta to perform rule-
checking on the UVM code base.

 
EXPECTATIONS FROM A  
GOOD UVM-BASED TESTBENCH
With UVM now a mature technology, there are several 
expectations on teams using UVM from its benefits 
standpoint. 

Management Expectations on UVM
Management expects high quality code that can be 
reused across generations of products. Time-to-
market (TTM) is a key metric that management tracks 
on every project. Another key management concern 
is the cost of developing and maintaining the UVM 
code base especially the lower level code. The cost 
factor drives much of the code to be delegated to 
junior engineers. 

Technical Leads' Expectations on UVM
As with any large framework, there is more than one 
way to get things done in UVM. As a technical lead, 
one wants to establish a set of coding guidelines/
best practices and ensure that his/her team members 
adhere to the same. Typical concerns from a technical 
lead perspective are:

• Simulator performance – impacted if  
one makes poor choices in UVM 

• Debug-ability – use consistent debug hooks  
to improve turn-around time 

• Productivity BKMs (Best Known Methods)

Leads would also benefit from an automated audit  
of UVM code prior to every milestone release of their 
teams’ code base.

Verification Engineers’ Expectations on UVM
Not every verification engineer is lucky enough to have 
been trained by UVM experts. Given the myriad of base 
classes and features such as TLM, Factory, Config-DB, 
junior engineers find it hard to comprehend at the 
beginning. Also the ability to get things done in many 
ways in UVM adds to their chaos. Typical expectations 
from a verification engineer would be: 

• A concise set of dos and don’ts (aka rules)
• A brief description of why such rules exist
• How to ensure his/her code is compliant to  

a basic set of key rules, say during every  
check-in to a revision control mechanism  
(Git/SVN/P4/SOS/Clearcase, etc.)

• Handy debug tricks that can save hours for him/
her during the coding process

Verify Thy Verifyer   
by Srinivasan Venkataramanan and Ajeetha Kumari, VerifWorks

Figure 1: UVM testbench expectations
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WHAT CAN GO WRONG WITH  
UVM-BASED TESTBENCHES? 
Depending on the team’s expertise answer to this  
question would vary; however on an average, we  
have observed that a typical UVM testbench pro- 
vides about 20-30% scope for improvement. The  
specific area of focus (we refer to them as perspect-
ives) can vary across teams, typical ones being:

• Performance 
• Reuse
• Debug
• Functionality (of TB typically, at times design  

as well, albeit indirectly)
• Productivity
• Coding styles (aka Lint) 

Over the past few years, attempts have been made 
to apply the concept of Linting to testbenches. 
Given the success of RTL-lint tools, this is a no-
brainer attempt. However, verification engineers 
are smart and are on a tight schedule by itself. 
Linting usually throws a sea of messages and 
finding perspectives such as the ones listed above 
is nothing less than finding a needle in a haystack. 
Attempting to perform a “lint” type of checks 
on a UVM code base simply falls flat and would 
discourage adoption of such technology.

Given that verification as a discipline employs a lot 
of junior engineers, who at times do not understand 
the intricacies of a complex methodology such as 
UVM leads to sub-optimal code.

 
SAMPLE RULES, CODE SNIPPETS 
AND POTENTIAL FIXES
Having looked at what can go wrong with UVM 

code, let’s look 
at some real-life 
use cases. 

Performance 
Perspective - 
Example
UVM supports 
wildcard usage 
in uvm_config_

db::set/get API. Though it is at times handy to 
use, this comes with a performance penalty as the 
search for wildcards goes through DPI. Also using 
a single wildcard anywhere in inst_name incurs a 
significant penalty in the UVM search algorithm, as 
can be seen in the code comments from the UVM 
BCL in Figure 2, above.

The snippet is extracted from the UVM 1.1d base  
class and is an indicative of what a user's poor code 
can lead to. Even a single use of the wildcard in inst_ 
name would enable a “greedy” search algorithm  
for all upcoming uvm_config_db searches. Below is 
an example of user code demonstrating a poor style:

Potential fixes for the above style, with better per-
formance, same functionality with little verbose 
code is shown below:

1. ENABLE SCOREBOARD_0:

2. ENABLE SCOREBOARD_1:

Figure 2: UVM BCL code comments

uvm_config_db::set(.cntxt(this), .inst_name (“axi_ag_0”),
                                            .field_name(“*enable*”), .value(1) );

uvm_config_db::set(.cntxt(this), .inst_name (“axi_ag_0”),
                               .field_name(“sbrd_enable_0”), .value(1) );

uvm_config_db::set(.cntxt(this), .inst_name (“axi_ag_0”),
                                .field_name(“sbrd_enable_1”), .value(1) );
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3. ENABLE FUNCTIONAL COVERAGE:

One of the challenges is to identify a list of field names  
that an existing (poor style) wildcard expands to. 

 
Debug Perspective - Example
UVM has built-in debug hooks for easier log file 
based analysis. Problem is, engineers are not always 
aware of these hooks or they do not add these in 
production environments, leading to costly debug 
cycles. We show two such features below:

1. UVM FACTORY PRINT

A sample log from Questa® with the above debug 
hook is shown below at the bottom of this page.

This guideline/rule saying “factory.print()” shall be 
invoked at the right time/phase in a simulation goes 
a long way in debug as this information appears early 
in simulation (usually 0 time), hence one can be sure 
whether the intended overrides worked as per the 
test specification/requirements.

2. UVM TOPOLOGY PRINT
UVM components are built hierarchically and at 
time 0. It is essential to get the testbench configured 
properly before running simulations and debugging 
the design behavior. One of the very useful debug 
hooks in UVM is the popular print_topology() – 
though popular, it is not called by default by UVM. 
Engineers also do not always remember to call this 
API leading to unnecessary debug cycles. 

In Figure 3, right, is a sample output from this debug 
API. A code snippet enabling the print output is shown 
here:

 
Reuse Perspective - Example
1. USING FACTORY BASED CREATION
One of the primary motivations to use UVM in a pro-
ject is to keep various components and transactions  
reusable; this is achieved by deferring the creation of 
objects to a factory based approach instead of direct 
new() invocation. A key check will be to ensure all 
interesting objects are indeed following this rule. 

The code snippet below Figure 3 demonstrates this 
key rule.

VERIFYING THE VERIFYER
 So how do we “verify” the verification code itself? 

There are at least two angles  
to this question:

1. Purely functional 
correctness 

2. Quality perspectives  
such as:
a. Debug-ability of the 

code (Directly impacts 
schedule) 

uvm_config_db::set(.cntxt(this), .inst_name (“axi_ag_0”),
                                     .field_name(“fcov_enable”), .value(1) );

function void axi_env::start_of_simulation_phase  
                                                             (uvm_phase phase);
  uvm_factory f_h;
  super.start_of_simulation_phase (.phase(phase));
  f_h = uvm_factory::get();
  f_h.print(.all_types(1));
endfunction : start_of_simulation_phase

function void axi_env::end_of_elaboration_phase  
                                                             (uvm_phase phase);
  uvm_top t_h;
  super. end_of_elaboration_phase (.phase(phase));
  t_h = uvm_top::get();
  t_h.print_topology();
endfunction : end_of_elaboration_phase

// #### Factory Configuration (*)
// Instance Overrides:
//  Requested Type   Override Path              Override Type
//  --------------    -------------------        -------------
//  axi_drvr       uvm_test_top.axi_env_0.ag0   axi_busrt_drvr
//  uart_agent      uvm_test_top.susbsys_0       uart_hbaud_agent
//  uart_agent      uvm_test_top.susbsys_1       uart_lbaud_agent
//  
// 
// No type overrides are registered with this factory
// 
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b. Simulation Performance friendly code  
(Impacts licensing costs and time)

c. Reusability perspective (Impacts the time  
for the next task/project), etc.

With domain experts and 
using the right off-the-shelf 
VIPs such as Questa® VIPs, 
the functionality angle can be 
addressed. What about the 
second angle? 

We at VerifWorks have done 
years of consulting and have 
learned several best practices 
and have encountered poor 
coding styles. Over the years, 
we have accumulated these 
findings to a new solution 
named Karuta (Design 
Verification Rule checker). 
When run on a typical UVM- 
based testbench along with 
Questa®, Karuta highlights 
various strengths and 
weaknesses of users’ UVM 
code thereby helping them 

address the quality angle.

We ran Karuta on some of the popular, open source, 
non-trivial UVM code bases from Google, Cadence, 
Juniper, Ariane RISC–V®, TVIP and more. Our analysis 
into these code bases reveal interesting results, that 
left us baffled. Below is a sneak preview in Table 1.

Do visit us at the upcoming DVCon US 2020 
exhibition to learn more about these results  
and how Karuta can help in your projects.

function void axi_env::build_phase (uvm_phase phase);
  super. build _phase (.phase(phase));
  this.axi_agt_0 = axi_agent::type_id::create(.name 
                                  (“axi_agt_0”), .parent(this));

  // POOR code this.axi_agt_0 = new (.name(“axi_agt_0”),  
                                                              .parent(this));
endfunction : build_phase

Figure 3: Debug API sample output

Table 1: Code base analysis

Perspective Data Set 1 Data Set 2 Data Set 3

Reuse 66.66% 87.50% 54.16%

Compliance 75.00% 87.50% 75.00%

Performance 94.44% 55.55% 94.44%

Debug 46.66% 60.00% 53.33%

Functionality 80.00% 80.00% 80.00%

Productivity 50.00% 50.00% 50.00%
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Questa® SLEC, the formal analysis app from Mentor, 
was designed to automatically compare a block of 
code ("specification" RTL) with its functional equivalent 
that has been slightly modified ("implementation" RTL), 
helping design teams save considerable amounts of 
time and resources. Codasip, the leading provider of 
configurable RISC-V® IP, has come up with a new use 
of this tool: the verification team uses it to compare a 
fully UVM-verified HDL code, for example Verilog, with 
a new HDL output, such as SystemVerilog or VHDL, 
making sure that they are functionally identical – in a 
fraction of the time needed before. Total time required 
for full verification of a new processor design is then 
reduced by up to 66%, depending on the desired 
number of HDL outputs. 

 
WHAT IS SLEC?
SLEC, or the Sequential Logic Equivalence Check, 
is used to formally verify that two designs that differ 
sequentially but are supposed to be functionally 
equivalent, really are equivalent—that is, that they 
produce the same output for the same input at all 
times. SLEC is typically used when a design has 
been modified in a small, yet operationally critical 
way, and verification of the new code is needed. RTL 
simulation can be also used for this purpose, but it is 
limited in testing all corner cases, which means that 
the verification will not be complete, thus not entirely 
reliable. RTL simulation is also very time-consuming.

 
WHAT IS QUESTA® SLEC?
The Questa® SLEC application was developed by 
Mentor, a Siemens Business, to perform a fast and 
reliable SLEC, which is a useful feature in many testing 
scenarios. The Questa® SLEC app performs SLEC 
by finding corresponding blocks of RTL code and 
comparing them through deep formal analysis. This 
automatic, formal-based approach covers the entire 

state space and all scenarios including rare corner 
cases and takes only hours or minutes (depending on 
design size and complexity), outperforming even the 
best-designed simulation. 

Benefits of the Questa® SLEC tool include speed, 
exhaustiveness, optional customization of the 
whole process (input, runtime, output reports), 
and a user-friendly interface that summarizes any 
found differences in a well-arranged manner. Also, 
no knowledge of formal or assertion languages is 
required and no testbench needed, which means that 
the tool setup is fast and convenient.

 
CODASIP DESIGN FLOW
At Codasip, we design new processor IPs in Codasip 
Studio, which is our own integrated set of EDA 
tools that covers the complete process of creating 
or customizing a core. Codasip Studio works with 
CodAL, our proprietary C-based language for 
processor architecture description. 

The design process starts by the IP team describing 
the new processor in CodAL. From the CodAL 
representation, Studio can automatically produce 
all necessary outputs including a complete SDK, 
verification and testing environment, and any common 
HDL code such as VHDL, Verilog, and SystemVerilog, 
depending on customer’s needs and requests. 

Using Questa® SLEC to Speed Up Verification  
of Multiple HDL Outputs   
by Tomáš Vaňák, Codasip

Figure 1: The Mentor Questa® SLEC flow
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CODASIP VERIFICATION FLOW
The verification team must then ensure the logical 
equivalence of multiple HDL representations of the 
processor, in other words, the HDL output must be 
thoroughly verified to ensure that all the variants are 
functionally identical and correct. 

Codasip’s verification methodology is based on a 
common approach: simulation and static formal 
analysis. We use standard full UVM verification 
to check that the resulting RTL corresponds to 
specification.

Our verification process takes two processor models, 
written in CodAL by two different engineers, as 
input: an instruction-accurate (IA) model and a cycle-
accurate (CA) model. The IA model consists of a 
basic procedural description of the processor (what 
is to be done) and is used to generate an instruction 
set simulator, which then serves as a reference 
model for the functional verification – see Codasip's 
Verification Flow schema below. The CA model is 
essentially an IA model enhanced with a precise 
simulation of cycle-by-cycle timing (the "when") and 
is used to generate a cycle-accurate simulator and 
synthesizable RTL code, as shown below.

HOW QUESTA® SLEC FITS IN THE 
CODASIP VERIFICATION FLOW 
The verification team at Codasip decided to employ 
the Questa® SLEC app in the process of ensuring 
that each HDL representation is the same, expecting 
that it will significantly reduce total verification time. 
The workflow is as follows:

One of the HDL outputs, for example the Verilog 
code, is thoroughly verified using UVM as before.  
All other HDLs, for example VHDL and SystemVerilog,  
are then verified using Questa® SLEC to compare the 
code against the already verified one (Verilog). 

Figure 3: Codasip's Questa® SLEC flow

Figure 2: Codasip's verification flow
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OPTIMIZATION OF  
THE QUESTA® SLEC FLOW
Although the formal analysis performed by Questa® 
SLEC is very fast, it can still take hours on more complex 
designs that contain many nested submodules. The 
more levels of module nesting, the more complicated 
the formal verification becomes, and the total time 
increases exponentially. As this complexity issue applies 
to Codasip’s processors, too, we had to come up with a 
suitable optimization of the whole process. 

To avoid the exponential growth, the verification 
team wrote a script based on model decomposition 
to submodules. It instructs the Questa® SLEC tool 
to analyze each individual submodule separately, 
starting from those at the lowest level (the most 
deeply nested). Once a submodule is analyzed and 
compared to its counterpart in the other HDL code, 
it is “blackboxed” and the Questa® SLEC tool does 
not inspect it any further. Moving upwards through 
the model, higher-level modules are checked and 
marked as “blackbox”, which simplifies the whole 
process. Total runtime is thus reduced to a fraction  
of time needed without the optimization, going  
from hours to minutes.

RESULTS AND BENEFITS
The speed of the formal analysis performed by 
Questa® SLEC made it possible to accelerate 
verification of any additional HDL from tens of hours 
to tens of minutes. The following table shows the 
results for specific configurations of two Codasip’s 
RISC-V® cores from the Bk series, as shown below.

In the case of three HDL outputs, whole days and 
considerable effort can be saved, bringing financial 
benefits as well as a competitive advantage. 

To sum up, Questa® SLEC from Mentor provided 
Codasip with a fast and reliable verification method 
for alternative HDL outputs which our verification 
team further enhanced with their own runtime 
optimization, saving hours of effort and ensuring 
better positioning thanks to faster time-to-market. 
Our results may serve as an inspiration for using the 
Questa® SLEC app in innovative ways wherever an 
ability to perform automated, fast, and thorough 
formal comparison of code is needed.

Table 1: Codasip's RISC-V® cores configuration results

Before After

Configuration Functional verification run of new 
VHDL code using simulation-based 
approach

Formal verification run of new VHDL code 
using Questa® SLEC on fully verified 
Verilog code, with Codasip optimization 

bk3-32I-i ~tens of hours 6 min, 5 Sec

bk3-32IMFC-pid ~tens of hours 15 min, 40 Sec
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INTRODUCTION
In this era of automation, significant advantages can 
be gained by automatically generating verification and 
validation sequences from natural language text using 
artificial intelligence (AI) based sequence detection 
techniques, and then using those sequences in C/
UVM code. This article talks about the current state of 
development in this area and gives ideas about how 
you can implement your own solution to achieve true 
specification-driven software development.

 
OVERVIEW
With the continuing advancement of AI and machine 
learning (ML), their application has increased in 
diverse high technology fields, such as face detection, 
face wrapping, object detection, goal classifiers, 
language translation, chatbots, spam detection, and 
data scrapping. Through AI, rule-based applications 
have taken a back seat as many algorithms have been 
invented that are capable of defining their own rules 
or creating classifiers like linear regression, logistic 
regression, trees, and SVM. Along with the algorithms, 
what is really important is the data that is used to train 
the model of these algorithms. In EDA, the application 
of ML or deep learning techniques enables modeling 
and simulation with unprecedented levels of insight. 
Hence one can expect greater efficiency and accuracy 
from design tools, which will translate into shorter 
turnaround times and greater flexibility in analysis and 
simulation coverage, and thus, encourage broader 
automation. Machine learning can help identify 
patterns to optimize designs, allowing designers and 
testers to model more complex designs in a simpler 
way and in less time. This will make designs more 
efficient in multiple aspects of automation and design 
generation as well as in verification and validation 
by using assertions or by generating  sequences for 
special registers [2] that will provide full test reporting 
to accelerate the entire design process. Also, ML-
generated models can provide better feedback to the 
designers or engineers by indicating whether or not 
the design would live up to the expected performance 
at each step of the development process.

USE OF NATURAL LANGUAGE 
PROCESSING (NLP)
The use of natural language processing (NLP)  
for the manipulation of natural language text to 
determine and capture sequences is now possible 
using deep learning techniques. Machine translation, 
speech recognition, conversational chatbots, and 
POS (parts of speech) taggers have been the most 
popular NLP applications.

NLP is basically a vast field of research broadly 
used for determining speech or text written in 
communication languages. NLP grew out of the field 
of linguistics and has succeeded above expectations 
so far and promises to achieve even more in the near 
future. It can be used for the development of deep 
learning models for classification of text, translation 
of text, and more. NLP is sometimes referred to as 
“linguistic science” in order to include both classical 
linguistics as well as modern statistical methods. In ML, 
we are concerned more with the tools and methods 
from the field of NLP, which is basically the automatic 
processing of human understandable languages.

Deep learning is a subfield of machine learning that 
focuses on the algorithms inspired by the structure 
and function of the brain. These techniques have 
proved useful in solving challenging natural language 
processing problems. Several neural network 
architectures have a great impact in addressing 
natural language processing tasks.

AI-Based Sequence Detection  
by Asif Ahmad and Abhishek Chauhan, Agnisys 

Figure 1: Comparison graph
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USE OF RECURRENT  
NEURAL NETWORKS (RNN)
A neural network is nothing but a series of algorithms 
that attempts to recognize basic relationships in a set 
of data similar to the way the human brain operates. 
A recurrent neural network (RNN) is a type of neural 
network designed to deal with real world problems, 
like machine translation, chatbots, etc. The input 
and output are connected as the previous step’s 
output is fed in as the current step’s input to predict 
the new text. The RNN comes with a hidden state 
that basically remembers some information about 
a sequence with the help of built-in memory. It uses 
the same parameters recursively for all inputs and 
performs the same task on them as well as the hidden 
layers to produce the output, thus reducing the 
complexity of those parameters.

RNN is used in NLP to carry pertinent information from 
one input item in a series; i.e., it can take a series input 
without any predefined limit on size. Basically, in RNN 
every word gets transformed into machine readable 
vectors. This sequence of vectors are processed one 
by one. The processing is done by passing the hidden 
state to the very next step of the sequence, and this 
hidden state acts as a memory of the neural network 
which holds the previous data seen by the network 
itself. In other words, all the inputs are related to 
each other. This makes it applicable to tasks such as 
unsegmented, connected handwriting recognition or 
speech recognition. See Figure 2 below.

 
RNN BASED LONG SHORT TERM 
MEMORY (LSTM) USAGE
As RNN cannot process very long or large sequences, 
long short term memory (LSTM) is used. LSTM is a 

modified version of the RNN that makes it simpler  
to recall past data in memory, helping retain memory 
of long sequences. 

This type of RNN is very well suited to classify, process, 
and predict time series, given the lags of unknown 
duration. It trains the model using back propagation. 
At every time step, attention is given to those words 
that help predict the most parts of the output. This 
attention weight is calculated using an algorithm and 
formula for each time step, and then these attention 
weights are multiplied by each hidden state of the 
respective time step to form attention values. This 
is achieved using the attention mechanism that 
focuses on a specific part of the input sequence while 
predicting the specific part of the output sequence 
that will ultimately enable easier learning and a higher 
quality of prediction. A final context vector is built by 
the dot product of all attention values, which is also 
known as stacking. This context vector enables the 
decoder to focus on those specific parts of the input 
sequence while predicting its output.

Example:

Let the context vectors be c1, c2, c3,...
with h1, h2, h3,... be output vectors of the encoder
and α1, α2, α3,... be their attention weights.
So, the dot product would be:

The output is then fed word by word to the decoder 
of the LSTM network, and at each time step, the 
context vector is used to produce the appropriate 

output. Thus, the attention 
mechanism located between the 
encoder and the decoder enables 
improved performance.

 
SEQUENCE DETECTION
Over the years we have come 
across and understood a lot of 
different ways people use registers 
associated with the hardware/

Figure 2: A typical RNN unit with a recurrent hidden layer
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software interface (HSI). This information has helped 
us understand the kind of sequences users create to 
program and test their IPs.

As in an ideal world, users would rather use plain 
and simple English text to describe the sequences, 
rather than encode in various languages. In any 
case, this is being done in the original specification. 
Natural, plain English is still the hallmark of 
specifications in today’s system design, and a lot of 
useful and actionable information is embedded in 
the natural language specification text.

Numerous translations happen when the architect/
designer creates a specification in the English 
language and the hardware/software/firmware 
engineer must manually convert them into code. 
With this new methodology, the specification 
writer’s original intent is converted into real, usable 
code. They need to simply describe the sequences 
in a natural language, just as they would write when 
communicating to members of their team.

Basically, an RNN based network is used in this 
context to read the input text (i.e., the sequence 
description text) word by word. The order of the 
sentence formation is maintained so as to learn the 
meaning of the input text. Each word is processed 
through an RNN unit, which can either be a LSTM 
or a gated recurrent unit (GRU). LSTM and GRU 
are types of RNN having their own essential rules. 
LSTM has the capability of retaining the maximum 
information of long sequences, and GRU has the 
ability to forget irrelevant information and retain 
only the important information with regard to the 
context. These units process all the words one by 
one and, hence, generate output information as its 
resultant. A bidirectional layer is also used, which 
reads the input text from both directions (i.e., both 
forward and backward), improving the performance 
of the model on this sequence classification. 

In the field of AI, everything is all about numbers, 
vectors, matrices, and statistics, so one can say that 
a model can feed only numbers and it can infer only 
probabilities, and the maximum probability is always 
chosen. Our model follows the same logic to predict 
the most probable output. We have also focused 
on embedding a neural network that accepts only 

numbers rather than string values. Thus it basically 
treats each input text word by making their vector 
forms, which ultimately represents each word with 
some fixed size vector of numbers. Apart from 
embedding, the attention algorithm has also been 
used, which helps predict the more likely expected 
outputs; i.e., the most probable expected output 
sequence. This attention layer helps in giving words 
or vectors more weight by giving them scores and 
comparing them with the output during the training 
of the model itself. This weighting helps predict more 
accurately the expected outputs for desired input 
sentences. Ultimately everything comes down to the 
part of the dataset on which the model gets trained. 
The data that is fed to the model for training should 
be as good as possible; i.e., the dataset should be 
apt to expect a greater performance from the model.

We have carefully created our corpus by getting 
references from actual register programming 
sequences used in the EDA industry. We have 
introduced a wide variety of cases, including 
cases with augmented data or noise. This robust 
model provides great accuracy in covering almost 
all scenarios of sequences that can be used by 
a designer for the description of an input text 
sequence.

 
IMPLEMENTATION
This model has been deployed using a Django 
Framework to maintain communication between  
the model and iDSNG (our spec entry tool)  
through various APIs handling multiple requests  
at a single time. 

Figure 3: Communication framework
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Figure 4: Description of sequence and the predicted output sequence

Command Description

if ( Sbcs.Sberror == 0 )
{
wait (100)
Write dma_controller.hsel = 0
}

If the field bits Sberror of the register Sbcs is low, 
then Wait for 100 ms and then Clear the field hsel 
of the register dma_controller.

if ( Sbcs.Sberror == 0x505 )
{
write dma_controller.hsel = 0
wait ( Sbcs == 1 )
}
elseif ( Sbcs >= 100 )
{
write Sbcs = ~Sbcs
}
elseif ( Sbcs == 0 )
{
write Sbcs = 1
write dma_controller[4] = ~ dma_controller[4]
}
else
{
write Sbcs = 1000
}

If the bits Sberror of the register Sbcs is set to 
the value 0x505, then clear the field hsel of the 
register dma_controller and then wait for Sbcs to 
be true. Else if the value of Sbcs is greater or equal 
to 100, then toggle all the bits of register Sbcs. Else 
if Sbcs is disabled, then enable Sbcs and invert the 
4th bit of the register dma_controller. Else set Sbcs 
to the value of 1000. 

assert ( Sbcs > 9898 )
read Sbcs.Sberror

Assert whether the register Sbcs is more than 9898 
and read the value of register Sbcs's field Sberror.

if ( Sberror != 999 )
{
write Sbcs.Sberror = 999
}
else
{
wait ( Sberror == 0 )
}

If the bits Sberror is not equal to the value 999, 
then the software programs the value 999 on the 
register Sbcs's field Sberror. Else it waits for Sberror 
to clear. 
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The communication network illustrated in Figure 3 
on the previous page represents the interaction of 
iDSNG with the model through the APIs.

Figure 4 depicts the results of the input text; i.e., 
the sequence description below the column, 
“description,” and its predicted output by the model 
in the column, “command”.

The specification used in the example (Figure 4) 
basically consists of the register, “dma_controller,” 
having the field “hsel” and the register, “Sbcs” having 
the field “Sberror”.

 
LIMITATIONS
Issues remain with words which are unknown in  
the vocabulary/dictionary of the model. For such 
words, the model may produce unexpected outputs 
as those are out of context for the model.

In some cases, failure in data interpretation  
occurs because of insufficient data input given  
as a description.

The model may produce unexpected results  
if not trained with enough accurate data; i.e., the 
training dataset needs to be large and accurate.

Computational power, inference time, etc., 
constitutes a hindrance for viable usage with  
a larger model architecture.

 

CONCLUSION
We have been able to handle a wide variety of cases 
with an accuracy of more than 90% and with no delay 
in inference time. 

This model can effectively handle noise in the input 
text and thus give attention to only the relevant 
part of the text that has any influence on the output 
sequence generating correct output sequences. 

We have achieved our results by ensuring a sufficient 
and correct amount of dataset to train the model, 
improving the inference time by reducing the 
complexity of the model architecture, and by work-
ing around other issues we faced along the way.
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INTRODUCTION
The Big Data technology has evolved to handle 
both volume and velocity of data, currently being 
generated by the chip design and verification 
activities. However, we feel that the core challenge 
of effective data management and hence actionable 
insight generation is still not available to the industry 
in the true sense. Connecting data islands as created 
by various tools in various formats across digital 
design and verification workflows and creating a 
Unified Data Lake is an important missing piece. 
In addition, we believe there is no open tool or 
framework available to augment clean operational 
data to product data as it gets generated, adding  
rich context and experience to the Data Lake.

 
THE VALUE PROPOSITION
We propose a unified and open-ended industry 
ready tool/framework to fill this vacuum. The tool 

can extend a core value proposition around data 
aggregation, analysis, and insight generation 
throughout ASIC design & verification workflows 
without requiring change in existing tools and 
methodologies. The key value it shall bring includes:

Figure 1. Real-time data aggregation, classification, 
labeling, and linking across the engineering workflow 
with ready to use/customizable adapters.

Figure 2. Unified Data Lake creation accommodating 
product (batch) and operational (continuous) data  
for large multi-site projects.

Figure 3. Building and aggregating a metadata model 
encompassing hundreds of formats from tens of 
tools across design and verification workflows and 
providing ready to use data API for rapid visualization.

Figure 4. Advance Analytics built on Data Lake APIs, 
including Failure Diagnostic Analytics and RTL release 
prediction amongst others.

 
EXISTING TOOLS & SOLUTIONS
There are a few available operational tools 
in the industry which assist in capturing data 
from requirement to regression. All these tools 
revolve around their respective platforms. 
These tools are unique in their own sense, 
mostly focusing on spec/test-plan annotation 
and being able to track completeness with 
it, also providing detailed analysis and trend 
reports. Even with these tools, the verification 
process has multiple data silos and misses the 
opportunity to have a Unified Data Lake.

The true value of an open-ended and unified 
and enriched data can create tremendous 
business opportunities including:

An Open Data Management Tool for Design  
and Verification   
by Vishal Patel & Manoj Pandey, Arastu Systems

Figure 1: Real-time data aggregation
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• Improved Operational 
Transparency: View the real-time 
updates on operation(s) from 
multiple data points and make 
intelligent data driven decisions.

• Data Monetization: Leverage 
insights from multi-fold data to 
drive down cost and time-to-market. 
Use data platform to perform real-
time analytics and build ML based 
applications.

• Data Centered Capability Building: 
Build right analytics skills within 
chip design and verification team 
for data mining. Create new domain 
specific analytic application on 
parsed Data API.

NEED OF AN OPEN DATA 
MANAGEMENT TOOL
The New Tool has to be non-intrusive, 
have scalable data aggregation, and 
management functions developed 
specifically for the Semiconductor 
Industry. It can be a web-based 
platform allowing extraction of a 
variety of data, without requiring any 
changes in existing chip development 
processes and tools. The core engine 
of the New Tool has to be made up of 
an advance metadata parser which 
extracts & makes insight available as an 
API, without the need to transform the 
original data. The engine also enriches 
product metadata with operational 
data in real-time as the project 
progresses through various stages 
and functional groups. The platform 
should allow content to be classified 
and labeled for easy loading and 
retrieval of information through various 
visualization and analytic applications. 
All these great features can enable 
ML applications by developing the 
following core components in Table 1 
on the next page.

Figure 2: Unified Data Lake creation

Figure 4: Advanced analytics built on Data Lake APIs

Figure 3: Building and aggregating a metadata model



18

SUMMARY
The need for an open data management tool is 
observed, which can work along with different 
families of tools, can be configured as per custom 
practices of various organizations, and can 

accommodate operational data integration in real-
time. The New Tool that fulfills all these needs along 
with providing scalable data API to be consumed by 
various analytics and machine learning applications.

Table 1: New Tool core components

No. Module Features

1 Spec Manager The module offers complete digitization (tokenization, metadata extraction and labeling including 
text, table, and images) from all forms of specifications, change management and requirement 
traceability. The spec database is made available to be annotated, linked, reviewed, traced, and  
collaborated across all functions and tools.

2 Test Planner Test planner module allows importing and creating of web test plan facilitating multi-site & multi-
group planning, linking, versioning, reviewing, and collaboration activities. The smart tag allows 
access to requirement and code data right in the test planning window classified by test cases for 
effective test management.

3 Collaboration An integrated collaboration manager which allows creating and managing chat channels from any 
tools including test plan, requirement document, coding IDE, log viewer, etc. This module can be 
extended and/or replaced by other tools such as Slack.

4 Smart Tag Manager This is the core of data management responsible for connecting product data across various functions 
and linking in real-time all operational data performed through product development stages.

5 Code Assist (gVim/IDE 
Integration)

Code Assist is a New Tool plugin available for gVim and Eclipse. Coder can access all its requirement 
and test planning data in gVim, classified by the allocated task. It allows auto comment insertion, 
review through integrated chat with all the stakeholders and recommends re-usable code from 
tagged and classified code library.

6 git/SVN Code Parser A New Tool plugin to parse key meta data of code to be integrated with Data Lake. Other operational 
data such as line of code, code quality, review, etc. is recorded by code module, class, function, and 
methods.

7 Bugzilla/Trac Plug-in A similar plug-in as a code parser for bug insertion and bug status monitoring, along with integrating 
key bug information & transaction to Data Lake.

8 Log Manager A Logstash based log classifier and indexer.

9 Project/User Manager A project and user management module with all required features to manage multi-site multi-team 
projects and teams.

10 API Gateway API lifecycle management for Data Lake APIs, including API publishing, security & authentication, 
monitoring, monetization, etc.

11 Diagnostic Analytic A comprehensive regression analytic dashboard allowing 360-degree failure diagnosis, trend 
analysis, and RTL health projection.

Note: For (6),(7),(8) in the table above: The open system shall allow more plug-in creation and integration 
including JIRA, Jenkins, Slack, Splunk, etc., further enhancing and personalizing the tool.
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INTRODUCTION 
Modern electronic systems are complex, and 
economics dictate that the design, manufacturing, 
testing, integration and deployment of Application 
Specific Integrated Circuits (ASICs), System on Chips 
(SoCs) and Field Programmable Gate Arrays (FPGAs) 
span companies and countries. Security and trust 
in this diverse landscape of 3rd party IP providers, 
processor vendors, SoC integrators and fabrication 
facilities, is both challenging and introduces security 
risks. There are numerous obstacles in building 
secure systems including but not limited to complex 
supply chains, reverse engineering, counterfeiting, 
physical tampering and side-channel attacks. 

Security vulnerabilities can be introduced throughout 
the design lifecycle starting at the architectural 
level, where fundamental flaws in the security 
architecture, such as storing implicitly trusted boot 
code in unprotected writable SPI Flash [1] can open 
systems to attack. A flawed microarchitectural design 
decision can also open hardware to vulnerabilities 
(e.g., Meltdown [2] and Foreshadow [3]). Vulnerabilities 
can also be introduced during RTL design, such as 
unintentional backdoors in test and debug circuitry 
[4], as well as errors in configuration and usage of 
hardware by low-level firmware and software [5-7]. 

Commonly employed security verification 
techniques, which include manual design and code 
review, formal verification, and simulation-based 
functional verification are important as part of a 
larger verification strategy but do not provide a 
unified scalable methodology which can be applied 
during all stages of the pre-silicon design life cycle. 

An effective pre-silicon ASIC, SoC and FPGA 
security verification methodology must span system 
specification, architecture exploration, block and 
subsystem-level design, integration, firmware and 
low-level software executables. 

Tortuga Logic’s Radix™ delivers a unified scalable 
methodology and environment to enable efficient 
specification, detection and prevention of security 
vulnerabilities centered around the concepts of 
confidentiality and integrity and integrates into 
existing simulation, such as Mentor's Questa® 
functional verification, and emulation-based 
verification flows.

 
COMMON SECURITY PITFALLS  
IN SOC IMPLEMENTATIONS
Hardware security vulnerabilities can be introduced 
at all stages of the design lifecycle, and fall into the 
following three major categories: 

1. Block-Level Hardware Vulnerabilities: Security 
bugs which exist even when the IP is analyzed in 
isolation from the rest of the system. 

2. System Integration Security Issues: Vulnerabilities 
can arise due to complex interaction between 
different IP even if the individual IP are 
vulnerability-free. Many IP blocks are highly 
parametrizable and configurable during hardware 
integration leading to an exponential number of 
configuration combinations, where a subset are 
insecure. 

3. Software Configuration and Usage Errors: The 
effectiveness of many hardware security features 
relies on correct software programming. For 
example, Memory Protection Units (MPU) are a 
common hardware feature in embedded systems 
which protect specific regions of memory based 
on the policy programmed by privileged software. 
Mistakes in programming the MPU can lead to 
sensitive information being disclosed or modified.  

Given a typical SoC contains a mixture of 3rd party 
IP (3PIP) and custom IP blocks developed in-house, 
incorrect assumptions about the end environment 
and system the IP will be operating in are inevitable.  

Detecting Security Vulnerabilities in a  
RISC-V® Based System-on-Chip  
by Dr. Nicole Fern, Tortuga Logic 
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What follows is an example of RISC-V® SoC design that 
illustrates how the combination of RadixTM and Questa® 
detects and prevents common security pitfalls. 

 
HACK@DAC CONTEST  
AND DESIGN OVERVIEW
In conjunction with the 2019 Design Automation 
Conference (DAC) in Las Vegas, NV the conference 
hosted Hack@DAC. The annual event is a hardware 
security hacking competition where teams compete 
to detect, and report security bugs inserted by 
the organizers in the Register Transfer Level (RTL) 
implementation of a RISC-V® based SoC. The recent 
contest consisted of 2 phases: 

• Alpha-Phase whose duration was 2 months
• Beta-Phase which was a live 33-hr hacking contest 

taking place at the DAC 

The team consisting of Tortuga Logic and Texas A&M 
University won first place in both phases. 

Figure 1 shows the block diagram of the SoC design 
Beta-Phase which is a superset of the Alpha-Phase. 
The design is based on the an open-source RISC-V® 
core “Ariane” [9], along with other open-source IP & 
peripherals. 

The Alpha-Phase security features included crypto-
graphic accelerators, a password protected test and 

debug interface, register locks, an on-chip bus access 
control table, processor privilege levels (machine, 
supervisor, and user), and immutable boot ROM and 
Fuse configuration memory. The Beta-Phase SoC 
was an extension of the Alpha-Phase SoC, with some 
additional features. Most significantly, firmware code 
was added which ran in Machine Mode during boot-
up to confirm the correct functioning of the crypto 
engines, and if not correct then disabling them.

 
SYSTEMATIC HARDWARE SECURITY 
VERIFICATION USING RADIXTM  
AND MENTOR'S QUESTA® 
VERIFICATION SOLUTION
Systematic and scalable security verification 
methodologies are necessary for the development of 
secure FPGA, ASIC and SoC-based systems.  Security 
verification is a challenging problem because security 
vulnerabilities can exploit unspecified behavior or 
involve complex sequences of events unlikely to occur 
under normal operating conditions. System designers 
must ensure the chip is free from all vulnerabilities 
while attackers only need to find and exploit one. 

RadixTM employs patented technology to detect and 
prevent security vulnerabilities in FPGAs, ASICs and 
SoCs by leveraging Mentor’s existing verification 
environments. Its advanced analysis helps security 
and verification teams identify and isolate security 

vulnerabilities before the device 
is manufactured saving costly 
design re-spins or catastrophic 
system failure due to an attack.

RadixTM incorporates three unique 
core technologies to enable 
pre-silicon security specification 
and verification at the block, 
subsystem, and chip level. 

•  RadixTM enables security 
objectives centered  
around information  
flow concepts (e.g., 
confidentiality and  
integrity) to be  
efficiently captured.Figure 1: Block diagram of Beta-Phase SoC [8]
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• Automated Security Model Design (SMD) 
generation: automatically generated patented 
information flow in synthesizable Verilog 
RTL capable of checking if rules hold during 
simulation or emulation of the design using 
existing verification infrastructure. 

• Analysis Views: The RadixTM Analysis Views 
displays both signal values and leakage 
information to identify the source of the 
vulnerability and the signal values that caused it. 

The first step involves creating security rules. These 
rules capture security objectives resulting from the 
process of threat modeling and are created with the 
following questions in mind: “what information in my 
design needs to be protected?” and “where does 
that information flow and how is it accessed?” The 
generic structure of a RadixTM security rule is: 

The main components of a rule are the source 
signal set, the “no-flow” operator, =/=>, and the 
destination signal set. The RadixTM rules are created 
to easily express security requirements, such as 
confidentiality and integrity, that are independent  
of value and time. 

The rule will fail if information from any signal in 
the source signal set flows to any signal in the 
destination signal set. In addition to the no-flow 
operator, several keywords are provided to increase 
the expressiveness of the rules. For example, the 
“when” keyword can be used to specify conditions 
that must be held before information flows from  
the source are tracked. 

After the security rules have been created,  
RadixTM generates the security model (SMD),  
which is synthesizable Verilog capable of 
determining if the security rules hold during  
design simulation or emulation. 

RadixTM then leverages commercial simulation 
(Questa® Verification Solution) and emulation 
platforms, as shown in Figure 2. With RadixTM, 
verification teams re-use existing infrastructure 
developed for functional verification as well as any 
software or firmware typically run using an emulator. 
This makes security verification scalable to the SoC 
level providing the capability of verifying hardware 
security properties during software execution.

The Hack@DAC SoC designs were simulated using 
Mentor's Questa® simulator and the test stimulus 
included C code written by the contestants and 
privileged firmware provided by the organizers.

Figure 2: RadixTM fits seamlessly into Mentor's Questa® verification flow

{source signal set} =/=> {destination signal set}
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SECURITY VULNERABILITIES 
DISCOVERED
The following two sections provide details on how 
RadixTM was used to discover vulnerabilities in the 
Hack@DAC SoC, while the third section briefly lists 
additional vulnerabilities found during the contest.

 
A. Detecting AES Key Leakage
Cryptographic keys are critical assets to protect, as 
these keys are used to encrypt and decrypt sensitive 
data and provide authentication and attestation 
services for the device. Verifying the confidentiality  
of symmetric keys is one important but challenging 
task for systems using symmetric ciphers such as AES. 
If an attacker can learn a symmetric key, they are able 
to decrypt any data encrypted with that key. 

In a hardware design, key material can originate  
from many sources including fuse memory, a random 
number generator, ROM, or user input. Key material 
will propagate throughout the design, undergoing 
simple transformations such as bit shifting, 
endianness swapping, and pipelining in addition  
to the transformations required by the cipher. 

Detecting illegal key leakage using SystemVerilog 
assertions or functional tests is difficult because key 
recovery is possible even after the key undergoes 
transformations such as bit shifting or an exclusive-
or with plaintext data. Accounting for all possible 
transformations while developing checkers or 
assertions requires an extremely detailed know- 
ledge of the design micro architecture.

RadixTM employs technology capable of tracking 
both direct and indirect information flows meaning 
leakage of key material can be identified without 
requiring prior knowledge of all possible logic that 
the key passes through. In the Hack@DAC Alpha-
Phase design the register containing the secret key 
was directly readable by software at any privilege 
level through the memory-mapped register interface 
for the AES core. No access control mechanisms were 
in place to protect the key register. 

RadixTM was able to identify this direct key leakage 
using a simple rule, which can be read as “The secret 
key provided as an input to the AES core should not 

flow to any AES core output signals except as fully 
encrypted ciphertext:”

In this rule, “aes” is a module name, and “key_in” 
and “ct” are signals inside the “aes” module 
corresponding to the buses containing the encryption 
key and ciphertext respectively.  $all_outputs is a 
shorthand for listing all output signals at the current 
level of hierarchy specified by the path name (in this 
case the “aes” module instance).  The “ignoring” 
keyword provides a mechanism to whitelist allowed 
information flows through specific signals.  For 
cryptographic algorithms the ciphertext is always 
based on information from the key.  This is expected 
and should not result in rule failure.  

This rule would also detect leakage at the output of 
the AES module even if the key had undergone logic 
transformations before leaking.  

 
B. Analyzing Assets During Boot Flow 
One of the most interesting additions to the SoC in  
the Beta-Phase was firmware responsible for configur-
ing the device during boot time. The operations 
performed by this firmware included copying 
cryptographic keys from secure non-volatile storage 
(eFuse memory) to registers within the AES core. 

Ideally even though software is initiating this copy 
operation the data being copied should never be 
manipulated by software itself. However, because  
this functionality is not provided in hardware, the 
firmware accomplishes the data copy by first reading 
the eFuse keys using a load operation, which means 
the key data reaches CPU registers and the data 
memory subsystem, then issues a store operation  
to the relevant register inside AES. 

Any hardware buffers containing sensitive assets 
need to be adequately cleared or zeroized before 
the firmware releases the processor to less privileged 
software. RadixTM provides an easy way to explore the 
movement of sensitive hardware assets while low-
level system software executes. 

aes.key_in =/=> aes.$all_outputs ignoring { aes.ct }
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The security rule below tracks the flow of data read 
from the fuse memory to the write data signal on 
the DRAM interface. The rule constrains the tracking 
of information to when the read data originates from 
an address range containing key material.

This security rule failed while the boot software 
executed, indicating that at some point key material 
was copied into main memory. RadixTM provides 
two unique analysis views to visualize rule failures: 
Waveform View, shown in the top of Figure 3, and 
Path View, shown in the bottom.

The Waveform View annotates the simulation trace 
with data about information flows. If a signal is 
shaded red, this indicates that the signal is currently 
carrying information derived from the keys stored 
in fuse memory. Design signals can be added 
interactively by users to provide a mechanism to 
easily identify all locations key material reaches 
during the simulation. The Path View provides a 
more direct mechanism for determining how the 
source information travels through the design 

hierarchy to the destination. Path View simplifies 
the analysis information by abstracting away signal 
values and focusing only on a single path leading  
to rule failure.  

 
C. Additional Vulnerabilities Found  
During the Contest
 
Block-level Vulnerabilities

• JTAG Password Protection: The password only 
protects against reading scan chain contents 
but loading information into the scan chain can 
be done without the password. Additionally, the 
lock status bit indicating if the JTAG interface is 
currently locked/unlocked is not set to a known 
value by the reset logic. 

• AES (Counter Mode): AES is used in counter 
mode, but in the implementation the 
Initialization Vector (IV) and counter value 
are fixed effectively making the encrypted 
information recoverable by an attacker who can 
gather several examples of encrypted ciphertext. 

• Platform Level Interrupt Controller (PLIC): A 
multiple drivers issue routing SPI and UART 
interrupts was discovered. An attacker capable  
of sending data to the SoC using these interfaces 
can potentially physically damage the chip.

fuse_mem.rdata_o when ( fuse_mem.addr < 6’h11 ) =/=> 
dram.w_data

Figure 3: RadixTM analysis views for visualizing information flows in the design 
 and debugging security rule violations
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System Integration Security Issues

• JTAG Password Storage: The password is stored  
in a location that unprivileged software can read 
and write.

• Boot Code Storage: The boot code, according 
to the specification, is stored in a dedicated 
“Read-Only Memory” (ROM), however in the 
implementation the code can be overwritten  
by unprivileged software.

• Register Locks: Register locks are designed  
to be unlocked on reset and then set/locked by 
privileged software. After the registers are locked 
even privileged software can’t modify the contents 
until a system reset. The vulnerability is that dur-
ing system integration the wrong reset is routed  
to the register lock logic. A reset controllable by  
a software debug command, which doesn’t reset 
the entire SoC, is used instead of the global 
hardware reset. 

• Direct Memory Access (DMA): DMA is used 
to transfer data between memory-mapped 
addresses without tying up processor resources. 
The DMA controller is a separate bus master 
from the processor, and if care is not taken the 
access control polices applied to the CPU are 
not consistent with the restrictions placed on the 
DMA. In the Hack@DAC design, assets such as 
system timers could be accessed by unprivileged 
software via the DMA unit.

  
Software Configuration and Usage Vulnerabilities 

• Access Control Polices: The AXI-4 Crossbar 
implemented a programmable “firewall”  
allowing privileged software to designate allowed  
and disallowed access to every peripheral on the 
bus from each combination of processor privilege 
level and bus master. The vulnerability was that  
the settings programmed by firmware during  
boot allowed unprivileged access to almost  
all peripherals. 

• Privileged Code Integrity: The memory region 
where trap handler code resides during opera-
tion is not protected and can be overwritten by 
unprivileged software allowing arbitrary code 
execution in machine mode. 

• System Calls: In the Beta-Phase several privileg-
ed software APIs for usage of the SHA and AES 
accelerators were provided, however these 
functions did not validate input pointers.  
An unprivileged attacker could exploit this to 
achieve writes to arbitrary memory locations.

 
KEY TAKEAWAYS 
Failure to address security can be a costly mistake, 
including the impact they may have on consumer 
confidence, personal privacy, and brand reputation. 
The existence and exploitation of hardware 
vulnerabilities can also increase time-to-market, 
reduce vendor trust, and lead to costly lawsuits, chip 
recalls or even loss of life.

Whether it’s a hacking contest or a real-world design 
project, an in-depth knowledge and understanding 
of the design is an essential pre-requisite to finding 
any hardware security vulnerability.  While RTL 
designers and verification engineers fulfill this pre-
requisite, these engineers are not necessarily security 
experts.  Adding verification of security requirements 
to the already long list of functional verification 
requirements without providing tools tailored to 
security verification puts a significant burden on the 
verification teams.  Manual code, design reviews 
and functional simulation are just not sufficient or 
scalable.  Systematic and specification-driven security 
verification is necessary to achieve the needed higher 
coverage of the complete design space. Automated 
security verification tools and methodologies such 
as Tortuga Logic’s RadixTM with Mentor's Questa® is 
necessary for enabling the creation of trusted and 
assured microelectronics. 
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ABOUT TORTUGA LOGIC
Tortuga Logic is a cybersecurity company that 
provides hardware security verification solutions 
and services that enable ASIC, SoC and FPGA 
design and security teams to detect and prevent 
security vulnerabilities. Unlike software and 
firmware security solutions that do not find 
underlying hardware flaws or manual penetration 
testing that finds issues after the device is 
manufactured, RadixTM detects and prevents 
hardware security issues, early in the design 
process, leveraging your existing design and 
verification tools and methodologies.

For more information please visit tortugalogic.com.
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The verification of modern-day processors is a 
non-trivial exercise, and RISC-V® is no exception. 
In this article, we present a formal verification 
methodology for verifying a family of RISC-V® “low-
power” processors. Our methodology is both new 
and unique in the way we address the challenges of 
verification going beyond just functional verification. 
We focus on architectural verification, lockstep 
verification (part of functional safety), X-issues due to 
low-power design, and security. Our approach finds 
bugs in previously verified and taped-out cores as 
well as establish bug absence through exhaustive 
proofs of correctness for end-to-end checks.

At Axiomise, we have designed a new RISC-V® ISA 
Formal Proof Kit® covering the RV32IC subset of 
the RISC-V® ISA (so far) to address the problem 
of architectural verification. We find architectural 
bugs – ISA instructions not executed in the micro 
architecture but also prove bug absence exhaustively 
when an ISA has been implemented correctly. Using 
Questa® PropCheck, so far, we found several bugs 
covering architectural violations, X-propagation, and 
potential security vulnerability on zeroriscy besides 
seeing multiple failures with deadlock checks. On 
ibex, a new 32-bit core under development, so far, 
we have discovered several failures on architectural 
checks and eight violations of lockstep verification, 
and X-issues. Our work defines a new milestone in 
exhaustive formal verification of microprocessors as it 
proposes a new way of addressing several verification 
challenges by combining our new formal tool vendor-
neutral ISA Formal Proof Kit® along with lockstep 
verification, deadlock checking, X-checking, and 
security analysis.

Our proof kit can be used by any designer or 
verification engineer using any formal verification 
tool of their choice. Within minutes of setup, they 
will be up and running finding bugs as well as having 
proofs of bug absence as well as establishing ISA 
compliance. All results reported in this article have 
been communicated to the PULP platform team and 
the DV engineers at lowRISC, Cambridge who are 
designing ibex.

INTRODUCTION
Functional verification of processors has been a 
known challenge, but with the advent of open-source 
RISC-V® a new wave of computing has ushered. Not 
only universities, but several big corporations have 
accelerated the design of new RISC-V® cores. The 
range of applications is varied from the smallest 
2-stage, pipelined low-power CPUs to bigger out-
of-order superscalar designs. One thing, however, is 
common – verification remains a challenge. Despite all 
the excitement on new micro-architectural variations 
from chip vendors, one still needs to demonstrate that 
the design works as intended. Because the ISA itself is 
free and open-sourced and in many cases, the design 
implementations are also open-source, it has become 
easier for formal verification evangelists to investigate 
whether these designs do as they say on the tin.

The RISC-V® design eco-system is also spanning a 
new verification eco-system, especially for formal 
verification with several players now exercising 
formal verification ranging from theorem proving 
to property checking based solutions. Whereas, 
theorem proving based verification doesn’t suffer 
from the state-space explosion challenge that formal 
property checking based verification has, the learning 
curve with theorem proving is significant and is not 
something widely adopted in the industry at large. 
Another major weakness of theorem proving is that 
while one can construct proofs of correctness by the 
safe and systematic application of inference rules in 
a theorem prover, one cannot ever obtain a counter-
example when there is a bug in the implementation or 
specification. You almost need a mathematical wizard 
to discover the problems as part of the proof building 
process!

Formal property checking aka model checking is an 
automated formal verification technology suited for 
finding bugs as well as building proofs with several 
established commercial vendors offering formal tools 
with a very wide base of users in the industry. The 
main challenge is in understanding how to develop 
formal properties that can generate predictable & 
scalable results across all the formal tools.

Formal Verification of RISC-V® Processors  
by Ashish Darbari, Axiomise
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In this article, we present a formal verification 
methodology that provides a tool vendor-agnostic 
solution for the formal verification of RISC-V® 
processors requiring the user to have no formal 
verification expertise. With a simple set up, the 
user can orchestrate a range of verification checks 
on their RISC-V® designs without having to write 
a single line of the verification code. As our 
solution is designed using the non-proprietary 
SystemVerilog Assertions (SVA) supported by all the 
tool vendors, it makes it easier for designers and 
verification engineers in the industry to understand 
our solution, review it, and expand on it if they 
choose to. Using our kit, users get the results 
verifying beyond doubt that their design will work 
as intended against the architectural requirements 
of the RISC-V® ISA. Our methodology also provides 
checks for finding deadlocks in the design as well 
as probing the design for any X-related issues 
typical of low-power designs, while at the same 
time finding dynamic power issues and discovering 

any potential security holes as well as establishing 
baseline compliance for lockstep verification —  
a requirement for automotive processors.

 
THE AXIOMISE METHODOLOGY
Our formal verification methodology is built 
around addressing the architectural verification 
problem for RISC-V® as well as all the necessary 
micro-architectural challenges. The Axiomise ISA 
Formal Proof Kit® is designed using the RISC-V® 
ISA specification and is customized for every new 
implementation within minutes. The customized kit 
contains SVA properties that are then used to verify 
the specific RISC-V® implementation using the best-
in-class formal verification tools such as Questa® 
PropCheck as shown in Figure 1.

We designed several automated formal verification 
techniques that were used to address the many 
challenges of (1) architectural verification, 

Figure 1: Our architectural proof kit finds bugs and proofs using Questa® PropCheck within minutes!
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 (2) X-propagation, (3) deadlock verification, (4) lock-
step verification, (5) security, and (6) dynamic power. 
The key aspects of our methodology are outlined here.

Architectural Verification
We considered each instruction as a dynamic 
transaction in hardware with a defined starting 
point (when it is issued) and an endpoint (when 
it completes). Mostly, we had one assertion per 
instruction check (with some exceptions such as 
JAL and JALR, and LOAD/STORES). The basic 
methodology relied on capturing the start, and the 
endpoint of each instruction by sampling expected 
values and actual value in testbench registers and 
controlling the sampling through the start point and 
endpoint. This way we allowed complete freedom 
to the CPU to issue whatever instruction it wanted 
to and when it wanted to, but our modeling code 
will sample in the start point, endpoint, expected 
value, and actual value whenever an instruction was 
detected to have been issued and completed. This 
approach allowed a whole stream of instructions to 
be in flight at any time during our checking, allowing 
all kinds of permutations of instructions to be in flight 
before and after the one we are checking at any point 
of time. The basic code for each check states that 
“when this instruction is issued, then sometime later 
we expect to see the results of its execution” having  
a cause-effect relationship captured in the assertion.

Consider the following example of checking a BEQ 
instruction in the RISC-V® ISA. The BEQ instruction 
specification states that if the values in register rs1 
and rs2 are equal when a branch-if-equal (BEQ) is 
detected then the next state of the program counter 
(PC) will be the branch address. It is modeled in our 
proof kit through the following SVA.

 
Note the use of $rose. It allows for efficient simulation 
runs for the same assertion and the use of the 
macro `REG_DELAY, which specifies for a given 
implementation how long will it before the PC will be 

updated. Also, note the use of axiomise* prefix, which 
is used to distinguish the namespace of testbench 
signals from design signals. The following expressions 
in Verilog define the signals used in the property.

We ensured that we didn’t make comparisons directly 
with the branch address signal in the design, but 
instead had an expected model of it in the testbench 
derived from the ISA.

X-Propagation
We wrote checks to verify that none of the design 
signals were unknown. Rather than writing these 
checks for all design signals, we wrote them only for 
signals on the interfaces of the design units. Our view 
was that if an X cannot reach the interface of a module, 
it cannot reach the output either, though we did have 
checks on the output pins as well. One important point 
on methodology – in formal tools, the checking on a 
3-valued domain is not turned on by default, so one 
must explicitly turn-on the X-checking. The treatment 
of Xs on primary inputs is also different between 
different tools. So extra care is needed to enforce 
constraints on primary inputs to force non-X values on 
them, or else we get spurious failure. If we drive X on 
inputs, we see X-propagating on the outputs.

Deadlock Checking
For checking deadlocks, we created a library of 
assertion checks for each single-bit signal in the 
design (including wires, registers and control states 
in FSM) and asked the question if they would toggle 
infinitely often.

Security Checking
For security, we didn’t have detailed specifications, 
so in the absence of such detailed requirements, we 

assert property ($rose(is_a_beq) &&  
                              (axiomise_REG_rs1==axiomise_REG_rs2)
                              |-> ## `REG_DELAY axiomise_n_pc== 
                                           branch_addr);

assign branch_addr = axiomise_decoded_pc +
   {{19{axiomise_instr[31]}}, 
            axiomise_instr[31], 
            axiomise_instr[7], 
            axiomise_instr[30:25], 
            axiomise_instr[11:8], 1'b0};
assign is_a_branch = axiomise_instr[6:0] == 
 AXIOMISE_OPCODE_BRANCH; 
assign is_a_beq = is_a_branch && axiomise_instr[14:12]
 ==3'b000;
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explored potential security vulnerabilities by asking 
questions on design-build quality and architectural 
compliance. If the design-build quality is robust, it 
means it is immune to certain malicious code insertions 
(trojans), and additionally, if the design can provably 
demonstrate the compliance against the ISA, then it is 
secure with respect to the ISA. These two analyses do 
not mean that the design is 100% secure – it only means 
it is secure against a subset of vulnerabilities.

Lockstep Verification
For formally verifying lockstep behavior we created 
two copies of the cores and tied their inputs together. 
We then instrumented checks to verify if the outputs 
of the cores always remain equal. This approach is 
enough to catch all lockstep bugs.

Dynamic Power
We investigated a class of failures related to the 
stability of signals on the interface of the core. We 
wanted to check if the payload remained stable when 
it should and doesn’t cause any unnecessary toggle 
of flops resulting in dynamic power consumption.

 
RESULTS
In the first instance, we started verifying the well-
known 32-bit processor zeroriscy from the PULP 
platform group, which had been previously verified 
and taped-out at 40nm in ASIC and FPGA. Within 
the first six weeks, we found several deadlock bugs 
as well as exhaustively proved end-to-end functional 
properties on ISA. A lot of the time spent in this initial 
phase was spent in building our ISA Formal Proof Kit® 
and understanding/debugging failures. The actual 
run-time for the checks was a matter of hours but 
debugging each failure and classifying it as a genuine 
design bug took time.

Zeroriscy
Deadlock: Most of the bugs were down to a buggy 
debug unit. The debug unit caused 77 deadlock 
properties to fail out of the 134 checks suggesting a 
problem. We reported these to the designers, but as 
the designers already know that there are problems 
with the debug, they haven’t investigated any of these 
failures. We have done an initial investigation on a 
few of these and found that if the incoming debug 
request arrived more than once or if there was a 

debug resume event after the first debug request was 
initiated, it causes several design signals to lockup.

Architectural & Security: We found an interesting 
bug through an architectural check on the LOAD 
instruction. This bug not only causes problems with 
functional correctness of the LOAD execution but 
also exposes a potential security vulnerability.

Dynamic Power: Another class of bugs we found 
were on the instruction and data memory side where 
stability checks had failed. The core sends out a valid 
request (*req_o) and when an incoming grant (*gnt_i) 
arrives the address and other related payloads such 
as write data, and byte-enable is transferred across 
the memory interface. What we noted was that if there 
is no incoming grant, but there is a valid outgoing 
request (req_o==1’b1), the address, write data and 
byte-enable was not stable. Our initial response was 
that these are functional bugs. Designers, however, 
believed that this is not a real design issue and to save 
the area for a low-power processor, not using registers 
is a small sacrifice to make. We found that the stability 
problem does not affect the actual execution of any 
instruction, so yes, it may not be a functional issue. 
However, we believe that as addresses, write data, 
and byte-enable toggle, they burn dynamic power. If 
for example, the incoming grant is delayed for several 
cycles on the interface, these signals will continue 
to toggle burning power – not ideal for a low-power 
processor. When we conveyed this to the designers, 
they seem more persuaded to fix this issue.

X-Propagation: Other bugs that we found were 
about redundant undriven logic (causing X issues), 
redundant, unused signals with constant values, and 
a potential security vulnerability found due to a failing 
check on the execution of the LOAD instruction.

Lockstep: We didn’t find any bugs with lockstep 
verification (provided we turn-off the incoming 
debug_req_i pin) and were able to exhaustively  
prove that two copies of the zeroriscy core would  
run in lockstep.

ibex
Deadlock: For deadlock checking, we found 28 
properties that failed the deadlock check, while 40 
were proven exhaustively. We didn’t investigate all the 
28 failures but certainly investigated a few. The tools 
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show us a scenario where it is possible to drive an X 
on the instruction bus infinitely often causing some of 
the signals to be stuck at 1 or 0. For example, a 32-bit 
X value can be assigned a combination of 0s and 1s so 
that it causes the opcode to remain a STORE (or LOAD) 
forever, causing a data write signal to remain high 
or low forever. Although we could call this scenario 
somewhat pathological, it is certainly possible.

Architectural: For ibex, the results are different from 
zeroriscy, and that is to be expected as the core is still 
under development, although ibex has been cloned 
from zeroriscy. We wanted to test our ISA Formal 
Proof Kit® initially on ibex, so we started initially with 
just architectural testing in mind. It took 30 minutes to 
set up our proof kit. Our initial set up was to turn off 
the debug completely (disable the incoming debug_
req_i pin) as we thought ibex was a clone of zeroriscy 
with now a known debug issue it would be wise to 
constrain the debug interface off. Once the debug 
was disabled, we started getting exhaustive proofs 
of correctness for all the ISA checks in our proof kit. 
47% of these were proven in about 25 minutes of wall 
clock time, further 33% in 2 hours, and the last 20% in 
about 24 hours.

However, once we enable the debug_req_i pin to 
go high by disabling our constraints on the debug 
interface, we noticed that almost all the ISA checks 
(about 57 of our ISA properties) failed. It turned out 
that almost all of them are down to one major bug 
in the design related to a controller state machine. 
When the state machine was in the DECODE state 
and an input debug request was made in that cycle; it 

will end up failing the execution of the instruction that 
was in flight (being decoded and executed), as shown 
in Figure 2.

X-Propagation: We tested ibex for X-propagation 
and found eight bugs, regardless of whether the 
debug interface is enabled or not. It means that the 
processor will exhibit correct functionality for all 
instructions we tested when debug is disabled, but it 
will show reachable X issue for some of the outputs 
of the core. When a design runs in silicon, there is 
no X, only 0s and 1s. The X that cause differences 
in lockstep behavior does not cause any problems 
during the ISA execution. It is because an X is treated 
like a Boolean during a normal formal verification run, 
allowing for the X to be replaced by 0 and 1.

Lockstep: We found eight violations for lockstep. The 
root cause of this is X-assignments. If two cores are 
configured to run in lockstep, they exhibit different 
I/O behavior, as the X in the design takes on the 
Boolean value 0 in one copy of the design and 1 in 
the other copy.

Security: It is well-known that if an X is reachable at 
the outputs, it can cause information leakage if an 
attacker can observe the primary inputs. What we 
see with the X-failures and lockstep analysis – visible 
Xs and lockstep differences on outputs exposes 
potential security vulnerabilities with ibex. Our 
deadlock analysis revealed that due to the X-problem, 
some of the outputs and internal state could be 
deadlocked; this happened due to the Xs on the 
instruction bus. Though it seems pathological at first, 

Figure 2: BEQ failure on ibex, with a bug that affects nearly every instruction in ibex
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we believe an attacker can make use of these input 
scenarios to cause the core to lockup.

Dynamic Power: The dynamic power issue we noted 
on zeroriscy exists on ibex as well at the time of 
testing it.

 
CONCLUSION
Our reusable methodology provides unique insights 
on verifying a family of RISC-V® processors, some of 
whom have been previously verified and taped-out. 
We found bugs (including corner case ones) and 
proved conclusive bug absence when we fixed bugs. 
Although we used Questa® Formal for most of our 
work, our solution is completely vendor agnostic, 
can be run with any formal tool. We have used the 
well-known general-purpose languages – Verilog 
and SVA supported by all the formal tool vendors. 
We believe this is a significant milestone – industry’s 
first vendor-neutral solution that is able to prove end-
to-end functional correctness and finding bugs in 
32-bit processors using vendor-neutral formal tools, 
using our automated architectural (ISA) Formal Proof 
Kit® augmented with other important verification 
tasks such as deadlock and lockstep verification and 
X-propagation. More details are available from the 
RISC-V® YouTube® channel. All results reported in 
this article have been communicated to the PULP 
platform team and the DV engineers at lowRISC, 
Cambridge who are designing ibex.

https://www.youtube.com/channel/UC5gLmcFuvdGbajs4VL-WU3g
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