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Check out an  overview of what “deep learning” 
actually means and what’s involved in system 
hardware design, and how to verifying it when 
the need for emulation is obvious.

Explore the intricacies of safety and liveness 
properties to automatically identify deadlocks  
in formal verification with a team of our experts.

Learn how Questa® inFact can generate 
command sequences that will exhaustively 
exercise a complex state machine.

Gain some critical insights on how to apply  
the new Portable Test and Stimulus Standard  
in a way that maximizes the reuse benefits  
when sharing test intent and IP between  
teams and projects.

Discover a methodology that will help overcome 
the common challenges often faced in verifying 
CDC protocols and better utilizes formal model 
checking and simulation-based technologies to 
improve your protocol verification results.

I admit it. I’m a huge Harry Potter fan. I own a complete first-edition set of 
the books and actually drove over an hour and a half each way to pick up 
my niece and nephew as my “excuse” to see the first movie when it came 
out, since my own children were too young at the time. I have read all the 
books (or listened to the audiobooks) and watched all the movies more 
times than I can count. When my son got older I read the books to him at 
bedtime, and later with my daughter. 

My rule has always been that you have to read the book before you can 
see the movie — a rule that I scrupulously apply to any book-to-movie 
endeavor. If you see the movie first, then when you read the book all you 
will see in your mind is the corresponding scene from the movie. But if 
you read the book first, then your imagination can run wild and bring 
the story to life in a way that a movie simply can’t match. Also, there 
are usually details in the book that they can’t fit into the movie (with the 
possible exception of the 9-hour trilogy version of The Hobbit). So, in  
a way, the book is the specification and we as consumers judge how  
well the filmmakers did in implementing the story. So, we’re kind of  
like verification engineers! You knew I’d bring it around to verification, 
didn’t you?

This issue of Verification Horizons is more “intimate” than usual, but I’m 
sure you’ll still find plenty of helpful insights throughout these articles. 
We start with our featured article, “Why Hardware Emulation Is Necessary 
to Verify Deep Learning Designs,” by my Mentor colleague Jean-Marie 
Brunet and noted verification expert Lauro Rizzatti. Before making 

the case as to why emulation is required, they provide one of the best 
overviews of what “deep learning” actually means and what’s involved in 
designing hardware to implement such a system. When you consider the 
requirements for scalability, virtualization and determinism in verifying a 
deep learning system, the need for emulation is obvious.

In “Deadlock Prevention Made Easy with Formal Verification,” a team of 
our formal verification experts at Mentor explore the intricacies of safety 
and liveness properties to identify deadlocks in formal verification. As 
you’ll see, the way to automate deadlock detection is by using some 
unique capabilities of Questa® PropCheck and AutoCheck. The article 
actually walks you through a real use case to illustrate these powerful 
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additions to your formal verification toolkit. You’ll 
have to read the article to see how raccoons and 
koalas fit into the discussion.

In “Exercising State Machines with Command 
Sequences,” my Mentor colleague and Portable 
Stimulus guru, Matthew Ballance, shows us how 
Questa® inFact can generate command sequences 
that will exhaustively exercise a complex state 
machine. The key is to use inFact’s Coverage Creator 
feature to auto-generate a complex SystemVerilog 
covergroup from a relatively simple specification 
which, coupled with a straightforward set of 
constraints, will let inFact automatically create a set 
of sequences to exercise the state machine. This 
is a great example of how inFact can let you take 
advantage of Portable Stimulus technology in your 
existing simulation-based verification environment.

As a special treat in this issue, we’re sharing  
two articles that were recently presented at  
DVCon Europe. In “Designing a Portable Stimulus 
Reuse Strategy,” Matthew shares some critical 
insights on how to apply the new Portable Test and 
Stimulus Standard in a way that maximizes the reuse 
benefits when sharing test intent and IP between 
teams and projects. Just as UVM formalized a 
methodology for SystemVerilog, this article outlines 
a methodology and accompanying planning process 
that will enable you to take full advantage of this 
exciting new technology

Last but not least, we bring you “Don’t Forget the 
Protocol! A CDC Protocol Methodology to Avoid 
Bugs in Silicon,” by our Clock-Domain Crossing team. 

CDC issues can be some of the most difficult to 
verify, especially in complex designs where it’s hard 
enough just to verify the basic functionality without 
worrying about metastability. Unfortunately, we have 
to worry about metastability and other CDC-related 
issues. The article proposes a methodology that will 
help overcome the common challenges often faced 
in verifying CDC protocols and better utilizes formal 
model checking and simulation-based technologies 
to improve your protocol verification results.

Arthur C. Clarke said that “any sufficiently advanced 
technology is indistinguishable from magic.” While 
I don’t claim that any of these great articles will 
eventually be made into a movie (although the 
raccoon/koala article probably has the best chance), 
I encourage you to read them all and let your 
imagination take you to a place where magic is real.

Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons

Harry Potter is a trademark and © of Warner Bros. Entertainment, Inc.
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There is no doubt that computers have changed our 
lives forever. Still, as much as computers outperform 
humans at complex tasks such as solving complex 
mathematical equations in almost zero time, they may 
underperform when solving what humans can do 
easily — image identification, for instance. Anyone in 
the world can identify a picture of a cat in no time at 
all. The most powerful PC in the world may take hours 
to get the same answer.

The problem belongs to the traditional control-
processing-unit (CPU) Von Neuman architecture. 
Devised to overcome the inflexibility of early 
computers that were hardwired to perform a single 
task, the stored-program computer, credited to 
Von Neuman, gained the flexibility to execute any 
program at the expense of lower performance. 

Limitations of the stored-program computer, 
compounded by limited data available for analysis 
and inadequate algorithms to perform the analysis, 
conspired to delay artificial intelligence (AI), and 
its sub-classes of machine learning (ML) and deep 
learning (DL) implementation for decades.

The turning point came around the beginning of this 
decade when the computational error in the ability 
to recognize images via DL started to decrease, and 
in 2015 crossed over the ability of humans,  as shown 
in figure 1. The human error in image recognition is 
slightly higher than 5%. Today DL is widely successful 
in image and video recognition. 

CONVOLUTIONAL  
NEURAL NETWORKS 
DL is built on convolutional neural networks (CNN), 
artificial neural networks similar to the brain’s network 
of neurons. They consist of a huge array of several 
billions or even trillions of simple arithmetic operators 
including multipliers and adders that are tightly 
interconnected. 

It is not the vast number of operators that make a 
CNN complex. Rather, its complexity stems from the 
way they are layered, arranged, and interconnected. 
The largest CNN designs include multi-billion ASIC-
equivalent gates. Simpler CNN designs start at 
hundreds of million gates.

Why Hardware Emulation Is Necessary  
to Verify Deep Learning Designs   
by Jean-Marie Brunet — Mentor, A Siemens Business, and Lauro Rizzatti — Verification Expert

Figure 1: For many years, computers  
were underperformers when tasked to solve 

problems that humans can do easily.

Figure 2: DL designs learn through a training 
process that configures the data and deploys it in 

inference mode once trained and configured.

Source: Wikipedia

Source: NVIDIA
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CNN designs are data-path oriented with limited 
control logic. Still, they present significant 
challenges to designers to implement fast and 
efficient data transfers between layered arithmetic 
operators and data memories.

DL designs “learn” what they are supposed to do 
via a training process that configures the multitude 
of weights and biases of the multipliers and adders. 
The more layers, the deeper is the learning. The 
complexity of the task is exacerbated by training 
back-propagation algorithms aimed at refining 
weights and biases.

Once trained and configured, a DL design is 
deployed in the inference mode. See Figure 2.

 
CLASSICAL PROGRAMMING 
VERSUS MACHINE LEARNING 
It is interesting to look at the input information fed 
into and the output information generated from a 
CPU and compare it to a CNN in training versus a 
CNN in inference. See Table I below.

 
CNN PROCESSING POWER,  
COST, ACCURACY 
The computational demand to perform learning 
and inference operations is imposing. DL training 
calls for intensive processing. While DL training 
must be performed only once, a trained neural 
network must perform inference on potentially 
hundreds of thousands of applications, serving 
many millions of users making scores of requests 
to be served quickly in many application scenarios. 
This massive computational load requires 
processing resources that scale in performance, 
power consumption, and size at a price point that 
can be justified economically.

In general, digital computing can be carried out 
using floating-point or fixed-point numerical 
representations. It can also be executed with 
different levels of accuracy, measured by the 
number of bits used to hold the data. While CNN 
learning requires higher accuracy provided by 16-
bit or 32-bit floating point math, CNN inference 
can benefit from 16-bit or 8-bit fixed point, or even 
lower precision. Several analyses performed in the 
past few years prove that 8 bits lead to quality of 
results comparable to those obtained by 16-bit or 
32-bit floating point calculation. 

A rule of thumb captures the interdependency 
between precision and silicon requirement. 
Reducing an arithmetic calculation by 1-bit halves 
the silicon size and power needed to perform it. 
There is a lower limit to the precision not to be 
trespassed without breaking the learned results.

 
WHERE DEEP LEARNING OCCURS 
CNN computation can occur in four spatial 
locations: in datacenters, at the edge of 
datacenters, on desktops, and in embedded 
applications. Depending on whether it is learning or 
inference, some locations are better than others.

Training in a datacenter requires massive 
computational throughput to perform large tasks 
and achieve a high quality of results. On the 
downside, it consumes more power, occupies a 
large footprint, and costs orders of magnitude more 
than edge DL processing.

Conversely, DL computing at the edge is less 
demanding in processing throughput, but provides 
shorter latencies, and accommodates constrained 
power budgets in smaller footprints. DL computing 
on desktops and in embedded applications shares 
the profile with edge computing.

Table I: This matrix compares in/out information between Von Neuman and DL processing. 
Source: Mentor, a Siemens Business

Von Neuman Training in ML Inference in ML

Inputs Rules, Data Answers, Data Rules Data

Outputs Answers Rules Answers
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Ultimately, execution speed, power consumption, 
accuracy, size, and cost are driven by the application. 
Most applications demand lower pricing over lower 
precision of calculation.

 
DETERMINISTIC VERSUS 
STATISTICAL DESIGNS 
Unlike a processor design or any other 
semiconductor design performing a function 
whose output is rigorous and deterministic, AI/
ML/DL designs produce responses that are more 
or less statistically correct. They implement 
complex algorithms that process input data and 
generate responses that typically are correct within 
a percentage of error. For instance, an image 
recognition algorithm running on a CNN design may 
identify a picture of a cat within a margin of error — 
the smaller the error, the more accurate the design.

This poses a challenge to the design verification team.

 
HARDWARE EMULATION FOR  
DL DESIGN VERIFICATION 
Currently, there are four distinctive groups of 
companies developing silicon for AI and, more 
specifically, for DL acceleration.

The first group includes the established 
semiconductor companies, such as Intel, AMD, 
NVIDIA, IBM, Qualcomm and Xilinx. With a few 
exceptions, most have roots in CPUs and Application 
Processors development. The exceptions are NVIDIA 
that leads the AI field with advanced graphics 
processing units (GPUs), and Xilinx (and Intel) that 
bet on the success of the field programmable gate 
arrays (FPGAs), pushing boundaries of the FPGA 
technology.

Second, several large system/software companies 
such as Google, Amazon, Microsoft, Facebook  
and Apple are entering the silicon arena. While  
they started from scratch with no history of design-
ing silicon, they have deep pockets that help them 
recruit the talent to fulfil the objective. They design 
application specific integrated circuits (ASICs) and 
systems on chips (SoCs) targeting CNN and explore 
bold new architectures.

 
 
Third, several intellectual property (IP) companies 
are actively developing IP consisting of advanced 
processing cores to offer huge computational 
capabilities. Among them are Arm, CEVA, Cadence, 
Synopsys, Imagination, Achronix, FlexLogic and  
many others.

Fourth, a plethora of startups with ambitious goals 
and substantial funding are populating the field.  
 

Figure 3: A typical SoC design for AI and DL 
acceleration share many characteristics that 

challenge design verification teams with open-
source software harnesses and frameworks 

organized of drivers, OS, firmware, FrameWorks, 
algorithms and performance benchmarks.  

Source: Lauro Rizzatti
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They include Wave Computing, Graphcore, 
Cerebras, Habana, Mythic and SambaNova 
all creating ad-hoc ASICs with some level of 
programmability.

Regardless of the type of silicon they develop,  
the designs share characteristics that together 
impose a unique set of challenges to design 
verification teams. See Figure 3.

Exhaustive Hardware Verification 
As stated earlier, AI designs are among the  
largest reaching into the two to four billion-
equivalent-gates. A critical aspect of these design 
is the memory access and its bandwidth. Efficient 
memory accesses make or break a design.

Further, a high-level of computational power and 
low degree of power consumption are mandatory.  
A popular metric to measure the above and 
compare designs is TOPS/watt (Tera-Operations-
Per-Second/watt).

All call for thorough and exhaustive hardware 
verification, supported by high debug productivity.

Comprehensive Software Validation

While the hardware is the foundation of CNN 
designs, software plays a critical role, adding 
another dimension to the complexity of CNN 
designs. Designs are built on sophisticated open-
source software harnesses and frameworks created 
and sponsored by some of the big companies and 
better-known universities. The software is organized 
in a stack that includes drivers, OS, firmware, 
FrameWorks, algorithms, and finally, performance 
benchmarks, typically MLPerf, DAWNBench.  
See figure 3.

The ultimate goal is to train a CNN before 
committing to silicon, a task that requires plenty 
of processing power. Reaching the objective 
accelerates time-to-market critical in this hyper-
competitive market and, at the same time, achieves 
quality-of-results. The task falls to the design 
verification/validation team, who can meet the 
challenge via hardware emulation.

HARDWARE EMULATION 
REQUIREMENTS FOR  
CNN VERIFICATION 
One of the prominent hardware emulation 
suppliers, Mentor, a Siemens Business, identified 
three main requirements necessary to successfully 
deploy hardware emulation for design verification 
of CNN accelerators. Requirements are:

1. Scalability 
CNN accelerators differ when developed for data 
centers versus edge installations.

In data centers, accelerators must possess high 
computing power, large memory bandwidth at the 
expense of large footprint and significant power 
consumption.

At the edge, low latency, low-power consumption, 
and low footprint top the list of design attributes.

To succeed in the verification task, an emulator 
must provide a wide range of capacity, and upward 
scalability to accommodate the next generations 
of designs. To be specific, the emulation platform 
should offer a capacity range from tens of million 
gates to 10-billion gates.

As designs scale up, the emulation platform ought 
to scale upward in capacity without compromising 
its performance, necessary to execute AI 
frameworks and process MLPerf or DAWNBench 
benchmarks within the allocated verification 
schedule.

2. Virtualization 
For few years now, deploying emulation in virtual 
mode has been increasing and replacing the 
in-circuit emulation (ICE) mode due to multiple 
advantages. Advantages include simpler 
deployment without hardware dependencies 
typical of ICE, ease/deterministic design debug, 
high debug accuracy, ability to perform several 
verification tasks not possible in ICE (power 
estimation, low-power verification, DFT verification, 
hardware/software debug…), and remote access for 
multiple concurrent users. The virtual mode moves 



8

the emulator out of a lab and into a data 
center making it an enterprise resource.

For Mentor users, advantages are augmented with 
benefits offered by Veloce® VirtuaLAB that boost 
the emulation platform productivity by an order 
of magnitude, enabling more testing on shorter 
schedules.

Given the critical nature of verifying AI designs 
and their software stacks, virtualization allows for 
increasing levels of abstraction and ensures full 
design visibility and controllability to execute any 
verification suite in the search for design bugs. It also 
enables precise measurements of important system 
behavior parameters.

Virtualization enables the execution of a broad 
range of AI frameworks and of any performance 
benchmarks. These tasks would not be possible in 
ICE mode.

3. Determinism
AI silicon is one component of a complex system that
includes software and algorithms, as noted earlier.
Development and optimization of all three require
concurrency of tasks. It is crucial to guarantee that
hardware design mapping into an emulator happens
exactly the same way for every iteration when any
benchmarks, software and algorithms are run on it.

This is possible only by creating a deterministic 
emulation environment.

Design compilation must complete successfully and 
quickly avoiding trial and error in order to produce 
the same results from one compile to the next 
because compilation must be a deterministic process.

Emulation of frameworks, benchmarks and tests must 
run in a consistent order because execution must be a 
deterministic process.

Debug must be a deterministic process. Problems 
found in emulation must be reproduceable, calling for 
a repeatable debug methodology.

CONCLUSION
AI/ML/DL designs are posing new challenges to 
design verification teams. Only hardware emulation 
can confront and tame those challenges.
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You are about to go into a planning meeting for a 
new project when you get a call from one of your 
company’s Customer Advocate Managers: a product 
that you worked on just started shipping in volume, 
and there are a growing number of field reports 
that the system randomly freezes-up after a few 
weeks in operation. While a soft reset “works,” it will 
run anywhere from 5 to 10 days before it has to be 
rebooted again. 

The highly variable MTBF suggests the problem is not 
a clock-domain crossing (CDC) issue (after all, crashes 
from CDC issues would have never made it out of the 
pre-production lab). The unfortunate conclusion is 
that the design’s logic itself has a problem. Somehow 
the code reviews, linting, and constrained-random 
simulations missed case(s) where the system could 
deadlock. The only people happy about this are your 
competitors’ sales reps …

Sound familiar?

To find a way out you need to figure out how your 
design is getting stuck in the first place. Let’s start by 
reviewing the two common flavors of deadlock.

Scenario A – A design gets into a state that it can 
never escape and there is no sequence of inputs you 
can give it to dislodge it from that state. This is the 
classical definition of deadlock. There is no way out 
no matter what you do, like a raccoon in a trap.

Let’s illustrate Scenario A with this simple, three state 
FSM example:

Starting from IDLE, there is an increment state (INCR) 
where you can advance the counter by the value of 
the “in” vector; and then an “increment by 2X” state 
(INCR_2X) to multiply this input by two and add it to 
the counter.

We can stay in IDLE as long as we want; or we can 
start incrementing the counter by one; or we can 
go to increment by 2X and start incrementing the 
counter by two times the input. And we transition 
from the 2X state back to IDLE when the count 
overflows and goes back to zero.

As highlighted in the code example above, the 
trouble happens when we end up in the “increment 
by 2X” state. Observe that if we enter this state when 
the count is an odd number, and since we’re only 
adding even numbers to it, even when it rolls over 
there’s no way it can ever go back to being zero. 
Once we reach this point, there’s no input which can 
get us out of the state — this is a true deadlock.

Figure 1: A finite state machine example of Scenario A

Deadlock Prevention Made Easy  
with Formal Verification     
by Jeremy Levitt, Zyad Hassan, and Joe Hupcey III — Mentor, A Siemens Business 
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Scenario B – This is when your design gets into 
a state that it can actually escape, but even if the 
escape route is obvious the system might tend to 
hang up there. Picture a koala slumbering in her 
favorite eucalyptus tree: why would she want to hang 
out anywhere else? The larger point is that regardless 
of whether there is an obvious or obscure escape 
route, this form of “deadlock” is not always a design 
issue that needs to be fixed.

Back to the corresponding code and state diagram 
example:

As per the highlighted line of code for the IDLE 
state above, the question is whether it is possible 
to deadlock in IDLE. If the DUT was a sleepy koala it 
would say “yes,” because as long as the input is zero, 
the system will stay in the IDLE loop forever. (This 
is a very simple example to illustrate this case — this 

isn’t necessarily a bug, but it is similar to many such 
counter examples found for this type of deadlock.)

Detecting which of these deadlock scenarios is 
occurring is extremely hard because it involves 
multiple things happening at just the right time —  
and it can be a very long time before the right 
conditions manifest themselves.

 
A SOLUTION JUST OUT OF REACH 
First let’s review why it is nearly impossible to 
detect system deadlock with even well constructed, 
constrained-random RTL simulations. Specifically, 
simulation fails to deal with the above deadlock 
scenarios in at least three ways:

• First of all, simulation cannot directly tell if the 
system is deadlocked — you can only observe 
that nothing has happened for a long time. The 
question is, when should you get worried that 
nothing is happening? How long is too long?

• The second problem is that simulation can’t 
differentiate between situations where your 
system is truly locked up (Scenario A, trapped 
raccoon) from a situation where the right stimulus 
hasn’t come along to take the design out of the 
current stuck state (Scenario B, cozy koala).

• Third, simulation is dependent on the engineer 
knowing the right stimulus to trigger a particular 
problem. This is the same challenge that 
simulation has for all properties you’re trying to 
verify, but it is particularly difficult with deadlock 
because it is not only hard to trigger in simulation 
(as it requires a number of specific interactions) 
but also difficult to observe and know that it has 
even happened. 

 
FORMAL TO THE RESCUE? 
Because it employs an exhaustive, mathematical 
analysis, formal verification is uniquely qualified 
to detect the risk of a design going into deadlock. 
Traditional formal-based approaches use two 
foundational formal analysis concepts: liveness  
and safety. Liveness properties are used to specify 
that something good will eventually happen.  
Safety properties state that something bad  
will never happen. 

Figure 2: Code and state diagram  
for a deadlocked system
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Unfortunately, there is a big caveat to manually 
employing these techniques with a mix of 
properties and constraints: you really have to 
know what you are doing. And even then, it can be 
a tedious and error-prone manual process often 
involving many lengthy iterations. For example, let’s 
unpack the “safety” analysis approach. Three steps 
are required:

1. Writing cover properties (e.g., in SVA) to find a 
trace where the system remains in some specific 
state for N cycles:

2. Test if that trace is indeed a deadlock scenario:

3. If the deadlock is not found, modify the cover 
property in (1)

 
Clearly, when you have to repeat this third step over 
and over — which is typically the case — it’s clear that 
the manual application of safety properties to find 
deadlock is impractical. (Granted, it’s a little better 
if you know that your system has to respond within 
a certain number of cycles. In this case, applying 
safety properties has a decent chance of working.)

Conversely, when there is no clear spec for when the 
system should time out – or that time out is a very 
long time (seconds) in the formal or even simulation 
world – the initial course of action is to check for 
deadlock using liveness properties. The catch is 
that with either SVA or PSL liveness properties, you 
indeed will find a lot of Scenario B (koala) deadlocks; 
but be forewarned that you will have to also do a lot 
of iterations constraining away all Scenario B (koala) 
cases you will find before you eventually unearth 
the Scenario A (raccoon) case. Bottom-line: it’s also 
painful to iteratively apply liveness properties.

The good news is that there is an academic formal 
property specification language that can be 
employed for verifying Scenario A (raccoon) case: 
Computational-Tree Logic (CTL). The bad news this 
is an academic language that is not user-friendly 
for engineers familiar with SVA and PSL. Indeed, 
there is no mainstream commercial support for this 
language today.

A different academic language: Linear-Temporal 
Logic (LTL) – addresses the Scenario B (koala) 
case. It is actually a subset of SVA and PSL, where 
historically PSL and SVA grew out of this language; 
and there is commercial support for it. However, as 
noted above, regardless of whether your liveness 
property was expressed in LTL, SVA, or PSL 
directly, you still have to manually create flows that 
involve running formal multiple times, extracting 
information from the results, constraining their 
design, and re-running it over-and-over again.

Bottom-line: even though formal verification 
engineers can use liveness and safety properties 
to try to verify the absence of deadlock, they must 
manually cobble a lot of things together, which is a 
painful and unreliable exercise.

Fortunately, a new development has changed  
the picture.

 
NEW FORMAL-BASED 
AUTOMATION 
Recently Questa® PropCheck has enhanced 
the Scenario B / LTL / koala analysis by running 
alongside it new formal algorithms for Scenario A 

Figure 3: Liveness vs. Safety Failures

cover property (@posedge clk)
  design_state == `SOME_SPECIFIC_STATE [*30];

assert property (@posedge clk)
   design_state == `SOME_SPECIFIC_STATE;
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/ CTL / raccoon analysis, which leverage standard 
SVA or PSL properties to capture the deadlock 
specification. It automates what was formerly too 
esoteric for practical purposes, making full deadlock 
analysis readily available to everyday, professional 
formal users. Because all the things that used to be 
done manually are now built-in, PropCheck replaces 
tedious, error prone approaches. This is a unique 
capability that is not available in any other tools today.

Another advantage of this formal-based solution is 
that you can start writing properties and running the 
formal tools as soon as the RTL is ready. There is no 
big UVM testbench or infrastructure that you need to 
put in place before you can start verification. If you’re 
worried about deadlock and you have complicated 
interactions, you should write those properties 
upfront as part of the design process, then you  
are really ahead of the game.

 
EXAMPLE WORK FLOW 
Referring back to the code example shown when we 
first introduced the scenarios above, let’s input the 
following two SVA properties into Questa® PropCheck:

The first property asks, “Can we deadlock  
in the IDLE state?” 

The second property is saying, “Can we deadlock  
in the INCR_2X state?”

We run the tool, and the SVA properties fire, 
indicating the engines have identified some issues.

Referring to the first line of the screen shot segment 
in Figure 4 below: presuming for a moment that you 
keep that input at zero, the DUT will never leave the 
IDLE state. But Questa® PropCheck runs a deadlock 
check by performing the Scenario A / CTL / trapped 
raccoon analysis and displays the green checkmark 
to tell you, “Nope, you’re all good because whatever 
stimulus you use here to get stuck, I can extend that 
stimulus with additional inputs to get you unstuck.”  
So by combining the traditional SVA liveness analysis 
with the “CTL-style” deadlock checking (under-the-
hood), you can differentiate between these two  
very different cases: the unmotivated koala and  
the trapped raccoon.

Referring to the second line in the Figure 4 output 
example, the test to see if we’re deadlocked in the 
“increment 2X” state comes back with a red “X” to 
tell you, "Yes, here you are really stuck. There is no 
stimulus I can provide to break out of this loop."

Additionally, a counterexample waveform is 
generated to show the circuit getting stuck in the 
INCR_2X state. It makes the input non-zero in the 
IDLE state to go to the INCR state, and then it adds 
one to make the counter odd before setting the 
input value to two to cause the transition to the 
INCR_2X state. Then when you enter INCR_2X, the 
count becomes odd, and the design will be stuck in 
that state forever. The waveform in Figure 5, above 
right, indicates that if you provide the same inputs, 
you’re never going to leave this state.  Note that the 
waveform just shows one possible choice of inputs 
inside the loop – by definition, no matter what inputs 
are provided, the DUT is never leaving that state. 
Hence, this is the counterexample you can get by 
applying the Scenario A / raccoon / “CTL style” 
deadlock liveness to generate an unequivocal 
deadlock situation.

Referring to Figure 6, and going back to our req-ack 
example with a “raccoon” deadlock: here is a situation 
where you made a request and you haven’t had an 
acknowledgment, and then the design goes into a 
loop. 

This is useful information. Since we found our 
counterexample using this Scenario A (raccoon) 
analysis, we found a real bug in the design, and we 
have something to go off and debug! However, a 

A_IDLE: assert property (s_eventually st != IDLE);
A_INCR_2X: assert property (s_eventually st != INCR_2X);

Figure 4: Example Scenario A and B results  
in Questa® PropCheck
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confusing and somewhat counterintuitive aspect 
is that if we get a proof that there is no such 
counterexample, that doesn’t mean that our system is 
deadlock free. Rephrasing, while we can prove that 
there’s no such counterexample like this, the system 
might still have deadlock.

 
THERE IS A LITTLE BIT MORE TO IT ... 
It’s important to realize that the Scenario A (raccoon) 
analysis is actually about bug hunting and not formal 
proofs, per se. This analysis makes it much easier 
to find deadlocks because it allows us to directly 
target what a real deadlock in the system is. If we 
can find one of these, we have found a real bug. On 
the other hand, with Scenario A proven to be clean, 
it means that the Scenario B (koala) analysis should 
be reporting escape routes, because if it is not, by 
definition, it means the animal is actually trapped and 
you will get an error from the Scenario A (raccoon) 
analysis in the first place.

The larger point is that it’s critical to understand all 
the escape routes the koala analysis uncovers; and 
thus, by process of elimination, you should remove or 
constrain away the escape routes until you are certain 
all such paths are either ok or trouble.

The most common escape 
route in any DUT is reset. 
If the reset signal hasn’t 
been constrained, and 
you can always assert 
the reset signal and to 
bring the state machine 
back to IDLE, then strictly 
speaking the system is 
never going to have a true 
deadlock because you 
can just hit reset and the 
algorithm’s going to say, 

“Oh, yeah. If I get stuck in this state, I hit reset and I'm 
out of it.” 

Clearly you don’t want your customers to constantly 
have to reset their systems because it’s the only way 
out of a deadlock. Hence, it’s essential to constrain 
away the reset case so you can enable the analysis to 
find “real” escape routes or deadlocks.

Peeling the onion further, look at the other escape 
routes reported by the tool to determine their 
legitimacy. For example, maybe the koala escaped 
by enabling the scan chain, scanning out everything, 
and scanning in some other states, etc. By identifying 
all these omissions of constraints and then updating 
your constraints, you can close off all the undesirable 
escape routes one-by-one.

This eventually ends up at a point where either 
you’ve removed one of the these illegal escape 
paths and discovered a true deadlock situation, or 
you’ve constrained away all of the Scenario B (koala) 
counterexamples, in which case there is no deadlock 
because there’s no ability to loop. In summary, it 
is important to use both Scenario A and Scenario 
B analyses together to make sure you’ve properly 
verified the system.

Back to our example DUT: Figure 7 on the following 
page shows the waveform from the Scenario B (koala) 
situation. Note that the design is in IDLE initially, and 
as long as the input is kept at zero, it stays in the idle 
state. Indeed, this first part is the counterexample  
you would have got from a traditional formal tool.  
 
 
 

Figure 5: Simple FSM — Scenario A Deadlock Waveform

Figure 6: Scenario A (Trapped Raccoon) Example
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But with the addition of the Scenario A analysis under-
the-hood, you can compute the escape waveform 
and show that if you assert the input to one, then the 
design moves out of IDLE and on to some other state.

In general, by looking at these waveforms, you can 
quickly identify the constraints which were missing; 
and by looking at the transitions where it escaped, 
determine whether or not it really is a deadlock free 
system or not.

In practice, the formal analysis finds the deadlock 
traps relatively fast. Additionally, there usually aren’t 
that many constraints that are missing. There might 
be some obvious ones like a reset, a scan chain, or 
maybe the formal tool can generate some sort of 
illegal error condition and cause a reset. But, once 
you’ve constrained away the behaviors that you don’t 
want the analysis to consider, the tool will be single-
mindedly focused on finding true system deadlock.

  
WHEN CRITTERS RUN FREE 
In summary, the risk of a design going into deadlock 
is not something you can effectively verify with 
simulation. You could try to do it with traditional 
formal liveness and safety properties, but that is a 
painful and error prone process. Fortunately, the 
LTL and CTL algorithms have been embedded in 

Mentor’s PropCheck formal 
property checking tool to 
help you detect traps and 
uncover hidden escape 
routes. This innovative, 
unique solution allows 
verification engineers 
to employ traditional 
SVA syntax and quickly 
differentiate between your 
DUT resting in a tree or 
trapped in a cage. 

Figure 7: Simple FSM — Scenario B Deadlock Waveform
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Almost every non-trivial design contains at least one 
state machine, and exercising that state machine 
through its legal states, state transitions, and the 
different reasons for state transitions is key to 
verifying the design’s functionality. In some cases, we 
can exercise a state machine simply as a side-effect of 
performing normal operations on the design. In other 
cases, the state machine may be sufficiently complex 
that we must take explicit targeted steps to effectively 
exercise the state machine. In this article, we will 
see how inFact’s systematic stimulus generation 
and ability to generate constraint-aware functional 
coverage simplify the process of exercising a state 
machine by generating command sequences.

STATE MACHINE EXAMPLE 
The example used in this article is the state machine 
for an LPDDR SDRAM memory. A generic and slightly-
simplified LPDDR diagram is shown below, with the 
relevant states and commands that provoke these 
transitions. 

The state machine shown here appears deceptively 
simple. As we will see, exercising all valid three-deep 
sequences of commands is far from trivial! Much of 
the complication comes from the fact that we don’t 
just need to exercise the state machine. We also need 
to ensure the design is in a state where transitions in 
the state machine can be exercised. 

MAPPING TO STIMULUS 
There are a few ways that we could write stimulus 
for generating LPDDR commands to exercise the 
memory device’s state machine. We could write 
a transaction that represents a single LPDDR 
command and not attempt to target the sequence 
of commands. On the other extreme, we could write 
a set of directed tests that attempts to exercise 
each possible transition in the state machine. We 
will take a slightly different path, and capture the 
constraints that relate the device state to each of the 
three commands. This will allow us to use inFact’s 
systematic stimulus generation to efficiently exercise 

all the valid command 
sequences.

Identifying State 
The LPDDR state  
machine, like many  
others, is conditioned  
by device state. For 
example, in order to 
perform a write (WR_x) 
on one of the banks, 
that bank must be in the 
active state. Our first task 
is to identify the device 
states that dictate the 
valid commands that can 
be applied at any given  
point in time.  
 

Exercising State Machines  
with Command Sequences    
by Matthew Ballance — Mentor, A Siemens Business 

Figure 1:  LPDDR State Machine
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With LPDDR, there are two elements of state to be 
aware of:

• Whether the device is in the self-refresh state
• Whether a given bank is active 

We start by capturing these state elements in a struct, 
as shown below in Figure 2. Note that in this LPDDR 
memory, there are eight banks.

Figure 2: LPDDR State Information

We will use this state to condition the set  
of commands that can be generated next.

Identifying Command-Generation Constraints 
The first thing we need to do in forming the 
command-generation constraints is to identify the set 
of commands. The enumerated type shown in Figure 
3 below encodes every command that can be applied 
– either globally or to a specific bank. 

 Figure 3: LPDDR command set

We next capture everything necessary to describe a 
single command within a class, as shown in Figure 4. 

Figure 4: Single-Command Class

The single-command class captures the device state 
prior to execution of the command (the state field), 
the command to be generated, and the target bank  
(if applicable) to which the command is applied.

Now, we need to form constraints that reflect the 
rules expressed in the state machine as constraints 
against the current state. 

Figure 5: Constraints on Self-Refresh

Figure 5 shows the constraints necessary to encode 
the arcs between the idle state and the self-refresh 
state. Note that the only thing we can do while in self-
refresh state is to stay in that state or exit self-refresh 
state. When we are not in the refresh state, we cannot 
issue a self-refresh-exit command. Finally, we cannot 
issue a self-refresh command unless all of the banks 
are idle.

typedef struct {
 rand bit[3:0]  bank_active[8];
 rand bit   refresh;
} cmd_state_s;

class lpddr4_cmd;
 rand lpddr4_cmd_e  cmd;
 rand int    target_bank;
 rand cmd_state_s  state;
 // . . .

endclass

constraint refresh_c {
 // When in self-refresh mode, the only thing we can
 // do is to exit self-refresh mode. When not in 
 // self-refresh mode, we cannot exit self-refresh mode
 if (state.refresh) {
  // SRE stays in self-refresh mode. SRX exits
   cmd inside {SRE, SRX};
 } else {
  cmd != SRX;
 }
  
 (state.bank_active.sum() != 0)  -> cmd != SRE;
  
}

typedef enum {
 PREA, 
 SRE,
 SRX,
 REFA,
 ACT_0, ACT_1, ACT_2, ACT_3, ACT_4, ACT_5, 
      ACT_6, ACT_7,
 WR_0, WR_1, WR_2, WR_3, WR_4, WR_5, 
      WR_6, WR_7,
 WRA_0, WRA_1, WRA_2, WRA_3, WRA_4, 
      WRA_5, WRA_6, WRA_7,
 RD_0, RD_1, RD_2, RD_3, RD_4, RD_5, 
      RD_6, RD_7,
 RDA_0, RDA_1, RDA_2, RDA_3, RDA_4, RDA_5,
       RDA_6, RDA_7,
 PRE_0, PRE_1, PRE_2, PRE_3, PRE_4, PRE_5, 
      PRE_6, PRE_7,
 REF_0, REF_1, REF_2, REF_3, REF_4, REF_5, 
      REF_6, REF_7
} lpddr_cmd_e;
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There are a similar set of constraints to control when 
bank-specific commands can be issued, as shown in 
Figure 6. 

Figure 6: Bank-specific Command Constraints

Here, the constraints primarily ensure that specific 
commands can only be issued when the appropriate 
bank is activated. Here, again, we can trace these 
restrictions back to the rules described by the state 
machine shown in Figure 1. 

Identifying Command-Sequence Constraints 
That’s just the first step. Now we need to capture  
the rules around sequences of commands.  
As mentioned at the beginning of the article,  
we are targeting generation of sequences of three 
commands. Consequently, we define a three-deep 
array of the command classes we looked at in the 
previous section.

Figure 7: Command-sequence Class

 
Note that we also capture the previous state, which 
will be the state of the device after the last command 
of the sequence executes (or the initial state).

 

class lpddr_cmd_seq;
 parameter int unsigned N_CMDS = 3;
 
 rand lpddr_cmd  cmds[N_CMDS];
 cmd_state_s  prev_state;

 function new();
  foreach (cmds[i]) begin
                   cmds[i] = new();
  end
 endfunction
// . . .

endclass

constraint bank_cmd_c {
    if (cmd inside {PREA, SRE, SRX, REFA}) {
        target_bank == -1;
    } else {
        target_bank inside {[0:7]};
  
        // Restrict possible commands based on bank state
        foreach (state.bank_active[i]) {
            if (i == target_bank) {
                if (state.bank_active[i]) {
                    // The only things we cannot do when the bank
                    // is active is to activate the bank or refresh
                    cmd == (ACT_0+i || WR_0+i || WRA_0+i || 
                            RD_0+i || RDA_0+i || PRE_0+i);
                } else {
                    // In the idle state, the only thing we can do 
                    // is to activate the bank or refresh a bank
                    cmd == (ACT_0+i || REF_0+i);
                }
            }
        }
    }
}

// Constraints to relate the sub-commands
constraint prop_bank_state_c {
    foreach (cmds[i]) {
        if (i == 0) {
            // Pull the previous state
            cmds[i].state.refresh == prev_state.refresh;
            foreach (cmds[i].state.bank_active[j]) {
                cmds[i].state.bank_active[j] == prev_state.bank_active[j];
            }
        } else {
            // Look back and determine how the
            // last commands impacts current state
            if (cmds[i-1].cmd == SRE) {
                cmds[i].state.refresh == 1;
            } else {
                cmds[i].state.refresh == 0;
            }
 
            if (cmds[i-1].cmd inside {PREA, SRE, SRX, REFA}) {
                // a PREA command deactivates all banks
                // Other global commands require banks to be inactive
                foreach (cmds[i].state.bank_active[j]) {
                    cmds[i].state.bank_active[j] == 0;
                }
            } else {
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Figure 8: State-Transition Constraints
 
The constraints shown in Figure 8 compute the value 
of the state variables at each step of the command 
sequence based on the command that is executed. 
For example, if the last command was SRE (self-
refresh enter), then the state of the design for this 
command will be ‘refresh’. Note, also, that the state 
of the first command is set to be equal to the state 
from the end of the previous command sequence, 
captured in the prev_state field.

We’ve now defined the stimulus model for generat-
ing three-deep command sequences of LPDDR 
commands. We’ll come back to how we will use inFact 
to efficiently generate these command sequences.

 
DEFINING COVERAGE 
In addition to generating valid stimulus, we also want 
to be able to collect coverage. It’s difficult to create 
coverage for command sequences like this because 
of the dependency between the state of valid 
command sequence, and because of the constraints 
across commands. Fortunately, inFact gives us a way 
to both easily specify these coverage goals, and to 

generate a SystemVerilog coverage model from this 
coverage specification.

The first step is to capture the coverage goals. 
Figure 9 shows a CSV (comma-separated value) 
file displayed as a spreadsheet that captures the 
coverage goals for our three-deep command 
sequence.

 
Our coverage specification simply needs to capture 
the goals we care about: a cross between the three 
commands in the three-deep command sequence array.

Figure 10: Generating Functional Coverage

Figure 10 shows the inFact command used to 
generate a SystemVerilog covergroup. inFact 
leverages the coverage goals captured in the CSV 
file along with the constraints captured in the 
SystemVerilog class to generate a SystemVerilog 
covergroup that accurately captures the reachable 
combinations and excludes the unreachable 
combinations.

A big benefit of using inFact’s automation in creating 
functional coverage is that inFact will automatically 
compute the unreachable solutions from the 
constraints, and will generate the exclusion bins 

                foreach (cmds[i].state.bank_active[j]) {
                    if (cmds[i-1].cmd == ACT_0+j) {
                        // A previous bank-activate command causes
                        // the current bank state to be 1
                        cmds[i].state.bank_active[j] == 1;
                    } else if (
                        cmds[i-1].cmd == WRA_0+j
                        || cmds[i-1].cmd == RDA_0+j
                        || cmds[i-1].cmd == PRE_0+j) {
                        // A RD/WR with auto-precharge deactivates the bank
                        // An explicit precharge deactivates the bank
                        cmds[i].state.bank_active[j] == 0;
                    } else {
                        // Other bank-specific 
                        cmds[i].state.bank_active[j] == 
                            cmds[i-1].state.bank_active[j];
                    }
                }
            }
        }
    }
}

Figure 9: Coverage Definition File

qcc lpddr_cmd_seq_pkg::lpddr4_cmd_seq \
    -coverage-strategy app_lpddr_cmd_seq_cov.csv \
    -name app_lpddr_cmd_seq_cov \
    -o app_lpddr_cmd_seq_cov.svh
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to exclude these unreachable cases. As Figure 11 
shows, the exclusions in this case are both extensive 
and complex. Certainly not something that is easy to 
create by hand!

Figure 12: Command-Sequence Reachable Combinations

In addition to generating code to exclude 
unreachable combinations, inFact also reports 
the number of reachable combinations, as shown 
in Figure 12. As expected, all 60 variants of each 
individual command are fully-reachable. Only 
187,845 of the apparent 216,000 command-sequence 
combinations are reachable due to constraints. That’s 
quite a large number of command sequences we 
need to exercise! 

TESTBENCH INTEGRATION 
In order to integrate our inFact-automated command-
sequence generator into the testbench, we need 
to do two things: use inFact to create a stimulus-
generator class, and integrate that class into a 
UVM sequence (assuming we’re using UVM in our 
testbench).

Figure 13: Stimulus-Generation Class Creation Command

Figure 13 shows the inFact command that reads  
in the command-sequence class that contains the 

// Coverpoint cmd_0
cmd_0 : coverpoint item.cmd[0].cmd {
 option.weight = 60;
 bins lpddr4_cmd_seq_inst_cmds_0_cmd[] =
           {[lpddr4_cmd_seq_pkg::PREA: 
           lpddr4_cmd_seq_pkg::REF_7]};
}
// Coverpoint cmd_1
cmd_1 : coverpoint item.cmd[1].cmd {
 option.weight = 60;
 bins lpddr4_cmd_seq_inst_cmds_1_cmd[] =
           {[lpddr4_cmd_seq_pkg::PREA: 
           lpddr4_cmd_seq_pkg::REF_7]};
}
// Coverpoint cmd_2
cmd_2 : coverpoint item.cmd[2].cmd {
 option.weight = 60;
 bins lpddr4_cmd_seq_inst_cmds_2_cmd[] =
           {[lpddr4_cmd_seq_pkg::PREA: 
           lpddr4_cmd_seq_pkg::REF_7]};
}
// Cross_cmd_cross
cmd_cross : cross cmd_0, cmd_1, cmd_2 {
 option.weight = 187845;

Figure 11: Command-sequence Coverage Exclusions

qso lpddr_cmd_seq_pkg::lpddr_cmd_seq \
  -coverage-strategy app_lpddr_cmd_seq_cov.csv \
  -o lpddr_cmd_seq_gen.svh
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array of commands and constraints and the coverage-
strategy CSV file, and produces a class to allow inFact 
to efficiently generate all the reachable command-
sequence combinations.

Figure 14: Integrating the Command-Sequence Generator

Now, of course, we need to connect our command-
sequence generator to our UVM testbench. About the 
only challenge here is that our command generator 
produces three commands at a time, while our 
testbench accepts a single command at a time. The 
integration approach we take, as shown in Figure 14, 
is to generate three commands at a time, then apply 
them one at a time to the testbench via the ‘run_cmd’ 
task.

Note that our sequence runs a loop of 10,000 
command sequences (30,000 commands). This means 
that we will need to run quite a few simulations in 
order to achieve our command-sequence coverage 
goal. Fortunately, inFact offers a regression mode 
where every simulation makes unique progress 
toward the overall coverage goal.

CONCLUSION
Command sequences are an excellent way to exercise 
a sequential design. While there are several ways 
to generate command sequences, capturing the 
relationships between the design state and valid 
next command as constraints allows automation to 
help. Using this constraint-based description, inFact 
is able to generate a SystemVerilog covergroup 
that accurately captures the reachable command 
sequences, as well as enabling us to efficiently and 
systematically generate all the command sequences 
of interest. 

class lpddr_cmdseq_seq extends lpddr_seq;

function new();

endfunction

task body();
        lpddr_cmd_seq cmd_seq =  

lpddr_cmd_seq::type_id::create();
        lpddr_cmd_seq_gen cmd_gen =  

new({get_full_name(), ".cmd_gen"});

        repeat (10000) begin
// Call inFact to generate three commands
cmd_gen.ifc_fill(cmd_seq);

// Execute the three commands
foreach (cmd_seq.cmds[i]) begin
                run_cmd(cmd_seq.cmds[i]);
end

          end
          endtask

endclass
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INTRODUCTION 
Creating sufficient tests to verify today’s complex 
designs is a key verification challenge, and this 
challenge is present from IP block-level verification all 
the way to SoC validation. The Accellera Portable Test 
and Stimulus Standard (PSS) [1] promises to boost 
verification reuse by allowing a single description of 
test intent to be reused across IP block, subsystem, 
and SoC verification environments, and provides 
powerful language features to address verification 
needs across the verification levels and address the 
specific requirement of verification reuse. However, 
even as powerful object-oriented features in the 
Java and C++ languages didn’t automatically result 
in high-quality reusable code, the PSS standard’s 
language features on their own do not guarantee 
productive reuse of test intent. Judiciously applied, 
reuse of design IP and test intent can dramatically 
reduce rework and avoid mistakes introduced during 
the rework process. In addition, just as reuse of 
design IP accelerates the creation of new designs, 
reuse of test intent accelerates the creation or new 
test scenarios. However, effective reuse of test intent 
requires up-front planning, in the same way that 
reuse of design IP or software code does. Without a 
well-planned process, reuse can backfire and require 
more work without providing proportionate benefits. 
This article will help you to design a PSS reuse 
strategy that matches the goals and profile of your 
organization, and maximizes the benefits you receive 
by adopting PSS.

ANATOMY OF A PORTABLE 
STIMULUS DESCRIPTION 
The PSS language was designed with the require-
ments of test intent reuse, and automated test 
creation in mind. The requirement to allow test 
intent to be reused across a variety of very different 
platforms drove the PSS language to enable a clean 
and clear distinction between test intent and test 
realization, as shown in Figure 1. In a PSS description, 
test intent specifies the high-level view of what 

behavior is to be exercised. PSS test intent is captured 
in a declarative manner. Declarative descriptions, as 
we’ve seen from the use of the declarative constraint 
description in SystemVerilog, lend themselves very 
nicely to reuse and automation. 

Both of these requirements are well-served by 
declarative language features. Declarative languages 
deal with the what rather than that how by specifying 
rules that bound the legal space of what can hap-
pen. If you’ve used SystemVerilog constraints, 
you’ve used a declarative language to specify rules 
for legal stimulus data values. The PSS language 
extends the data-centric declarative description that 
SystemVerilog provides to the scenario level, allowing 
rules to be captured that not only specify data 
relationships, but also specify temporal relationships 
between scenario elements called actions.

Designing a Portable Stimulus Reuse Strategy  
by Matthew Ballance — Mentor, A Siemens Business 

Figure 1: Anatomy of a Portable Stimulus Description
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Having a high-level declarative description isn’t 
sufficient on its own, however. Ultimately, tests need 
to interact with the design being verified at the much 
lower level of registers and interrupts. Test realization 
is the code that interfaces between the high-level 
test intent and the lower-level details of the target 
platform. This code has a much lower need to enable 
automation, and verification environments often have 
significant test-realization code available already that 
can be leveraged. As a consequence, test realization 
code for portable stimulus test intent is nearly always 
implemented in existing imperative languages, such 
as SystemVerilog, C++, or C.

Ultimately, of course, the purpose of a portable 
stimulus description is to generate tests that can be 
run against the design. Figure 2 shows a typical tool 
flow for a portable stimulus description. In the case 
of a host-based simulation-type environment, the PSS 
description will often be executed on-the-fly as the 
simulation runs. In this case, the portable stimulus 
engine can be seen as providing constraint-solver 
functionality. In the case of an SoC environment, 
driven by tests running on the embedded processor, 
the PSS description will invariably be executed ahead 
of time to generate a set of simple tests that can be 
efficiently executed on the embedded processor. 

In both cases, a key aspect of portable stimulus is the 

separation between the high-level test intent and the 
specific tests generated by tool automation.

THREE MEANINGS OF PORTABLE 
As you approach designing your Portable Stimulus 
application strategy, it’s useful to consider three 
meanings of Portable, and how each of these 
meanings factors into your current and future plans 
for applying Portable Stimulus.

Vertical reuse is what often comes to mind when 
thinking about portable test intent. The concept 
here is to enable test intent to be developed early 
– typically at the IP block level – and reused across 
the verification flow from subsystem to system level. 
Vertical reuse of test intent boosts the productivity of 
creating test scenarios at the subsystem and SoC level 
with a robust library of reusable content developed at 
IP block and subsystem level. Reuse of test intent and 
realization dramatically reduces the amount of rework 
required at subsystem and SoC level, also reducing 
the number of bugs introduced at these levels due 
to rework. While the benefits of vertical test intent 
reuse are impressive, implementing this sort of reuse 
requires significant organizational commitment 
due to the requirement that IP development teams 
produce reusable test intent for downstream teams 
to use. Portable stimulus descriptions will need to be 
created for existing IPs. 

Figure 2: Creating Tests with Portable Stimulus
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Horizontal reuse with portable stimulus enables 
test intent reuse across projects where the design 
being verified is a variant of a design previously 
verified with portable stimulus. The declarative 
nature of a portable stimulus test intent description 
dramatically simplifies the task of adjusting the 
functionality that needs to be verified by adjusting 
the rules captured in the test intent instead of 
manually inspecting and updating a suite of 
directed tests.

Consider the example shown in Figure 3. Different 
variants of this SoC may contain different numbers 
of DMA engines. With a suite of directed tests, 
we would need to inspect and update all of the 
directed tests to ensure that they tested the SoC 
with the appropriate number of DMA engines. With 
a declarative portable stimulus description, we 
can simply adjust the rules to capture the available 
number of DMA engines, and re-generate a suite of 
tests that will test the SoC. 

The final meaning of portable may seem just a  
bit counter intuitive: portability of test techniques. 
Consider SystemVerilog constrained-random 
testing. This technique, and the language 
supporting it, have been very valuable at raising 
verification productivity and quality. However, 
these techniques are still largely only available in 
simulation-based environments for verification of 

designs in Verilog and VHDL. These techniques 
aren’t available in environments for verifying C++ 
designs for use with high-level synthesis (HLS). 
These techniques are also unavailable for creating 
embedded software tests, because embedded 
systems are typically too resource-constrained to 
meaningfully run a full SystemVerilog simulator  
and solver.

Portable stimulus makes test techniques, 
such as automated constrained-random test 
creation portable across a wide variety of target 
environments – from host-based environments, such 
as simulation and C++ verification environments, 
to resource-constrained embedded systems. 
This ability to use the same advanced verification 
techniques in environments where these 
techniques were not previously available may 
be reason enough to adopt portable stimulus – 
quite independent of the other types of portable 
previously described.

It’s important to consider these three aspects  
of portability as you craft your PSS adoption 
strategy and decide which of these aspects of 
portability are significant to your organization,  
and the relative priority of those that are important 
to your organization. This prioritization will help 
your organization focus resources on enabling  
the aspects of portability that will bring the  
most benefit.

 
EXAMPLE OVERVIEW 
A very simple example will be used across the 
balance of this article to explain concepts. The SoC-
level design, shown in Figure 3, contains a quad-
core RISC-V processor, a peripheral subsystem,  
and several other controllers. 

We will look at the DMA IP at the block level. Figure 
4, shown on the following page, shows a block 
diagram of the block-level verification environment. 
We will also look at the subsystem-level design that 
incorporates the DMA engine along with a UART 
and an interrupt controller (shown in Figure 5 
on the following page).

Figure 3: Horizontal Reuse Example
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IDENTIFYING EXISTING  
REUSE OPPORTUNITIES 
After the text edit has been completed, the After 
determining which portability aspects of portable 
stimulus make the most sense to pursue, it’s time 
to take inventory of the elements you require to 
implement portable stimulus descriptions. It’s also 
time to take inventory of the assets already available 
within your organization. Organizations have a 
wealth of information on the design and verification 

environment that can be used in implementing  
a portable stimulus environment.

Constraints 
PSS descriptions are heavily constraint-based, since 
they are declarative specifications. As a consequence, 
existing descriptions that are also declarative can 
often be converted into a PSS format and leveraged 
in creating PSS test intent.

SystemVerilog constraints are a good source of 
constraints to jump-start a PSS description. The 
format of SystemVerilog constraints has sufficient 
similarities to PSS constraints that reuse is often 
as simple as copying and pasting SystemVerilog 
constraints into the PSS model. Typical targets for 
reuse here are configuration classes that specify the 
rules for configuring IP and subsystem operation 
modes.

Constraints are often in a form that isn’t immediately 
recognizable. Think about a spreadsheet that 
specifies the memory map for a SoC. With a little bit 
of work, this information that has been captured in 
a machine-readable format can easily be converted 
into PSS constraints to specialize accesses targeted to 
different memory regions.

Test Realization 
Existing environments have a wealth of test 
realization, though often in a form that needs to be 
modified a bit to work with a PSS description.

In UVM environments, look for utility sequences 
that perform simple operations on an IP: setting 
its configuration, performing an operation, etc. 
Sometimes these sequences are created with random 
constraints and variables. In other cases, tasks are 
provided with arguments to control the different 
operation modes. In both cases, this test realization 
can easily be leveraged by a PSS description.

Figure 4: DMA Engine Block-level Environment

Figure 5: Peripheral Subsystem  
Verification Environment

task init_single_transfer(
  int unsigned channel,
  int unsigned src,
  int unsigned inc_src,
  int unsigned dst,
  int unsigned inc_dst,
  int unsigned sz



25

Figure 6: SystemVerilog Test Realization Reuse

 
Figure 6 shows a code snippet from an existing 
SystemVerilog task within a virtual sequence that is 
used to setup the DMA engine to perform a transfer 
on a given channel. This code could be leveraged 
with a PSS model to interface with the DMA engine. 
Note that, because this is UVM, this task uses a UVM 
register model to access registers within the DMA 
engine.

Figure 7: Embedded C Test Realization Reuse

 
Figure 7 shows a similar C function for programming 
the DMA engine to perform a single transfer. We can 
also leverage this code to provide test realization for 
PSS test intent for the DMA engine.

Note that the two sets of existing code are similar but 
not the same. We’ll need to determine how best to 
interface to these from our PSS. 

BUILDING REUSABLE PSS LIBRARIES 
As you consider creating PSS content internal  
to your organization, it’s worth thinking about 
common data structures. PSS as a standard is fairly 
new to the industry and consequently, doesn’t have 
a standardized library of common data structures 
and other reusable types. It is still highly advisable 
to try to establish a reusable library of common 
types within your organization. By their nature, 
PSS descriptions frequently use very similar data 
structures — for example, a memory buffer that  
has an address and size. 

  );
  wb_dma_ch ch = m_regs.ch[channel];
  uvm_status_e status;
  uvm_reg_data_t value;
  
  
  // Disable the channel
  ch.CSR.read(status, value);
  value[0] = 0;
  ch.CSR.write(status, value);

  // These registers are volatile. Read-back the content
  // so the register model knows to re-write them
  ch.A0.read(status, value);
  ch.A1.read(status, value);

void wb_dma_drv_init_single_xfer(
  wb_dma_drv_t  *drv,
  uint32_t  ch,
  uint32_t  src,
  uint32_t  inc_src,
  uint32_t  dst,
  uint32_t  inc_dst,
  uint32_t  sz
  ) {
  uint32_t sz_v, csr;

  csr = WB_DMA_READ_CH_CSR(drv, ch);

  csr |= (1 << 18); // interrupt on done
  csr |= (1 << 17); // interrupt on error
  if (inc_src) {
    csr |= (1 << 4); // increment source
  } else {
    csr &= ~(1 << 4);
  }
  if (inc_dst) {
    csr |= (1 << 3); // increment destination
  } else {
    csr &= ~(1 << 3); // increment destination
  }

  csr |= (1 << 2); // use interface 0 for source
  csr |= (1 << 1); // use interface 1 for destination

  csr |= (1 << 0); // enable channel

  // Setup source and destination addresses
  WB_DMA_WRITE_CH_A0(drv, ch, src);
  WB_DMA_WRITE_CH_A1(drv, ch, dst);

  sz_v = WB_DMA_READ_CH_SZ(drv, ch);
  sz_v &= ~(0xFFF); // Clear tot_sz
  sz_v |= (sz & 0xFFF);
  WB_DMA_WRITE_CH_SZ(drv, ch, sz_v);

  // Start the transfer
  WB_DMA_WRITE_CH_CSR(drv, ch, csr);

  drv->status[ch] = 1;
}
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Figure 8: Reusable Data-buffer Type

 
Don’t take the chance that three people responsible 
for three different IPs will all define the same memory 
buffer. This would make it quite difficult to combine 
the three PSS models in a subsystem or SoC-level 
environment. Instead, define common types, like that 
shown in Figure 8, and ensure that people creating 
PSS content in your organization reuse these common 
types and are able to contribute to the common type 
library.

It’s helpful to establish some per-IP methodology with 
respect to creating PSS content. I recommend that all 
PSS actions for a given IP derive from a common IP-
specific abstract action type, as shown in Figure 9. 
 

Figure 9: IP-Specific Common Base Action

A key PSS feature is type extension that allows content 
to be inserted in a PSS type without modifying the 
type itself. Having a common base type for all actions 
related to a given IP provides a common type to 
which extensions intended to apply to all actions for a 
given IP can be applied.

 
REUSABLE DATA GENERATION  
AND CHECKING 
Results checking is one aspect of testing that varies 
significantly across the IP-block to SoC verification 
continuum. At the block level, it’s common to use 
detailed scoreboard-based checking that looks 
at details of how an operation was carried out, as 
well as its overall result. At the SoC level, that level 
of visibility into the design isn’t feasible, and result 
checking tends to be based on the overall result of 
the operation. 

Defining a checking strategy that will be usable from 
IP to SoC will be important if vertical-reuse portability 
is a high priority for your organization. In this case, it 
is highly recommended to focus on building the types 
of checks that retain validity at the SoC level into the 
PSS description. Typically these checks will be based 
on in-memory data, and will focus on the overall 
success (or failure) of an operation.

It is always possible to augment functional checks 
with implementation checks. For example, at the 
block level, the DMA engine operation can be 
checked from a portable stimulus perspective by 
purely-functional checks (i.e., is the data at the 
destination the same as the data at the source).  
The block-level scoreboard can still be active in 
checking the details of how the DMA transfer was 
carried out. This strategy can be extended to the 
subsystem and SoC level as well. For example, 
bringing performance-checking scoreboards in  
at the SoC level.

 
MAKING TEST REALIZATION 
REUSABLE 
Having multiple implementations of test realization 
is effectively mandatory. It’s important for verifiers 
working in UVM to be able to take advantage of 

struct data_mem_t {
  rand bit[31:0]   addr;
  rand bit[31:0]   sz;
}

abstract action dma_dev_a : pvm_dev_a {
  // All transfers involve a channel
  rand bit[7:0] in [0..7] channel;
  // Size of each transfer
  rand bit[4] in [1,2,4] trn_sz;
  
}
 
/**
 * Transfer memory-to-memory
 */
action mem2mem_a : dma_dev_a {
  input data_ref_mem_b dat_i;
  output data_ref_mem_b dat_o;
  
 
/**
 * Transfers data to a memory address
 */
action dev2mem_a : dma_dev_a {
  output data_ref_mem_b dat_o;
  input data_ref_s  info_i;
  
  rand bit[31:0]   src_addr;
  
}
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the services, such as a register model, that UVM 
provides. At the same time, it’s important for verifiers 
working with embedded software to be able to 
take advantage of the register-access mechanisms 
(packed data structures, bit fields, etc.) that they are 
familiar with.

Define Common APIs 
That said, it is beneficial to maximize the common-
ality between the different implementations of test 
realization. Designing a common API that can be 
used by all implementations is a first step in  
this direction. 

Figure 10: Common DMA API (SV)

Figure 10 shows an API for use by a DMA action that 
is built on top of the SV tasks reused from the block-
level verification environment. 

Figure 11 shows an implementation of the same 
functionality in C for use in an embedded-software 
environment. Note that the implementation is 
slightly different with respect to the devid parameter 
because SystemVerilog is an object-oriented 
language, while C is not. In the SystemVerilog 
environment, the mem2mem task is a member of 
class that holds needed data, such as the register 
model. In a SystemVerilog environment, the devid 
parameter specified by the PSS model will be 
mapped to the appropriate class object. Since C is 
not object-oriented the user’s code must deal with 
mapping the devid parameter from the PSS model 
to the data object holding data needed by the utility 
code.  Keeping a functionally-equivalent API, even 
if the underlying details differ a bit, dramatically 
simplifies the task of mapping from PSS to the  
various implementations of test realization.

Figure 11: Common DMA API (C)

 
If vertical reuse is of high importance, it’s important 
to consider whether it’s worth investing in an 
environment-compatibility layer, like the UEX 
hardware-access layer shown in Figure 12. The 
UEX hardware-access layer [2] provides a C API 
for accessing platform memory and threading 
capabilities in several ways. Using a compatibility 
layer like this enables test realization code for 
use in an embedded-software environment to 
be developed and debugged much earlier in the 
verification process, and reused across more of the 
verification process.

task mem2mem(
  int unsigned   channel,
  int unsigned   src,
  int unsigned   dst,
  int unsigned   sz);
  init_single_transfer(channel, src, 1, dst, 1, sz);
  wait_complete_irq(channel);
endtask

void wb_dma_dev_mem2mem(
    uint32_t   devid,
    uint32_t   channel,
    uint32_t   src,
    uint32_t   dst,
    uint32_t   sz,
    uint32_t   trn_sz) {
  wb_dma_dev_t *drv = (wb_dma_dev_t *)uex_get_ 
                device(devid);
  uint32_t csr, sz_v;
  uex_info_low(0, "--> wb_dma_dev_mem2mem %s channel= 
  %d src=0x%08x dst=0x%08x sz=%d", 
    drv->base.name, channel, src, dst, sz);
  // Disable the channel
  csr = uex_ioread32(&drv->regs->channels[channel].csr);
  csr &= ~(1);
  uex_iowrite32(csr, &drv->regs->channels[channel].csr);

  // Program channel registers
  csr = uex_ioread32(&drv->regs->channels[channel].csr);

Figure 12: UEX Hardware Access Layer
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Whether it’s a compatibility layer that spans several 
platforms, or a series of environment-specific APIs,  
it is important to consider how the test realization for 
different IPs will cooperate. The test realization code 
for all IPs will likely need to access memory. The test 
realization for many IPs will require notification when 
an interrupt occurs. In production code, an operating 
system provides the glue that connects the driver 
code for various IPs. In a verification environment, 
whether UVM or embedded software, something 
much more lightweight is required. 

Figure 13: DMA IRQ Routine using UEX API

 
Figure 13 shows an interrupt-service routine for 
the DMA IP that uses the UEX API to read the DMA 
registers and notify waiting routines that a DMA 
transfer is complete. The UEX library enables this 
same code to run in a UVM, embedded bare-metal 
software environment, as well as an OS-based 
environment. This reuse of test realization code 
enables early debug of code for accessing IPs, and 
minimizes rework.

Specify a Common PSS Interface 
Actions and test realization code for a type of IP are 
expected to interact with multiple instances of that 
IP. Specifying a common way to select, from the PSS 
layer, which IP instance is being accessed is important 
to ensure uniformity across different test realization 
implementations.

Figure 14: Test Realization Base Component and Action

Figure 14 shows an example base component 
action that specifies a built-in field named devid that 
specifies which instance of an IP is being accessed by 
a given action. Defining a reusable base component 
and action type ensures that all PSS descriptions 
developed within your organization specify which IP 
instance is in use in the same way.

Figure 15: Referencing the Component devid Field

 
Figure 15 shows how the devid field is referenced 
from a PSS exec block for one of the DMA actions.

Minimize Data Exchange 
One best practice when developing PSS test 
realization code is to minimize the volume of data 
exchanged between the PSS model and the test 
realization code. This best practice is shared by other 
languages that have a foreign language, such as 
SystemVerilog and Java [3]. Generally speaking, the 
PSS description is an executive that specifies the high-
level view of operations for which the test realization 
will carry out the details.

Take, for example, the actions involved in a DMA 
transfer. Before transferring data from a memory 
location, that memory location should be initialized. 
Instead of writing a PSS description to fill in memory 

static void wb_dma_dev_irq(struct uex_dev_s *devh) {
  wb_dma_dev_t *dev = (wb_dma_dev_t *)devh;
  uint32_t i;
  uint32_t src_a;

  src_a = uex_ioread32(&dev->regs->int_src_a);

  // Need to spin through the channels to determine
  // which channel to activate
  for (i=0; i<8; i++) {
    if (src_a & (1 << i)) {
      // Read the CSR to clear the interrupt
      uint32_t csr = uex_ioread32(&dev->regs->channels[i].csr);
      dev->status[i] = 0;
      uex_event_signal(&dev->xfer_ev[i]);
    }
  }
}

component pvm_dev_c {
  bit[7:0]  devid;

  action pvm_dev_a {
 
  }
 
}

extend action wb_dma_c::mem2mem_a {
  exec body SV = """
    wb_dma_dev_mem2mem({{devid}}, {{channel}}, {{dat_i.addr}}, 
      {{dat_o.addr}}, {{dat_i.sz}}, {{trn_sz}});
  """;
}
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byte-by-byte, the PSS description shown in Figure 
16 specifies a memory region to initialize, and 
delegates the details of how memory is initialized to 
the test realization function.

Figure 16: Action to Initialize Memory

Figure 17: C Test Realization to Initialize Memory

 
Figure 17 shows an implementation of the gendata 
functionality implemented in C.  This delegation of 
responsibilities enables the PSS description to stay 
at a high level where declarative programming is 
most efficient, while delegating the detail work to 
an imperative language, which is most efficient at 
carrying out these tasks. 

SUMMARY 
Portable stimulus enables several types of test 
intent reuse: reuse across verification levels (vertical 
reuse), reuse across projects (horizontal reuse), and 
reuse of techniques across otherwise-unrelated 
environments. Selecting and prioritizing which of 
these benefits is attractive to your organization 
enables proper focus on what is important to 

enable those applications of portable stimulus. 
Performing an inventory of existing assets helps to 
ensure maximum benefit from previous investment. 
Developing an in-house methodology and PSS 
library helps to ensure that your organization uses 
common methodology. Finally, defining common 
APIs for test realization code and ensuring that test 
realization for different IPs can interoperate ensures 
that portable stimulus reuse is facilitated and not 
limited by test realization code.

All of these steps help to ensure that your 
organization can maximize the productivity benefits 
that Portable Stimulus offers.
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action gendata_a {
  input data_mem_b  dat_i;
  output data_ref_mem_b dat_o;

  constraint dat_o.addr == dat_i.addr;
  constraint dat_o.sz == dat_i.sz;
}

void pvm_gendata(uint32_t ref, uintptr_t addr, uint32_t sz) {
  pvm_rand_t r;
  void *addr_p = (void *)addr;
  int i;

  pvm_rand_init(&r, ref);

  for (i=0; i<sz; i++) {
    uint8_t v = pvm_rand_next(&r);
    uex_iowrite8(v, addr_p+i);
  }
}
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INTRODUCTION 
Today’s complex designs include multiple 
asynchronous clocks and the signals crossing 
between asynchronous clock-domains may result 
in functional errors. When a signal from one 
asynchronous clock-domain is sampled by a register 
on a different asynchronous clock-domain, the 
setup/hold timing requirement will be violated for 
the destination register. The setup/hold timing 
violation indicates that the destination register 
may become metastable and that the destination 
register will settle to an unpredictable value and 
possibly cause a functional error. Although clock- 
domain crossing (CDC) verification is a critical task in 
design verification projects, many design teams only 
statically verify CDC synchronization structures. 

When designers add synchronization logic to prevent 
the propagation of metastable events, designers 
should implement and verify the correct CDC 
protocol. Without a correctly implemented protocol, 
a CDC structure will not function correctly and thus, 
lose or corrupt data or propagate metastability. 
It is common practice for CDC tools to generate 
assertions to check correct protocol adherence, but 
assertion generation is not sufficient for designers to 
verify CDC protocols.

In this article, we will discuss the difficulties 
encountered with traditional CDC protocol 
verification methodologies and present a complete 
methodology to overcome the current challenges. 
Following are the key challenges:

• Significant effort and time is required to setup the 
design and assertions for formal and simulation

• Lack of integration between structural analysis, 
formal verification, and simulation steps

• Considerable effort required to review and  
debug firings in formal and simulation 

The proposed methodology improves ease of 
setup by automating the setup, constraints, and 
results analysis from static CDC analysis to Formal 
to Simulation. The automation provided by this 
methodology avoids manual scripting efforts and 
thus reduces setup effort and setup errors. The 
methodology also improves debug productivity 
by addressing the important issue of correlating 
structural analysis, formal verification and  
simulation results. 
 

WHAT ARE CDC PROTOCOLS  
AND WHY ARE THEY NEEDED? 
Although CDC synchronization structures are 
required to prevent metastability on CDC paths, 
designer may overlook the fact that a good structure 
alone is not sufficient to avoid CDC errors. If a CDC 
synchronizer is not used correctly, the CDC path may 
experience data loss or data corruption or in the 
worst case, metastability. The rules that define the 
correct usage of a CDC synchronizer are called CDC 
protocols.

In the simplest protocol case, a 2DFF synchronizer 
requires a stability protocol where the TX data 
must be held stable for at least 2 RX clock cycles in 
order for the RX register to reliably capture the TX 
data and prevent data loss or data corruption. In a 
more complex protocol case, a data-mux (DMUX) 
synchronizer requires that the TX data must be 
stable when the mux enable is active and allowing 
the RX register to sample the TX data. If the DMUX 
synchronizer protocol is violated, the RX register will 
become metastable even though a correct DMUX 
structure was implemented.

Don’t Forget the Protocol! A CDC Protocol 
Methodology to Avoid Bugs in Silicon   
by Abdelouahab Ayari, Sukriti Bisht, Sulabh Kumar Khare, Ashish Hari, and Kurt Takara - Mentor, a Siemens Business
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CDC protocol errors must be identified and 
addressed early in the design cycle, otherwise 
they can lead to functional failures in later stages. 
These functional failures can further result in 
increased iterations and even silicon re-spins. To 
ensure such issues are not missed, designers and 
verification engineers verify synchronizer protocols 
by generating assertions for synchronizer protocols 
and verifying them using formal model checking 
and simulation techniques.

 
CDC PROTOCOL VERIFICATION 
CHALLENGES 
Protocol verification is critical for avoiding CDC 
errors, but often, project teams do not utilize 
protocol verification due to the multitude of 
deployment challenges. The common challenges 
for deployment include protocol verification setup, 
constraints setup, and the difficulty in reviewing 
and debugging protocol results.

Protocol Assertion Generation  
and Verification Setup 
CDC structural analysis identifies the CDC 
synchronization structures, then CDC utilities  
will automatically generate protocol assertions 
for the CDC synchronization structures. The CDC 
utilities generate assertion instantiations that 
connect the TX register, RX register, TX clock,  
RX clock, TX reset, and RX reset to the appropriate 
protocol assertion. 

After CDC protocol assertions are generated, it 
can be difficult for designers to incorporate these 
assertions into formal verification and simulation 
environments. The compilation, formal analysis 
and simulation commands or scripts are required 
for running simulation and formal analysis. The 
clock frequency information from SDC and CDC 
constraints are used to specify the stability protocol 
requirement for CDC synchronizer structures.

SystemVerilog assertion and SystemVerilog bind 
files must be added to the formal and simulation 
environments. For designers unfamiliar with 
formal analysis, it is challenging to generate formal 
compilation and analysis run scripts. For complex 
simulation environments, it is challenging  

to incorporate the protocol assertions into  
simulation regressions.

Formal Constraints Generation 
The formal environment requires designers to 
specify formal setup constraints that include design 
configuration information, clock information, 
and input port information. The formal design 
configuration information includes constants 
specified for configuration ports and registers. The 
formal clock information includes the specification 
of the design clocks and the clock frequencies. The 
formal port information includes the specification 
of the primary input ports and their related clock- 
domain information.

CDC Protocol Assertion Debug 
In traditional CDC protocol methods, the protocol 
verification review and debug is isolated from 
the CDC structural analysis. It is difficult for 
designers to correlate protocol assertion violations 
in the simulation or formal environment to the 
associated CDC synchronization structure. This 
lack of correlation between structural and protocol 
verification causes more time and effort spent 
by designers for review and debug of protocol 
verification results.

 
PROPOSED CDC PROTOCOL 
METHODOLOGY 
In this article, we propose a methodology that 
not only helps overcome the common challenges 
of traditional protocol verification methods, but 
also better leverages formal model checking 
and simulation technologies to improve protocol 
verification results. Figure 1 on the following page 
illustrates the proposed methodology.

The proposed methodology has the following 
workflow:

1. Static CDC Analysis: Perform static CDC  
analysis on the design to ensure that all the 
relevant CDC paths are synchronized using 
proper synchronizers. In addition, automatically  
generate protocol assertions, generate formal 
verification constraints, generate formal 
verification and simulation setups:
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• Automatic Protocol Assertion Generation: 
Generate assertions for protocols of each 
synchronizer in the design. Based on static 
CDC analysis, the CDC protocol generation 
utility generates protocol assertions for each 
CDC synchronizer. The protocol assertions 
are generated depending upon the type of 
synchronizer and its connections (Figure 2).

 

Figure 2: CDC Protocol Assertion Instantiation

• Automatic Formal Verification Constraints 
Generation: Generate formal model checking 
constraints from CDC analysis. The CDC 
protocol generation utility converts the CDC 
information for constant, stable, gray-code 
signals into SVA assumptions for formal  
 

verification. In addition, input and output port 
clock-domain information will also be converted 
into formal constraints to improve the accuracy 
of formal counter-examples.

• Automatic Formal Verification and Simulation 
Setup: Generate setup and scripts for running 
formal verification and simulation. The CDC 
protocol generation utility will generate formal 
model checking run scripts. The utility will  
also generate a simulation argument file to 
be added to designer’s existing simulation 
environment, so designers can easily add 
protocol assertions and can avoid manually 
adding multiple assertion and bind module  
files to their simulation.

2. Formal Analysis: Run formal model checking to 
verify the auto-generated synchronizer protocol 
assertions using the generated formal verification 
setup and script. The CDC protocol generation 
utility generates the formal compile and run 
scripts. The automated formal setup significantly 
reduces the effort required to setup the design for 
formal analysis and also avoids the debug effort 
to resolve incomplete or incorrect setup issues. 
In order to run formal analysis, designers simply 
execute the makefile (i.e. “make all”).

Figure 1: Protocol Verification Flow

assert_cdc_sync #(2, 1,1) two_diff_81824 (
                .tx_data(demo_top.pass_en[0]),
                .tx_clock(demo_top.cpu_clk_in),
                .rx_clock(demo_top.mac_clk_in),
                .tx_reset(1'b0),
                .rx_reset(1'b0),
                .areset(w_2));
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3. Simulation: Run simulation by adding the auto-
generated setup to the existing simulation 
environment to verify the non-proven protocol 
assertions. The CDC protocol generation  
utility generates simulation argument files  
for compilation and simulation.  
 
During the formal analysis, the formal analysis 
script automatically updates the simulation setup 
to remove the proven assertions from the list 
of assertions for simulation. If formal analysis is 
run without formal design constraints, a formal 
proof for any protocol assertion indicates that 
the protocol can never be violated for the 
associated CDC synchronization structure. This 
proof indicates that the synchronization structure 
is safe from data loss, data corruption and the 
propagation of metastability. Removing the 
proven assertions from simulation will reduce 
the simulation runtime and reduce the designer 
effort for reviewing simulation results for proven 
assertions that cannot be violated in simulation.

4. Review and Debug CDC Protocol Results:  
Review the aggregated structural CDC analysis, 
formal verification, and simulation results. The 
correlation between the multiple technologies 
(static CDC analysis, formal model checking, 
simulation) enables designers to more quickly 
and easily debug and resolve protocol errors. 
This correlation enables designers to find the 
CDC structure associated with a protocol failure, 
then quickly diagnose the cause of the protocol 
error. This improved review and debug ensures 
that bugs are correctly analyzed and protocol 
errors for CDC synchronizers are not missed or 
incorrectly analyzed.

 
REAL WORLD RESULTS 
This CDC protocol verification methodology was 
applied on a few real world designs. The deployment 
of the methodology on real life designs provided 
evidence that this methodology significantly reduced 
design and verification engineers’ effort and helped 
to achieve faster design closure.

Using a traditional protocol verification methodology, 
the protocol assertions were validated first in a formal 
verification environment. The design settings and 

constraints like clocks, resets, constants, and input 
port constraints were manually translated from the 
static CDC environment and re-specified as formal 
constraints. This constraints translation required 
significant manual effort and formal expertise. Once 
the formal tool environment setup was complete, the 
design was verified formally and the assertion firing 
counter-examples were debugged.

Similarly, in the proposed methodology, the first 
step was protocol assertion verification in formal 
verification environment. The design configurations 
and constraints for formal analysis were auto-
generated by using the proposed methodology. This 
auto-generated setup was reviewed and used to run 
formal analysis on the design and assertions. The 
setup automation avoided the need for manual setup 
effort and formal expertise that would be required by 
a traditional approach to port the setup from CDC to 
formal.

Formal verification results included proofs, firings, 
and inconclusives for CDC protocol assertions. The 
auto-generated formal setup did not include design 
constraints, so the firings produced unconstrained 
formal assertion violations that are in most cases, 
counter-examples with illegal stimulus sets. For 
designers without formal model checking expertise, 
it is difficult to debug and/or resolve fired and 
inconclusive assertions, so instead of debugging 
these difficult cases, designers will promote these 
assertions to simulation. With the traditional 
methodologies, proven protocol assertions are 
re-verified in a simulation environment or must be 
manually removed from the simulation setup.

In the proposed methodology, only non-proven 
assertions from formal analysis are verified in 
simulation. The proven assertions are automatically 
removed from the simulation setup. The auto-
generated simulation arguments file is added to 
the existing simulation environment. Any simulation 
assertion firings indicate a violation of the CDC 
synchronizer protocol that would result in data loss, 
data corruption or metastability propagation on 
the associated CDC path. Designers must debug 
simulation firings and fix the CDC logic to adhere  
to the synchronizer protocol rules. Significant 
reduction in debug effort and time was observed  
due to running simulation only for formal non- 
proven assertions.
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Tables 1 and 2 summarizes the comparison between 
the traditional and proposed methodology 
performed on a set of real life designs, ranging from 
1 to 30 million gates. The following improvements 
resulted:

• Significant reduction in formal setup time. The 
setup time was reduced due to the automated 
setup generation. In addition to the reduction in 
setup time, the setup debug effort was reduced 
by avoiding the incremental debug iterations of 
incomplete and incorrect setups. The setup time 
was reduced by 3x-5x.

• Reduction in setup time for simulation. The setup 
time was reduced due to the automated setup 
generation. In addition to the reduction in setup 
time, the setup debug effort was reduced by 
avoiding the incremental debug iterations of 
incomplete and incorrect setups. For design C, the 
setup time was reduced by 6x-17x.

• Reduction in false firings in formal analysis. The 
automated setup generation and the import 
of CDC design constraints into formal analysis 
reduced the formal setup errors and caused a 
reduction in false firings. The formal assertion 
firings were reduced by 59%-68%.

• Increased formal coverage. The improved formal 
setup and constraints resulted in less inconclusive 
assertions and more proofs and firings.

• Increased simulation coverage. Removing proven 
assertions from simulation resulted in a higher 
percentage of fired and covered simulation 
assertions. Since the proven assertion were not 
simulated in the proposed methodology, the 
proven assertions were considered covered 
in order to maintain simulation coverage 
consistency between the traditional and proposed 
methodologies.

• Reduction in simulation verification time and 
effort. There was a reduction in the number of 
assertions passed to simulation due to exclusion 
of formally proven assertions thereby reducing 
the verification effort required for reviewing 
proven assertions in simulation. The correlation of 

structural CDC analysis, formal verification, and 
simulation results improved debug productivity 
and led to easier association of protocol errors 
with their associated CDC paths. The time and 
effort for reviewing and debugging simulation 
results was not measured for these design case 
studies.

• Reduction in effort for debugging false simulation 
firings. In the proposed methodology, there was 
a reduction in the number of simulation assertion 
failures. In the proposed methodology, the 
CDC constraints used in formal analysis allowed 
more assertion proofs for cases where stable 
or gray-coding constraints enabled assertion 
proofs. These proven constraints were not run 
in simulation, so the designers would avoid 
debugging false simulation assertion firings. The 
time and effort for debugging false simulation 
firings was not measured for these design cases.

From the real life designs, the following  
were unaffected:

• Minimal change in simulation runtime. The 
reduction in the number of assertions run in 
simulation due to exclusion of formally proven 
assertions did not significantly change the 
simulation runtime.

 
CONCLUSION 
The proposed CDC protocol verification 
methodology described in this article is a systematic 
and repeatable solution for the design and 
verification of CDC synchronizer protocols. The 
automated setup process reduces the setup errors 
and the debug iterations required to resolve setup 
issues. Automated conversion of CDC constraints 
into formal model checking constraints improves the 
accuracy of formal analysis and reduces false formal 
firings. Finally, the integrated CDC structural analysis, 
formal verification and simulation results enables 
an easier to use debug environment that allows 
designers to debug and fix protocol errors more 
quickly and with less effort.
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Table 1. Results using traditional protocol verification methodology:

CDC PROTOCOL VERIFICATION WITH FORMAL

DESIGN SET UP TIME ASSERTIONS RUN TIME FORMAL 
COVERAGE*TOTAL FAILED PROVEN

A 1 W 3 D 170 79 91 24 SEC 100%

B 2 W 2 D 800 304 437 5 HRS 92.60%

C 5 W 4 D 8552 5673 877 7 HRS 76.60%

CDC PROTOCOL VERIFICATION WITH SIMULATION

DESIGN SET UP TIME ASSERTIONS RUN TIME SIMULATION 
TOOL 

COVERAGE**
TOTAL FAILED

A 10 MINS 170 14 20 MINS 91.70%

B 17 MINS 800 83 35 MINS 88.30%

C 30 MINS 8552 127 1 HR 79.40% 
* Formal Coverage = ((Failed Assertions + Proven Assertions) / Total Assertions) * 100 
* Simulation Coverage = ((Failed Assertions + Covered Assertions) / Total Assertions) * 100

Table 2. Results using proposed protocol verification methodology:

CDC PROTOCOL VERIFICATION WITH FORMAL

DESIGN SET UP TIME ASSERTIONS RUN TIME FORMAL 
COVERAGE*TOTAL FAILED PROVEN

A 2 DAYS 170 32 138 55 SEC 100%

B 5 DAYS 800 119 654 6 HRS 96.60%

C 1 WEEK 8552 1825 4907 10 HRS 78.70%

CDC PROTOCOL VERIFICATION WITH SIMULATION

DESIGN SET UP TIME ASSERTIONS RUN TIME SIMULATION 
TOOL 

COVERAGE**
TOTAL FAILED

A 1 MIN 32 6 20 MINS 97.31%

B 1 MIN 146 34 35 MINS 97.06%

C 5 MINS 3645 76 1 HR 87.47% 
* Formal Coverage = ((Failed Assertions + Proven Assertions) / Total Assertions) * 100 
* Simulation Coverage = ((Failed Assertions + Covered Assertions + Proven Assertions) / Total Assertions) * 100
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