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Portable Stimulus is one of the latest hot 
topics in the verification space. Mentor, and 
other vendors, have had tools in this space 
for some time, and Accellera just recently 
released the Portable Test and Stimulus 
Standard, a standard language that can be 
used to capture Portable Stimulus semantics.

From the name, one very obvious applica-
tion of Portable Stimulus is to enable a test 
scenario to easily be reused across test-
execution platforms or levels of verifica-
tion. As the figure above shows, Portable 
Stimulus does allow test intent to be reused from 
block level to subsystem level to SoC level. It also 
enables a Portable Stimulus tool to create tests that 
are appropriate for the variety of test platforms 
on which that verification is carried out – typically 
SystemVerilog for block and subsystem level, and C 
tests for SoC level. 

However, Portable Stimulus enables more than just 
test portability. Portable Stimulus enables a high 
degree of automation in the test creation process, 
and enables the user to describe tests at a far higher 
level of abstraction than is possible with techniques 
like SystemVerilog and UVM.

 

Portable Stimulus is a modeling language, not a 
programming language, and this enables much of 
its expressive power. One of my favorite ways to 
illustrate the distinction between a programming 
(implementation) language and a modeling language 
is to compare navigating with a paper map to navi-
gating with a mapping program, as shown above. 

With a paper map, we spend most of our time dealing 
with how to get from our starting location to the 
destination. This is just like a programming language, 
where we’re generally focused on implementing a 
given algorithm. What highways should we take? Are 
there tolls involved? What is traffic likely to be like 
when we drive through?

With a mapping program, we’re free to focus almost 
entirely on what: where are we starting, where are 
we going, and what preferences do we have. The 
mapping program is able to analyze multiple options 
based on the data it has available and provide one 
or more good options for routing. Portable Stimulus 
enables exactly this type of productivity boost over 
creating tests by hand by allowing a test writer to 
focus on modeling the rules that govern legal tests, 
then specify preferences and goals around the 
specific tests that need to be generated. Automation 
then takes over and, much like a mapping program, 
generates tests that adhere to the rules about what 
constitutes a legal test and satisfies the goals and 
preferences expressed by the user.
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WHAT ABOUT UVM  
AND SYSTEMVERILOG? 
Today, verification at the block and subsystem level 
is predominantly done in SystemVerilog with UVM, 
and there is always a need to improve productivity. 
Portable Stimulus can definitely be added to a UVM 
environment to more easily create more-complex 
virtual sequences. In addition, the PSS models used 
to create these virtual sequences can also be reused 
across design revisions and across verification.  
That’s great, but we need to learn a new verifi-
cation language (PSS) and the methodology 
behind it in order to get these advantages.

The good news is that SystemVerilog already 
contains declarative descriptions that, with 
a little automation, allow us to focus on what 
stimulus we need to generate instead of how 
we generate the stimulus we need. The two 
key declarative specifications in SystemVerilog 
are the constrained-random stimulus models 
captured by random variables and constraints 
in classes, and the functional coverage model 
captured in covergroups.

Let’s consider coverage placed on a stimulus-
generation (transaction or configuration data)  
class. When generating stimulus randomly, we 
need to have this coverage in order to know 
whether we’ve generated all the cases of interest. 
In most testbench environments today, the stimulus 
generation is quite decoupled from the coverage 
goals that we have for that stimulus. Conceptually,  
it looks something like this:

In this case, we have a SystemVerilog class with 
random variables and constraints. Our testbench  
uses the built-in randomize call provided by 
SystemVerilog to generate random values for  
the fields in the class, then applies the stimulus  
to the design using a UVM agent or bus-functional 
model. At the same time, our testbench samples 
our coverage model to track what stimulus has been 
generated. After running a series of simulations,  
we’ll look at the coverage report to see how our 
stimulus did in terms of satisfying our testing goals. 

We’ll typically note that some coverage is making 
good progress and will complete if we just run a 
few (10s, 100s, or 1000s) more simulations. Other 
coverage may be making little progress toward our 
goals, and we’ll need to devise some new constraints 

and/or directed tests to help our testbench 
produce these critical cases. Next we’ll run 
more simulations, analyze the coverage 
results, and repeat the process of creating 
more-focused tests. Iterating in this way 
can take significant time in the verification 
process!

Now, going around this loop is unavoidable 
if the coverage that we’re collecting is tightly 
related to the deep internals of the design, 
and we’re spending time understanding how 
to provoke certain conditions deep in the 
design. But, spending time simply coercing Figure 3: Constrained-Random Stimulus Generation

Figure 4: Manual Coverage-Closure Loop
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the random generator to do what we want seems 
wasteful. It’s a bit like asking a mapping program  
for directions without telling it where we’re going, 
and just periodically checking whether we’ve 
arrived at our destination!

BRINGING DECLARATIVE TEST 
CREATION TO SYSTEMVERILOG 
What we’d like to have is a stimulus generator that 
is aware of our goals and is able to automatically 
generate the stimulus that efficiently achieves 
them. The good news is that we already have all the 
needed information to enable this! Our testbench 
now looks like the diagram shown below. Instead 
of using plain-random generation of our stimulus, 
we use a stimulus generator that is aware of the 
random variables and constraints in our stimulus 
class as well as the coverage goals defined in our 
covergroup, as illustrated in figure 5 below. 

Because our stimulus generator is aware of our 
stimulus-coverage goals, it’s able to efficiently 
generate the transaction that will achieve our 
coverage goals. This allows us to achieve our 
coverage goals easily without “going around the 
loop” multiple times to analyze coverage holes and 
create new tests. 

WHAT DOES IT REALLY LOOK LIKE? 
Now, the diagram below looks simple and straight-
forward. But, how much work is really involved? 
To find out, let’s have a look at an example using 
Mentor’s Questa® inFact tool. Questa® inFact  
is a full Portable Stimulus tool that works with  

the Accellera PSS language, but it also provides 
features for SystemVerilog users that are built  
on top of the core engines that are designed for 
processing PSS models. These SystemVerilog-
focused features allow the user to continue 
developing SystemVerilog constraints and 
covergroups, but get some of the test-creation 
automation benefits that PSS enables.

Consider a testbench for a DMA engine. Stimulus 
generation is coordinated by a UVM sequence  
that interacts with the register model to program 
the DMA channels, and reacts to interrupts from 
the DMA engine to detect the end of a transfer,  
as shown in this DMA transfer descriptor: 

 Figure 5: Testbench with a Smart Stimulus Generator

Figure 6: DMA Engine Testbench

class wb_dma_descriptor extends uvm_sequence_item;
 `uvm_object_utils(wb_dma_descriptor)

 rand bit[5:0]   channel;
 
 rand bit    mode;
 
 rand bit    inc_src;
 rand bit    inc_dst;
 rand bit    src_sel;
 rand bit    dst_sel;
 
 bit[31:0]    src_addr;
 bit[31:0]    dst_addr;
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In this testbench, the DMA transfer descriptor 
covergroup, we capture the specific attributes of 
a DMA transfer in the wb_dma_descriptor UVM 
sequence item shown above. This captures the data 
required to configure a DMA transfer, as well as the 
constraints on those fields.

We also have a covergroup, shown above, to capture 
our testing goals with respect to DMA transfers. 
For example, we need to ensure that all possible 
combinations of source interface, destination 
interface, and address increment behavior is 
exercised. This requirement is captured by the src_
dst_inc_cross coverpoint cross. 

From looking at our ‘ideal testbench’ diagram, we 
know that somehow we need to create a stimulus 
generator that will use these two sources of 
information to generate goal-driven stimulus. 

 
The inFact command to create a goal-driven stimulus-
generator class from the UVM sequence item and 
covergroup is shown above. QSO, in case you’re 
wondering, stands for Questa Stimulus Optimizer. 

As you can see, the command to create the stimulus-
generator class is quite simple. Next, let’s look at the 
process to integrate the stimulus generator into our 
testbench.

 rand bit[11:0]   tot_sz;
 rand bit[2:0]   trn_sz;
 rand bit[8:0]   chk_sz;
 
 constraint trn_sz_c { trn_sz inside {1, 2, 4}; }
 constraint channel_c { channel inside {[0:7]}; }
 constraint tot_sz_c { tot_sz > 0; }
 constraint chk_sz_c { chk_sz > 0; }
endclass

% qso wb_dma_env_pkg::wb_dma_descriptor –covergroup 
wb_dma_coverage_pkg::single_desc_cg –o wb_
         dma_descriptor_gen.svh

covergroup single_desc_cg;
  
 channel_cp : coverpoint desc.channel {
  bins channels[] = {[0:7]};
 }
  
 tot_sz_cp : coverpoint desc.tot_sz {
  bins small_xfer[] = {[1:16]};
  bins med_xfer[16] = {[16:4089]};
  bins huge_xfer[] = {[4090:4095]};
 }
  
 trn_sz_cp : coverpoint desc.trn_sz {
  bins trn_sz[] = {1, 2, 4};
 }
  
 chk_sz_cp : coverpoint desc.chk_sz {
  bins small_chk[] = {[1:15]};
 }
  
 chk_tot_sz_cross : cross tot_sz_cp, chk_sz_cp;
 tot_trn_sz_cross  : cross tot_sz_cp, trn_sz_cp;
  
 src_cp          : coverpoint desc.src_sel;
 dst_cp          : coverpoint desc.dst_sel;
 inc_src_cp  : coverpoint desc.inc_src;
 inc_dst_cp : coverpoint desc.inc_dst;
  
 src_dst_inc_cross : cross src_cp, dst_cp, inc_src_cp, 
            inc_dst_cp;
  
endgroup

class wb_dma_rand_single_transfer_seq extends wb_ 
  dma_transfer_seq;
  `uvm_object_utils(wb_dma_rand_single_transfer_seq)

  virtual task body();
    wb_dma_descriptor desc;
 
    repeat (600) begin
      desc = wb_dma_descriptor::type_id::create("desc");
   
      start_item(desc);
      if (!desc.randomize()) begin
        `uvm_fatal(get_name(), "Failed to randomize  
             sequence item");
      end
      finish_item(desc);
    end
  endtask
 
endclass
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A simple pure-random sequence is shown below left. 
As is typical with a simple random UVM sequence, 
stimulus is generated in a loop that calls the start_
item and finish_item tasks to drive stimulus, with  
a call to the built-in SystemVerilog randomize  
function in the middle.

The figure directly above, a goal-driven UVM 
sequence, shows our random sequence updated  
to support goal-driven stimulus with inFact. The 
number and scope of the changes is quite small,  
and highlighted in the code snippet above.

• The sequence needs to create an instance  
of the stimulus-generator class

• The sequence needs to call an API on the 
stimulus-generator class instead of calling  
the built-in randomize function. 

And that’s it! Pretty simple, right?  
But what about results? 

 Well, here’s a side-by-side comparison of goal- 
driven stimulus generation (top) against pure- 
random stimulus generation (bottom). In both cases, 
we’re generating 600 DMA descriptors. inFact’s  
goal-driven stimulus easily achieves our coverage 
goals, while random stimulus does okay on some 
coverage goals but does quite poorly (2.63%)  
on the largest cross goal. 

 
CONCLUSION 
From the example above, it’s clear that using goal- 
driven stimulus generation can help to achieve  
our goals more quickly with much less work by  
the verification engineer. But there are other  
benefits too. Using goal-driven stimulus brings  
more predictability to the regression process,  

class wb_dma_rand_single_transfer_seq extends wb_ 
  dma_transfer_seq;
  `uvm_object_utils(wb_dma_rand_single_transfer_seq)

  virtual task body();
`ifdef INFACT
    wb_dma_descriptor_gen desc_gen = new("desc_gen");
`endif
    wb_dma_single_transfer_descriptor desc;
 
    repeat (600) begin
      desc = wb_dma_descriptor::type_id::create("desc");
   
      start_item(desc);
`ifdef INFACT
      desc_gen.ifc_fill(desc);
`else
      if (!desc.randomize()) begin
        `uvm_fatal(get_name(), "Failed to randomize  
               sequence item");
      end
`endif
      finish_item(desc);
    end
  endtask
 
endclass

Figure 7: Goal-Driven versus  
Pure Random Stimulus Generation
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since it becomes much easier to predict how  
much simulation will be required to achieve a given 
coverage goal. Goal-driven stimulus also gives us 
excellent tools for systematically focusing stimulus 
on the space around a design bug to help determine 
whether there are related bugs. And, finally, using 
goal-driven stimulus just helps us achieve larger 
coverage goals with no more simulation resources 
than we would normally use.

Using the new PSS language brings many benefits, 
including portability across verification levels, and 
greater test-creation productivity. PSS encourages 
us to think about what we need to test and let 
automation deal with how to create those tests, 
which allows us to make better use of test-creation 
automation. As we’ve seen in this article, we can get 
some of these same benefits in SystemVerilog at the 
transaction level by generating goal-driven stimulus. 
Questa inFact, from Mentor, helps you achieve both 
of these benefits by providing support for developing 
scenario-level models with PSS and by allowing 
you to reuse classes and covergroups from your 
SystemVerilog testbench and generate stimulus  
in a more-efficient manner — the PSS way.
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