
As I write this note, it’s February here in Massachusetts, which in 2015 means that there’s about  
five feet of snow on the ground, with predictions of another foot of snow coming our way this 
weekend. And after that, the temperatures will drop to the single digits (°F), so even though my 
children will be on vacation from school next week, it’s not really going to be an enjoyable week.  
Oh well, at least we got to enjoy the New England Patriots winning Super Bowl XLIX on a 
tremendous last-second interception. 

The Patriots’ Super Bowl win gave me an excellent opportunity to reflect on the passage of time. 
For those of you who don’t follow (American) football, this 
was the Patriots’ sixth Super Bowl appearance and fourth 
championship since 2002. Having become an avid fan since 
I moved to Massachusetts, this has been quite a run. I can 
remember each game, and my memories include watching 
my son grow up with each passing season. Watching him 
deal with the disappointment of heartbreaking losses and 
being able to celebrate so many exciting victories with him 
has truly been a blessing. And it doesn’t hurt that he’s now 
big enough to handle most of the snow shoveling, when  
we’re not watching a game.

Unfortunately, nothing about the weather or the Patriots leads 
me to think about verification this time around, but for those 
of you stuck in the snow (or those of you in Seattle), I hope this 
issue of Verification Horizons helps take your mind off your 
troubles.

Our feature article comes from my long-time colleague and 
friend, Harry Foster, who presents some results from the 
2014 Wilson Research Group functional verification study in 
“Does Design Size Influence First Silicon Success?” These 
results build on similar surveys going back to 2007 to explore 
the trends, schedules and respins, as well as verification 
approaches taken over time. Be sure to check out the 
Verification Horizons blog for additional updates on this study.
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Next, we have two PowerAware design and verification 
articles to share with you. The first, from Adnan Khan, 
John Biggs and Eamonn Quigley from ARM® Ltd., along 
with another long-time colleague and friend of mine, Erich 
Marschner, is actually being presented at DVCon US this 
year, and we’re excited to share it with you. In “Successive 
Refinement: A Methodology for Incremental Specification 
of Power Intent,” the authors explain how the Unified 
Power Format (UPF) specification can be used to specify 
and verify your power architecture abstractly, and then 
add implementation information later in the process. This 
methodology is still relatively new in the industry, so if 
you’re thinking about making your next design PowerAware, 
you’ll want to read this article to be up on the very latest 
approach.

Our other PowerAware article is “PowerAware RTL 
Verification of USB 3.0 IPs,” from our friends at L&T 
Technology Services Limited. This article presents some of 
the challenges encountered in doing PowerAware design 
and highlights some of the cool things that UPF lets you 
do. In particular, you’ll see how UPF can let you have two 
different power management architectures for the same 
RTL. As far as I know, this is the first published article that 
shows this powerful feature of UPF, so please check it out.

Next, Dr. Lauro Rizzatti, shares a bit of history with us in 
“Hardware Emulation: Three Decades of Evolution.” This is 
part 1 of a three-part series in which Lauro takes us through 
the early years of emulation development (and for those of 
us who remember these events, makes us feel old). Over 
the next two issues, Lauro will bring us up to the present 
day where we’ll see how far emulation has come and get a 
great feel for the things it can do.

Our friends at Oracle® are next up with “Evolving the Use of 
Formal Model Checking in SoC Design Verification,” a case 
study of their use of formal methods as a central piece of 
their verification methodology for an SoC design that they 

recently completed. You may find it interesting to compare 
their experience, in which they achieved first-pass silicon 
success on schedule to the results of Harry’s survey.

In our Partners’ Corner section, we begin with “Small, 
Maintainable Tests” from Sondrel IC Design Services. This 
is a clever UVM-related article in which the author shows 
how to use default virtual sequences to raise the level of 
abstraction of tests. Check it out and see if it’s something 
you might want to try.

Finally, we round out this edition with “Functional Coverage 
Development Tips: Do’s and Don’ts” from our friends at 
eInfochips. This is a great overview of Functional Coverage, 
and specifically the covergroup and related features in 
SystemVerilog. I think you’ll find their “problem-solution” 
approach in the article to be very useful in being able to 
apply their techniques to your environment.

If you’re receiving this issue in print at DVCon, please stop 
by the new Verification Academy booth (#301) on the show 
floor.  Or, if you see me in the halls or in one of the many 
technical sessions at the show, please say “hi.” And for 
those of you who aren’t at the show, please consider coming 
next year or, if it’s more convenient, to DVCon Europe  
or DVCon India.

 
Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons
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INTRODUCTION 
In 2002 and 2004, Collett International Research, Inc. 
conducted its well-known ASIC/IC functional verification 
studies, which provided invaluable insight into the state 
of the electronic industry and its trends in design and 
verification at that point in time. However, after the 2004 
study, no additional Collett studies were conducted, which 
left a void in identifying industry trends. To address this 
dearth of knowledge, over the years Mentor Graphics has 
commissioned multiple world-wide, double-blind, functional 
verification studies, covering all electronic industry market 
segments. In this article, we present a few highlights from 
our most recent study, and try to address the question: 
“Does design size influence the likelihood of achieving first 
silicon success?”

 
RESOURCE TRENDS 
Today, the industry is experiencing growing resource 
demands due to rising design complexity. Figure 1 shows 
the percentage of total project time spent in verification. 
As you would expect, the results are all over the spectrum; 
whereas, some projects spend less time in verification, 
other projects spend more. The average total project time 
spent in verification in 2014 was 57 percent, which did 
not change significantly from 2012. However, notice the 
increase in the percentage of projects that spend more  
than 80 percent of their time in verification.

Figure 1. Percentage of Project Time  

Spent in Verification

Perhaps one of the biggest challenges in design and 
verification today is identifying solutions to increase 
productivity and control engineering headcount. To illustrate 
the need for productivity improvement, we discuss the 
trend in terms of increasing engineering headcount. Figure 
2 shows the mean peak number of engineers working on 

a project. Again, this is an industry average since some 
projects have many engineers while other projects have 
few. You can see that the mean peak number of verification 
engineers today is greater than the mean peak number of 
design engineers. In other words, there are, on average, 
more verification engineers working on a project than 
design engineers. This situation has changed significantly 
since 2007.

Figure 2. Mean Number of Peak Engineers per Project

Another way to comprehend the impact of today’s project 
headcount trends is to calculate the compounded annual 
growth rate (CAGR) for both design and verification 
engineers. Between 2007 and 2014 the industry 
experienced a 3.7 percent CAGR for design engineers and 
a 12.5 percent CAGR for verification engineers. Clearly, the 
double-digit increase in required verification engineers has 
become a major project cost-management concern, and is 
one indicator of growing verification effort.

But verification engineers are not the only project 
stakeholders involved in the verification process. Design 
engineers spend a significant amount of their time in 
verification too, as shown in Figure 3. In 2014, design 
engineers spent on average 53 percent of their time 
involved in design activities and 47 percent of their time in 
verification. 

 

Figure 3. Where Design Engineers Spend Their Time

Does Design Size Influence First Silicon Success? 
by Harry D. Foster, Mentor Graphics 
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However, this is a reversal in the trends observed from 
the 2010 and 2012 studies, which indicated that design 
engineers spent more time in verification activities than 
design activities. The data suggest that design effort has 
risen significantly in the last two years when you take into 
account that: (a) design engineers are spending more 
time in design, and (b) there was a nine percent CAGR in 
required design engineers between 2012 and 2014 (shown 
in Figure 4), which is a steeper increase than the overall 3.7 
CAGR for design engineers spanning 2007 through 2014. 
One factor contributing to this increase demand in design 
engineers relates to the complexity of creating designs that 
actively manage power.

Figure 4 shows where verification engineers spend their 
time (on average). We do not show trends here since 
this aspect of project resources was not studied prior to 
2012, and there were no significant changes in the results 
between 2012 and 2014. 

Our study found that verification engineers spend more of 
their time in debugging than any other activity. This needs 
to be an important research area whose future solutions  
will be necessary for improving productivity and 
predictability within a project. 

Figure 4. Where Verification Engineers  

Spend Their Time

 
SCHEDULE & RESPIN TRENDS 
Today we find that a significant amount of effort is being 
applied to functional verification. An important question our 
study has tried to answer is whether this increasing effort 
is paying off. In this section, we present verification results 
findings in terms of schedules and number of required 
spins.

 

Figure 5. Design Completion Compared  

to Original Schedule

Figure 5 presents the design completion time compared 
to the project’s original schedule. The data suggest 
that in 2014 there was a slight improvement in projects 
meeting their original schedule, where in the 2007 and 
2012 studies, 67 percent of the projects were behind 
scheduled, compared to 61 percent in 2014. It is unclear 
if this improvement is due to the industry becoming 
more conservative in project planning or simply better at 
scheduling. Regardless, meeting the originally planned 
schedule is still a challenge for most of the industry.

Figure 6 shows the industry trend for the number of spins 
required between the start of a project and final production. 
Even though designs have increased in complexity, the data 
suggest that projects are not getting any worse in terms of 
the number of required spins before production. Still, only 
about 30 percent of today’s projects are able to achieve first 
silicon success.

Figure 6. Required Number of Spins

DESIGN SIZE IMPACT ON RESPINS 
It’s generally assumed that the larger the design— 
the increased likelihood of the occurrence of bugs.  
Yet, a question worth answering is how effective  
projects are at finding these bugs prior to tapeout.

Does Design Size Influence First Silicon Success? 
by Harry D. Foster, Mentor Graphics 
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In Figure 7, we first extract the 2014 data from the required 
number of spins trends presented in Figure 6, and then 
partition this data into sets based on design size (that is, 
designs less than 5 million gates, designs between 5 and 
80 million gates, and designs greater than 80 million gates). 
This led to perhaps one of the most startling findings from 
our 2014 study. That is, the data suggest that the smaller 
the design—the less likelihood of achieving first silicon 
success! While 34 percent of the designs over 80 million 
gates achieve first silicon success, only 27 percent of the 
designs less than 5 million gates are able to achieve first 
silicon success. The difference is statistically significant.

Figure 7. Number of Spins by Design Size

To understand what factors might be contributing to this 
phenomena, we decided to apply the same partitioning 
technique while examining verification technology adoption 
trends.

Figure 8 shows the adoption trends for various verification 
techniques from 2007 through 2014, which include code 
coverage, assertions, functional coverage, and constrained-
random simulation.

One observation we can make from these adoption  
trends is that the electronic design industry is maturing  
its verification processes. This maturity is likely due to the 
need to address the challenge of verifying designs with 
growing complexity.

In Figure 9 we extract the 2014 data from the various 
verification technology adoptions trends presented in  
Figure 8, and then partition this data into sets based  
on design size (that is, designs less than 5 million gates, 
designs between 5 and 80 million gates, and designs 
greater than 80 million gates).

 

Figure 8. Verification Technology Adoption Trends  

 

Figure 9. Verification Technology Adoption  
by Design Sizes

Across the board we see that designs less than 5 million 
gates are less likely to adopt code coverage, assertions, 
functional coverage, and constrained-random simulation. 
Hence, if you correlate this data with the number of spins  
by design size (as shown in Figure 7), then the data  
suggest that the verification maturity of an organization  
has a significant influence on its ability to achieve first 
silicon success.

As a side note, you might have noticed that there is less 
adoption of constrained-random simulation for designs 
greater than 80 million gates. There are a few factors 
contributing to this behavior: (1) Constrained-random works 
well at the IP and subsystem level, but does not scale to 
the full-chip level for large designs. (2) There are a number 
of projects working on large designs that predominately 
focuses on integrating existing or purchased IPs. Hence, 
these types of projects focus more of their verification effort 
on integration and system validation task, and constrained-
random simulation is rarely applied here.
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CONCLUSION 
In this article, we presented a few highlights from the 2014 
Wilson Research Group Functional Verification Study that 
was commissioned by Mentor Graphics. One of the key 
takeaways from our study is that verification effort continues 
to increase, which was observed by the double-digit 
increase in peak number verification engineers required on 
a project.

In general, the industry is maturing its verification processes 
as witnessed by the verification technology adoption trends. 
However, we found that smaller designs were less likely to 
adopt what is generally viewed as industry best verification 
practices and techniques. Similarly, we found that projects 
working on smaller designs tend to have a smaller ratio of 
peak verification engineers to peak designers. Could the 
fact that fewer available verification resources combined 
with the lack of adoption of more advanced verification 
techniques account for fewer small designs achieving 
first silicon success? The data suggest that this might 
be one contributing factor. It’s certainly something worth 
considering.

As a closing comment to this article, our plan is to release 
all the findings from the 2014 Wilson Research Group 
Functional Verification Study over the next few months 
through a series of Verification Horizons blogs, and a paper 
to be published at the 2015 Design Automation Conference.
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ABSTRACT 
IEEE 1801 UPF [1] enables early specification of “power 
intent”, or the power management architecture of a design, 
so that power management can be taken into account 
during design verification and verified along with design 
functionality. The verified power intent then serves as a 
golden reference for the implementation flow. To fully  
realize the advantages of this capability, a methodology 
called Successive Refinement was conceived during 
development of IEEE 1801-2009 UPF. However, this 
methodology is still not well understood in the industry.

In this article, we present the UPF Successive Refinement 
methodology in detail. We explain how power management 
constraints can be specified for IP blocks to ensure  
correct usage in a power-managed system. We explain 
how a system’s power management architecture can be 
specified in a technology-independent manner and verified 
abstractly, before implementation. We also explain how 
implementation information can be added later.  
This incremental flow accelerates design and verification 
of the power management architecture. Partitioning power 
intent into constraints, configuration, and implementation 
also simplifies debugging power management issues.  
We illustrate these advantages by applying the methodology 
to an IP-based system design. 

I. INTRODUCTION 
Managing power consumption is now one of the key 
drivers of design and implementation of Systems on Chip, 
whether it is for extending battery life in mobile devices 
or constraining power envelopes to manage thermal 
dissipation. As a result, many more IC design houses and 
IC IP suppliers are now starting to become much more 
serious about defining complex power control strategies 
for their products. This is resulting in widespread adoption 
of IEEE 1801 UPF as a means for describing both these 
strategies from high level power intent right down to details 
of how the power control strategies are implemented.

UPF was originally developed as an Accellera standard [1]. 
That version of UPF was then updated and was released 
as IEEE Std 1801TM-2009 UPF [2] and has continued to 
evolve further as an IEEE standard [3,4]. The initial version 

of the UPF standard focused more on implementation 
detail, but IEEE 1801 UPF and its more recent updates 
have widened the focus to cover more strategic or abstract 
aspects of power control strategies.

Although IEEE 1801 UPF provides these more abstract 
capabilities, many users are still employing the older 
implementation-oriented methodology. In this article, we 
describe the new abstract concepts in IEEE 1801 and 
present a methodology called “Successive Refinement” 
that takes maximum advantage of these new concepts. 
Successive Refinement provides a consistent approach for 
using the entire scope of UPF in order to most efficiently 
convey the specific power control information required 
at each different stage of the design flow for a complex 
System on Chip design.

Traditional UPF Usage 
UPF is used to specify ‘power intent’ - the power 
management structures and behavior for a design - 
separate from and before the design and its power 
management logic is implemented. This has enabled design 
flows in which UPF specifications drive both verification 
and implementation steps. In verification, the design is 
augmented with structures and behavior from the UPF 
so that the design behavior reflects power management 
effects, to ensure that the implementation will work 
correctly when it is completed. In implementation, the 
UPF power intent directs the implementation tool to insert 
the necessary logic to support the power management 
capabilities.

The UPF used for this kind of flow has tended to be 
implementation-oriented, since the primary goal is to 
drive the implementation process and verify that the 
implementation will work correctly. However, UPF also 
provides capabilities for more abstract power intent 
specifications. These capabilities target the development 
of power intent over time, by different individuals and 
teams, as design components are aggregated into 
larger blocks and ultimately into a complete system. The 
“Successive Refinement” methodology addresses the 
needs of various participants in this process, from the IP 
developers who create reusable IP, to the system designers 
who configure IP blocks and integrate them together with 

Successive Refinement: A Methodology  
for Incremental Specification of Power Intent 
by Adnan Khan, John Biggs & Eamonn Quigley, ARM® Ltd., and Erich Marschner, Mentor Graphics 
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power management logic, to the chip implementers who 
map the logical design onto a technology-specific physical 
implementation.

Challenges of using  
Implementation-Oriented UPF  
What exactly are the problems with staying with the less-
abstract descriptions of power intent? It is certainly true 
that system-on-chip designers have managed to make this 
work and have successfully taped out systems with complex 
power control strategies. The main issue is the efficiency 
with which the power intent information is managed across 
different stages of the design flow and also across different 
implementations of a particular system.

In the non-abstract approach, the system designer is 
required to define the power control strategy in terms of 
implementation-specific details. This means specifying 
things like power nets, power ports and switches and other 
implementation-specific details. There are several problems 
with this approach.

• At early stages in the design flow, it is quite likely that 
the target process technology has yet to be selected 
for this system. In this case, the designer may have 
to make an arbitrary selection of a particular style of 
implementation in order to describe the high-level power 
intent. There is a strong possibility that this will prove 
to be incompatible with the final process technology 
selection and therefore will need to be re-written when 
the process technology decision is finally made.

• Having captured this description of the power intent 
in the UPF file, the system designer will use this file 
with UPF-aware verification flows in order to verify 
that the UPF description is itself correct and that the 
overall power control strategy specified in the UPF file 
achieves the intended goals. But having invested a lot 
of verification effort to prove that the strategy and UPF 
file are correct, if the UPF file has to be modified or re-
created after selection of the target process technology, 
the verification equity built up is lost and the verification 
process has to be repeated with associated delays and 
extra resource costs.

• Often large blocks of IP are re-used either in different 
systems on chip or several different generations of a  
 

particular system or even for porting a proven system 
to a different target technology. Again, if the power 
intent has been captured in an implementation-specific 
way, it would potentially need to be re-generated for a 
new target technology even if the design itself has not 
changed.

• This is a particular problem for IP suppliers who 
need to be able to supply descriptions of power 
intent for products to their customers without having 
any information about what implementation-specific 
decisions might be taken by the customer. 

Since implementation detail is required for verification, 
PowerAware verification is often postponed until late in the 
flow. This tends to limit both its value and the amount of 
PowerAware verification that can be performed within the 
schedule.

How are these problems solved by more abstract 
descriptions of power intent?

• Being able to define the power intent at an abstract 
level without needing to use detail which would be 
implementation-specific removes any dependence 
on process technology decisions and implementation 
decisions which could affect power control.  

The power intent can be verified using the same approach 
as before, and we end up with a verified power strategy 
and UPF file. But how do we now add the implementation-
specific details needed to allow us to implement the design 
through the back-end flows? We could create a new file but 
this would again cause us to lose any verification equity 
built up in the abstract UPF file.

• This is where the “Successive Refinement” concept 
comes into play. This concept and methodology relies on 
the idea that we can add further more refined or detailed 
descriptions of the power control in separate files which 
are included along with the abstract power intent file 
such that the tools interpreting these files ensure that any 
additional detail in subsequent files honours any abstract 
power intent specified in earlier files. 
 
 

Successive Refinement: A Methodology  
for Incremental Specification of Power Intent 
by Adnan Khan, John Biggs & Eamonn Quigley, ARM® Ltd., and Erich Marschner, Mentor Graphics 
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The next sections go on to describe in more detail 
how “Successive Refinement” works and some 
recommendations for how it should be used. 

II. WHAT IS SUCCESSIVE REFINEMENT? 
Successive refinement in UPF allows an IP provider 
to capture the low power constraints inherent in an IP 
block without predicating a particular configuration. 
Then any licensee of this IP can configure the IP, within 
these constraints, for their particular application without 
predicating a particular technology specific implementation. 
The result is a simulatable but technology-independent 
“golden reference” against which all subsequent 
technology-specific implementations can be verified. In this 
way the “verification equity” invested in proving the integrity 
of the golden reference is preserved and need not be 
repeated when the implementation details change.

Constraint UPF: 

 - Describe the power intent inherent in the IP - power 
domains/states/isolation/retention, etc.

 - Constraints are part of the source IP and as such 
belong with the RTL 

Configuration UPF: 

 - Describes application-specific configuration  
of the UPF Constraints 

    - supply sets, power states, logic expressions, etc.
 - Required for simulation - created by end user  

Implementation UPF: 

 - Describes technology-specific implementation of the 
UPF configuration 

    - supply nets/ports, switches, etc.
 - Required for implementation—created by end user 
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Successive refinement is illustrated in Fig. 1. The IP 
developer creates Constraint UPF that accompanies the 
HDL source for a soft IP component. The IP consumer 
adds Configuration UPF describing his system design 
including how all the IP blocks in the system are configured 
and power managed. The Configuration UPF loads in the 
Constraint UPF for each IP so that tools can check that 
the constraints are met in the configuration. Once the 
configuration specified by the golden source has been 
validated, the implementer adds Implementation UPF to 
specify implementation details and technology mapping. 
The complete UPF specification then drives  
the implementation process. 

III. USING SUCCESSIVE REFINEMENT 
In this article we show how Successive Refinement can  
be employed to define the power intent of a processor-
based design. The power intent is defined in the following 
UPF files:

1. Constraint UPF file
2. Configuration UPF file
3. Implementation UPF file 

A. Constraint UPF 
The constraint UPF file is the most abstract view of power 
intent. This file is used to describe constraints on the power 
intent of the design, as it applies to a particular design 
component. The constraint UPF file is provided by soft IP 
vendors for use in both verification and implementation 
of a system using a corresponding IP component.  The 
constraint UPF file should not be replaced or changed by 
the IP consumer.

The constraint UPF file defines all the power intent that is 
recommended and verified by the IP provider for the IP 
it accompanies. At the same time, it does not require the 
IP consumer to adopt any particular power management 
implementation approach. All implementation choices can 
be made by the system designer/integrator. 

A constraint UPF file contains the following:

1. A description of the “atomic” power domains
2. The retention requirements
3. The isolation requirements
4. Power states that are legal

A constraint UPF file need not contain information about:

1. Any additional design ports that a design may need to 
control power management logic

2. Any isolation or retention strategies and how they will be 
controlled

3. Logical references to any particular switch design
4. Technology references such as voltage values or library 

cell mappings

The above information will typically be provided later by 
the IP consumer as system design and implementation 
proceed.

There is also one more important consideration before 
looking at an example. Almost all IP delivered by an IP 
provider must be configured before it can be used in a 
customer-specific implementation. The same configuration 
is usually applied to the constraint UPF file to match 
the configured RTL. In that case, it makes sense for 
configuration of power intent to be a part of the same 
process that is used to provide a configured RTL.

An Example System 
To illustrate the successive refinement methodology, we 
present an example SoC design together with the constraint 
UPF, configuration UPF, and implementation UPF that might 
be developed to define the power intent for this design. The 
example system, shown in Figure 2, contains an instance 
of an MPCore processor component called CORTEX®, 
along with other elements that are not shown. The MPCore 
processor can have one, two, three, or four CPUs along 
with L1 and L2 cache. Each CPU has Advanced SIMD 
(Single Instruction Multiple Data) capability as well. 

The MPCore processor component is partitioned such that 
each individual CPU can be power-managed individually. 
The functionality of each CPU is divided further into two 
possible power domains, PDCPU and PDSIMD. The level 
two (L2) cache and snoop filters are in a separate power 
domain, PDL2. The rest of the functionality such as the L2 
cache controllers and governor is in another power domain, 
PDCORTEX. Each power domain is shown in a different 
color in the diagram in Figure 2 on the following page.
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In the following, we show how constraint UPF can be written 
for the MPCore processor component, how configuration 
UPF can be written for the system as a whole, focusing 
on power intent related to the MPCore instance, and how 
implementation UPF can be written for the system, again 
focusing on aspects related to the MPCore instance. In this 
illustration, we show the UPF commands1 only for a single 
CPU within the MPCore processor component; the UPF for 
additional CPUs would be similar.

Defining Atomic Power Domains 
The constraint UPF file should define each power domain 
that is identified in the engineering specification for the IP 
component. For a parameterized IP component such as the 
MPCore processor, the constraint UPF file for a particular 
configuration2 of that IP block would include all of the power 
domains required for that configuration.  For example, the 
constraint UPF file for a four-CPU version of the MPCore 
processor would include power domains for all four CPUs.

All that is required to define these power domains is a 
specification of the components in the RTL design hierarchy 
that will be included in the power domain. Power domains 
can be defined as shown to the right.

 

#------------------------------------------------------------------
# Create the atomic power domains
#------------------------------------------------------------------

# Create the cluster power domain
create_power_domain PDCORTEX –elements {.} -atomic

# Create the CPU0 power domain
create_power_domain PDCPU0  
–elements “u_ca_cpu0” -atomic

# Create the SIMD0 power domain
create_power_domain PDSIMD0  
–elements “u_ca_advsimd0” -atomic

# Create power domains for CPU1-3  
and SIMD1-3 in a similar manner
…

# Create the L2 Cache domain
create_power_domain PDL2 –elements \
 “u_ca_l2/u_ca_l2_datarams \
  u_ca_l2/u_ca_l2_tagrams \
  u_ca_l2/u_cascu_l1d_tagrams” \
 -atomic
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A domain can contain more than one element. Multiple 
elements sharing the same power domain can be combined 
together in a single logical block (for example, a Verilog 
module). The use of –elements {.} indicates that the 
instance corresponding to the current scope, and all of its 
contents, are included in the power domain.3 The option 
–atomic indicates that this power domain cannot be further 
partitioned by the IP consumer.4  

Retention Constraints 
Retention is not actually specified in the constraint  
UPF file for an IP component. Implementation of retention  
is an implementation choice and is usually left to IP 
licensees to decide whether they would like to include it 
in their design. However, it is necessary to specify which 
state elements must be retained if the user decides to 
make use of retention in his power management scheme.  
The ‘set_retention_elements’ command specifies these 
requirements. In the example below, set_retention_
elements indicates that all state elements in instance 
u_ca_cpu0 must be retained (i.e., full retention). Partial 
retention could also be specified by providing a more 
detailed –elements list.

Isolation Constraints 
Like retention, isolation also is not actually specified in 
the constraint UPF file for an IP component. The need 
for isolation is driven by system level power management 
decisions. However, the constraint UPF file should specify 
the isolation clamp values that must be used if the user 
decides to shutdown portions of the system as part of  
his power management scheme.  

An isolation cell is used on any signal that crosses a 
domain boundary from a powered-down domain to one that 
is powered-up. The signal must be clamped to avoid floating 
signals and ‘x’ propagation in simulation. Isolation cells are 
essentially an AND gate (to clamp to 0) or an OR gate (to 
clamp to 1) with one input tied to the isolation enable signal. 
Clamps are normally tied low, for minimal leakage impact, 
but in some cases clamps are tied high to avoid functional 
issues for the powered on parts of the design.

The command ‘set_port_attributes’ is used to define the 
clamp value requirements:

If a default clamp value low rule is assumed, then  
the constraints should include a list of ports for which a 
clamp high isolation rule is applied. 

The command ‘set_isolation’ should not be specified 
 in the constraint UPF as it would presume that isolation  
will be required.

Clamp value attributes may also be specified for the 
ports of a component without reference to any specific 
instances in the design. In the example below, the clamp 
value constraint for all output ports of model CORTEX 
is specified as 0 except for those named in the variable 
$CPU_CLAMP1, for which the clamp value constraint  
is specified as 1.

#------------------------------------------------------------------
# Retention permitted in this design
#------------------------------------------------------------------

# Define retention requirements
set_retention_elements PDCPU0_RETN  
–elements “u_ca_cpu0”

#------------------------------------------------------------------
# Isolation semantics – clamp values required  
during powerdown
#------------------------------------------------------------------

set CPU_CLAMP1 [list u_ca_hierarchy/output_port_a ]

# default is isolate low
set_port_attributes –elements “u_ca_hierarchy” \
 -applies_to outputs \
 -clamp_value 0

# CPU_CLAMP1 is a list of exceptions  
which should be clamped high
set_port_attributes \
 -ports “$CPU_CLAMP1” \
 -clamp_value 1
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Power States 
Accellera UPF provided commands for defining ‘power 
state tables’, or PSTs, which defined the legal combinations 
of supply sources providing power to a chip. Although the 
PST commands are still present in IEEE1801 UPF, the IEEE 
standard also provides the command ‘add_power_state’ for 
defining abstract power states. Such abstract power state 
definitions are more applicable and valuable when using 
successive refinement. 

The ‘add_power_state’ command supports power 
state definition based on both logical and electrical 
characteristics of an object. A ‘logic expression’ defines 
the technology-independent logical conditions under which 
a given power state occurs; a ‘supply expression’ (for 
supply sets) defines the supply states (and optionally the 
technology-dependent supply voltages) that exist when the 
power state occurs. 

For constraint UPF, ‘add_power_state’ should be used 
to define the fundamental power states of an IP block 
and its component domains in a technology-independent 
manner, since technology mapping will not occur until the 
implementation stage. This implies that power states should 
be defined without reference to voltage levels. Similarly, 
constraint UPF should not impose any particular power 
management approach on the IP consumer, so it should 
define power states without dictating how power will be 
controlled.

In this example5, two basic power states have been defined 
for power domain PDSIMD0: state RUN (running), and state 
SHD (shutdown). Each is defined with a logic expression 
that specifies when the domain is in this power state. These 
domain power states are defined respectively in terms of 
power states ON and OFF of the domain’s primary supply 
set. The supply set power states are also defined with 
‘add_power_state.’ 

In the latter case, a ‘simstate’ is also defined, which 
specifies how logic powered with that supply set will 
simulate when the supply set is in that state. Simstate 
NORMAL indicates that the logic will operate normally since 
the power is on. Simstate CORRUPT indicates that the logic 
will not operate normally, since the power is off; in this case 
the output of each logic element is corrupted.

Power states defined for supply sets can also include a 
supply expression that specifies the states and voltages 
of the supply set functions (power, ground, etc.). This 
information can be included in the initial ‘add_power_state’ 
definition or it can be added later via –update, as shown 
below. In most cases the voltage information will be 
technology-specific and deferred to implementation UPF.

#------------------------------------------------------------------
# Isolation semantics – clamp values required  
during powerdown
#------------------------------------------------------------------

# default is isolate low
set_port_attributes -model CORTEX \
 –applies_to outputs \
 -clamp_value 0

# CPU_CLAMP1 is a list of exceptions  
which should be clamped high
set_port_attributes -model CORTEX \
 -ports “$CPU_CLAMP1” \
 -clamp_value 1

#------------------------------------------------------------------
# Power states for PDSIMD of CPU0
#------------------------------------------------------------------

add_power_state PDSIMD0 –domain \
 -state {RUN -logic_expr {primary == ON}} \
 -state {SHD -logic_expr {primary == OFF}}

add_power_state PDSIMD0.primary –supply \
 -state {ON -simstate NORMAL} \
 -state {OFF -simstate CORRUPT}

#------------------------------------------------------------------
# Power state updates for PDSIMD0.primary
#------------------------------------------------------------------

add_power_state PDSIMD0.primary –supply –update \
 -state {ON -supply_expr {power == FULL_ON && ground 
            == FULL_ON}} \
 -state {OFF -supply_expr {power == OFF}}
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Although the use of state retention is up to the IP consumer, 
as part of the overall power management architecture for 
the target system, it may be appropriate to define abstract 
retention power states in the constraint UPF so that power 
state constraints that would come into play if retention is 
used can be expressed. In the configuration UPF for the 
system, for a given instance of this IP, such an abstract 
retention power state could be used as is, or marked as an 
illegal state if retention will not be used for that instance, or 
even refined to create multiple power states representing 
different levels of state retention. 

The following UPF updates the power states of PDSIMD0  
to add such an abstract retention state, based on the 
domain primary supply and its default_retention supply:

Power states would also be defined for the other  
power domains (PDCORTEX, PDCPU, and PDL2)  
in the MPCore processor. These would be similar to  
the definitions given above for PDSIMD0. Here again  
the constraint UPF file typically defines only the basic  
power states that will apply to all instances; the set of  
power states for a given domain may be refined later  
when configuration decisions are made.

Power states of one power domain may be dependent  
upon power states of another power domain. In this 
example, the PDCORTEX domain is in the RUN state  
only if the PDL2 and PDCPU domains are also in their 
respective RUN states. Similarly, PDCORTEX is in its 
SHD state only if PDL2 and PDCPU are each also in their 
respective SHD states. This dependency is captured in 
the logic expression for the power states of PDCORTEX 
above, as well as a dormant power state DMT in which the 
L2 cache is still powered up while the PDCORTEX and 
PDCPU domains are shut down.

Some power state dependencies may exist in the event that 
state retention is used. These potential dependencies can 
be captured based on abstract retention power states in the 
constraint UPF. In the example system, the PDCORTEX 
domain may be in either of two retention states, depending 
upon whether the PDCPU domain or the PDL2 domain is in 
retention.

 
B. Configuration UPF 
The configuration UPF file defines the power intent 
needed for the IP consumer’s system design. The IP 
consumer must ensure that his usage of the IP satisfies the 
constraints specified in the constraint UPF delivered with 
that IP. These constraints are applied to the system design 
by loading the constraint UPF file for each instance of the 
IP to which it applies. The rest of the configuration UPF file 
specifies the details of the power management scheme for 
the system. Verification tools can check that these details 
are consistent with the constraints applied to each IP 
instance. 
 

#--------------------------------------------------------------------
# Abstract Retention Power State for PDSIMD of CPU0
#--------------------------------------------------------------------

add_power_state PDSIMD0 –domain –update \
 -state {RET -logic_expr {primary ==  
           OFF && default_retention == ON}}

#------------------------------------------------------------------
# Abstract Retention Power states for PDCORTEX
#------------------------------------------------------------------

add_power_state PDCORTEX –domain -update \
 -state {CPU0_RET -logic_expr {primary ==  
           ON && PDL2 != SHD && PDCPU == RET}} \
 -state {L2_RET  -logic_expr {primary == ON && PDL2 == 
            RET && PDCPU != SHD}} 

#------------------------------------------------------------------
# Power states for PDCORTEX
#------------------------------------------------------------------

add_power_state PDCORTEX -domain \
 -state {RUN -logic_expr {primary == ON && PDL2 == 
           RUN && PDCPU == RUN}} \
 -state {DMT -logic_expr {primary == OFF && PDL2 == 
           RUN && PDCPU == SHD}} \
 -state {SHD -logic_expr {primary == OFF && PDL2 == 
           SHD && PDCPU == SHD}}
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A typical configuration UPF file contains the following:

1. Add design ports that a design may use  
to control power management logic. 
create_logic_port 

2. Create isolation strategies on power domains  
and define how isolation is controlled. 

set_isolation 

3. Create retention strategies on power domains  
and define how retention is controlled. 

set_retention 

4. Update power domain states with logic expressions  
to reflect control inputs. 

add_power_state –update 

 
A configuration UPF file typically does not contain: 

1. Logical references to any switch designs
2. Technology references such as voltage values,  

cell references 
 
This information is usually provided later,  
during the implementation phase.

A configuration UPF file typically does not contain any 
implementation and technology specific details. The 
configuration UPF file should be written in an abstract 
manner such that it can be used for RTL verification  
without the unnecessary details of implementation,  
but it should be reused by the backend engineers  
when they add implementation detail.

Soft IP such as a processor typically can be configured 
in quite a few different ways. For example, a processor IP 
block might be configurable anywhere from a single core to 
a multi-core version. A customer can configure such cores 
to match their design needs. For the configuration UPF file, 
one of the logical configurations of the design is chosen, 
and the customers can use that file as an example to match 
their design.

Retention Strategies 
The configuration UPF file specifies the retention strategies 
to be used for each power domain. A design can either 
retain all its flops or can decide to use partial retention  
in which only certain flops are retained. 

The ‘set_retention’ command is used to specify a retention 
strategy. In configuration UPF, the retention strategy 
specifies the control signals used to control retention. 
These control signals can be defined in the configuration 
UPF file using the UPF ‘create_logic_port’ command and 
then referenced in retention strategies.

A retention supply is also needed when writing a retention 
strategy. In the above example a default retention supply 
set ‘default_retention’ was used but equivalently a designer 
can specify their own supply set by using ‘-supply’ option in 
‘create_power_domain’ command.

Isolation Strategies 
An isolation strategy is specified for any power domain 
where the signal crosses a domain boundary. In the 
constraint UPF file the IP provider specifies the clamp 
values that are safe to use if the design will have isolation 
cells between different power domains. In the configuration 
file, any isolation strategy must specify clamp values 
consistent with the specifications in the constraint UPF.

The command ‘set_isolation’ is used to define isolation 
strategy. As with retention strategies, isolation control 
signals required for retention can also be defined in the 
configuration UPF.

#------------------------------------------------------------------
# Retention Strategy
#------------------------------------------------------------------
create_logic_port -direction in nRETNCPU0
create_logic_net nRETNCPU0
connect_logic_net nRETNCPU0 -ports nRETNCPU0

# -------- cpu0 ret --------- 
set_retention ret_cpu0 -domain PDCPU \
 -retention_supply_set PDCPU0.default_retention \
 -save_signal “nRETNCPU0 negedge” 
 -restore_signal “nRETNCPU0 posedge”

#------------------------------------------------------------------
# Isolation Strategy
#------------------------------------------------------------------
# -------- cpu clamp 0 --------- 
set_isolation iso_cpu_0 -domain PDCPU0 \
 -isolation_supply_set PDCORTEX.primary \
 -clamp_value 0 \
 -applies_to outputs \
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In this example, the majority of the signals crossing the 
power domain boundary are constrained to be clamped  
low if power is turned off. However, a few signals in the 
design are constrained to be clamped high because 
clamping them low in the event of power shutoff would 
cause a functional issue. 

In the above example, this is done by leveraging UPF 
precedence rules: the first set_isolation command applies 
to all outputs of the domain PDCPU0 without explicitly 
naming them, while the second set_isolation command 
applies to a list of specific port names given in the –
elements list via the variable $CPU_CLAMP1. Since UPF 
gives precedence to a command that explicitly names an 
object over one that references an object obliquely in some 
manner, the second command takes precedence over the 
first for those ports that must be clamped high if power is 
turned off. 

Another approach would be to specify an explicit –elements 
list in each case, without depending upon the precedence 
rules. One technique or the other may be more appropriate 
in a given situation, depending upon how the UPF is written.

Power States 
In the configuration UPF file, the power states defined in 
constraint UPF files are further refined to specify the logical 
control signals used by the power management controller to 
enable that state. These logical signals may include control 
signals for isolation and retention cells. 

Logical control signals may also include signals that will 
eventually control power switches when they are defined as 
part of the implementation. If the implementation strategy is 
already known when the design is configured, the system 
designer may choose to create and refer to switch control 

signals in order to define power states representing various 
operational modes. If the implementation strategy is not 
already known at that time, or if the system designer wants 
to enable maximum reuse of the configuration UPF, he 
can define mode control signals that could be used later 
to control switches in a given implementation. Either way, 
the power switches themselves are typically not defined 
in the configuration UPF file, and it is up to the backend 
engineer to choose the correct formation of power switches 
depending on the implementation. 

C. Implementation UPF 
The implementation UPF file used in successive refinement 
defines the implementation details and technology-specific 
information that is needed for the implementation of 
the design. The constraint UPF, configuration UPF, and 
implementation UPF files taken together define the entire 
power intent of the design. 

 -isolation_signal nISOLATECPU0 \
 -isolation_sense low 

# -------- cpu clamp 1 --------- 
set_isolation iso_cpu_1 -domain PDCPU0 \
 -isolation_supply_set PDCORTEX.primary \
 -clamp_value 1 \
 -elements “$CPU_CLAMP1” \
 -isolation_signal nISOLATECPU0 \
 -isolation_sense low 

#------------------------------------------------------------------
# Power state controls for PDSIMD of CPU0  
and its supply sets
#------------------------------------------------------------------
 
add_power_state PDSIMD0 –domain -update \
 -state {RUN -logic_expr {nPWRUP_SIMD0 == 0 && 
           nPWRUPRetn_SIMD0 == 0}} \
 -state {RET -logic_expr {nPWRUP_SIMD0 == 1 && 
           nPWRUPRetn_SIMD0 == 0 && \ 
           nRETN_SIMD0 == 0 && nISOLATE_SIMD0 
           == 0}} \
 -state {SHD -logic_expr {nPWRUP_SIMD0 == 1 && 
           nPWRUPRetn_SIMD0 == 1}} 

add_power_state PDSIMD0.primary –supply -update \
 -state {ON -supply_expr {power == FULL_ON &&  
           ground == FULL_ON} \
       -logic_expr {nPWRUP_SIMD0 == 0}} \
 -state {OFF -supply_expr {power == OFF   || ground == 
           OFF} \
       -logic_expr {nPWRUP_SIMD0 == 1}} 

add_power_state PDSIMD0.default_retention –supply \
 -state {ON -supply_expr {power == FULL_ON &&  
           ground == FULL_ON} \
       -logic_expr {nPWRUPRetn_SIMD0 == 0}} \
 -state {OFF -supply_expr {power == OFF   || ground 
            == OFF} \
       -logic_expr {nPWRUPRetn_SIMD0 == 1}}
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The implementation UPF file contains the information that 
prescribes the low level details of power switches and 
voltage rails (supply nets). It defines which supply nets 
specified by the implementation engineer are connected 
to the supply sets defined for each power domain. This file 
also defines the formation of any power switches that have 
been chosen for this implementation.

An implementation UPF file contains the following 
information:

1. Creation of supply network elements that  
an implementation design will need
create_supply_port
create_supply_net
create_supply_set

2. Logical references of any switch design

create_power_switch

3. Connecting supply nets with the supply sets
connect_supply_net
associate_supply_set

4. Technology references such as voltage values, 

 cell references. 

It is useful to keep the implementation details separate from 
the constraint and configuration UPF files so that those 
power intent files can be used for different implementations 
that differ in technology details.

Creating the Supply Network 
In implementation UPF, the first thing that needs to be done 
is definition of the supply nets and creation of the supply 
network. This can be done by using the commands ‘create_
supply_port’ and ‘create_supply_net’ as shown below.

Defining Power Switches 
The implementation UPF file describes the switch design.  
A design team does not have to make any decisions prior  

to implementation UPF about the formation of the switch  
 
design it needs for the implementation. This also helps to 
keep the constraint UPF and configuration UPF files in an 
abstract form that is used for RTL verification purposes.  

The ‘create_power_switch’ command is used to define a 
power switch.

One point to note is that the signals referenced in the 
control expressions of the power switch definition must 
correspond in some way to the control signals that were 
defined in the configuration UPF file and were used in ‘add_
power_states’ to control the states of the domains.

Connecting Supply Nets to Supply Sets  
Supply sets that were defined for each power domain 
need to be connected to supply nets provided by the 
implementation. This can be done by using the –function 
option of the ‘create_supply_set’ command, as shown 
below. This option is used here with –update to add the 
names of the supply nets (VDDCPU, VDDRCPU, VSS) to 
be connected to functions power, ground of the respective 
supply sets. In this case, the supply sets themselves were 
created as part of creating the power domain PDCPU.

#------------------------------------------------------------------
# Supply Network
#------------------------------------------------------------------
create_supply_port VDD
create_supply_net VDD -domain PDCORTEX
create_supply_net VDDCORTEX -domain PDCORTEX

#------------------------------------------------------------------
# Power switch
#------------------------------------------------------------------
create_power_switch ps_CORTEX_primary -domain 
PDCORTEX \
 -input_supply_port { VDD VDD } \
 -output_supply_port { VDDCORTEX VDDCORTEX } \
 -control_port { nPWRUPCORTEX nPWRUPCORTEX } \
 -on_state { on_state VDD {!nPWRUPCORTEX} } \
 -off_state { off_state {nPWRUPCORTEX} }

#------------------------------------------------------------------
# Supply Set PDCPU0.primary
#------------------------------------------------------------------
create_supply_set PDCPU0.primary -update \
 -function {power VDDCPU0} -function {ground VSS}
 
create_supply_set PDCPU0.default_retention -update \
 -function {power VDDRCPU0} -function {ground VSS} 
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Defining Supply Voltages for Power States 
In the implementation file the voltage values for each supply 
sets are defined by using the ‘-supply_expr’ option on 
add_power_state. 

IV. PRACTICAL APPLICATION  
OF SUCCESSIVE REFINEMENT 
To ensure that design IP is used correctly in a power-
managed context, it is imperative that the constraint UPF for 
a given IP is used as provided, without modification by the 
user. For parameterized IP, which needs to be configured 
before it is used, the IP provider must be able to deliver 
constraint UPF that is consistent with any given legal 
configuration of the IP, so the user does not have to edit the 
constraint UPF in any way. One approach to this involves 
delivering software or scripts that take in a set of parameter 
values and generate both the configured RTL code and the 
corresponding constraint UPF for that IP configuration.

A given system design may involve multiple instances 
of a given IP component, and/or instances of multiple 
IP components. Each IP component will have its own 
constraint UPF file, the scope of which is local to the IP 
block. In contrast, the configuration UPF file for a system 
is written with a global view of the entire system. The 
configuration file should start with loading the constraint 
UPF file for each instance, using the load_upf command. 

Subsequent commands in the configuration UPF file 
then define how each IP instance is configured for power 
management in the context of this system.

If a constraint UPF file needs to be loaded for multiple 
instances of a given IP, the find_objects command can be 
used to obtain a list of all instances of that IP within the 
design, and then load_upf can be invoked with the list of 
instances. Another option would be to use a Tcl loop to 
apply a load_upf command to each instance name in the 
list.

If the configuration UPF needs to configure multiple 
instances of the same IP in the same way, there are similar 
choices. A Tcl loop could be used to apply the same set 
of UPF commands for specifying strategies, power state 
updates, etc. to each instance. It may also be convenient 
to put configuration commands for a given IP into a 
subordinate configuration UPF file specifically for that IP, 
which then can be loaded once for each IP instance.

In the latter case, it may be tempting to make the 
subordinate configuration UPF file for that IP first load 
the constraint UPF file for that IP. Such a UPF description 
could then be loaded once for each instance of the IP to 
take care of both constraint application and configuration. 
This may work well in some cases, such as for a hard IP 
in which the power management configuration is the same 
in every instance. However, for soft IP, it is usually better 
to keep separate the loading of constraint UPF files and 
the specification of power management configurations, 
since different instances of the same IP component may 
be configured differently for power management. For 
example, in a system containing two instances of the same 
processor, one may be always on while the other can be 
shut down.

An IP provider may choose to provide an example 
configuration UPF file along with the constraint UPF 
file for a given IP. This example configuration UPF file 
usually describes the power intent of a particular logical 
configuration example, which licensees can use as a basis 
for creating a configuration UPF file for their own system 
design. 

When completed, the configuration UPF file together with 
the constraint UPF files for any IP components and the 
RTL for the system and its components can be verified 

#------------------------------------------------------------------
# Supply Update with supply expressions 
#------------------------------------------------------------------
 
#------CPU0-------
add_power_state PDCPU0.primary –supply -update \
 -state {ON -supply_expr {power == {FULL_ON 0.81} 
           && ground == {FULL_ON 0.00}}} \
 -state {OFF -supply_expr {power == OFF 
           || ground == OFF}}

add_power_state PDCPU0.default_retention –supply 
-update \
 -state {ON -supply_expr {power == {FULL_ON 0.81}  
           && ground == {FULL_ON 0.00}}} \
 -state {OFF -supply_expr {power == OFF 
            || ground == OFF}}
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in simulation. Once verified, these files can then be 
considered the ‘Golden source’ and can be fed into any tool 
farther along in the project cycle. 

 
V. CHALLENGES OF USING SUCCESSIVE REFINEMENT 
The challenge for any other soft IP vendor is first of all to 
separate and isolate the constraints themselves. Secondly 
to provide a description of the constraints that does not 
have to be altered and is compatible or interoperable with 
the design tools that will be used first for verification and 
then for implementation. 

In order to achieve a harmonious solution it is necessary for 
the soft IP vendor to work closely with the EDA tool vendor, 
and manage the reality that any customer or partner for the 
IP will most likely require the support of several vendors 
and multiple tools. It should be clear that a soft IP vendor is 
well placed to describe and specify requirements in order 
to achieve the interoperable solutions that their partners 
require.

 
VI. BENEFITS OF USING SUCCESSIVE REFINEMENT 
The true benefit of stating these goals and working towards 
them is easily realized when we consider the power intent 
required to build a complex SoC for a mobile application 
such as a tablet computer or high end smart phone. Such 
devices will require the fast and efficient integration of 
IP from multiple sources. The system rapidly becomes 
complex and difficult to manage. Markets create competitive 
scenarios where rapid turnaround is required. Short design 
cycles and early tape outs are possible only when the 
verification equity of the design components is preserved 
and relied upon through the implementation stages. UPF 
constraints ensure that the power intent as constructed is 
consistent with original intent provided with the soft IP used 
in the system.

 
VII. CURRENT STATE AND FUTURE WORK 
Successive Refinement requires essentially full support 
for IEEE 1801 UPF, including all of UPF 2.0 and some new 
features in UPF 2.1. The methodology can be used in part 
with a subset of UPF features, but the full value can only  
be realized when all the elements are available in the entire  
 

tool chain. At the time of this writing, not all tools support  
all the constructs required for Successive Refinement,  
but it is expected that this issue will go away with time.

The IEEE P1801 UPF working group is continuing to 
refine the definition of UPF in order to support Successive 
Refinement more effectively. In particular, improvements in 
power state definition and refinement are being developed 
for inclusion in the next release of the standard. These 
improvements should make adoption and use of Successive 
Refinement even more straightforward than has been 
described above.
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END NOTES

1. The example is presented using UPF 2.1 syntax, which is 
slightly different from that of UPF 2.0, but the methodology 
described here can still be used with UPF 2.0. 
2. This refers to configuration of soft IP RTL code by 
specifying parameter values, not to configuration of system 
power management by writing configuration UPF. 
3. Use of –elements {.} is a UPF 2.1 feature; the equivalent 
UPF 2.0 feature is –include_scope. 
4. The –atomic option is also a UPF 2.1 feature.  There is 
no equivalent UPF 2.0 feature.  When UPF 2.0 is used, the 
atomic nature of these power domains can be documented 
separately. 
5. This example includes the –supply and –domain options, 
which are new in UPF 2.1; they should be removed when 
using UPF 2.0.  Also, in UPF 2.0, the state name is placed 
immediately before the opening curly brace rather than 
immediately after it.
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INTRODUCTION 
Power management is a major concern throughout  
the chip design flow from architectural design to RTL 
implementation and physical design. Multi-power domain 
SoCs are complex and present new integration and 
verification challenges because many blocks have  
different operating modes at different voltages, different 
clock period and duty cycles of each block being awake, 
asleep or in shutdown mode.

Mobile Devices which use standards like USB3 have 
raised the need for higher battery life. This means that 
USB3 designs need to be implemented with PowerAware 
architecture using low power techniques.

PowerAware verification for USB3 is a challenging task 
as there are numerous rules and conditions defined in 
the USB 3.0 Specification for lower, active and idle power 
management to ensure that USB3.0 designs are power 
efficient. Also it must ensure that the design specific power 
management circuitry functions as expected, and also that 
the overall chip functionality is not corrupted by the power 
intent described in the UPF descriptions.

This paper describes a specific Power Management 
scheme used in USB3.0 Device IP controller. It also 
describes how Questa® PowerAware helped IP designers 
realize reliable, accurate and scalable low power 
architectures and comprehensive verification of these 
architectures. Additionally this also shares the experience 
in using the UPF to define various power domains, isolation 
strategies and methods to control power states from the 
testbench.

 
1. DESIGN UNDER VERIFICATION 
The design under verification is an USB3 SoC IP Controller. 
The corresponding block diagram inclusive of the power 
architecture is shown on the following page in Figure 2, 
“Various Power management Schemes in IP Controller.” 
The USB3 SoC IP Controller consists of three major blocks.

• USB 3.0 Lower Layers, which includes 
 the Link Layer/Protocol Layer

• USB 2.0 Lower Layer which includes the Protocol Layer
• An application Layer, which includes a DMA Controller

 
USB 3.0 or USB 2.0 Lower Layer resides in an always on 
power domain. This block has to be powered-on always for 
normal USB functionality and also to initiate suspend and 
wake-up sequences. If Link settles in USB 2.0 mode, USB 
3.0 Lower Layer can be powered off. If Link settles in USB 
3.0 mode, USB 2.0 Lower Layer can be powered off. USB 
3.0 Lower Layer and USB 2.0 Lower Layer can operate at 
different power supplies.

Power to the application Layer which includes the DMA 
controller block can be turned on or off depending on the 
data transfers and also on the USB Link Power states.  
This block will typically be powered off when the link is 
placed in Suspend State.

2. POWER MANAGEMENT SCHEMES  
IN USB3 IP CONTROLLER 
SuperSpeed USB enables considerable power savings 
by enabling both upstream and downstream ports to 
initiate lower power states on the link. In addition multiple 
link power states are defined, enabling local power 
management control and therefore improved power usage 
efficiency. The increased speed and efficiency of USB 3.0 
bus – combined with the ability to use data streaming for 
bulk transfers – further reduces the power profile of these 
devices.

The various Power Management techniques used in DUT 
are as follows.

1. Since the DUT is USB3 IP Controller, power management 
scheme as per USB3 spec is implemented. The power state 
table as per USB3 spec is shown on page 22.

Four link power states are defined for power management:

• U0 – normal operational mode
• U1 – Link idle with fast exit (PLL remains on)
• U2 – Link idle with slow exit (PLL may be off)
• U3 – Suspend 

U1, U2, U3 have increasingly longer wakeup times than U0, 
and thus allow transmitters to go into increasingly deeper 
sleep. The link state table for USB3 is shown on page 22.

PowerAware RTL Verification of USB 3.0 IPs 
by Gayathri SN and Badrinath Ramachandra, L&T Technology Services Limited 
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2. The USB 2.0 power-management was enhanced with the 
introduction of Link Power Management (LPM) in the EHCI 
specification 1.1. The new LPM transaction is similar to the 
existing USB 2.0 suspend/resume capability, however—it 
defines a mechanism for faster transition of a root port from 
an enabled state (L0) to a new sleep state (L1).

USB2 specification specifies 4 power management  
states as follows:

• L0 (On)
• L1 (Sleep): New & finer granularity
• L2 (Suspend)
• L3 (Off)

 
3. Apart from the USB3 Specification defined Power 
Management schemes, the IP controller also implements 
design specific Power Management scheme, basically 
power gating for the USB3/USB2 Lower layer and 
Application layer. The power state table for design 
specific Power Management scheme is shown below. 
This corresponds to UPF1 power architecture of Figure 1: 
Scalable Power Architectures with UPF Flow.

Power State Table

4. Multi-Voltage Supply where in the USB2 and USB3 Lower 
Layers can reside in power domains operating at different 
supply voltage levels since USB2 data rates are almost 10 
times lower than USB3 data rates. This scheme is applied 
in power architecture defined by UPF2 of Figure 1: Scalable 
Power Architectures with UPF Flow.

5. Dynamic Voltage and Frequency scaling of the 
application layer is possible and the processor can scale 
this based on the average system bandwidth requirement of 
the current function active on the USB link. This scheme is 
applied in power architecture defined by UPF2 of Figure 1: 
Scalable Power Architectures with UPF Flow.

6. Clock gating scheme was also used in USB3/USB2  
layers where during U3/Suspend state the clocks gets 
turned off.

Link State Description Key Characteristics Device Clock Exit Latency
U0 Link Active On N/A
U1 Link Idle, Fast Exit RX & TX quiesced On or Off μs
U2 Link Idle, Slow Exit Clock gen circuit also quiesced On or Off μs – ms
U3 Suspend Portions of device power removed Off ms

L1 (Sleep) L2 (Suspend)
Entry Explicitly entered via LPM extended transaction Implicitly entered via 3ms of link inactivity
Exit Device or host-initiated via resume signaling; 

Remote-wake can be (optionally) enabled/
disabled via the LPM transaction.

Device- or host-initiated via resume signaling; 
Device-initiated resumes can be (optionally) 
enabled/disabled by software

Latencies Entry: ~10us Exit: 
~70 us to 1ms (host-specific)

Entry: ~3ms 
Exit: >0ms (OS-dependent)

Device Power 
Consumption

Device power consumption level is application 
and implementation specific

Device power consumption is limited to:  
≤500 uA or ≤2.5mA

Power 
Mode

PD 1 – USB 
Lower Layer

PD 2 – DMA 
controller

Normal ON ON
Low 
Power

ON OFF

Sleep/
Power-Off

OFF OFF
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7. Memory splitting where in the data for different 
Endpoints reside in different memory regions.

8. Operand Isolation where in the data path blocks are 
controlled by an enable signal.

 

3. OBJECTIVES TO MOVE TOWARDS  
POWERAWARE VERIFICATION 
PowerAware verification is a challenging task. It must 
ensure that design-specific power management circuitry 
function as expected, and that the overall chip functionality 
is not corrupted by the power intent described in the UPF.
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A non-PowerAware simulation can ensure correct func-
tionality when all power supplies are turned on. This is 
always run before the low-power modes are enabled. In 
low-power modes, the simulator needs to perform special 
tasks to support power shut off and low-power cell insertion.

The following considerations become essential during 
PowerAware verification of the USB 3.0 IP.

• Ensuring that the IP architecture is using the USB3 link 
power modes correctly.

• Verifying the communication between different power 
domains namely the USB3 lower layer and DMA 
application layer.

• Verifying the transitions between different power modes 
and states in both domains.

• Ensuring that isolation, state retention, and power shutoff 
are handled properly, and that the IP controller can 
power on correctly within a given time period.

4. UPF FLOW FOR HIERARCHICAL SUPPORT  
FOR IP AND DESIGN REUSE

• The UPF design flow consisting of both power intent 
specification and functional specification helps define a 
hierarchical precedence mechanism.

• For bottom-up reuse, power design intent has been 
developed along with the functional implementation of 
an IP.

• Constructs such as power shutoff corruption, power 
switches, save/restore logic, and isolation should be 
described in the UPF file, not the RTL.

• For soft IP, it must be reusable for the integration of the 
IP without having to rewrite the intent specification at 
the SoC level.

• For top-down constraint of lower-level IP implementation, 
the chip-level power design intent is created. Lower-
level blocks must have their power design constraints 
derived from this chip-level description. The chip-level 
context must also be visible during IP implementation, 
so that IP implementation is done with the knowledge 
of the power domains, including both external boundary 
level power domains and state conditions.

• All of this can be done with UPF while staying at the 
abstract level, without doing manual design or floor  
planning, and without specifying the IP instance  
by instance.

• RTL requires no changes for verifying various  
Power Architecture, only the UPF gets modified.

5. NEED FOR A POWERAWARE TOOL 
The PowerAware tool should share a coherent view of the 
power architecture with respect to the UPF. The Tool should 
also have a native understanding of power intent. Also it 
needs to understand low-power states and requirements. If 
a test unexpectedly forces a power event, for instance, the 
tool must be able to recognize that. This is only practical if a 
tool provides high performance for low-power verification.

To leverage IP and design reuse in an advanced, power-
managed design, both tools and the format must support 
hierarchical usage of power intent descriptions. The 
simulator needs to model the behaviors described in the 
UPF file during power-down and power-up sequences.

During power-down, the simulator needs to consider 
isolation and state retention. During power-off, the simulator 
models the corruption of data internal to the power domain 
by setting all the internal values to Xs. Also during power-
up, the simulator models the restoration of power to the 
domain.

Apart from having the above features, given a description 
of power intent expressed in the industry-standard Unified 
Power Format (UPF), the Questa PowerAware Simulator

• Partitions the HDL design into power domains
• Adds isolation, level-shifting, and retention cells
• Integrates the power supply network into the design  

to power each domain

6. QUESTA POWERAWARE  
VERIFICATION PROCESS FLOW

• Create Design Specification and Power Intent 
Specification

• Create design files
• Create Power intent/source file (also called as UPF)
• Create PowerAware Test Environment Specification
• Create PowerAware Test environment which includes  

a power controller model
• Create Power state table sequencing
• Create Test scenarios which could do random  

power switching



25

7. UPF CONSISTS OF

• Power domain creation
- Two power domains were created— 

one for the USB3 Lower Layer and one  
for the Application Layer

• Supply port creation
- Primary Power and Ground Port defined  

for the IP Controller.
• Supply net creation

- Nets with respect to the Power Ports defined.
• Power switch creation

- Power switch created with respect to  
Application layer domain.

• Power state table definition
- Power state table for both power domains defined.

• Retention strategy definition
- Retention strategies with respect  

to both power domains.
• Isolation strategy definition

- Isolation strategies with respect to ports  
defined for Application layer.

8. TEST SCENARIOS:

The following were a few scenarios that were covered  
to check the low power conditions of the Design.

1. Basic power up on both power domains.
2. Randomly Power up and down the Application layer.
3. Check for isolation properties on the ports of the 

Application layer, when power switching is randomized.
4. Check for retention properties when moving from U3 

Low power state / USB2 Suspend to Active state.

The following issues can be uncovered during PowerAware 
verification which would otherwise be easily  
missed in normal verification.

1. X propagation in the Application Layer Interface  
during power on and off of the Application layer

2. Issues related to Retention states / logic in USB3 
Lower layer during exit from U3 state.

3. Issues related to Retention states / logic in USB2 
Lower layer when exiting suspend state

4. Issues related to switch-on time of the on-board  
power switch

5. Issues related to reset release  
after power up sequence.

6. Issues related to power state sequencing.
7. Connectivity issues between multiple power  

well domains.

9. CONCLUSION 
Low-power design requirements of current generation 
SoC utilizing USB 3.0 IP’s introduce significant verification 
complexity. USB 3.0 IP’s inherently are designed to 
address a wide range of low power application scenarios. 
Architecting the IP for each specific low power application 
scenario can become very tedious and error prone if the 
power architecture requirements are to be embedded 
directly into the RTL. Additionally, verifying the IP to 
meet the wide ranging power architecture becomes very 
challenging and can affect the schedule badly if issues are 
found late in the design cycle. Much has been done in the 
digital design space to address this verification complexity 
and minimize impact to overall design schedule. Some 
of the key components of this solution are based on 
UPF power intent file, low-power structural verification, 
and state corruption for low-power simulation. Mentor’s 
Questa PowerAware RTL verification methodology helps in 
defining multiple power architectures without changing the 
RTL by defining the power architecture in a power intent 
UPF file independent of the RTL and provides an easy 
mechanism to verify the functional behavior of the IP by 
including the UPF file in an RTL verification environment.

As seen above, Questa PowerAware verification  
at early RTL stage can save sufficient debug time.
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About 30 years ago, when computers revolutionized 
the semiconductor design process, a new verification 
technology appeared on the horizon under the name of 
hardware emulation. It was implemented in a big-box and 
billed as being able to verify and debug chip designs.

Truth be told, there were precursors to this design 
verification approach. IBM for one already had 
experimented with hardware to accelerate design 
verification in the Yorktown Simulation Engine (YSE) and 
in the Engineering Verification Engine (EVE). In the early/
mid 80s, Daisy Systems, Valid Logic, Teradyne and others 
also introduced hardware-based verification engines. The 
fact is all of these were simulation accelerators. That is, 
special purpose computers, some implemented in custom 
ASICs, others with commercial parts, that verified designs 
described via software languages. They ran faster than 
simulators but not fast enough to apply real-life stimulus to 
the design-under-test (DUT).

Hardware emulators belong to a different class of engines. 
They all use reprogrammable hardware, typically FPGAs, 
configured to mimic or “emulate” the behavior of a DUT. 
They are the closest to a representation of the design in 
silicon prior to tapeout. And because of it, their speed of 
execution approached real-life performance.

The forerunners include Mentor Graphics1, PiE Design 
Systems, Quickturn Design Systems2, IKOS Systems and 
Zycad Corporation. Several new comers followed later.

Looking at the history of hardware emulation, one can divide 
its evolution in three broad periods: the early years, roughly 
from the late 80s to the mid-90s; the Middle Ages, from mid 
90s to the mid-2000s; and the last decade, from the mid-
2000s to today.

Let’s look closely at these three periods with special 
consideration to the characteristics of the hardware 
emulators and how they evolved. Let’s also take a look 
at what’s behind hardware emulation’s ascension into 
becoming a leading verification tool and why it is essential 
for every semiconductor company today.

THE FIRST DECADE 
All of the early hardware emulators were built with vast 
arrays of commercial FPGAs that often numbered into 
the thousands, mounted on large boards in vast numbers. 
They were encased in bulky cabinets that accommodated 
the FPGA boards, interconnected via active and complex 
backplanes, also populated by FPGAs.

The input/output access to the emulator was implemented 
through a bulky bundle of cables plugged into a target 
system where, ultimately, the DUT would reside once 
released by the foundry. This deployment scheme became 
known as in-circuit-emulation or ICE.

Back then, ICE was the only way to use an emulator 
and was the essential reason for its existence. The 
attractiveness of ICE rested on the ability to apply real-
life stimulus to the DUT, impossible to realize with a 
software simulator. This capability was appealing enough 
to overshadow all the negative considerations that affected 
such deployment. 

ICE was –– and still is to this day –– cumbersome and 
unfriendly to use, rather unreliable due to significant 
hardware dependencies that include electrical, magnetic, 
and mechanical. A case in point was and is the need to 
insert speed adapters between the target system and the 
emulator. This is done to accommodate the fast clock rate of 
the former, in the ball park of 100 megahertz (MHz), to the 
relatively slow clock speed of the latter, at most one MHz.

The supporting software was limited essentially to a 
compiler and a basic debugger.

The compiler read the gate-level netlist of the DUT and 
generated the FPGA programming bit-streams to emulate 
the DUT. The simplicity of this statement is not giving justice 
to the complexity of the task. Just consider that the industry 
coined the expression “time-to-emulation” (TTE) to measure 
the time elapsed between entering the design description 
into the compiler and the time the emulator was configured 
and ready for deployment. Typically, TTE was measured in 
several months, long enough that the emulator often was 
ready for use past the time the foundry released silicon, 
defeating the purpose of the tool.

Hardware Emulation: Three Decades of Evolution 
by Dr. Lauro Rizzatti, Rizzatti LLC
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One of the gravest issues in an array of FPGAs was –– 
and it still is today –– the limited number of input/output 
pins of the FPGAs that prevented the full utilization of 
the FPGA resources. Different companies experimented 
with various schemes to alleviate the bottleneck. Among 
them, Quickturn invented the partial crossbar to address 
the drawback. Virtual Machine Works, founded in October 
1993 by a team of MIT scientists, devised an FPGA 
compiler technology called Virtual Wire that eased the 
bottleneck from the limited FPGA I/Os by transmitting 
several I/O signals on a single pin under the control of a 
timing scheduling process3. IKOS acquired VMW in 1996 
and used the virtual wire technology in all of its emulation 
platforms.

Another source of trouble concerned the routing of clock 
trees. The unpredictable layout of the DUT onto the fabric 
of the FPGAs typically yielded to large numbers of timing 
violations. Countless number of the brightest minds 
devised a myriad of smart ideas to tame this issue.

The debugger was rather rudimentary. The lack of visibility 
into the commercial FPGAs of the time was addressed by 
compiling probes in limited numbers into the design. This 
overextended the design-iteration-times (DIT) every time 
a missing probe was required, which was virtually always, 
to trace a bug since it required a full recompilation of the 
designs, stretching it to days.

With a bit of exaggeration, it was said that hardware 
emulation required an army of experienced application 
engineers to support its deployment. And if not an army, 
certainly a squad of supporting technicians was mandatory 
to keep the equipment in operation working off a rigorous 
maintenance schedule. Reliability was admittedly poor, 
with MTBF of less than one week if not a day.

The early emulators were single-user resources, complex 
and unfriendly to use and rather unreliable. All of which 
corresponded to their high cost of ownership. In fact, these 
emulators were more expensive than most engineering 
budgets could manage. As a result, only the most difficult 
designs, such as graphics and processors, benefited from 
these machines.

Table 1: The table summarizes the characteristics  

of early hardware emulators, circa 1995.

END NOTES 
1. Strictly speaking, Mentor never launched an emulation 
product, but it was developing one under the name of 
Mentor Realizer when management elected to sell the 
technology and patents to Quickturn in 1992.

2. Quickturn acquired PiE in 1993.

3. This should not be confused with an asynchronous 
multiplexing scheme used by Quickturn and others.

Hardware Emulation: Three Decades of Evolution 
by Dr. Lauro Rizzatti, Rizzatti LLC

Architecture Array of commercial FPGAs

Design Capacity Up to ~2 million gates
Deployment Mode In-circuit-emulation (ICE)
Speed of Emulation A few hundred kHz
Time-to-Emulation Several months
Compilation Time Days
Ease-of-Use Very Difficult
Deployment Support Intense
Concurrent Users Only single users
Dimensions Similar to Industrial 

Refrigerators
Reliability (MTBF) Less than one week
Typical Cost 1 $/gate
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Project RAPID is a hardware-software co-design initiative 
in Oracle Labs that uses a heterogeneous hardware 
architecture combined with architecture-conscious software 
to improve the energy efficiency of database-processing 
systems. This article, adapted from a paper we presented 
at DVCon 2014, describes how formal methods went 
from being used opportunistically to a central place in the 
verification methodology of the RAPID SoC. Though not 
without a learning curve, formal did help the Oracle team 
achieve its verification goals of finishing on schedule and 
achieving first pass silicon success.

The initial RAPID verification plan largely relied on a 
constrained-random simulation environment developed 
using UVM. Most newly designed units had their own 
verification environment to thoroughly verify the unit prior to 
integration into the RAPID SoC. The SoC verification was 
largely used to verify the interaction between the different 
units under various operating modes. 

 
EVOLVING USE OF FORMAL STRATEGIES

1) Connectivity Verification 
At the outset of the project, there were no specific plans 
to use formal verification on RAPID. We did not have any 
infrastructure in place for running formal tools, and neither 
did we have anyone on the team with any noteworthy 
experience using these tools. But, early on, we decided to 
explore the use of formal methods to verify the connectivity 
at the SoC level focusing on interrupt and Design for Test 
(DFT) signals.

Our goal was to catch trivial design errors through formal 
methods without having to rely on lengthy and in some 
cases, random SoC simulations. Given our modest 
expectations at the outset, we would have been satisfied if 
we just verified these SoC connectivity checks with formal 
tools.  

With immediate success using formal for the connectivity 
checks, we became more ambitious, deciding to explore 
the use of formal to verify some of the custom IP being 
designed for RAPID.

2) Assurance Targets  
Some of the IP units, (Event Count Monitor (ECM), System 
Interrupts Controller (SIC), Least Recently Used Arbiter 
(LRU) and SRAM Parity Error Register (SPE)) were good 
candidates for formal verification. That’s because it was 
very reasonable to expect to be able to prove the complete 
functionality of these units formally. We decided to target 
these units with the Assurance strategy. In addition to 
proving these units with formal verification, we decided 
to add a few SoC simulation sanity tests to demonstrate 
the operation of these units in a broader scope. These 
simulations were largely to verify the access to these units 
as specified in the RAPID register map.

The SRAM controller (SCR) interconnect protocol was more 
complex and would have made it harder to get thorough 
formal proofs. The logic beyond those interfaces, however, 
made a great target for the Assurance strategy. We decided 
to verify the core logic of the SCR with formal methods 
using an Assurance strategy and resort to simulation to 
verify the interconnect logic using SoC tests.

 
3) Bug Hunting Targets  
Spurred by the the success of applying, we considered 
applying formal methods in a bug hunting mode for units 
that were already being verified with simulation. Unlike 
Assurance, Bug Hunting doesn’t attempt to prove the 
entire functionality, but rather targets specific areas where 
simulation is not providing enough confidence that all corner 
case bugs have been discovered.

 
OUR EXPERIENCES WITH FORMAL 

A. SoC Connectivity 
SoC Connectivity checks were written to verify the correct 
connectivity between critical SoC signals like interrupts, 
events and other control/datapath signals. These checks 
are trivial to define and are of high value. Proving these 
connections saved us significant cycles in SoC simulations. 

SoC Connectivity checking also included Boundary 
Scan (BSR) connectivity tests to prove drive, sample and 
high impedance properties of each I/O cell. The RAPID 
Nodewatcher functionality was also targeted with formal 
verification to verify the connectivity of thousands of 

Evolving the Use of Formal Model Checking in SoC Design Verification 
by Ram Narayan, Oracle 
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internal signals to a selectable set of I/O pins. These are 
conditional connectivity checks based on the configuration 
of the Test Data Registers (TDR). Some of these SoC 
checks went beyond just the point-to-point connection 
between SoC events and verified the correct configurability 
and functioning of certain global functions on the SoC.

To make the SoC Connectivity proofs easier for the formal 
tool, we specified directives to the formal tool to black-box 
most of the units in the SoC. This reduced the time to 
prove the connectivity between these units significantly. In 
the absence of these black-box directives, the formal tool 
would have had to justify the generation of ‘1’ and ‘0’ at the 
source of the connections.

 
B. IP Assurance  
As an example of our process for IP block assurance, we 
shall discuss the flow for the System Interrupt Controller. 
The SIC is the global interrupt router on RAPID. It 
routes interrupts from N different sources to M different 
destinations. The enablement and clearing of interrupts 
is managed through programmable control registers. The 
status of the interrupts is also available through interrupt 
status registers. These control and status registers are 
accessible through a system interconnect. The incoming 
interrupt from each source can be configured to be rising 
edge, falling edge, active level high or active level low. This 
behavior can be configured through the control registers. 
Fig. 1 shows a generic block diagram of the SIC. This 
diagram is typical of most units in an SoC.

  

We can partition the unit verification into two areas. 

1) Register Access Verification  
This is an attempt to answer two questions:

• Are the control registers being written  
to correctly through the system interconnect? 

• Are the status registers being read from  
correctly through the system interconnect? 

 
This verification requires the system interconnect interface 
to be constrained to ensure that the formal tool only 
generates legal transactions. We took advantage of 
vendor provided constraints to constrain these interfaces. 
The verification IP also included checks to ensure that 
the SIC adhered to the protocols of the interconnect. 
We developed some sequences and properties to be 
able to write to and read from the registers based on the 
interconnect protocol. These sequences accounted for 
any wait states in the protocols and did not constrain the 
response latencies from the slave at all. We used these 
properties to prove that a write to each address specified 
in the architectural spec for the unit caused the appropriate 
control register in the design to receive the data that was 
written. Reserved bits were masked from the comparison. 
Similar properties were used to ensure that the data in the 
status registers were read correctly. The status registers 
were constrained to hold a stable value during the read 
protocol to prevent the hardware from writing to them and 
causing the read properties to fail. 

In the SoC context, we added simulation tests 
to ensure the correct channeling of requests 
through the SoC system interconnect fabric 
to these registers. This was done more 
for SoC verification and less for the unit 
verification. While these interconnect protocol 
properties were easy to implement for some 
interconnects like the one in the SIC, it was 
not a trivial approach for more complex 
protocols. In those situations, we relied on 

Figure 1: System Interrupt  

Controller Block Diagram.

Evolving the Use of Formal Model Checking in SoC Design Verification 
by Ram Narayan, Oracle 
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simulation to verify the correct functioning of the registers. 
Fig. 2 shows the formal testbench for the SIC unit. 

Figure 2: System Interrupt Controller Formal Testbench.

 
2) IP Core Logic Verification  
Core logic verification is an attempt to answer 
 these questions: 

• Are the control registers being correctly used  
by the unit as per the design specification?

• Is the design being reset correctly?
• Are the inputs being interpreted correctly?
• Are the outputs being generated appropriately? 
• Are the status registers being updated correctly? 

 
The Register Access Verification established controllability 
and observability of the registers in the unit from its 
interface. The IP core logic verification could now safely 
use the control registers as inputs to properties on the rest 
of the logic they drive. In addition to these registers, we 
chose a few internal nodes in the design as observation 
and control points in our properties. These points gave us 
additional controllability and observability to the design and 
reduced the complexity of the cones of logic being analyzed 
around them. We proved the correctness (observability) 
of these points prior to enjoying the benefits of using them 
(controllability) for other properties. This approach made  
 

it easier to write properties on the entire unit without any 
compromise on the efficacy of the overall unit verification. 

While defining the set of properties to verify 
the core logic, we had to constrain the control 
registers to allow only legal values as defined in 
the architectural spec. These constraints were 
promoted to the RTL simulation environment 
to ensure that they were not violated in the 
system tests that used this unit at the SoC 
level. If the other inputs to the design needed to 
be constrained, assumptions were added and 
promoted accordingly. Additional assertions 
around internal nodes were used as needed 
for convenience with the same discipline as 
when using the control registers for properties.  
Exhaustive properties were written to ensure the 
correctness of the primary outputs of the unit and 
the correct updates to the status registers.  To 
be thorough in our verification, we also added 

checks to verify the reset state of some key registers as 
specified in the micro architecture. 

 
C. IP Bug Hunting  
Our objective in this strategy is clearly to drive to verification 
closure by finding the remaining bugs in the design as 
fast as possible. Emphasis is less on complete proofs and 
thorough verification of the unit through a set of formal 
proofs. In this approach, bounded proofs are tolerable. 
Such a strategy always complements simulation or is 
complemented by simulation. Traditional simulation-based 
code and functional coverage become the metrics for 
verification closure. Formal verification is just a catalyst 
to accelerate to closure. On RAPID we applied the Bug 
Hunting strategy in three different situations. 

1) Fuse Controller  
The FUSE unit has a deep state machine and hence we 
did not target this with the IP Assurance strategy. Besides, 
most of this unit was verified in the early stage of the project 
before formal verification had made its mark on RAPID. 
The FUSE unit was largely verified through its system 
interconnect interface using SoC level simulation. Through 
those simulations, we had verified the ability to program 
and read the fuse array. The BISR interface to the FUSE 
was yet to be verified. Our goal was to iron out this access 



31

mechanism to the FUSE unit prior to the  
BIST and BISR interface being designed. 

We just wrote two properties to verify that fuse array 
read and write requests through the BISR interface 
would be completed within the expected number of 
cycles. The read/write operations take over 500/1000 
clock cycles respectively. We were a little skeptical 
about the applicability of formal verification to explore 
the state space of the controller to these depths. These 
two assertions proved highly valuable by highlighting a 
few bugs in the unit which could very likely have been 
missed in probabilistic SoC level simulation. The formal 
tool highlighted issues in the state machine being able 
to handle back-to-back reads/writes. These failures 
occurred around 1000 cycles after reset. Once the bugs 
were fixed, we were able to get unbounded proofs for 
these properties. The run times for these proofs were 
very reasonable as well (less than 2 hours). It would have 
required us an elaborate random stimulus generator 
for the BISR interface to probably find these bugs. The 
SoC environment does not lend the controllability for 
such random stimulus. At the very least, this formal 
effort saved us the longer debug times in the simulation 
environment. 

2) Clock Controller Unit  
The CCU controls the clock generation 
to the various units on the RAPID SoC. 
Towards the end of the project, we found a 
bug using random SoC simulations in the 
CCU with one of the clock modes the SoC 
was expected to operate in. The challenge 
was to ensure that this bug did not occur 
in any of the other clock modes. Doing that 
in simulation would have been impractical. 
We decided to explore the use of formal 
verification to give us that confidence.  
We described the property that the bug  
would have violated and ran formal model checking  
on the CCU. Through this effort we were able to confirm 
the bug that was found in simulation and prove that this 
bug only occurred in the clock mode that was reported  
in simulation. That proof gave us confidence in the health 
of the design and expanded our options to fix or ignore 
the bug. 

3) MEMORY INTERFACE SUBSYSTEM  
The Memory Interface Subsystem (MIS) includes a 
localized Memory Access Arbiter (MAA) and its interface 
(MSYS) to the system interconnect. The units in this 
subsystem were already being verified in a unified UVM- 
based unit level environment. We decided to accelerate 
the verification closure of these units by using formal 
verification for finding the remaining bugs. We asserted 
some general invariant properties about the design. 
We also implemented properties to assert some corner 
cases. In order to increase our chances to find bugs, 
we verified the MAA and the MSYS in separate formal 
environments. Fig. 3 shows the formal testbenches for  
the units in the MIS. 

Like in the previous units, we used vendor IP to constrain 
the system interconnect. We strictly followed the Assume-
Guarantee formal proof methodology in this situation. 
The assumptions that were made to verify properties for 
the MSYS unit became targets for the MAA verification. 
This bug hunting exercise revealed a few design issues 
including a critical one that potentially saved us a respin 
of silicon. Although we did not get unbounded proofs for 
all these properties, we were able to achieve our goals of 
driving to verification closure on these units.  

Subsequent to the initial bug hunting effort, the verifica-
tion methodology for this unit has evolved into using 
formal methods for performing early bug hunting for all 
the new design features designed. This has proven to  
be a very valuable exercise with bugs being found within  
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minutes after the designer has implemented the design. 
This is as productive as it can get when the design and 
verification responsibilities are split between different teams. 

 
RESULTS: FINDING BUGS FAST 
Table 1 shows the results of applying formal verification  
on the different units on RAPID. The table also shares  
some attributes about the designs as reported by the 
formal tool. The number of assertions reflects the number 
of unique assertions eventually run for the unit. These 
assertions were broken down into multiple tests for each 
unit. Our environment enables a definition of a hierarchy 
of tests for a unit and automatically handles the dynamic 
scheduling of these formal jobs on the server farm.  
The run times reflect the total amount of time taken  
to run all the tests for each unit.  

 
While most of the bugs manifested as firings of the 
properties targeted, some of them were revealed due 
to vacuous proofs or design check violations that were 
reported by the formal tool as a by-product of the model  
 
 

checking. The inability of the formal tool to justify the 
antecedent of the property could be due to an undriven 
signal or some other condition that would prevent the 
property from being proven or fired. Such failures may 
be trickier to debug because of a lack of a waveform to 
describe the failure. From our experience, it is important to 
not ignore them. They are likely masking a bug. It would be 
beneficial to identify some of these bugs earlier concurrently 
with the design process using automatic formal checks. 

Each of the units targeted for IP Assurance was verified 
well within the original time allocated for those units in the 
original project plan, which planned only for simulation. 
These units were qualified for SoC integration well ahead 
of their schedule. The role that SoC tests played in the 
thorough coverage of these units was also reduced 
considerably. For example, with the formal verification 
of the SIC and the SoC interrupt connectivity, it was no 

longer necessary to verify 
the correct functioning of 
every interrupt on the SoC 
level. Such tests would 
have consumed MxN tests 
at significant lower SoC 
simulation performance to 
cover the entire matrix of 
N interrupt generators and 
M destinations. Instead of 
these exhaustive tests, just 
a few SoC simulation tests 

were written to demonstrate the correct 
system behavior. This was more a system 
level task. These tests were not expected 
to find any bugs and they did not. The 
schedule savings in the RAPID SoC 
verification plan is estimated as shown  
in Table 2.

Other benefits of applying formal 
verification included a more structured and 

efficient way of fostering collaboration between design and 
verification teams; also, since formal tools tend to quickly 
find counterexamples to disprove properties, a useful means 
of doing early bug hunting. 

 
 

Unit Strategy Registers Assertions Run Time Bugs

SIC Assurance ~4200 ~3000 3m 5
ECM Assurance ~5500 ~1500 5m 15
LRU Assurance ~75 ~60 120m 2
SRC Partial Assurance ~2500 ~1500 600m 39
FUSE Bug Hunting ~4500 2 110m 4
MAA Bug Hunting ~6700 ~2000 600m 6
MSYS Bug Hunting ~9500 ~100 120m 2
SPE Assurance ~350 ~150 2m 8

Time Without Formal Time With Formal

Unit Verification 4-5 weeks/unit  
with Simulation with 
Functional Coverage

1-2 weeks/unit  
with Formal

Connectivity 
Verification 

2-3 weeks of SoC 
Simulation with 
Functional Coverage

<1 week  
with Formal
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CONCLUSION 
Formal verification is a highly effective and efficient 
approach to finding bugs. Simulation is the only means 
available to compute functional coverage towards 
verification closure. In this project we attempted to 
strike a balance between the two methodologies and to 
operate within the strengths of each approach towards 
meeting the projects goals. We demonstrated that closer 
collaboration between the design and verification teams 
during the pre-implementation phase is essential for 
maximizing the applicability of formal methods. The 
most significant accomplishment to me is the shift in the 
outlook of the design team towards formal. According to 
one designer whose unit was targeted with Bug Hunting, 
“I was initially skeptical about what formal could do. From 
what I have seen, I want to target my next design first with 
formal and find most of the bugs.”

Verification is widely accepted as the long pole in the 
project schedule and SoC design teams are tasked with 
verifying increasingly complex designs. Under these 
circumstances, the time savings and improved design 
quality that formal verification brings are welcome 
benefits. We plan to continue to push the boundaries of 
what is covered by formal in future projects.



In any verification environment it takes a significant amount 
of work to keep all the tests running and to ensure that each 
test continues to be effective. To make this job easier, tests 
need to be kept as short as possible and should be written 
at the highest level of abstraction possible for the feature 
being tested. In UVM, sequences provide an ideal structure 
for creating test procedures at the right layer of abstraction 
for a particular feature. I’d like to recommend a strategy that 
uses default virtual sequences running on an environment-
level virtual sequencer. This set up makes it easy to define 
and start sequences within a test, simplifies the end-of-test 
logic, and it allows you to move reused test procedures 
into a sequence library. It also helps keep your test files 
manageably small.

With this strategy, a test file will contain one or more 
‘phase sequence’ extensions along with an extension of 
uvm_test. A test only needs to extend the phase sequences 
for phases where the test writer is making the test do 
something unique. For example you might extend the ‘main 
phase’ sequence to create a specific pattern of back-to-
back short packets, or extend the ‘configure phase’ to put 
the DUT in a different operating mode. Any phases which 
are not extended in your test will run using the default 
procedures you’ve defined for your environment. The actual 
uvm_test component just uses the factory to override 
the appropriate default phase sequences with the phase 
sequences defined in the test file.

To the right is an example test using this  
style. This test starts two  

 

sequences in parallel on lower layer sequencers and waits 
for both sequences to finish. One sequence sends packets 
on an ethernet interface and the other sequence waits for 
the corresponding packets on an internal network port.

Small, Maintainable Tests 
by Ashley Winn, Sondrel IC Design Services 

class spkt_first_test_main_phase_vseq extends spkt_
main_phase_vseq;
   `uvm_object_utils(spkt_first_test_main_phase_vseq)

   function new(string name=“spkt_first_test_main_ 
                         phase_vseq”);
      super.new(name);
   endfunction
   
   virtual task body();
      ethernet_packet_stream  eth_packets;
      noc_wait_n_packets_vseq noc_wait_packets;

      `uvm_create_on(eth_packets, get_mac_pkt_ 
                                sequencer());
      void’(eth_packets.randomize());

      `uvm_create_on(noc_wait_packets,  
                                get_noc_v_sequencer());
      noc_wait_packets.pkt_count = eth_packets.pkt_count;

      fork
         `uvm_send(eth_packets);
         `uvm_send(noc_wait_packets);
      join
   endtask
endclass

class spkt_first_test extends spkt_base_test;
   `uvm_component_utils(spkt_first_test)

   function new(string name=“spkt_first_test”, 
                uvm_component parent=null);
      super.new(name,parent);
   endfunction
      
   virtual function void build_phase(uvm_phase phase);
      super.build_phase(phase);

      set_type_override_by_type(spkt_main_phase_ 
                                                   vseq::get_type(),
                     spkt_first_test_main_phase_vseq::get_ 
                     type());
   endfunction
endclass
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This test uses two traffic sequences from a sequence 
library, ethernet_packet_stream and noc_wait_n_packets_
vseq, however I also could have defined these sequences 
directly within my test file. The test start is able to start the 
sequences on the correct sequencers using the functions 
get_mac_pkt_sequencer() and get_noc_v_sequencer() 
which are provided by the base virtual sequence. Later I 
will show how to use some macros to make this test a bit 
shorter still.

This test relies on some infrastructure in your environment 
which I’ll show and talk about. It requires a virtual 
sequencer in the top-level env. This sequencer requires 
very little custom code, but its necessary to serve as a 
place to start the default sequences for each phase. 

Then I define a base sequence that will run on the above 
virtual sequencer and declare it as its p_sequencer. This 
base sequence defines the functions for getting references 
to lower-level sequencers in my environment.

After creating this primary base enviroment-level sequence, 
I create 4 or 5 more sequences which are derived from the 
primary base sequence. One sequence for each test phase 
that I might want to override: run_phase, reset_phase, 
configure_phase, main_phase, report_phase, etc. Which 
phases you use will depend on your environment, but I 
always have at least the configure, main, and run phases.

Small, Maintainable Tests 
by Ashley Winn, Sondrel IC Design Services 

class spkt_run_phase_vseq extends spkt_vseq_base;
   `uvm_object_utils(spkt_run_phase_vseq)

   function new(string name=“spkt_run_phase_vseq”);
      super.new(name);
   endfunction
endless

class spkt_configure_phase_vseq extends  
         spkt_vseq_base;
   `umv_object_utils(spkt_configure_phase_vseq)

   function new(string name=“spkt_configure_ 
                        phase_vseq”);
      super.new(name);
   endfunction

   virtual task pre_start();
      starting_phase.raise_objection(this, get_full_name());
   endtask

   virtual task post_start();
      starting_phase.drop_objection(this, get_full_name());
   endtask
endclass

class spkt_main_phase_vseq extends spkt_vseq_base;
   `umv_object_utils(spkt_main_phase_vseq)

   function new(string name=“spkt_main_phase_vseq”);
      super.new(name);
   endfunction

   virtual task pre_start();
      starting_phase.raise_objection(this, get_full_name());
   endtask

   virtual task post_start();
      starting_phase.drop_objection(this, get_full_name());
   endtask
endclass

typedef class spkt_env;

class spkt_virtual_sequencer extends uvm_sequencer;
  `uvm_component_utils(spkt_virtual_sequencer)
  
  spkt_env env;

  function new(string name, uvm_component parent);
    super.new(name, parent);
    $cast(this.env, parent);
  endfunction
endclass

class spkt_vseq_base extends uvm_sequence;
  `uvm_object_utils(spkt_base_vseq)
  `uvm_declare_p_sequencer(spkt_virtual_sequencer)

  function new(string name=“spkt_base_vseq”);
    super.new(name);
  endfunction
    
  virtual function uvm_sequencer_base get_ 
            mac_pkt_sequencer();
    return this.p_sequencer.env.get_mac_pkt_sequencer();
  endfunction
endclass
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I didn’t show it here, but these phase sequences can also 
contain a default ‘body’ task. For example often many of 
my tests will configure the DUT in the same way, so I can 
provide that configuration behavior in the body of the  
default configure_phase sequence. Then only the tests 
which deviate from the normal configuration procedure 
would need to override the configure phase sequence. 
However default behaviour isn’t necessary, the main 
purpose of these sequences is to have separate sequences 
to use as the “default_sequence” for each phase on the 
environment-level virtual sequencer.

Also notice in the sequence definitions above, the ‘run 
phase’ sequence does not raise or drop any objections. 
This means that any sequences started from a test’s ‘run 
phase’ sequence will not affect the end-of-test calculation. 
For this reason, extensions of the ‘run phase’ sequence are 
a good place to start responder sequences or background 
traffic sequences with forever loops.

This next code excerpt shows how the default sequences 
are started for each phase in the top-level env.

Adding this last bit of code into your top-level env, should be 
enough to get you going with this approach.

There are several things I like about this strategy for 
creating tests. One is that all test sequences are started 
from within a sequence. The UVM seems to be designed 
to make it easy to start sequences from within sequences, 
while starting sequences directly from uvm_test feels 
awkward. When you start sequences from uvm_test, you 
can not use sequence macros, there is no parent sequence, 
and the starting_phase is null so there is no easy way to 
raise an objection. Whereas starting your test sequences 
from the default phase sequences gives you access to all 
these things and makes it easier to start sequences from 
your sequence libraries in your test sequences. I also find 
that this makes it easy to develop new sequences in a test, 
then later if a sequence is useful in multiple tests, move it 
into an agent’s sequence library.

Another benefit is how the end-of-test logic is simplified 
by raising objections in the default reset phase, configure 
phase, and main phase sequences. With this setup, 
most tests can override the body of one of these phase 
sequences and never need to worry about raising and 
dropping objections.

Also minimizing the amount of redundant code that exists 
across multiple test files is a big win for maintaining your 
tests. This is achieved by either moving common test 
procedures into the default phase sequences or by moving 
sequences into sequence libraries. Also with the goal 
of minimizing redundant code we can go a bit farther by 
adding some macros. The test I presented above can be 
rewritten again like this:

class spkt_env extends uvm_env;
   …
   virtual function void build_phase(uvm_phase phase);
      super.build_phase(phase);
      …
      v_sequencer =
          spkt_virtual_sequencer::type_id::create 
         (“spkt_v_seqr”,this);

      uvm_config_db#(uvm_object_wrapper)::set(this,
                         {v_sequencer.get_name(), “.reset_phase”},
                         “default_sequence”,
                         spkt_reset_phase_vseq::type_id::get());

      uvm_config_db#(uvm_object_wrapper)::set(this,
                         {v_sequencer.get_name(), 
                        “.configure_phase”},
                         “default_sequence”,
                         spkt_configure_phase_vseq::type_ 
                         id::get());

      uvm_config_db#(uvm_object_wrapper)::set(this,
                         {v_sequencer.get_name(), “.main_phase”},
                         “default_sequence”,
                         spkt_main_phase_vseq::type_id::get());
   

      uvm_config_db#(uvm_object_wrapper)::set(this,
                         {v_sequencer.get_name(), “.run_phase”},
                         “default_sequence”,
                         malfra_run_phase_vseq::type_id::get());
   endfunction
endclass
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Here are the definitions for the macros used in my test. 

I put these above macros in the file where I define the 
default main phase sequence and I put the below macros in 
my base test file. 

I’ve used this technique for organizing my tests in a couple 
of different environments and so far it’s served me well. I 
look forward to hearing how others have approached the 
problem of keeping tests both effective and maintainable.

Editor’s Note: While this article doesn’t adhere to all of 
the UVM guidelines provided in the UVM Cookbook, it 
does show some useful techniques for managing your test 
sequences. Since these techniques are applied within a 
single set of tests and sequences, they are reusable within 
that context, even if the overall verification environment 
includes VIP from other sources. We encourage the reader 
to experiment with this approach, possibly customizing 
it to adhere to existing coding style guidelines and/or 
preferences that you may have.

`define spkt_test_begin(test_name)                      \
class spkt_``test_name``_test extends spkt_base_test;   \
   `uvm_component_utils(spkt_``test_name``_test)        \
   function new(string name=”spkt_``test_name``_test”,  \
          uvm_component parent=null);                   \
   endfunction   

`define spkt_test_end endclass

`spkt_main_phase_seq_begin(first_test)
   virtual task body();
      ethernet_packet_stream  eth_packets;
      noc_wait_n_packets_vseq noc_wait_packets;

      `uvm_create_on(eth_packets, get_mac_pkt_
sequencer());
      void’(eth_packets.randomize());

      `uvm_create_on(noc_wait_packets, get_noc_v_
sequencer());
      noc_wait_packets.pkt_count = eth_packets.pkt_count;

      fork
         `uvm_send(eth_packets);
         `uvm_send(noc_wait_packets);
      join
   endtask
`spkt_main_phase_seq_end

`spkt_test_begin(first_test)
   virtual function void build_phase(uvm_phase phase);
      super.build_phase(phase);
      `spkt_main_phase_seq_override(first_test)
   endfunction
`spkt_test_end

`define spkt_main_phase_seq_begin(test_name)             \
class spkt_``test_name``_main_phs_seq extends spkt_ 
                    main_phase_vseq; \
   `uvm_object_utils(spkt_``test_name``_main_phs_seq)   \
   function new(string name=”spkt_``test_name``_main_ 
                        phs_seq”);     \
      super.new(name);                                              \
   endfunction

`define spkt_main_phase_seq_end endclass

`define spkt_main_phase_seq_override(test_name)         \
   set_type_override_by_type(spkt_main_phase_ 
   vseq::get_type(),   \
                 spkt_``test_name``_main_phs_seq::get_type());
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INTRODUCTION 
The fundamental goal of a verification engineer is to ensure 
that the Device Under Test (DUT) behaves correctly in 
its verification environment. As chip designs grow larger 
and more complex with thousands of possible states and 
transitions, a comprehensive verification environment must 
be created that minimizes development effort. To minimize 
effort, functional coverage is used as a guide for directing 
verification resources by identifying tested and untested 
portions of the design. The approach should give any 
verification engineer confidence in DUT functionality.

Functional coverage is a user-defined coverage which maps 
each functionality defined in the test plan to be tested to a 
cover point. Whenever the functionality to be tested is hit in 
the simulation, the functional coverage point is automatically 
updated. A functional coverage report can be generated 
which summarizes how many coverage points were hit. 
Functional coverage metrics can be used to measure the 
progress of a verification effort.

The key aspects of functional coverage are as follows:

• It is user-specified and not automatically inferred from 
the design.

• It is based on the design specification and is thus 
independent of the actual design code or its structure.

This article represents some of the important features of a 
functional coverage model that will be useful for verification 
engineers to develop a functional coverage model with 
high quality. The scenarios discussed subsequently cover 
some of the finer aspects of using these constructs more 
productively.

USE OF DEFAULT SEQUENCE  
FOR TRANSITION COVERAGE 
Similar to ‘Default Construct’ which is useful for catching 
unplanned or invalid values, ‘Default Sequence’ is used to 
catch all transitions (or sequences) that do not lie within any 
of the defined transition bins. 

When any non-default sequence transition is incremented 
or any previously specified bin transition is not in pending 
state, then ‘bin allother’ of that cover point will be 
incremented.

In the following example, the transition from value 1 to 0 is 
specified by bins flag_trans. So if any transition occurs from 
1 to 0, then it will be captured by flag_trans bins. 

Here, by using default sequence (shown on the next page) 
you can capture other transitions that are not specified 
exclusively. 

 Figure 1: Functional Coverage Flow Diagram

Functional Coverage Development Tips: Do’s and Don’ts 
by Samrat Patel & Vipul Patel, eInfochips 
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While using default sequence, avoid the following 
scenarios:

Scenario-1: The default sequence specification does not 
accept multiple transition bins (the [] notation). It will give 
an error. Therefore, avoid using a default sequence with 
multiple transition bins.

Scenario-2: The default sequence specification cannot 
be explicitly ignored. It will be an error for bins designated 
as ignore_bins to specify a default sequence. Therefore, 
avoid using a default sequence with ignore_bins.

 
EXCLUSION OF CROSS COVERAGE  
AUTO GENERATED BINS 
Problem: Suppose the requirement is to do cross 
coverage between two cover points and capture only 
specific user-defined bins as follows:

In the above example, the coverage report will capture 
user-defined bins along with auto-generated bins. 
However, the requirement is to capture only specific user 
bins.

The limitation of cross coverage is that even on specifying 
only user bins, it will also generate cross coverage bins 
automatically.

Solution: To disable auto generated cross bins, you 
should use ignore_bins as shown below:

Another way is that instead of specifying user-defined bins, 
simply use ignore_bins. This will ignore other bins except 
required user-defined bins so we can get the expected result.

 
AVOID USING MULTIPLE BIN CONSTRUCT (THE [] 
NOTATION) WITH NON-CONSECUTIVE REPETITION 
The non-consecutive repetition is specified using 
trans_item [= repeat_range]. The required number of 
occurrences of a particular value is specified by the 
repeat_range.

Problem: Using non-consecutive repetition with multiple 
bins construct (the [] notation) gives a fatal run time error 
as follows:

Functional Coverage Development Tips: Do’s and Don’ts 
by Samrat Patel & Vipul Patel, eInfochips 

cp_flag: coverpoint data [24] {
  bins flag_trans   = (1 => 0);
  bins allother       = default sequence;
}

cr_thr_addr: cross cp_thr, cp_reg_addr {
  bins thr_add                      = binsof(cp_reg_addr) intersect 
{12’h01C}; 
  ignore_bins thr_add_ig  = !binsof(cp_reg_addr) intersect 
{12’h01C}; 
 }

cr_thr_addr: cross cp_thr, cp_reg_addr {
  ignore_bins thr_add  = binsof(cp_reg_addr) intersect 
{12’h020}; 
 }

cp_flag: coverpoint data [24] {
  bins flag_trans[]  = (1 => 0[=3]);
}

Simulation Error:
# ** Fatal: (vsim-8568) Unbounded or undetermined  
 

cp_flag: coverpoint data [24] {
  bins flag_trans   = (1 => 0);
  bins allother []   = default sequence;
}

cp_flag: coverpoint data[24]  {
   bins flag_trans             = (1 => 0);
  ignore_bins allother  = default sequence;
  }

cp_thr: coverpoint data [11:8] {
  bins thr_val_0 = {0};
  bins thr_val_1 = {1};
}
cp_reg_addr: coverpoint addr {
  bins reg_addr_1 = {12’h01C};
  bins reg_addr_2 = {12’h020};
 }
cr_thr_addr: cross cp_thr, cp_reg_addr {
  bins thr_add = binsof(cp_reg_addr) intersect {12’h01C}; 
 }
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Solution: During non-consecutive repetition, any number 
of sample points can occur before the first occurrence of 
the specified value and between each occurrence of the 
specified value. The transition following the non-consecutive 
repetition may occur after any number of sample points, as 
long as the repetition value does not occur again. 

As length varies for non-consecutive repetition, you cannot 
determine it. So you should avoid using the multiple bin 
construct (the [] notation) with non-consecutive repetition. 

 

Here, in flag_trans bins  0[=3] is the same as   … 0 => …=> 
0…=> 0 means any number of sample points can occur 
before the occurrence and between each occurrence of the 
specified value. But as you have specified bins flag_trans as 
static bin, it will avoid returning a fatal error.

 
AVOID USE OF DEFAULT 
As per LRM, the default specification defines a bin that is 
associated with none of the defined value bins. It catches 
the coverage point values that do not lie within any of the 
defined bins.

Problem-1: If you use multiple bin construct (the [] notation) 
then it will create a separate bin for each value.

In following example, the first bin construct associates bin 
rsvd_bit with the value of zero. Every value that does not 
match bins rsvd_bit is added to its own distinct bin.

But as mentioned above, if the coverage point has a large 
number of values and you run simulation for it, then the 
simulator crashes and it gives the following fatal error:

 

Here the question is: Do you really need 2147483647 values? 

Solution: 
Use default without multiple bin construct (the [] 
notation): If you use default without multiple bin construct 
for large values, then it will a create single bin for all values, 
thus avoiding fatal errors.

 

Use ignore_bins: If you use ignore_bins construct for large 
values then it will ignore unnecessary large values, similarly 
avoiding fatal errors.

 

Problem-2: Coverage calculation for a cover point shall not 
take into account the coverage captured by the default bin, 
which is also excluded from cross coverage. 

In following example, for data cover point, bins thr_val is 
specified as default. So values 0 to 15 are added into its 
own distinct bin. Also data cover point is used in cross 
coverage with addr cover point.

  

varying length sequences formed using Repetitive/
Consecutive operators are not allowed in unsized Array 
Transition bins. A transition item in bin ‘err_flag’ of Coverpoint 
‘cp_err_flag’ in Covergroup instance ‘\/tx_env_pkg::tx_
coverage::cg_err_ctrl_status_reg ‘ has an operator of kind ‘[= 
]’. Please fix it

cp_flag: coverpoint data[24]  {
  bins flag_trans  = (1 => 0[=3]);
}

cp_rsvd_bit: coverpoint data[31:13] iff (trans == pkg::READ) {
  bins rsvd_bit = {0};
  bins others    = default;
}

cp_rsvd_bit: coverpoint data[31:13] iff (trans == pkg::READ) {
  bins rsvd_bit                       = {0};
  ignore_bins  ig_rsvd_bit  = {[1:$]};

# ** Fatal: The number of singleton values exceeded the 
system limit of 2147483647 for unconstrained array bin ‘other’ 
in Coverpoint
‘data’ of Covergroup instance ‘\/covunit/cg_err_reg’.

cp_rsvd_bit: coverpoint data[31:13] iff (trans == pkg::READ) {
  bins rsvd_bit = {0};
  bins others[] = default;
}

cp_thr: coverpoint data[11:8]  {
 bins thr_val_ 0    =  0; 
 bins thr_val[15]  =  default;
}
cp_reg_addr: coverpoint addr  {
  bins reg_addr_1  = {12’h01C};
  bins reg_addr_2  = {12’h020};
 }
cr_thr_addr : cross  cp_thr, cp_reg_addr;
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Here, data cover point has no coverage because bins are 
specified using “default;” also there is no cross coverage 
because we don’t have coverage for data cover point. 

Solution: 
Use wildcard bins: This captures combinations  
of all possible values.

Use min/max ($) operators: It specifies minimum  
or maximum values range.

 
 
 

AVOID USE OF ILLEGAL_BINS 
If you specify any bin as illegal_bins, this will remove 
unused or illegal values from the overall coverage 
calculation.

Problem: In the following example, during the read 
operation the reserved bit value should be zero;  
any other value will return an error.

In this scenario, certain questions arise:

Question-1: Is it reasonable to rely on a passive 
component to capture an active error? If you want to 
capture active errors using illegal_bins and do not use  
a passive coverage component (i.e. if you turn it off and 
use only an active component), you will not capture any 
active errors.

Solution-1: 
Use assertion and checkers to capture active errors:  
If you want to capture active errors then you can do so 
using assertion and checkers. This will throw errors; the 
problem of relying on a passive component to capture 
active errors will be resolved.

Note: 

1. If you have defined checkers and assertions and  
still want to cross check for any run time error through 
passive component, you can also use illegal_bins.

2. If you are sure of any scenario that should not occur  
in any condition, then you can use illegal_bins.

 
Question-2: How to avoid such condition without using 
illegal_bins?

Solution-2: 
Use ignore_bins: This ignores other values and does  
not throw any type of active errors. Also, it excludes  
those values from overall coverage.

We hope these suggestions are useful in your verification 
efforts!

cp_thr: coverpoint data[11:8]  {
bins thr_val_ 0                    =  0;   
wildcard bins thr_val_wc =  {[4’b???1]};
}

cp_thr: coverpoint data[11:8]  {
 bins thr_val_ 0    =  0;
  bins thr_val_op = {[1:$]};;
}

cp_rsvd_bit: coverpoint data[31:25] iff (trans == 
pkg::READ) {
  bins rsvd_bit                      = {0};
  ignore_bins ig_rsvd_bit  = {[1:$]};
}

cp_rsvd_bit: coverpoint data[31:25] iff (trans == 
pkg::READ) {
  bins rsvd_bit                     = {0};
  illegal_bins il_rsvd_bit  = {[1:$]};
}
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