
Hello, and welcome to the annual Super-Sized DAC Edition of Verification Horizons. 

My 16 year-old son just came downstairs to my office (I’m blessed to work from home) to reboot 
our home network router so that our television could connect to the internet. This activity, which is 
probably somewhat mundane to most of you out there, hit me like the proverbial bolt of lightning 
as I stood at my desk (yes, I have a standing desk, which I highly recommend) trying to write this 
introduction. I am old enough to remember assisting my dad in replacing burned-out vacuum tubes 
to fix our television when I was a kid. He had a tube tester 
in his tool box, which included a mirror so he could see the 
picture from behind the television to tell if everything was 
working properly. And then I looked around my office and 
saw my two flat-screen monitors, with a bigger and sharper 
picture than I could have imagined back then, not to mention 
my iPhone, Kindle Fire and laptop. 

I think it’s important every once in a while to take a step 
back and appreciate the creativity, ingenuity and effort 
that has transformed the technology we experience in our 
everyday lives. It’s easy for us to get complacent about such 
things, and even take the next new release of our favorite 
gadget in stride. But since we know what goes into making 
these things, we should never lose that sense of wonder. 
I’m reminded of that wonder every time my kids show their 
grandparents a new iPhone app or show them a PowerPoint 
presentation they did for homework, and it energizes me to 
know that I’ve contributed, in even a small way, to that sense 
of wonder. I hope that thought and these articles will help you 
appreciate the magic1 of what we do.

Our first article in this expanded DAC issue comes from two 
of my colleagues at Mentor Graphics, Josh Rensch and John 
Boone. In “Best Practices for FPGA and ASIC Development,” 
Josh and John remind us of some key requirements, activities  
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and deliverables for each phase of your development 
process. You can think of this article as some of the 
“incantations” necessary to make the magic happen.

I’m pleased to have the next article from another Mentor 
colleague (and one of my favorite presenters), my friend 
Rich Edelman. In “Questa® Visualizer Debug: Class-based 
Testbench Debugging using a New School Debugger,” Rich 
talks about some of the challenges inherent in debugging 
class-based testbenches using UVM and SystemVerilog, 
and he shows you some of the “magic” available in Mentor’s 
new Visualizer Debug Environment. We try not to be too 
product-focused here at Verification Horizons, but every 
once in a while there’s a new tool that I just have to share 
with you, and Visualizer is one.

Continuing with the idea of debug, our next article, from 
my colleague Russ Klein, shows us a debug-centric view 
of “Optimizing Emulator Utilization.” Emulation-based 
debug always presents a tradeoff between interactivity and 
performance, particularly when the emulator is a shared 
resource for multiple groups in your company. In this article, 
you’ll see how Codelink enables “trace-based debugging,” 
which gives you the visibility you need while keeping the 
emulator running as fast as possible for everyone in your 
organization.

Next we have “MIPI LLI Verification Using Questa 
Verification IP,” which explains how to take advantage of 
pre-verified verification components to verify complex 
protocols as part of your system. Using the LLI protocol 
as an example, the article shows the essential pieces of a 
UVM-based verification component and how you can utilize 
these pre-packaged components to get the most from your 
verification environment.

We round out the Mentor contributions in this edition with a 
follow-up from our “AMS Verification Dude,” Martin Vlach. 
In “Stories of an AMS Verification Dude: Model Shmodel,” 
Martin explains some of the different types of models used 
to represent analog blocks in a larger design. As with digital 
simulation, the amount of detail you actually model and 
simulate is inversely proportional to your performance, so a 
tradeoff must be made. In the case of analog functionality, 
since SPICE can be so slow, this tradeoff is even more 
important.

When it comes to knowing when you’ve reached your 
verification goals, tracking coverage using SystemVerilog 
covergroups can be extremely helpful. However, since no 
single test can reach all coverage goals in a reasonable 
amount of time, it is necessary to merge coverage results 
across multiple simulation runs to get an accurate picture of 
how you’re doing. In “Merging SystemVerilog Covergroups 
by Example,” our friends at Micron Technology show us how 
to set up covergroups, and where best to put them in our 
environment to make it easier to understand what’s going 
on when results are merged. By taking you through several 
examples, exploring different options and approaches, this 
article does a great job of explaining how you can best 
utilize covergroups to ensure your verification success.

We start off our Partners’ Corner section with an article 
from our friends at eInfoChips, “Functional Coverage 
Development Tips: Do’s and Don’ts.” In this article, we get 
into specific discussions of how to specify your covergroups 
and take advantage of different language features to 
maximize the efficiency of your coverage data collection. 
Then, in “Increasing Verification Productivity Through 
Functional Coverage Management Automation” from our 
friends at Arrow Devices, we see a new script-based 
approach to automate the customization of covergroups by 
generating the actual SystemVerilog code from a common 
specification, including the ability to override bins and other 
aspects of your covergroups.
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Of course, you have to be able to generate interesting 
stimulus to reach the goals specified in your covergroups. 
In “Use of Iterative Weight-Age Constraint to Implement 
Dynamic Verification,” our friends at TrueChip explore 
some interesting ways to combine loops and variables in 
SystemVerilog constraints to generate interesting stimulus. 

Rounding out this issue, our friends at Frobas leave us with 
a case study, “UVM Testbench Structure and Coverage 
Improvement in a Mixed Signal Verification Environment,” 
in which they use a script-based approach to automate the 
generation of a UVM Verification Environment. Once the 
environment is properly set up, the article explores the use 
of inFact intelligent testbench automation to achieve better 
coverage results.

I’d like to thank the authors who contributed to this edition 
of Verification Horizons, and thank you for reading. If you’re 
at DAC, please stop by the Mentor Graphics or Verification 
Academy booth to say hi. And remember, every once in a 
while, to take a step back and appreciate the opportunity  
we get to do a little magic.

 
Respectfully submitted, 
Tom Fitzpatrick 
Editor, Verification Horizons
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INTRODUCTION 
This is an overview of best practices for FPGA or ASIC 
design, assuming a traditional waterfall development 
process. There are four development phases: PLAN, 
EXECUTE, VERIFY and SUPPORT.  A review step is 
recommended between each phase, as prescribed by 
DO-254. These concepts can be used in alternative 
methodologies, like Agile.

This article is divided into descriptions of each phase  
shown in Figure 1 Best Practices Flow. Each phase  
is broken up into Overview, Techniques 
and Deliverables sections. Information in 
the Overview is always specific to each 
phase.  Information in the other sections 
may apply to other phases but will not 
be repeated in each phase. This article 
will only introduce a topic where it is first 
used.  Subsequent phases will provide a 
reference to the section where the topic 
is introduced.  For example, the PLAN 
phase Techniques section calls out issue 
tracking.  A project should track issues 
throughout the whole development pro-
cess and not just in the PLAN phase.  
This document only introduces issue 
tracking in the PLAN phase. Subsequent 
phases will provide a reference to the  
PLAN phase where the topic is introduced.

Many of the techniques discussed 
in this paper are detailed on the 
Verification Academy website, https://
verificationacademy.com/. This article 
is meant as a quick overview of the 
recommended techniques. 

PLAN PHASE 
Overview 
Most designs start with system 
requirements.  System requirements 
are decomposed to lower levels of the 
design, i.e. sub-systems, such as an 
FPGA.  Requirements decomposition 

can be done by Systems Engineering or the functional 
design team responsible for the sub-system level design.  
Legacy requirements can often be leveraged for the new 
design to minimize the time spent in this phase.  Good, not 
perfect, requirements are vital to the success of any project. 
This is often a balancing act to find what is “good enough” 
to move the design forward.  It is a mistake to start sub- 

Figure 1 Best Practices Flow 

Best Practices for FPGA and ASIC Development 
by Josh Rensch, Application Engineer and John Boone, Sales Specialist, Mentor Graphics 
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system level designs without requirements and generally 
leads to conflict between functional teams and longer 
overall design cycles. 

Language selection is a key milestone of this phase. VHDL 
or Verilog are for design and SystemVerilog for verification 
is typical among Mentor’s customer base. Verification 
and design code re-use is also decided at this phase.  
Leveraging legacy requirements will help identify code for 
re-use.  During this phase, selecting third party IP can help 
complete this design faster.  This will also open the door to 
using standard verification IP to streamline the verification 
activity.

The FPGA requirements provide the foundation for 
decisions on how the design will be partitioned and how 
it is tested. This is when the decision is made to use 
constrained random and UVM techniques. While all designs 
can benefit from these techniques, sometimes a big formal 
structure is not worth it.  In all cases a Test Plan should 
be documented and with more advanced techniques 
a Verification Architecture Document (VAD) should be 
developed.  As a rule of thumb in gauging simulation effort, 
industry studies find that every month spent in simulation, 
produces a savings of two to three months of lab testing.

 
Techniques 
System Engineering 
Managing requirements can be difficult. There are tools in 
the market that can make sure you have clear requirements 
as well as manage them throughout the project. 

Hardware Architecture – Proper partitioning of the design 
can optimize design re-use, complexity, power, quality, 
reliability, etc. 

Coding Guidelines 
This makes sure that code looks somewhat uniform 
especially if multiple designers are involved. 

Issue Tracking 
There is a tradeoff between the overhead of issue tracking 
and the value gained for issue tracking. Some teams wait 
until the product is out in the field to manage bugs and 
issues. Tracking from the beginning of the project provides 

visibility and insight into decisions made throughout  
the development cycle. As a rule of thumb, issue tracking 
should be used as soon as the design asset is delivered  
to other team members.

Revision Control 
Tools such as CVS, SVN or GIT provide revision control 
of the design assets.  This is vital to manage design 
configurations being used by other team members. As a 
rule of thumb, revision control should be used as soon as 
the design asset is delivered to other team members.
 
Deliverables 
There are three deliverables in this phase that become 
inputs to the next phase. These tend to be fluid documents 
and will change throughout all the phases as the design 
matures. 

Design Description Document (D3) 
This should have the structure of your design. There 
can be multiple D3s for a design. The over arching D3 
details the FPGA at a top level. Furthermore, the design 
should be broken up into manageable design units with 
the over arching document that links them all together. 
At a minimum, each of these documents diagram state 
machines, IO, pipelines and registers. It should include  
any third party IP and what configurations are entailed  
with using them.

Test Plan 
Often this is a list of requirements and the plan to test them. 
There are details in the D3s which are not necessarily 
requirements, but will possible need testing. The person 
who is verifying this design should make sure these details 
are documented in the Test Plan as well.

Verification Architecture Document (VAD) 
This is for advanced verification methodologies. This is 
basically the D3 for the verification environment. It details 
what components are needed to be created, what can be 
used from another project and how they interconnect. It also 
gives a day in the life of (DITL) for the Device Under Test 
(DUT). This also documents any verification IP that would 
be required. A template of what this looks like is available on 
the Verification Academy website or upon request.
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EXECUTE PHASE 
Overview 
This is the coding phase of the design. From the D3, test 
plan and VAD, both the designs and the testing environment 
are created.  This should be the shortest phase if the PLAN 
phase was as complete as possible. 

The EXECUTE and the VERIFY phases at times blur 
together. But there should still be a review between the 
phases the first time you move from one to the next and 
periodically between the two. 

Techniques 
VHDL & Verilog for RTL Design  
These are the two main languages used to develop RTL. 
VHDL is more structured but more involved in writing 
and Verilog is less structured and can cause unforeseen 
behavior in the code. 

SystemVerilog and UVM for Verification  
A more complete solution to creating a testbench; 
SystemVerilog gives the tools to create the environment  
and UVM provides a structure to use when developing a 
test bench. It makes the code more unified, understandable 
and re-usable.

Assertion Based Verification (ABV)  
Product Specification Language (PSL) & SystemVerilog 
Assertions (SVA) are the two languages utilized for ABV. 
When an assert fires, it’s pointing at a potential problem 
in the design. Using asserts quickens debug time and can 
potentially point at problems that the environment would 
miss. Both the verification engineer and the design engineer 
(to assure the correctness of the design) should write these. 

Constrained Random Verification 
Creates meaningful random simulation stimulus for a 
design.  Minimizes the need to stress the design through 
directed test patterns.  It also minimizes the effort to create 
test patterns and reduces the size and effort of managing 
the test suite. 

UVM 
Universal Verification Methodology (UVM) is an Accellera 
standard with support from multiple vendors.  It is a 
standardized methodology for verifying integrated circuit 
designs.  The UVM class library provides automation  
 

of the SystemVerilog language, i.e sequences and data 
automation features, etc. 

Coding Guidelines 
Guidelines adopted to enforce coding uniformities within a 
project or across the entire organization. Promotes design 
quality and re-use. 

Issue Tracking 
See the PLAN phase, Techniques for details  
of Issue Tracking. 

Revision Control  
See the PLAN phase, Techniques for details  
of Revision Control. 

Deliverables 
At a minimum there are two deliverables from this phase, 
the RTL design and the test bench.  Often additional 
deliverables are necessary to support the design and 
debugging in the lab.  For example, there could be micro 
code that goes into a processor that’s attached to or 
embedded inside the FPGA. 

RTL Design 
Depending on what the final device is going to be, it could 
be RTL files or a burn file for the FPGA.  If the deliverable 
is IP then delivery would be the design files for another 
iteration through the EXECUTE phase (this is not shown  
in the diagram). 

Test Bench  
This is the SystemVerilog code necessary to produce the 
test bench for the asset being delivered.  If you are just 
developing IP then you would deliver the test bench assets 
for the IP for integration into the overall design test bench.  
Test bench IP assets should be added to the re-use library.

 
VERIFY PHASE 
Overview 
Spending the proper amount of time in this phase, to 
establish the design’s correctness, is the foundation of 
these best practices.  Many teams want to rush into the 
lab because software wants something that they can use 
to debug code.  While this is important, staying in the lab 
for hardware verification often delays the final hardware 
release up to 3 times longer than necessary.  The best 
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practices flow has the VERIFY phase divided into two 
distinct stages.  The first phase is Functional Verify followed 
by the Lab Verify phase.  This feature provides leverage in 
a couple ways.  First, using simulation as the primary form 
of debug provides a much shorter (Agile/Scrum) loop to fix 
the inevitable shortcomings of the upstream deliverables – 
which manifest themselves in simulation problems.  Finding 
these problems in simulation rather than the lab has shown, 
through repeated industry benchmarks, a verification 
reduction of up to 3x.  Second, this flow allows the project 
to schedule staged hardware builds for the software 
organization.  This allows the hardware design team to 
verify specific features via simulation before delivering 
hardware to the lab.

The reason for this simulation centric flow is twofold.  First, 
it is much easier to debug a design in simulation than the 
lab.  Second, it reduces the overall churn because software 
is testing on verified hardware and hardware can focus on 
hardware verification rather than responding to problems 
found during software testing. 

The question that is always asked is how does a project 
know it’s done with simulation? The most common metrics 
are Code Coverage and Functional Coverage.   Code 
Coverage tells whether a line of code is executed or not and 
is a built-in feature of simulators.  Functional Coverage uses 
user-defined points in the test bench code that are mapped 
to either requirements or design details from the D3 instead 
of lines of code. In conjunction with the two metrics above, 
many companies use inflection in the issue-tracking curve 
to determine how robust the design is. Use this metric 
with caution because it’s tied with how sophisticated the 
verification environment is.

A thorough verification environment and test suite provides 
significant value to the process.  Most value comes from 
the ability to run regressions and make sure a bug fix or 
the addition of a design feature doesn’t break anything else 
in the design.  Pivotal to this capability is the use of self-
checking methods.  

Of course lab work is always necessary in the design 
process.  However, putting the bulk of the effort into 
simulation makes the lab work faster and more efficient.  
Industry has found that for every month spent in simulation, 
you save about two to three months of testing in the lab.   
Also, with a sophisticated simulation environment if  

a bug is found in the lab, it’s much easier to replicate in the 
simulation environment, which leads to faster debug times. 

When longer hardware lead times are expected, e.g. found 
with an ASIC development, other methods are required to 
provide early software/firmware development and debug.  
System level modeling in conjunction with hardware 
emulation lets software development and test begin much 
earlier in the development cycle – yielding a significant 
development cycle reduction for the entire system.

Techniques 
Code Coverage 
This capability is built into all the QuestaTM simulators.   
While it is easy to turn on, it still requires analysis to 
determine why sections of code are not being executed  
or if they are even reachable. Holes that aren’t being tested 
will require directed test cases or modification of existing 
test cases or exclusions.

Functional Coverage 
This is a user defined metric. It shows how things  
interact in a way that code coverage does not.

Assertions 
Add more of these as bugs are found to make it  
easier to debug. 

Formal Property Checking 
This is recommended for DO-254. This makes sure  
the design does what it’s supposed to do and no more  
than that.

Formal Equivalence Checking 
This is a requirement for DO-254. You must have the ability 
to make sure that throughout the process of transforming 
code to gates, it remains the same. 

Regression Runs 
This is the process of checking to see if anything failed 
when changes are made to a baselined design.  Any 
change to the baseline has the potential for unforeseen 
downstream effects.

Deliverables 
Baseline Design 
A version of the design that is working properly based  
on a specific configuration of design requirements and  
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design assets. Using design baselines allows downstream 
development to begin based on a specific configuration 
while upstream design continues toward completion.

SUPPORT PHASE 
Overview 
This phase is required for maintaining design configurations 
for interim baseline releases throughout a project, 
maintaining libraries of reusable design assets for use 
within the current project and derived projects with 
compatible requirements and features, and maintaining 
design configurations that can be leveraged as a starting 
point for future designs.

Configuration controls are vital in this phase.  Maintaining 
revision linkage between requirements, design documents, 
test documents, the design code and test bench code 
is necessary to assure quality releases of these design 
assets as a coherent package for project, design and 
verification re-use.  Implied in this statement is the need 
to keep documentation up to date as requirements change 
throughout the design process.

Techniques 
Configuration Management 
Configuration management is a process for maintaining 
consistency of a product’s requirements with its design 
assets, performance, functional and physical attributes.  A 
strong systems engineering discipline should be leveraged 
when setting up configuration management practices.

Deliverables 
Project Baseline Configurations 
A project baseline configuration is a snapshot in time 
containing all the design assets necessary for handoff to 
other functional groups that will use the assets to continue 
their design process.  The final design deliverable is an end 
case of a baseline configuration where all the assets that 
compose the design are complete and ready for product 
release.

Re-Use Library 
The re-use library will contain design building blocks that 
can be re-used in multiple locations within a given project 
or re-used on future projects.  These building blocks are in 
reality a package of all the parts that compose a particular 
design asset, i.e. requirements, design documents, design 
code, test bench documentation, testbench code, test 
results, revision history, bug history, etc.  Being able to 
leverage pieces of a design that is already completed and 
verified is key to speeding up schedules down the road. 

CONCLUSION 
At times, people don’t know what they don’t know, making 
it easy to try to get right to the coding phase of the design 
process without creating a plan on what to do. Or if they 
have a plan, they write it and don’t review it from time to 
time since they aren’t in the planning phase anymore. When 
things were a single one-designer-does-it-all, not all these 
steps were taken simply because there wasn’t anyone else 
involved in the process. That isn’t the case anymore, from 
either help with board design or software people writing 
code to be executed on your block, no one designs in a 
vacuum anymore. 

Bruce Lee once said, “Adapt what is useful, reject what 
is useless, and add what is specifically your own.” I 
recommend you take what you can from this article and 
take some of the thoughts into your own design process. 
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Heard in the hall… “New School Debugger! Wow! I can’t 
wait. But I’m skeptical. What makes it new? And does it 
even work? No one likes to debug a testbench. But it would 
be nice to have something to make life easier for testbench 
debug. Does it work in post-simulation mode? OK. I’ll listen.”

The testbench isn’t the product. The testbench is not going 
to make any money and the testbench isn’t what the boss 
is yelling about as tape out approaches. He wants the RTL 
bugs gone and a functionally correct RTL. 

Guess what’s a good way to find bugs and assure functional 
correctness? Have a good testbench.

Testbenches are different than RTL. They have behavioral 
Verilog code. They have files and data structures. They 
have threads. They have objects. Modern testbenches are 
likely class-based testbenches, using SystemVerilog, the 
UVM and object-oriented programming concepts. 

Debugging these modern class-based testbenches 
has been painful for at least two reasons. First, they 
are designed and built using object-oriented coding 
styles, macros, dynamic transactions, phasing and other 
constructs completely foreign to RTL verification experts. 
Second, the tools for class-based debug have lagged  
the simulators ability to simulate them.

CHANGE IS HERE 
Class based debug is different. It is not the same as 
debugging RTL. You don’t have to be an object-oriented 
programmer in order to debug a class based testbench. 
It’s just a bunch of objects – some statically created, some 
dynamic – which interact with the DUT. Class based debug 
doesn’t have to be hard.

POST-SIMULATION DEBUG 
Many RTL debug sessions are post-simulation. Simulation 
is run, and a PLI/VPI application records signal value 
changes into a database. In order to do debug the debug 

application loads the database and debug happens. Class 
based debug can operate in the same way, but the reliance 
on PLI or VPI can be problematic. The LRM defines 
VPI routines for class based access, but many if not all 
simulator vendors have not fully implemented those “class 
based VPI” routines.

Moving forward, post-simulation debug for class based 
testbench debug may become more simulator specific 
– at least until the vendors provide a complete VPI
implementation. “Simulator independent” post-simulation
debug may be a thing of the past – or at least have limited
functionality.

That doesn’t mean class-based testbench debug won’t 
work. It will work – as you’ll see below. It does, however, 
mean that really good class-based testbench debug will 
come from the vendor that does the best job integrating 
class based debug into traditional post-simulation RTL 
flows.

DEBUG THIS! 
The rest of this article will discuss various class based 
debug techniques that you might find interesting. The 
example design is a small RTL design with a trivial bus 
interface and a small UVM testbench. We’ve applied these 
same techniques to customer designs that are large RTL 
with many standard bus interfaces, and a complex UVM 
testbench.

Your best use of this article would be to bring up your 
design, and try out the techniques outlined.

EXPLORING YOUR UVM BASED TESTBENCH 
How about using UVM Schematics? Everybody loves 
schematics as they make connectivity easy to see.  
In this testbench the test and environment are simple.  
There is a DUT with four interfaces. Each interface is 
connected to an agent. Select the instance in the UVM 
component hierarchy and choose  “View Schematic”.  
What you’ll see appears below.

Visualizer™ Debug Environment: Class-based Testbench 
Debugging using a New School Debugger – Debug This! 
by Rich Edelman, Verification Technologist, Mentor Graphics 
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If we select the i1_agentA object, you can see that each agent has the usual structure – a sequencer, a driver and a monitor. 
‘AgentA’ is drawn below.

Schematics are useful, but can get very busy, very quickly. A fabric with 
20 or 30 interfaces and large blocks connected by AXI will become a 
tangled mess. Schematics are a tool we’ll use in testbench debug, but 
we’re going to do our debug here using ‘objects’. We’re going to explore 
the objects in the testbench – both the UVM Components – the drivers, 
monitors and agents; and the UVM Objects – the sequences and 
transactions (sequence items).

UVM COMPONENT HIERARCHY 
The first way you can explore your UVM based testbench is by 
traversing the UVM component hierarchy. You can expand the ‘uvm_
test_top’ and see the children, ‘i2_agentA’, ‘i1_agentA’, ‘i2_agentB’ and 
‘i1_agentB’. If you further expand ‘i1_agentA’, then you see the children 
‘driver’, ‘monitor’ and ‘sequencer’, illustrated here..
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Select the ‘monitor’ object. That monitor object has a name – a UVM name like ‘uvm_test_top.i1_agentA.monitor’, but also a 
simulator specific name – a shortcut for the actual physical address. You can see the UVM name by traversing the hierarchy 
shown – ‘uvm_test_top’, then ‘i1_agentA’, then ‘monitor’. This is the same that you would get by calling ‘obj.get_full_name()’. 
The shortcut name is ‘@monitorA@1’. This shortcut name can be parsed – it means that this object is the first object 
constructed of class type ‘monitorA’. 

Once the monitor is selected in the component hierarchy window, the source code for ‘monitorA’ is shown  
in the source code window.

 

So far not too astounding, nor interesting. The high-
lighted RED numbers mean that this source code is 
from the currently selected instance – it is the current 
context. If we hover over the ‘addr’ field then we see 
the value of ‘addr’ from the current time.

Hover over a value? Still not astounding. But wait. 
Remember this is post-simulation, and we’re looking 
at the value of a member variable inside an 
instance of an object. Cool. 

What happens if we change from time 0 to some 
other time? For example, if the current time is 49993, 
then hovering over addr looks like:
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Now that’s interesting. In post-simulation mode, we have access to all the class member variables for our monitor. Questa 
simulation recorded the testbench information so that you can have access to the objects that existed during simulation. You 
can have post-simulation debug and see your dynamic objects too. Have your cake and eat it too.

What about the virtual interface that the monitor is connected to? Hovering over the variable ‘vif’ gives us:

Neat. The popup menu is 
displaying the current values 
of the signals in the virtual 
interface.

BROWSE THIS! 
Is there an easier way to see 
ALL of the member variables 
at once for this object? How 
about fast exploration of class 
objects in post-simulation? 
That’s what “Browse This” 
gives you.

In the source code for this object press the right-mouse-button. The menu appears. Select ‘Browse This’ and then select  
a variable you want to see; like ‘vif’

The vif for this monitor is displayed right there with a right-mouse-button and a select. You can see the instance name of the 
virtual interface – “/top/interfaceA1”, and you can see the current values of the signals on the interface.

Using the right-mouse-button in the source code window is a very powerful way to instantly browse a class object, and follow 
any class handles. For example, right-mouse-button, select ‘t’ and see the object which is pointed to by ‘t’ at the current time 
(‘t’ points at the object named “@sequence_item_A@4841”).
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Of course, we could  
have gotten the value of  
‘t’ more easily in this case  
by selecting ‘t’, then right-
mouse-button then  
“Browse (t)”.

 The popup menu is display-
ing the values of the member 
variables in the object pointed 
to by ‘t’ at the current time.
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CLASS HANDLES IN THE WAVEFORM WINDOW 
‘Browse This’ is very powerful, but sometimes there is nothing better than a 
waveform to view what is happening over time. In the monitor source code 
window, hit the right-mouse-button, and select “Add ‘this’ To Wave”.

Now the ‘this’ pointer – the current monitor object – is added to the wave  
window. The object ‘monitor’ has been added to the wave window! Wow,  
a class handle in the wave window.

Expand the ‘monitor’ handle by clicking on the plus sign in the Signal Name column. Now we can see the class member 
variables in the wave window. We see ‘vif’, ‘ap’ and the transaction ‘t’. The transaction pointer ‘t’ is the most interesting thing 
about the monitor.

This one handle, when displayed in the waveform window, displays all the transactions that the monitor has created;  
that’s all the transactions that the monitor has created and sent out to any UVM subscriber. Now that’s powerful.

  
 

 

MORE EXPLORING YOUR UVM TESTBENCH 
What if you know there is a class you want to debug, but you don’t know where it is in the UVM hierarchy? Or the class is not a 
uvm_component? Maybe you want to debug a sequence? Or even debug a monitor or driver? Try the Class Instance window.

Class Instance Window 
The Class Instance 
window is organized 
by base class.  
In this case there are 
4 driver instances,  
4 monitor instances, 
and 121,994 
sequence items  
along with many  
other instances.

 
If we expand the Monitor, we can see more details about the four monitors in our testbench.
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We can see the @monitorA@1 instance name, the Class name, either parameterized or not, the time this  
object was created, and the UVM testbench name (if it has one). If we select one of these objects – for example  
“@monitorA@1”, the current context changes to that object, and we can “Browse This”, just like we did above  
coming from the UVM component hierarchy tree.

If we expand the Sequence Items, we can see some interesting creation times:

 

 

Searching for Instances by Time 
We can create a search – to find the objects created between two times – 1000 and 1060.

 

Searching for Instances by Regular Expression 
Or we can search using a regular expression. Perhaps we are interested in any sequence item  
type ‘A’, which ends in the digit 8. Create a regular expression in the Search box – “*_item_A@*8”.
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Or we could search for any object ending in 4839. Change the regular expression to “*4839”. The listing shows all the objects 
with 4839 as a suffix. Select the first sequence_item_A, and see the source code for THAT object. Hover over the ‘addr’ field 
and see the address for that transaction (that sequence item). 

 Switch to the object @sequence_item_A@24839, by selecting it. Now hover over the ‘addr’ in the source code window. 
 

Handles in Objects – Drivers too 
Just as with the monitor, we can select a driver from the Class Instance window (@driver2A@1). Then we go into the Base 
Class, and select the handle ‘t’. Right-mouse-button and Browse ‘t’ shows the current value for the handle ‘t’.
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We could instead select ‘t’ from the driver, and “Add to Wave”. Zoom fit will show us ALL the transactions that the driver 
received from the sequencer. That’s a lot of transaction handles – fast.

Zooming in to our handle – at time 49993.

  
 
 
 

TRANSACTIONS 
There are many classes and objects. If we’re only interested in the transactions which have the address value 32’h000006eb, 
then we could open a StripeViewer, and create an expression – addr == 32’h000006eb. Then press Search.

 

With a quick click of “Add to Wave” the transaction stream is in the wave window. Click on a transaction  
(Selected green above), and see the cursor move to the transaction. 

But now we’re getting ahead of ourselves with Transaction debug. More on that later.
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SUMMARY 
Wow! These techniques are different. You get full visibility 
with little effort. You get windows synchronized by context – 
you get objects viewable over time.

Remember EVERYTHING you saw here is post-
simulation. There is no live simulator connection.  
And I forgot to say – it’s all leg smacking fast. Goodbye  
long coffee break while your window repaints or you re- 
read your OOP handbook. You can do class-based 
testbench debug as fast as you can think.

Just a switch to vopt and a switch to vsim; No change to 
your flow; Simulation speed faster than doing it the old way; 
Database sizes smaller; Post-simulation debug ready for 
you to try on your design.

I hope these UVM class-based debug techniques were  
of use to you. We’ve applied them to real customer designs 
and found real bugs. See http://www.mentor.com/products/
fv/visualizer-debug for more information.

Happy debugging!
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INTRODUCTION 
Emulators, like Mentor Graphics Veloce®, are able to 
run designs in RTL orders of magnitude faster than logic 
simulators.  As a result, emulation is used to execute 
verification runs which would be otherwise impractical in 
logic simulation.  Often these verification runs will include 
some software executing on the design – as software is 
taking an increasing role in the functionality of a System-
on-Chip (SoC).  Software simply executes too slowly to 
practically run anything but the smallest testcase in the 
context of logic simulation.  For example, booting embedded 
Linux on a typical ARM® design might take 20 or 30 minutes 
in emulation.  The same activity in a logic simulator would 
be 7 or 8 months.

With significant software being executed in the context of 
the verification run, there needs to be some way to debug 
it.  Historically, this is accomplished using a JTAG (or similar 
interface) probe with a general purpose debugger.  JTAG, 
which stands for “Joint Test Action Group”, is a standards 
organization  which developed a standard interface to 
extract data from a board to an external system for testing 
purposes.  This capability is used to extract the register 
state from a processor, which can be used by a debugger to 
present the state of the processor.  The JTAG standard was 
extended to enable the debugger not to just view the state 
of the processor, but to be able to set the state processor 
and to control its execution.  As a result, JTAG probes 
have become the “standard” method of debugging “bare 
metal” embedded software on a board or FPGA prototype.  
Through just a few signals, the debugger and the JTAG 
probe can download a software image to a board, single 
step through the program, and read arbitrary locations in 
memory.

JTAG AND EMULATION 
Given that a JTAG probe is the standard method for 
debugging an embedded system prototype, it was natural 
that it would be used to debug systems in emulation as well.  
A system realized in emulation should have all the same 
characteristics as a physical prototype.  Thus all the existing 
debugger support for boards could immediately be applied 
to debugging software in the context of emulation.

There are two ways to connect the JTAG probe to the 
emulator.  One is to physically connect the probe to the 
JTAG signals in the design.  This involves identifying the 
JTAG signals in the design and bringing them out to an  
“I/O card”, which allows the signal to be physically 
connected to a device outside of the emulator.  For Veloce, 
Mentor Graphics provides an I/O card which has the JTAG 
20 pin connector used by most JTAG probes.  Often, when 
physically connecting external electronics to a design in the 
emulator some accommodation needs to be made for the 
fact that the emulator is running significantly slower than 
the final target system.  Most JTAG probes, however, will 
accommodate a slower clock frequency without any issue.

The second method to connect the JTAG probe to the 
design in the emulator is to programmatically access the 
JTAG signals. Most emulation systems provide a method 
for sampling and driving arbitrary signals in the design.  
Using this facility, a program can be written which interacts 
with the debugger, which replaces the functionality of the 
physical probe and connection.  This program will result 
in the same activity on the JTAG signals as the physical 
probe – it just involves less hardware.  There are a couple 
of examples of this type of connection. ARM® has  
a product called “VSTREAM” which implements this 
“virtual” connection to an ARM® processor in an emulation 
system to their software debugger.  Mentor Graphics has  
a “virtual probe” product which performs essentially the 
same function, but for a broader set of processor cores  
and debuggers.

PROBLEMS WITH PROBE DEBUG 
While it was obvious to connect probe based debugger  
to a system being emulated, there are some short comings 
with this approach. The characteristics of an emulated 
target are not the same as a physical target.

A physical target will always be a complete system — 
it can’t be a work in progress.  But in the context of 
emulation it is quite common, especially early in the 
design cycle, to deploy partial systems.  However, a probe 
requires that the entire debug infrastructure be in place 
and debugged before it can become functional.  For 
simple cores, this was simply a matter of connecting the 

Optimizing Emulator Utilization 
by Russ Klein, Program Director, Mentor Graphics 
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JTAG signals on the core to the JTAG signals in the larger 
design.  However, for modern complex cores like the ARM® 
CortexTM family, there is a large set of complex IP which 
operates to enable the debug functionality needed for the 
probe. ARM® refers to this IP collectively as CoresightTM.  
CoresightTM is a set of hardware that needs to be connected 
to the rest of the design, and configured and programmed 
correctly, before it will function. CoresightTM is so config-
urable, that it frequently is not implemented correctly. The 
CoresightTM reference manual from ARM® is almost 400 
pages long, and even at that is not a complete guide to its 
implementation.  Anecdotally, many commercial devices fail 
to deploy CoresightTM correctly – leaving them with limited 
or sometimes unusable debug capabilities. Because of this, 
probe based debug is limited to late in the design cycle.

Another limitation of probe based debug is the method 
by which it gets information about the core. In a physical 
device it is not possible access the internal states. It is, 
literally, a black box. So the JTAG committee devised a 
way to use just a few signals to get access to the internal 
states of the device.  The trade off is that it takes a lot of 
time to move all that data through the small interface – a 
single wire for data transfer.  With high (and increasing) 
clock rates, and few alternatives it was deemed a good 
trade-off for physical devices.  However, in the context of 
emulation, and to some extent FPGA prototypes, there 
are alternatives for getting at the internal states of the 
device, while the clock rates – especially for the debug 
circuitry - are not as high.  Debug probe clocks often run 
at even lower frequencies than the main processor clock.  
And due to the length of the scan chains it can take a lot 
of clocks to perform a single operation.  Measurements 
show that, for example, executing a single instruction on a 
processor through a scan chain can take anywhere from 
several hundred thousand processor clocks to over a million 
processor clocks.  Complex or aggregated operation may 
take many times that amount.  Not a problem when running 
at hundreds of megahertz – but more limiting when running 
at single digit megahertz rates, typical of emulation.

While the processor’s operation is suspended – it is put into 
a “debug” state – the remainder of the design continues to 
be clocked and its state advances.  The millions of clocks 
that go by to process the debug activity continues to be 
driven into the rest of the system.  For certain classes of 
bugs, this is an irrelevant detail and can be ignored by the 

developer.  For synchronization and timing related bugs this 
can make debugging extremely difficult. 

Another issue is the lack of determinism.  The activity of the 
debugger is determined by the developer driving it.  Since 
the design continues to be clocked while the processor is 
suspended, in debug mode, exactly when the developer 
sends a step command, or how large a memory region 
is retrieved can impact the state of the target (whether 
emulated or physical).  For intermittent or timing related 
bugs this can make debugging an exercise in frustration.

Yet another problem with the probe style of debugging is 
the fact that the debugger stops the system to enable the 
programmer to examine the system.  Emulators are valued 
for their ability to run the design fast.  Emulation vendors 
all lead with performance numbers showing how many 
megahertz they can achieve when running a given design. 
But when a probe debugger attaches to the processor, it 
halts all processor related activity – effectively dropping the 
throughput to zero hertz.

The process of software debug consists of examination of 
the source code and examination of the state of the system 
at various points in time.  There is a lot of thinking involved, 
but not a lot of execution.  Advancing the design happens 
from time to time – to take the design to a new state where 
it will be examined and considered.  With an emulator 
and probe-based debugger, the software debug work 
happens not while the emulator is running, but while the 
emulator is stopped.  In most organizations, the emulator is 
a shared resource, used by multiple developers and even 
multiple projects. The goal will generally be to optimize the 
throughput of the resource.  Interactive software debug 
conflicts with this goal.  But until now, there have been no 
practical alternatives.

ALTERNATIVE SOLUTION 
Hardware debug on an emulation system generally consists 
of running the design with some level of instrumentation 
or signal tracing, and then looking at the signals after the 
fact.  To optimize the throughput – most users employ a 
queuing mechanism.  Jobs are loaded into a queue.  LSF or 
SunGrid are examples of this.  As the emulator finishes one 
job, it immediately starts the next to remain continuously 
occupied.  Hardware engineers will view the log files and 
waveform traces after the fact.
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Software debug with a probe does not support this model 
very well.  Many times, the jobs are still entered into a 
queue.  But in this case the software engineer waits on 
the machine (and it should be noted that the software 
engineer is often a more costly resource then the emulator).  
Common alternatives are rigid scheduling (each developer 
has a pre-defined time slot), but this will not map well to 
real-world needs.  Or developers simply waiting for the 
emulator to be free – using an ad hoc scheduling scheme, 
which wastes both developer and emulator time.

The ideal solution is one where the job can be run on the 
emulator, in batch like hardware debug jobs, but software 
debug takes place after the job has completed – off line.  
This enables the emulator use to be optimized, as it can 
process a queue of jobs for both hardware and software 
debug.  It also allows the software developer’s time to be 
optimized, as they can debug the code at their leisure and 
not fight for time on the emulator. 

TRACE BASED DEBUG 
An alternative to using a probe and the hardware debug 
facilities of the processor being debugged, a trace 
based approach can be used which mitigates many of 
the problems described.  This takes advantage of the 
emulator’s ability to easily access the state of any signal 
or register in the design at any time.  During an emulation 
run certain signals in and around the RTL for the processor 
are logged and conveyed to the host for processing.  The 
data from these signals is used to reconstruct the state of 
the processor, and its memory space for any point in time 
during the emulation.  

This data is interpreted by a “virtual target”.  The virtual 
target mimics the state of the processor and it’s memory 
subsystem in the emulation, and presents this to an 
embedded debugger.  The same debugger that a developer 
uses to connect to the emulator through a JTAG cable 
can be connected to this “virtual target”.  The debugger 
retains all the capability of stepping, running, setting break 
points, viewing memory, and viewing source code.  From 
the software developer’s perspective just about everything 
works the same as connecting to the actual target.  Even 
though a log of the processor’s activity is recorded, the 
developer’s view is not a processor trace; they get a full 
featured software debugger view of what took place during 
the emulation run.  The important difference being that 

while they debug the software, the emulator is free and 
available for other emulation jobs.  The slow and thinking 
intensive process of software debug is no longer a limiting 
factor on emulation throughput.

At Mentor Graphics we have implemented this trace based 
emulation debug for the Veloce emulation system.  The 
application is called “Codelink”.

THE WAITING GAME 
When debugging software on an emulator with a probe 
something is always waiting.  When the emulator is running, 
the developer is waiting for the design to get to the next 
breakpoint.  When the software developer is looking 
at memory, variables, and source code the emulator is 
occupied (not available for other uses) but waiting for the 
next “run” command.  With Codelink, most of this waiting 
is eliminated.  The emulation runs straight through – never 
stopping.  The developer will interact with the virtual target, 
not the emulator – so they will still need to wait for the 
virtual target to come to that same state.  But the virtual 
target can be run on the same host as the debugger – 
eliminating the network and communications delays seen 
when using the emulator with a probe debugger.  And since 
the virtual target is processing much less data than the 
original emulation it can run faster – more than 10 times 
faster.  This means 10 times less waiting for the developer.

Codelink enables both expensive resources, the developer 
and the emulator, to be used much more efficiently.

LIMITATIONS 
There are a couple of limitations with the trace based  
debug approach.  Most notable is that the execution  
of the software cannot be changed – as what is being  
viewed in the debugger is a record of what happened.  
So the developer cannot change a memory location  
to a new value, or change the value of a variable and 
continue running.

BENEFITS 
Debugging using a trace has some significant benefits  
as well.

Since the state of the target can be computed for any point 
in time, the “virtual target” can be run forward – as one 
would expect – but it can just as easily be run backwards.   
While the debugger can run in the normal forward mode,  
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it can also step and run the target backwards. This can 
make bug hunting a lot easier. One can start by setting 
breakpoints on exception handlers and error routines 
and then simply step backwards to find the source of the 
problem.

This also makes finding non-deterministic problems  
a lot easier. Once a problem has been captured in a trace  
it can be fully analyzed, without worrying about recreating 
the problem.

The trace is non-intrusive. Probe based debug activity 
introduces millions of clocks into the execution of the 
system, skewing performance and displacing events in 
time.  This can introduce new bugs, or cover up existing 
ones. The trace based debug approach shows the system 
exactly as it will run. This is required for the analysis of 
synchronization between hardware and software – and 
between multiple cores.

A trace based debug approach provides a more responsive 
debug environment.  Since the virtual target is processing 
less data to compute the state of the target system, it can 
provide a more responsive environment.  It will run at least 
10 times faster as compared to running live on the emulator.  
From the developers perspective, it delivers performance 
close to that of an FPGA prototype or development board.

Since the trace is performed on the processor itself, using 
the facilities of the emulation system, this approach does 
not rely on the debug circuitry which is part of the design 
itself. This means it can be used earlier in the design cycle 
– before facilities like CoresightTM are added to the design 
and before these debug facilities are fully debugged.

One of the most significant benefits is that the emulation 
run can be performed separately from the debug. This 
means that the emulation run can be put into a job queue 
and run when it is convenient for the emulator, and later the 
debugging can be performed when it is convenient for the 
developer.  It also means that the debug operations will  
not consume emulator time.  

Using a probe based debugger a 2 hour debugging session 
will consume 2 hours on the emulator.  The entire time 
that the developer is using the debugger, the emulation 
resources are held exclusively.  With the trace based 
approach, only the time needed to run the design is taken 
on the emulator – which is considerably less.  The exact 
amount will depend on what is being debugged, and the 
nature of the hardware and software.  Casual observation of 
a software developer in the debug process shows that most 
of the time is spent in examination of the system, and not 
running it.  Measurements show that only 5 to 10 percent of 
this time is spent executing the system, while the remainder 
is spent examining and thinking. Thus, a 2 hour debug 
session may only require 5 to 10 minutes of emulation time.  
Using a trace based debug approach a single emulation 
seat can support many more software developers than a 
probe based approach.

CONCLUSION 
Codelink – a trace based debug system – which gives 
software developers a traditional software debug  view 
from a unique processor trace enables software developers 
using emulation to increase emulator utilization and enjoy 
a more productive debug experience.  It is viable earlier in 
the design cycle as it can be used without having debug 
circuitry as part of the design.  It is non-intrusive allowing 
visibility into synchronization and performance in a way not 
possible with probe based debug solutions. 
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This article describes how incorporating LLI Questa 
verification intellectual property (QVIP) can yield a host 
of benefits, including faster, more flexible verification and 
easier debugging. In this article, we will discuss how the 
sequence items are useful to generate the stimulus based 
on multiple layers of LLI QVIP, how the combination of LLI 
QVIP based on coverage-driven methodology and protocol-
capturing XML plans can boost verification completeness, 
how the combination of protocol assertions and error 
injection method is useful to generate the error scenario 
and check the behavior of the LLI design, and how the 
scoreboard is useful to check the data integrity between  
LLI design and LLI QVIP. 

OVERVIEW 
Questa Verification IP (QVIP) enables reuse of the 
components and build environment. Other features 
include layered verification methodology supported 
by highly configurable and feature-rich transactors, a 
protocol assertions monitor, advanced debug support and 
comprehensive functional coverage. LLI-based design IPs 
require a complex verification system in which standalone 
Verilog testing can kick-start verification planning but is not 
sufficient for complete verification. What’s needed is a well 
planned and executed QVIP and methodology that address 
the following questions: Is the captured protocol in design 
IP verified? Which error scenarios are verified? Have you 
covered all required scenarios? Can you provide a progress 
report to your manager? These challenges are not new 
for verification engineers. However, complex verification 
projects often force teams to do more planning. If they don’t, 
their verification engineer can easily get lost in technical 
detail, which slips the project schedule, jeopardizes the 
quality and increases the risk of re-spin.

The combined use of LLI QVIP, Universal Verification 
Methodology (UVM) and coverage-driven verification 
metrics for all compliance items can provide much  
needed predictability.

LLI QUESTA VERIFICATION IP 
LLI Questa Verification IP (QVIP) is a UVM-based  
multilevel abstraction verification IP that provides fast 
and flexible verification along with easy debugging of LLI 
designs. It is compliant with all the released versions of 
LLI provided by Mobile Industry Processor Interface (MIPI) 
Alliance.  LLI QVIP provides a Reference M-PHY MODULE 
Interface (RMMI) SystemVerilog interface to hook up with 
the M-PHY at the physical layer, which transmits the serial 
data towards the remote LLI via remote M-PHY present in 
the system. LLI QVIP supports the configurable RMMI  
with the following:

• width: 10, 20 or 40-bit interface
• maximum number of lanes in any direction

 
The above parameters are static so it’s required to pass 
these parameters at the very start of the day. The number 
of lanes can be up-configured and down-configured as per 
requirement during the test but can’t exceed the maximum 
lane count parameter.

The figure below shows the typical LLI subsystem 
environment, where LLI QVIP is connected to the local 
M-PHY, which is connected with the remote M-PHY  
through the serial interface. Now, the LLI design is 
connected with the remote M-PHY at RMMI and LLI  
QVIP is connected with the local M-PHY at RMMI.

MIPI LLI Verification using Questa Verification IP 
by Vaibhav Gupta, Lead Member Technical Staff and Yogesh Chaudhary, Consulting Staff, Mentor Graphics 
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LLI QVIP implements the transaction layer, data link layer 
and PHY adaptor layer and has its own configuration space 
that can be configured to emulate the design behavior. 
In terms of configuration variables, it can also emulate 
behavior of the sideband signals, debug sideband signals 
and IPC signal. It supports the features like back-door 
access of configuration registers, coverage implementation 
of an LLI checklist to measure checklist coverage, and a 
scoreboard for end-to-end data checking. Various useful 
sequences are provided for easy/quick generation of 
stimulus at each layer, and high configurability at each layer 
allows for altering the QVIP behavior to verify the design 
for different scenarios and perform error injection for all 
relevant errors at different layers.

COMPONENTS OF LLI QVIP 
The following are the main components of the QVIP.

a) Sequence Items  
LLI QVIP provide various sequence items corresponding 
to each layer. Sequence items consist of all the members 
corresponding to each transaction, methods and constraints  
 

to generate the stimulus. Sequence items of LLI QVIP 
generate stimulus in packet, frame and phit format based 
on TL, DL and PA layer. LLI QVIP provides a top-level 
sequence item that can be used to send all types of 
transactions supported by LLI to different layers. This 
sequence item is the best utility to initiate any transaction 
irrespective of the layer. Among the sequence items: 

1) Top Level Sequence Item: 
• lli_component_txn: used to send all form of 

transactions supported by all layers of LLI.
2) Transaction Layer Sequence Item: 

• lli_component_packet: used to send transactions 
supported by LLI at Transaction layer

3) Data Link Layer Sequence Item: 
• lli_component_frame: used to send frames 

supported by LLI at Data Link layer
4) PHY Adaptor Layer Sequence Item: 

• lli_component_phit: used to send phit supported   
by LLI at PHY Adaptor layer

 
The figure below shows the members of the sequence item.
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Note: there are many other sequence items corresponding 
to functionality defined in the LLI specification, including 
some for error injection scenarios.   

b) Sequences  
LLI QVIP provides a rich set of sequences that are  
very useful to generate any kind of scenario. Most of  
the sequences are used to generate the LLI transaction. 
These sequences can be easily used to generate the 
complex and corner case scenarios for the LLI design 
verification. Examples include:

1) lli_write_req_seq: used to send Best Effort Write 
request or Low Latency Write Request depending upon 
the channel id given by the user with random address, 
ord_id, length of transaction & opcode_type

2) lli_read_req_seq: used to send Best Effort Read 
Request or Low Latency Read Request depending upon 
the channel id with randomized address, ord_id and 
length.

3) lli_random_req_seq: used to generate the random 
number of transactions. 

4) lli_mounting_seq: used for mounting the Master or 
Slave with respect to the variable m_master_not_slave.

 
c) Functional Coverage  
Functional coverage is the most important aspect of any 
verification project. Coverage helps to understand what 
portion of the features have been covered and what are  
the remaining features or corner cases. Based on that  
 

information, it should be very easy to dig out the remaining 
testcase or to enhance the existing test suite to cover what’s 
missing. LLI QVIP provides an XML coverage plan to cover 
the entire feature list, supported by the LLI Protocol that can 
be linked to Unified Coverage Database (UCDB) dumped by 
the Questa simulator. The UCDB contains information like 
code coverage, cover directives, cover points and assertion 
coverage that can be merged with an XML plan with all 
coverage results in the form of UCDB, which is accessible 
both via log file and GUI.

LLI QVIP comes with a predefined coverage collector 
corresponding to each layer of the LLI. There are 
coverpoints and crosses defined for each individual layer 
in the separate coverage collector. It helps to understand 
whether or not all coverpoints and crosses related to a 
particular layer exist in the plan. LLI QVIP also provides 
configuration to enable/disable the particular covergroup 
and coverpoints belonging to a particular covergroup.  
It’s very easy to add or remove the coverage for any 
required layer, as shown below.

<config_handle>.enable_tl_cvg[LLI_MASTER]  
 = 1’b0 ; // to disable particular covergroup
<config_handle>.enable_tl_cp[LLI_MASTER] 
 [LLI_PKT_TYPE] = 1’b0;// to disable                                                                                
particular coverpoint of a covergroup

 
The figure below shows achievement of 100% coverage  
for the covergroup of the LLI transaction layer in the  
Questa Analysis window.
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LLI QVIP provides a coverage test suite to cover the entire 
feature list specified in the XML test plan captured from the 
LLI specification. The suite divides tests for multiple layers. 
All layers have random and directed transaction tests to 
cover all features with respect to the LLI specification. To 
cover the transaction and data link layer scenarios, LLI 
QVIP provides an example named “tl_dl” that can be run 
from the LLI QVIP agent by integrating the LLI design 
environment. This will help to cover all scenarios and 
features specified in the XML test plan for TL and DL layer.

d) Scoreboard  
A scoreboard is one of the critical verification components 
that checks data integrity for memory-based transactions. A 
scoreboard is a TLM component and care should be taken 
not to activate it on a cycle-by-cycle basis but rather at the 
transaction level. In LLI QVIP, the scoreboard contains four 
analysis ports, two for transmission of LL and BE traffic 
from LLI QVIP and two for reception of LL and BE traffic 
by the LLI QVIP. It compares the data received during the 
Read Response transaction with data previously written by 
the Write Request transaction from LL and BE traffic class. 
If there was a previous write to the address, and there is a 
mismatch between the data read and the data expected, 
then an error is issued.

e) Protocol Checking  
The protocol checker is also one of most required features 
present in Verification IP. It helps in debugging errors due 
to illegal activity on the bus or to any bad transaction. 
Whenever illegal activity occurs, the protocol checker 
flashes an error message. It is also helpful in checking the 
design behavior during an error scenario. LLI QVIP provides 

a mechanism to enable/disable all assertions or any 
particular assertion using the API. (See code below.) LLI 
QVIP provides many assertions for monitoring illegal activity 
during LLI design verification. These assertions are divided 
for multiple layers, which helps the user identify which layer 
of LLI design created the erroneous condition. 

<bfm handle>.set_config_enable_all_assertions(0); // to 
disable all assertions
<bfm handle>.set_config_enable_assertion_
index1(LLI_PA_RCVD_WRONG_SEQ_
NUMBER,1’b0);// to disable particular assertion

 
The figure below shows the assertions hit during the test 
case run in the Questa Assertion window highlighted in red.

LI QVIP also provides two mechanisms to inject these 
errors (either by sequence items or by config variables) to 
check the erroneous behavior of the LLI design under these 
conditions. These config errors variables are available by 
layer to provide granularity.  

CONCLUSION 
This article describes how LLI QVIP can be useful in LLI 
design verification by using sequence items, sequences, 
coverage collection, assertion checking, scoreboarding and 
more. These techniques can be used in your verification 
process to save time and improve the quality of results. 
Mentor Graphics QVIP spans multiple engines, simulation, 
formal and acceleration. LLI QVIP is a highly configurable 
verification IP, which can be used in any SV UVM 
environment.
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Well here I am again. Last time I talked about putting stuff 
together, and when I mean stuff, it turned out that the digital 
folks handed me an RTL and the analog dudes gave me 
a SPICE netlist. I finally got it all working together, and let 
‘er rip, thinking that this was easy and I’ll be done in no 
time. But that “no time” turned into hours, and then days, 
and then nights, too. Simulating the analog stuff just takes 
forever, and while I don’t mind having a cup of Joe now and 
then, I got pretty jittery. And don’t talk to me about my boss. 
She was after me all the time – are we done yet? When 
are we going to know if we put it together right? Tell me 
something, anything, I can’t wait, we have a market to go to, 
my bosses are after me – you get the drill.

So, what is a verification dude to do? I tried all bunch of 
things – SPICE, fast SPICE, faster SPICE, fastest SPICE, 
I tweaked parameters, I benchmarked this SPICE and 
that SPICE, this SIM and that SIM, and all it got me was a 
headache. So I said to myself, there must be a better way 
to speed up the simulation. I looked around a bit, and sure 
enough, there is. It’s called modeling. Sounds good, I’ll try 
it. It shouldn’t be that hard.

Yeah, right. The problem, turns out, is knowing what you 
need to model to get the job done. You can’t listen to those 
analog guys, they just know too much, and for them if the 
model doesn’t do everything that their SPICE does, it’s 
never going to be good enough. It turns out that the big 
problem is knowing what not to model. Abstraction, they 
called it. So I started looking into different kinds of models 
and abstractions that people write, and I came up with a 
bunch of ideas to try out. I wrote it all up, and after those 
corporate writer-dudes got through with it, this is how 
Chapter 2 of the tome I’m working on turned out:

TAXONOMY OF MODELS FOR AMS VERIFICATION 
Behavioral modeling of analog circuits has been a subject 
of discussion for decades, but it has never taken a serious 
hold in IC design. But in the absence of formal methods for 
analog verification, and given that SPICE simulation at any 
accuracy is extremely slow, it is clear that the use of models 
of the analog IP in AMS Verification is the only way today 
to achieve the massive amounts of simulation required to 
verify ever-growing SoCs and ASICs. In order to gain an 
understanding of how modeling can be used to achieve  
 

better coverage in AMS Verification, I will look at some 
trends and approaches to modeling, and examine how a 
modification to the concept of behavioral modeling can be 
beneficial for verification.

Models are used for two very different reasons on the two 
sides of the classical design-and-verification V diagram 
(see Figure 1). 

 Figure 1: The V diagram of Design and Verification

 
Top-Down Design: During specification and 
architectural exploration, behavioral models are used for 
exploring design trade-offs, selecting circuit topology, 
and creating the detailed circuit specification. The system 
architect has good ideas of high level interactions and uses 
a behavioral model that incorporates those aspects of the 
design that need to be examined. There is no transistor 
implementation yet. This kind of exploration is commonly 
done with the Matlab or Simulink tools. There are no 
synthesis tools for analog design, and once the architectural 
exploration is finished, there is no incentive to maintain the 
behavioral model. As further trade-offs and modifications 
are done during implementation, the original behavioral 
model gets out of step with the implementation, and no 
longer accurately represents the implementation.

Stories of an AMS Verification Dude: Model Shmodel 
by Martin Vlach, PhDude, IEEE Fella, Chief Technologist AMS, Mentor Graphics 
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Bottom-Up Verification: Once the implementation 
phase is complete, the problems faced by the model writer 
are completely different. Under a policy of “trust but verify,” 
the verification engineer must devise methods and models 
to first verify that the design meets the circuit specification. 
More importantly, the verification engineers must determine 
that the circuit in fact implements its intended functionality 
within the system as a whole. Even if each team in the 
combined effort of IC design performs its task impeccably, 
miscommunications at both the team and hardware 
boundary are a fact of life.

Over the years, behavioral modeling used during the design 
phase has fallen out of favor. Today in IC design as feature 
sizes are getting smaller and variability increases, design is 
all about the details and getting the second and even third 
order effects under control. Creating behavioral models that 
cover those second and third order effects for IC design 
is possible, but it is extremely time consuming, the gain in 
simulation speed is not sufficiently significant, maintenance 
costs of the model as the underlying implementation 
changes are very high, and the confidence of the analog 
designer in the model is in practice nonexistent.

On the other hand, the use of verification modeling is 
increasing. While the tendency of the analog designer 
to distrust any kind of model that is not SPICE has not 
abated, the demands of verifying large systems put a strong 
pressure on decreasing the simulation time required to 
verify AMS systems in order to gain increased coverage 
and avoid chip-killing silicon bugs.

It is worthwhile to consider a terminology and classification 
of AMS models that are used at various phases of the IC 
design. They are described here in the order that they are 
likely to appear in the design and verification process:

Behavioral model is a functional model that is 
primarily used during the early exploration of the system 
architecture, before any circuit implementation exists. The 
focus is on exploring high level behaviors that need to be 
implemented within the system, and on evaluating trade-
offs. Behavioral models are often general purpose models 
with many parameters that can be used in the exploration. 
They model behaviors needed for exploring the trade-
offs, but those behaviors may not in fact end up being 
implemented in the final design.

Verification model is a model that is used during 
the verification phases of the design. Although in the 
classical V diagram view verification appears only after 
implementation is complete, such a classical waterfall 
process is not, or should not be, commonly practiced any 
more—verification planning and implementation should 
start concurrently with design. The focus is on exploring the 
actual implementation, and especially in the early stages 
of a project, the verification model may not even provide 
any functionality, only early checking. A verification model 
should represent the minimum functionality needed to 
verify a particular condition, and should only model that 
which has been implemented. Verification models are often 
special purpose models with few or no parameters. A good 
verification model will be written in a way that enables 
finding bugs in the design. It will incorporate many checks 
to make sure that the block or IP it models is used in its 
intended environment.

Implementation model is a representation of the 
design that is the basis for detailed physical design: 
synthesis in digital, and custom in analog. In digital, it is 
usually RTL, and in analog it is the schematic from which a 
SPICE netlist is created for simulation.

Physical model is a representation of the design that 
includes the effects of the layout and is the next level of 
detail on the way to manufacturing the IC. In digital design, 
it will usually be at the gate level, with detailed timing. In 
analog design, it is the SPICE netlist together with parasitics 
extracted from the layout.

LEVELS OF FIDELITY  
Verification models can be further classified into several 
levels based on the amount of detail and the functionality 
that they implement. In the lifecycle of an IC design 
process, the verification models are going to evolve 
through these levels. Especially in very large projects with 
multiple design teams, the simpler models will be used as 
placeholders while a team designs its piece of the puzzle. In 
the description of the levels, each higher level includes the 
behaviors or checks of all previous levels.
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Level 0 - Empty: A model that literally has no 
information other than the definition of the interface. 
Although counter intuitive, empty models can serve an 
important role as placeholders during integration.

Level 1 – Anchored load: The inputs may present a 
load to the driving nodes, and the output is fixed at a typical 
value. The model can include checking code, for example 
to make sure that correct levels are established by biasing, 
and can already be useful in simulation to check that inputs 
stay within design bounds.

Level 2 – Feed-through: The signal levels at inputs 
are observed and drive a related output value, although the 
full signal processing functionality of the component is not 
represented. This may be used for example to ensure that 
correct supplies are connected.

Level 3 – Basic: At this modeling level, first order 
functionality of the block is represented at one environment 
point, with input wiggles being transmitted to related output 
wiggles.

Level 4 – Functional: The model is fully functional 
at one environment point, and includes important second 
order effects. Practically speaking, this is the last level of 
verification model that is likely to be used in most projects.

Level 5 – High Fidelity: Fully functional model at 
all environment points. Only very sophisticated teams will 
find a need for, and especially find beneficial return on 
investment, at this modeling level. Maintaining such high 
fidelity models is very expensive, and creating them in the 
first place and making sure that the model actually reflects 
what has been built is technically very difficult.

This description of modeling levels provides a useful 
framework when deciding what needs to be included in a 
verification model depending on the state of the project and 
the properties that need to be verified.

The models themselves can be coded in any of the usual 
languages and techniques for modeling mixed signal 
hardware: Verilog-A or -AMS, VHDL-AMS, real number 
models in Verilog or VHDL, or event-driven record/
structure based model in VHDL or SystemVerilog.  For 
SoC AMS verification, real number models would probably 
be preferred by most verification engineers, especially for 
Levels 0-3, because of the engineers’ personal preference 
for the language, but there is nothing in this classification 
of levels that prevents continuous time models in Verilog-
AMS or VHDL-AMS to be used at the lower level, or real-
number or event-driven models used at the higher levels. 
In the end, the choice of modeling approach – continuous 
time vs event-driven – will depend on the availability of 
simulators, experience of the verification engineer, and the 
verification task. As a rule of thumb, level 5 models in the 
continuous time –AMS languages should be expected to 
be at most an order of magnitude faster than SPICE (and 
thus not justifying the expense of building them), and level 
1-4 models one to two orders of magnitude faster, of course 
depending on detail. All event-driven models should be 
another 1-2 orders of magnitude faster during simulation 
then their continuous time counterparts.

Well, there you have it. The people I talk to all seem 
to like the idea of verification models – the digital folks 
are comfortable with verification modeling anyway, and 
the analog dudes don’t expect them to be perfect and 
do exactly what their SPICE simulators would do, and 
everybody’s happy. Except me, I still have to go and write 
those models. But that’s another story.
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SystemVerilog has the concept of covergroups that can 
keep track of conditions observed during a simulation. If 
you have a single instance of a covergroup in your design, 
you don’t need to deal with merging coverage across all of 
the instances of that covergroup. If you do have multiple 
instances of a covergroup and want to merge coverage, 
there are implementation details that can make a big 
difference on what information you will be able to collect.

An incorrect application of a covergroup might collect 
extraneous information that slows down the simulation 
and the merging process. Or, an incorrect application 
of a covergroup could result in covergroups that cannot 
be merged with other instances because of where the 
covergroup was defined. You can avoid making these 
mistakes by making informed choices when implementing a 
covergroup.

The choices for implementing a covergroup start with where 
the covergroup is actually defined: in a separate coverage 
object or in the module itself. The choices continue with  
the options that define the behavior of the covergroup.  
This article describes the effect of those choices on how  
the resulting covergroup behaves when merged. The source 
code of the examples, along with their structural diagrams, 
as well as screen shots of the resulting covergroups, taken 
from Mentor Questa, will help illustrate those choices in a 
simple way.

The source code of the examples shown and how to 
execute them is available on GitHub (link available in 
References).

THE BASE EXAMPLE UNION_MERGE.SV

Figure 1 Complete source of union_merge.sv

 
The SystemVerilog above creates a covergroup type called 
c1_cg (purple box in Figure 2) that has a single coverpoint 
that will keep track of the one bit vector x that is passed into 
it.  The coverpoint creates two bins named _0 for the zero 
value and _1 for the one value.  The name of the single 
coverpoint is: x.

The example then instantiates the covergroup inside a 
module named dut (green box). The testbench (blue box) 
instantiates two copies of dut named: duta and dutb that has 
their x input tied to either a constant one or constant zero.  
The covergroup is sampled on the positive edge of clk.

THE UNION MERGE 
The first example “union_merge.sv” merges the two 
instances of the covergroup c1_cg_inst in a way where if 
either instance meets a specific condition, the condition 
is marked as met.  This could be thought of as the union 
merge of both covergroup instances.

Merging SystemVerilog Covergroups by Example 
by Eldon Nelson M.S. P.E., Verification Engineer, Micron Technology 

covergroup c1_cg (ref bit x);
    
    option.per_instance = 1;
    type_option.merge_instances = 1;

    x : coverpoint x {
        bins _0 = {1’h0};      
        bins _1 = {1’h1};
    }
    
endgroup

module dut (input bit x, input bit clk);

    c1_cg c1_cg_inst = new(x);

    always @(posedge clk) begin
        c1_cg_inst.sample();
    end
       
endmodule

module tb ();

    bit clk = 0;

    dut duta(1’h0, clk);
    dut dutb(1’h1, clk);
    
    initial begin
        #10; clk = 1;
        #10; clk = 0;
        #10; clk = 1;
        #10
        $finish();       
    end       
    
endmodule
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You might be a person who likes looking directly at the code 
or if you are like me, you would get a lot more out of the 
structural block diagram below.

 

Figure 2 Structural Diagram of union_merge.sv

 
The implementation detail that is important is that you are 
setting the values of: option.per_instance and type_option.
merge_instances both equal to one; which will properly 
setup a union merge.

WHAT DOES COVERAGE LOOK LIKE  
IN MENTOR QUESTA? 
Seeing how the covergroups are interpreted in a simulator 
will help make this clearer. Below, is a screen capture of 
how Mentor Questa interprets the covergroups in “union_
merge.sv”.  You can see that there are two INST lines in 
the Covergroups window. This is showing the c1_cg_inst 
covergroup that is in both duta and dutb.

We can see that the duta instance only had hits for the 
bin _0 while dutb only had hits for the bin _1 – exactly as 
we expected, we tied them to constants of course.  So 
each INST is 50% covered because each is hitting half of 
their described bins.  But, because we set the covergroup 
options to do a union merge of all possible covergroups of 
this type, we get the “overall coverpoint” called c1_cg::x 
being marked as 100%.

The coverpoint c1_cg::x also shows the number of hits it 
had for each bin: 2 in this case.  Which is the union of duta 
and dutb.  In this example, you can use the INST and the 
c1_cg::x coverage as both measurements are available; 
both measurements also include full bin information.

WEIGHTED AVERAGE MERGE 
Let’s do a small change where we set the values of: 
option.per_instance and type_option.merge_instances 
to zero - this is handled in “weighted_merge.sv”.  Now, 
when we look at the overall coverpoint c1_cg::x, we see 
that the simulator now shows the coverpoint c1_cg::x as a 
greyed-out un-expandable entry (in the previous example 
it was expandable).  The coverpoint c1_cg::x now has 50% 
coverage opposed to 100% previously.  That is because it is 
not doing a union merge.

Figure 3 Mentor Questa View of Covergroups  

in union_merge.sv

Figure 4 Mentor Questa View of Covergroups  

in weighted_merge.sv
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The merge used in this example, is taking all of the 
instances of the covergroup and giving you the average 
across every coverpoint – the weighted average merge.  It 
doesn’t have visibility into what bins are covered anymore; 
that is why you can’t expand it and see the _0 and _1 bins.  
In this example, you can use either the INST or the c1_cg::x 
as both measurements are available; but, bin coverage is 
only available for INST instance coverage.

Figure 5 Structural Diagram of weighted_merge.sv

COVERGROUPS DEFINED IN A MODULE  
– WATCH OUT! 
The next example, and the one that confused me the most  
when I first started implementing coverage, is the diagram 
below “module_merge.sv”. This example defines the cover-
group within the dut module. This is a perfectly legal thing to 
do, but you will see that even if you setup the union merge 
you will not get the result you may think you are getting.

Figure 6 Structural Diagram of module_merge.sv

What you see below is that Mentor Questa did not pull 
out what I called the “overall coverpoint” that was named 
c1_cg::x as it did before.  It doesn’t know that the duta and 
dutb covergroups are the same; therefore, it can’t pull out 
the covergroup c1_cg as a shared coverage component.

Figure 7 Mentor Questa View of Covergroups  

in module_merge.sv

 
You cannot do a union merge or a weighted average merge 
if you define your covergroup this way.  The reasoning why 
the covergroups cannot be merged is best described in 
Dave Rich’s blog post “SystemVerilog Coding Guidelines: 
Package import versus `include.”  The problem with merging 
these has to do with the type equivalence of a covergroup.  
The covergroup type gets a unique class name prefixed by 
the module instance name, which names the covergroups 
differently and won’t allow merging to occur.  The more 
robust way of doing this example is to define a covergroup 
within a package and then import the covergroup into the 
module; which will allow merging of coverage across the 
instances of the covergroup.

MERGING SYSTEMVERILOG COVERGROUPS  
FOR EFFICIENCY 
So far, we are merging covergroups and, in all cases, 
keeping track of the covergroup instances INST (the Mentor 
Questa notation) data as well.  This is perfectly fine if you 
have only a few repeated instances. But, what if you have 
thousands of instances in your design?  The coverage 
database can get bloated.  Bloated, being that you have 
redundant data if all you want to know is the union of the 
total coverage.
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If you just want to have a single number, the union,  
to represent your coverage, you can turn off an option  
for the covergroup:

option.per_instance = 0
type_option.merge_instances = 1

 

Figure 8 Structural Diagram for efficient_merge.sv

Figure 9 Mentor Questa View of Covergroups  

in efficient_merge.sv

In Figure 9 we can see there is no longer any INST data 
being kept.  You just get a single number.

WHY DO IT 
The reason to do this is to reduce the amount of data that 
the coverage database has to hold.  Imagine having 1024 
cores in your design that each has an instance of your 
covergroup in them.  You would have 1024 INST values 
plus the “overall covergroup”.

There are also problems when merging across simulations.  
If you have to merge those 1024 cores’ covergroups, the 
simulator is going to update each of the 1024 covergroups 
INST coverage data as well as calculating the “overall 
covergroup” for every simulation.  That takes a lot more time 
than just updating the bins of the “overall covergroup”.

If you have multiple layers of environments and test 
benches you have to drag along all of the covergroup INST 
data with you too; you would likely also have to do tricks in 
your simulator to normalize the path to the INST coverage 
to merge the coverage databases properly.

There are times when it makes sense to keep INST data; 
such as, if you need to answer the question: “did you send 
command x to every core in the design?”  That question 
could not be answered without INST data.  Right now, with 
this implementation, you could only answer with: “we sent 
the command x to at least one core in the design and we 
sent that command n times.”

There is a balancing act of keeping the tools and coverage 
database reasonable and meeting the completeness 
requirements.

THE TABLE OF COVERGROUP POSSIBILITIES 
The table below describes the four types of coverage 
explored in this article: Union Merge with INST, Weighted 
Average Merge, Only Instance Coverage, and Union Merge 
without INST with the required values of the covergroup 
options and where the covergroup is defined.  (A grey “-“ 
means the value could be any value including not defined 
at all.)

Figure 10 Table of Covergroup Possibilities

option.
per_instance

type_option.
m

erge_instances

covergroup defined
inside a m

odule

Union Merge with INST
union_merge.sv 1 1 0

Weighted Average Merge
weighted_merge.sv 0 0 0

Only Instance Coverage
module_merge.sv — — 1

Union Merge w/o INST
efficient_merge.sv 0 1 0
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SUMMARY 
This article through: source code, diagrams, and screen 
captures from Mentor Questa showed how the choices 
in implementing a covergroup effect what data will be 
available in the coverage database.  The covergroup 
choices that can be made are summarized in a provided 
table that allows for quick reference of the common ways of 
configuring covergroups that will meet the required need.  
Covergroups are a powerful verification tool to see what 
conditions the design has encountered.  Informed with a 
few examples of how the simulator uses the configuration 
options of covergroups, your next covergroup will be even 
more effective at capturing exactly what you need to verify.
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INTRODUCTION 
A verification engineer’s fundamental goal is ensuring 
that the device under test (DUT) behaves correctly in its 
verification environment. Achieving this goal gets more 
difficult as chip designs grow larger and more complex,  
with thousands of possible states and transitions.  
A comprehensive verification environment must be  
created that minimizes wasted effort. Using functional 
coverage as a guide for directing verification resources  
by identifying tested and untested portions of the design  
is a good way to do just that. 
 

Figure 1: Functional Coverage Flow Diagram

Functional coverage is user-defined, mapping all 
functionality defined in the test plan to be tested to a  
cover point. Whenever the functionality is hit during 
simulation, the functional coverage point is automatically 

updated. A functional coverage report can be 
generated summarizing how many  

 

coverage points were hit, metrics that can be used  
to measure overall verification progress.

The two key aspects of functional coverage:

• It is user-specified and is not automatically  
inferred from the design.

• It is based on the design specification and is thus 
independent of the actual design code or its structure.

 
This article gives several scenarios that might come up 
when building a functional coverage model. We also 
illustrate use of several constructs relevant to building such 
a model.

 
  USE OF DEFAULT SEQUENCE  
FOR TRANSITION COVERAGE 
Similar to ‘Default Construct’ which is useful  
for catching unplanned or invalid values,  
‘Default Sequence’ is used to catch all transitions  
(or sequences) that do not lie within any of the  
defined transition bins. 

When any non-default sequence transition is incremented 
or any previously specified bin transition is not in pending 
state, then ‘bin allother’ of that cover point will be 
incremented.

In the following example, a transition from value 1 to 0 is 
specified by bins flag_trans. So if any transition occurs  
from 1 to 0, then it will be captured by flag_trans bins. 

Here, by using default sequence you can capture  
other transitions that are not specified exclusively.

 
While using default sequence, it’s best to avoid  
the following scenarios:

Functional Coverage Development Tips: Do’s and Don’ts 
by Samrat Patel, ASIC Verification Engineer, and Vipul Patel, ASIC Engineer, eInfochips 

cp_flag: coverpoint data [24] {
  bins flag_trans   = (1 => 0);
  bins allother       = default sequence;
}
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Scenario-1: The default sequence specification does not 
accept multiple transition bins (the [] notation). It will give  
an error. Therefore, avoid using the default sequence  
with multiple transition bins.

Scenario-2: The default sequence specification cannot 
be explicitly ignored. It will be an error for bins designated 
as ignore_bins to specify a default sequence. Therefore, 
avoid using the default sequence with ignore_bins.

EXCLUSION OF CROSS COVERAGE  
AUTO GENERATED BINS

Problem: Suppose the requirement is to do cross 
coverage between two cover points and capture only 
specific user defined bins as follows:

In the above example, the coverage report will capture user 
defined bins along with auto generated bins. However, the 
requirement is to capture only specific user bins.

The limitation of cross coverage is that even on specifying 
only user bins, it will also generate cross coverage bins 
automatically.

Solution: To disable auto generated cross bins,  
you should use ignore_bins as shown below:

Another way is that instead of specifying user defined bins 
simply use ignore_bins.

 

AVOID USING MULTIPLE BIN CONSTRUCT (THE []  
NOTATION) WITH NONCONSECUTIVE REPETITION 
The nonconsecutive repetition is specified using trans_item 
[= repeat_range]. The required number of occurrences of a 
particular value is specified by the repeat_range.

Problem: Using nonconsecutive repetition with  
the multiple bins construct (the [] notation) gives a  
fatal run time error as follows:

 Solution: During nonconsecutive repetition, any number 
of sample points can occur before the first occurrence of 
the specified value and between each occurrence of the 
specified value. The transition following the nonconsecutive 
repetition may occur after any number of sample points, as 
long as the repetition value does not occur again. 

cp_flag: coverpoint data [24] {
  bins flag_trans   = (1 => 0);
  bins allother []   = default sequence;
}

cr_thr_addr: cross cp_thr, cp_reg_addr {
  bins thr_add                      = binsof(cp_reg_addr)  
                                               intersect {12’h01C}; 
  ignore_bins thr_add_ig  = !binsof(cp_reg_addr)  
                                             intersect {12’h01C}; 
 }

cr_thr_addr: cross cp_thr, cp_reg_addr {
  ignore_bins thr_add  = binsof(cp_reg_addr)  
                                       intersect {12’h020}; 
 }

cp_flag: coverpoint data[24]  {
   bins flag_trans             = (1 => 0);
  ignore_bins allother  = default sequence;
  }

cp_thr: coverpoint data [11:8] {
  bins thr_val_0 = {0};
  bins thr_val_1 = {1};
}
cp_reg_addr: coverpoint addr {
  bins reg_addr_1 = {12’h01C};
  bins reg_addr_2 = {12’h020};
 }
cr_thr_addr: cross cp_thr, cp_reg_addr {
  bins thr_add = binsof(cp_reg_addr) intersect 
{12’h01C}; 
 }

cp_flag: coverpoint data [24] {
  bins flag_trans[]  = (1 => 0[=3]);
}

Simulation Error:
# ** Fatal: (vsim-8568) Unbounded or undetermined 
varying length sequences formed using Repetitive/
Consecutive operators are not allowed in unsized 
Array Transition bins. A transition item in bin ‘err_flag’ 
of Coverpoint ‘cp_err_flag’ in Covergroup instance ‘\/
tx_env_pkg::tx_coverage::cg_err_ctrl_status_reg ‘  
has an operator of kind ‘[= ]’. Please fix it
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As length varies for nonconsecutive repetition, you cannot 
determine it. So avoid using the multiple bin construct  
(the [] notation) with nonconsecutive repetition.  

Here, in flag_trans bins  0[=3] is same as   … 0 => …=> 
0…=> 0 means any number of sample points can occur 
before occurrence and between each occurrence of the 
specified value. But as you have specified bins flag_trans 
as static bin, it will avoid fatal errors.

AVOID USE OF DEFAULT 
As per LRM, the default specification defines a bin that’s  
not associated with any of the defined value bins. That is,  
it catches the values of coverage points that do not lie within 
any of the defined bins.

Problem-1: If you use the multiple bin construct (the [] 
notation) then it will create a separate bin for each value.

In the following example, the first bin construct associates 
bin rsvd_bit with the value of zero. Every value that does 
not match bins rsvd_bit is added into its own distinct bin.

But as mentioned above, if the coverage point has a large 
number of values and you run simulation for it, the simulator 
crashes giving the following fatal error:

The question: do you really need 2147483647 values? 

Solution: 
Use default without multiple bin construct (the [] 
notation): If you use default without the multiple bin 
construct for large values, then it will create a single bin  
for all values, thus helping you avoid fatal errors.

 
Use ignore_bins: If you use the ignore_bins construct for 
large values, then it will ignore unnecessary large values, 
also helping you avoid fatal errors. 

Problem-2: The coverage calculation for a cover point 
generally does not take into account the coverage captured 
by the default bin, which is also excluded from cross 
coverage. 

In the following example, for cover point data, bins thr_val 
is specified as default. So values 0 to 15 are added into 
its own distinct bin. Also cover point data is used in cross 
coverage with addr cover point. 

Here, cover point data has no coverage because  
bins are specified using “default” and also there is  
no cross coverage because we don’t have coverage  
for cover point data. 

Solution: 
Use wildcard bins: It captures the combination of all 
possible values.

cp_flag: coverpoint data[24]  {
  bins flag_trans  = (1 => 0[=3]);
}

cp_rsvd_bit: coverpoint data[31:13] iff (trans ==  
                                                             pkg::READ) {
  bins rsvd_bit = {0};
  bins others    = default;
}

cp_rsvd_bit: coverpoint data[31:13] iff (trans ==  
                                                             pkg::READ) {
  bins rsvd_bit                    = {0};
  ignore_bins  ig_rsvd_bit  = {[1:$]};

cp_thr: coverpoint data[11:8]  {
 bins thr_val_ 0    =  0; 
 bins thr_val[15]  =  default;
}
cp_reg_addr: coverpoint addr  {
  bins reg_addr_1  = {12’h01C};
  bins reg_addr_2  = {12’h020};
 }
cr_thr_addr : cross  cp_thr, cp_reg_addr;

cp_rsvd_bit: coverpoint data[31:13] iff (trans ==  
                                                             pkg::READ) {
  bins rsvd_bit = {0};
  bins others[] = default;
}

cp_thr: coverpoint data[11:8]  {
bins thr_val_ 0                    =  0;   
wildcard bins thr_val_wc =  {[4’b???1]};
}

# ** Fatal: The number of singleton values exceeded  
the system limit of 2147483647 for unconstrained  
array bin ‘other’ in Coverpoint
‘data’ of Covergroup instance ‘\/covunit/cg_err_reg’.
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Use min/max ($) operators: It specifies minimum  
or maximum values range.

 

AVOID USE OF ILLEGAL_BINS 
If you specify any bin as illegal_bins, then it will remove 
unused or illegal values from the overall coverage 
calculation.

Problem: In the following example, during the read 
operation the reserved bit value should be zero;  

any other value will produce an error.

 
In this scenario, there are certain questions that arise:

Question-1: Is it reasonable to rely on a passive 
component to capture an active error? Because, if you 
want to capture active errors using illegal_bins, and you 
do not use the passive coverage component (i.e., you turn 
it off and use only the active component), then you will not 
capture any active errors.

Solution-1: 
Use assertion and checkers to capture active errors: 
If you want to capture active errors, use assertion and 
checkers. And if you have defined checkers and assertions 
and still want to cross check for any run time error through 

the passive component, then you can also use illegal_bin.

Question-2: How do you avoid such a condition without 
using illegal_bins?

Solution-2: 

Use ignore_bins: Since ignore_bins ignore other values 
and does not throw any type of active errors, it will exclude 
those values from overall coverage.

 Best of luck experimenting with these constructs.  
We hope they are useful in your verification endeavors.

.

cp_thr: coverpoint data[11:8]  {
 bins thr_val_ 0    =  0;
  bins thr_val_op = {[1:$]};;
}

cp_rsvd_bit: coverpoint data[31:25] iff (trans ==  
                                                             pkg::READ) {
  bins rsvd_bit                     = {0};
  illegal_bins il_rsvd_bit  = {[1:$]};
}

cp_rsvd_bit: coverpoint data[31:25] iff (trans ==  
                                                             pkg::READ) {
  bins rsvd_bit                      = {0};
  ignore_bins ig_rsvd_bit  = {[1:$]};
}
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Functional coverage plays a very important role in verifying 
the completeness of a design. However customizing a 
coverage plan for different chips, users, specification 
versions, etc. is a very tedious process especially when 
dealing with a complex design. 

Quite often a verification engineer needs to customize  
the coverage plan. Customization might be required  
as the coverage plan can vary amongst multiple users. 
Additionally, users might need to reflect regular updates 
in specifications in the coverage plan. Making all these 
changes in the source coverage code leads to conflicts  
and confusion amongst different users and projects. 
Managing the above stated issues is a challenging  
and time consuming task for a verification engineer. 

This article describes a simple methodology which 
addresses all the above issues. It uses the concept of 
inheritance and can be implemented as a tool in conjunction 
with Questa. This customization methodology can be used 
across all protocols. 

There are some real use case scenarios which could 
benefit heavily by easy functional coverage reuse but do 
not have systematic and efficient way of accomplishing the 
same. Some of these real use cases are described below. 

MULTIPLE IP CONFIGURATIONS  
In keeping with the fast changing market, there are 
continuous version updates for standard specifications and 
product features. This results in continuous updates in the 
functional coverage plans as well. Independent coverage 
support for different versions of the product may be required 
and so multiple coverage files may need to be managed. 

Apart from this “super design IPs” are being developed 
by design houses that support multiple configurations 
catering to numerous applications. When these design IPs 
are used in a project they might need a certain amount of 
customization to meet certain project specific requirements. 
Different configurations and customizations may require  
 

only a subset of the complete functional coverage  
or may require coverage customization. 

MULTIPLE SoC CONFIGURATIONS  
Application specific SoCs are a new and fast growing area. 
Every major field, be it mobile or automobile is churning out 
its own SoCs to meet their requirements. These SoCs are 
built using several design IPs. Generally multiple variations 
of the same SoC are created to cater to different cost 
segments within the same field. 

REUSE OF COVERAGE ACROSS TEAMS:  
THE CONFLICT PROBLEM  
Typically complex designs are verified across multiple 
teams. These teams can be completely inhouse or involve 
external vendors. It’s not difficult to visualize a scenario  
in which one team is implementing the full coverage plan, 
with other verification teams reusing the plan. Typically 
teams reuse a subset or full coverage plan and add some  
of their own project specific requirements. 

Imagine if users are directly making changes to the copy 
of an original coverage plan created by a central coverage 
team, it can lead to conflicts when there are future updates 
in the same area delivered by the central coverage team.  
Although one can use version control to solve this problem, 
but those who have undergone the pain of conflict 
resolution can understand how tedious, time consuming 
and confusing this can be. Moreover, this is an error  
prone process for functional coverage as any mistakes  
in resolution will not show up as functional errors.  
Any such error can cost the chip to fail and a loss  
of millions of dollars. 

The methodology described below ensures hassle-free 
coverage customization and management. It helps in 
handling the above stated issues of customization,  
handling of multiple updates and multiple SoC 
configurations. It preserves the original coverage plan  
thus making it easy to revert back to the original plan  
at any point. This customization methodology is generic  
and can be used across many languages and designs.  

Increasing Verification Productivity  
Through Functional Coverage Management Automation 
by Gunjan Gupta and Anand Shirahatti, CTO, Arrow Devices 
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WORKING OF THE METHODOLOGY  
SystemVerilog is a popular high-level verification language 
(HVL). Although it is largely object oriented but the same 
does not apply to all its supported constructs. For example 
functional coverage constructs are not object oriented. If a 
language natively supports object orientation for functional 
coverage then it can be implemented in the same language. 
Since SystemVerilog does not support native object 
orientation for functional coverage an additional scripting 
language is made use of to demonstrate the methodology. 

This methodology works on the principle of inheritance 
using the following simple data structures: 

1. Reference coverage file that implements  
a base coverage plan 

2. Specification update file(s) that contains  
spec updates to the base coverage plan 

3. User customization file(s) that contains desired 
customization (in terms of addition, deletion  
 

or modification of cover-groups/cover-points/cross-
coverage/bins, modifying the value of a bin, etc.) 

 
These data structures are essentially a representation 
of the coverage constructs defined in a hierarchical way 
(cover-groups, cover-points, bins cross-coverage) and are 
in accordance with LRM (Language Reference Manual). 
The diagrams below explain the hierarchy used. 

Maintaining these separate data structures ensures clean 
coverage across multiple users and configurations. Different 
users can have their own sets of customization files. 

This methodology provides a way to merge the three  
data structures to generate coverage that meets specified 
requirements. Since the base coverage data structure 
remains untouched it is very easy to update it. The 
generated customized coverage plan meets all user  
specific requirements like modifications, customization  
and updates. Sharing common coverage code becomes 
easy and efficient. 
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Modifications or updates in the coverage plan are generally 
of the following types: 

• Removal/addition of cover-groups 
• Removal/addition of cover-points and cross-coverage 
• Modification of sampling-point and conditions 
• Change in the weight of cover-groups,  

cover-points and cross-coverage 
• Removal/addition of bins 

• Modification of type of bins and values  
that each bin can take. 

The following algorithm of the above mentioned 
modifications can be accomplished using the defined  
data structures shown below.

These data structures and the associated algorithm  
makes it possible to accomplish functional coverage  
reuse in a very systematic and efficient fashion.



44

Below is a demonstration of how these data structures can be implemented in Perl and their usage. 

CASE STUDIES  

Case#1: Customization of the cover point bin range  
Below is the code snippet of base coverage plan data structure: 

Below is the coverage output generated from the base coverage plan: 

Below is the code snippet of user customization plan: 

Below is the coverage code generated after customization, here one can see that the range of the bin is modified: 

Here customization has been shown at the bin level. However the same can be done at cover-point, cross-coverage  
and cover-group level as well. 

Now ‘n’ users can have their respective coverage customization files and generate coverage based on their requirements 
without affecting the others. 
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Case#2: Add an extra cover-bin to support the update process.  
Below is the code snippet of base coverage plan: 

Below is the coverage output generated from the base coverage plan: 

Below is the code snippet of specification update plan: 

Below is output generated after the update, here one can see that an extra bin is added to the coverpoint: 

Here the update has been shown at the bin level. However the same can be done at cover-point, cross-coverage and cover-group 
level as well. Again with this methodology we can support ‘n’ updates and can have separate coverage code for each update. 

CONCLUSION  
The above methodology is designed to be user friendly,  
and helps in automating repetitive and time consuming 
coverage management. It’s useful for carrying out a 
particular customization at one go – and with precision.  

 
Updates can now easily be reflected and even further 
customized. Overall this concept saves a lot of time 
and effort in coverage management and thus increases 
verification productivity.
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Conferences, discussions, or evaluations, engineers 
everywhere are asking the same questions: 

• How to achieve the maximum coverage  
with randomization?

• What level of cross coverage to be checked for? 
 
Achieving maximum randomization and coverage,  
how much of verification cycle time hit will it cost?  
Can I control it? 

Today, each verification component is loaded with modes 
and features. How can we use these modes or features to 
create the maximum possible scenarios, and still be able to 
control the potential run time. 

With a variety of modes and options in your verification 
component you need a way to fire them randomly to stress 
test the DUT. Here comes the importance of dynamism 
and the effectiveness of the EDA tools. How easily the 
verification component can change the mode depends 
on the types of SV constructs that the simulators support 
these days. SystemVerilog provides a way called weight-
age constraints using which, one can implement dynamism 
in today’s verification components. Support for normal 
implementation of weight-age constraints is available  
across almost all simulators; however, Mentor’s QuestaSim 
is one of the most effective EDA tools, which implements 
iterative use of the weight-age constraint function where  
in you can randomize your configurations for a number  
of times in a loop. 

For example: 

constraint c_dist { 
foreach (a[i]) 
weight dist {[a[i]:b[i]] :/ c[i]}; } 

 
This type of constraint helps you create a nonlinear  
random distribution. 

If you want a bathtub shaped distribution, high on both 
ends and low in the middle, you could build an elaborate 
distribution constraint.

The graph in Figure 1 shows how you can combine two 
exponential curves to make a bathtub curve. 

For a perfect bathtub shape you may require lot of tweaking. 
This can be easily done by creating multiple sample points 
in the bathtub curve and Mentor’s support of iterative loop  
in weight-age constraints in their EDA tool. 

In this article we will explain how weight-age constraints  
can be used for randomized verification with maximum 
coverage near the corners and some coverage in the 
middle, thus saving verification time and getting good 
coverage faster.

INTRODUCTION  
With the growing complexity of system-on-chip and  
number of gates in design, verification becomes a huge 
task. With the increase in design complexity verification is 
also evolving and growing day by day. From an underdog  
to a champion it has conquered more than 70% of the man 
power and time of the whole tape out cycle. The case was 
not the same earlier when the designs were simple and 
less focus was given on verification. The industry was set 
for a change. More minds and companies jumped into the 
verification domain and within a decade it was a different 
ball game altogether; open groups, new ideas, better 
strategies backed up by global verification standards  
(such as IEEE standard). The verification enigma was  
about to reveal all its secrets. Let us have a look. 

VERIFICATION IN LATE 19TH CENTURY  
In the 1970’s automation had started taking place. We 
had our first design compiler by then. The concept of HDL 
coding was born with the advent of first design compiler.  
In 1980 Dracula was released, first physical design tool. 
Then came the first place and route tool. By 1980 major 
EDA giants like Synopsys, Mentor and Cadence were setting 
firm steps to rule the verification industry and hence front 

Use of Iterative Weight-Age Constraint  
to Implement Dynamic Verification Components 
by Mahak Singh, Design Engineer, Siddhartha Mukherjee, Sr. Design Engineer, Truechip 
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end verification came into existence. Formal Verification 
was also introduced by the late 1990’s by Bell Design 
Automation and later Verplay and Jasper came in the 
same field. By this time verification was not given much 
importance because the designs were not that complex. 
There were no concepts of functional verification and 
coverage driven verification. Directed Verification model 
was followed everywhere. It had many limitations and  
was prone to human errors. 

VERIFICATION IN 2000’s  
In early 2000 and later part of the decade, design 
complexity was increased by almost 100% and it became 
very difficult for the designers to verify their designs. All 
around the globe people were fighting with verification 
hazards and the industry was looking yet another change. 
This was the time when HVLs were introduced. Specman 
e was one of the early Hardware Verification Languages 
used by Cadence which remained a proprietary for the 
latter till 2005. SystemVerilog was also released by 
2001 as a standard by IEEE. The EDA giants were also 
active and everybody had SV based simulation tools by 
this time. There were also many wave form viewers and 
protocol analyzers in the market for the ease of verification 
engineers. Later SystemC was also introduced further with 
the concept of synthesizing behavioral code, another effort 
to reduce the cycle time. 

All these developments had affected the verification 
industry immensely and reduced the verification process 
much. New concepts like constraint driven random stimulus 
and coverage driven verification plans were adopted with 
these new standards. Though we had achieved much in 
the last decade, still something was missing. The design 
complexity still kept on growing and we still could not meet 
the verification challenges to the maximum. 

In the present time we focus on Functional Verification  
and Coverage has a major role in that. It gives you the 
bottle neck for the non-ending verification process. Though 
the cycle time takes a hit in this process, much iteration is 
required to achieve this goal. Being a verification engineer 
and designing verification components (VIPs), it is my 
constant effort to make sure optimum quality is maintained 
and there should be minimum possible tradeoff in this path. 
Usually people have to compromise on either run time or 
memory usage if they go for quality and variety in their 
verification components. Providing multiple configurations in 
the components makes your VIP bulky and obviously takes 
more time to process. Increasing the number of modes will 
also increase the time to verify all the scenarios and also 
cracking 100% of the coverage matrix. Multiple iterations 
might be required to cover corner case scenarios. Even  
test plans and test vectors may change at this point and 
these last minute changes take much more time. So in  
short corner case testing requires more time and good 
quality of verification components. 
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OUR AIM  
To propose a way for acute corner case testing in less  
time using iterative weight-age based constraints. 

CONCEPT BEHIND IT  
SystemVerilog provides exponential distribution which  
can be realized to make a bathtub shaped distribution  
(refer Figure 1) in constrained random stimulus. 

BATHTUB CURVE GENERATION  
In verification, it is always desired to generate maximum 
number of corner case scenarios. More number of corner 
case hits means we need to use a good simulation tool 
and some randomization logic to control the number of hits 
for a particular scenario. The number of corner case hits 
can be controlled by using a non-linear random distribution 
method. One such method is generating a bathtub shaped 
distribution. 

Generating bathtub curve using SystemVerilog’s 
randomization techniques along with Mentor’s simulation 
tool is a powerful and efficient method to achieve all 
corner case scenarios. This approach uses less number 
of verification cycles for complex designs, most likely to 
show undesired behavior, on extreme limit stimuli. Using 
conventional or linear random distribution methods for the 
verification of such designs, will take a lot of time with less 
guarantee of robust testing. With such methods, the number 
of times of hitting a desired scenario will either be very 
less or zero. But, by using bathtub curve we can get the 
maximum hits of the scenarios where input values fall more 
in the range towards minimum and maximum of all possible 
values. This can be done by setting the probability of values 
in these ranges as highest and setting the probability of 
the values falling in the middle range as lowest so as to 
generate the desired values more often than others. Here 
comes the use of SystemVerilog’s iterative weight-age 
constraints. 

ITERATIVE WEIGHT-AGE CONSTRAINT  
An example of an iterative weight-age constraint  
is shown below: 

rand int value; 
int a[5], b[5]; 
int c[5]; 
a = {1, 11, 21, 31, 41}; 

b = {10, 20, 30, 40, 50}; 
c = {30, 15, 10, 15, 30}; 
constraint c_value { foreach (a[i]) 
                                 value dist { [a[i]:b[i]] :/ c[i] }; 
                               } 

 
Here, “c_value” is an iterative weight-age constraint which 
is assigning a weight “c[i]” for each range of the random 
variable named “value”. Five different ranges of values  
have been selected which are defined by “a[i]” and “b[i]”. 

Using this basic iterative weight-age constraint, we have 
developed a logic for generating random values in selective 
ranges with desired probabilities at multiple sample points 
which is supported by Mentor’s QuestaSim Simulator. 

BATHTUB CURVE GENERATION USING ITERATIVE 
WEIGHT-AGE CONSTRAINT: DEVELOPMENT OF LOGIC, 
TESTING AND PROOF OF CONCEPT  
When the logic was tested with a simple testbench, we 
achieved the desired weighted random distribution of the 
corner case scenarios. We set the minimum and maximum 
values of the random variable “value” as ‘1’ and ‘50’ 
respectively. We set different weights for different ranges 
of the possible values. To achieve a proper bathtub curve 
much iteration and tweaking will be required. So selection 
of values for weights and their respective ranges must be 
done carefully. Using this method developed for bathtub 
curve generation with the help of iterative weight-age 
constraints along with the optimum distribution weights, 
we can definitely reduce the time to achieve the target of 
maximum coverage for the corner case scenarios with 
lesser repetitive efforts. 

We took two arrays “count” and “hits” in our testbench  
with the size equal to the number of possible values  
of the random variable “value”: 

int count [1:50]; 
int hits [1:50]; 

 
We initialized the arrays to some default values: 

foreach (count[i]) 
begin 

count[i] =i; 
hits[i] =0; 

end 
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Then in a “repeat” loop the task “bathtub_dist” was called 
which implements the randomization logic with iterative 
weight-age constraint. Every time this task is called the 
value of random variable “value” is updated in such a  
way so as to generate multiple sample point values for 
bathtub shaped distribution. Every time after getting a  
new randomized value of the random variable from  
function “bathtub_dist”, the array “hits” incremented  
to count the total number of hits for that particular value: 

repeat (1500) 
begin 

bathtub_dist(); 
hits[value]++; 

end 
 
At the end, asterisks (*) were printed for all randomly 
generated values. For each value, asterisks were printed in 
a row for the number of times the value has been generated 
or hit: 

foreach(count[i]) 
begin 

$write(“count[%0d]=%0d\t”, i, hits[i]); 
repeat(hits[i]) $write(“*”); 
$display; 

end 
 
Finally, the output that we received was a bathtub curve of 
the weighted distribution of random values. Here, we can 
see the result in the format “count[i] = hits[i]” followed by 
asterisks which depicts which value has been hit how many 
times: 

APPLICATION IN REAL WORLD  
We can apply the above learnings in the real world. Let us 
take an example of an AXI Master DUT and an AXI Slave 
BFM. Now to stress test the DUT we need to randomize the 
signals and modes in the BFMs. Few of the possible options 
are: 

• Write Response Modes : AXI supports four  
response types 

o OKAY 
o EX-OKAY 
o SLVERR 
o DECERR 

 

Figure 2 Bathtub distribution

   Slave BFM should generate all these responses to test 
the master DUT. For this, there can be four modes in the 
Slave to generate all four types of responses. In a testcase, 
we can randomize the mode of Slave to randomly generate 
any of the response. But, if it is required that the responses 
“OKAY” and “SLVERR” should hit maximum number of 
times as compared to “DECERR”, here we can use bathtub 
distribution for random generation of modes.  

• xValid signals of the Slave BFM should be toggled  
after random delays.  

These random delays should be kept in ranges of very quick 
response time to a long response time. This is because  
if a slave responds after a fixed delay every time then we  
cannot say that the master DUT has been fully tested,  
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but in the case where random delays are generated using 
bathtub distribution we may very well expect that the 
DUT will sample all the responses from the slave in any 
condition. 

From the above examples, we can conclude that dynamism 
comes into existence with the use of iterative weight-age 
constraint in our verification components. 

CONCLUSION  
From here we conclude that by usage of iterative weight-
age constraints corner case testing can be done easily, in 
comparatively less time. As this is not the simplest style 
of coding, it needs simulator support for execution and 
requires skilled engineers to implement this methodology to 
stress test the DUT. It also improves the quality of product, 
both the DUT and any third party verification component. 
It allows the VIP developer to implement various testing 
modes and dynamism also comes into existence which 
provides better control over the modes from test cases. 

BENEFITS FOR USERS 

• SoC verification becomes fast 
• More regress testing 
• Good controllability 
• Maximum corner case hits 
• Dynamism 
• Maximum coverage in less time
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In recent years a number of different verification 
methodologies were developed to ease the process of 
pre-silicon verification of ASIC designs. Usually developed 
by EDA tool vendors, these methodologies often were 
not compatible with tools from different vendors. With 
the appearance of the Open Verification Methodology 
(OVM), which works best with SystemVerilog testbenches, 
verification became more and more standardized. OVM 
gave way to the Universal Verification Methodology (UVM), 
which is now an official Accellera standard supported by all 
EDA tool vendors.

Developing UVM-based testbenches from scratch is a time 
consuming and error-prone process. Engineers have to 
learn object oriented programming (OOP), a technique with 
which ASIC developers generally are not familiar. Automatic 
generation of testbench building blocks, guided by the 
standard, is a sensible way to speed up the initial setup. 
Verification engineers can then focus on specific tasks 
associated with verifying the design.

This article discusses how a UVM verification environment 
was set up easily for a mixed signal device under test (DUT) 
using a scripting tool developed in-house and based on 
a testbench configuration file. The article focuses mostly 
on presenting two mixed signal DUT examples and the 
corresponding UVM-based testbench with a digital-on- 
top structure. Also discussed: how Questa® InFact is used 
to improve the coverage based on results from nightly 
regression runs for functional and mixed signal verification, 
managed with Questa Verification Run Manager.

 
INTRODUCTION 
It is no surprise that directed testing is no longer an 
efficient way to verify modern designs. Large and complex 
designs require writing and maintaining large, directed test 
suites, which can be incredibly tedious. With only a little 
experience, verification engineers can build constrained-
random stimulus and a corresponding coverage model 
that’s equivalent to several directed tests. 

UVM verification methodology combined with a System 
Verilog testbench improves verification of simple and 
complex ASIC and FPGA designs. Among the potential 
benefits: high flexibility, randomization, re-usability and 
higher levels of abstraction. Taking advantage of these 
benefits requires familiarity with OOP, central to UVM 
and so essential to properly setting up a verification 
environment. These prerequisites can be time consuming, 
and even if engineers are familiar with OOP and UVM, 
developing from scratch a multi-layer verification 
environment with lots of connections often gives engineers 
too many chances to make mistakes. Too often, engineers 
spend lots of time just on start-up, finding and fixing errors, 
instead of debugging the design and performing other 
verification tasks.

Because the UVM verification environment is well 
structured and testbench building blocks are defined by 
the standard, there exists the possibility of automatically 
generating many elements of the verification environment. 
The frobas-UVM-GEN scripting tool represents on means 
of achieving such automation. This in-house tool was 
combined with Questa InFact to help us achieve our 
predetermined goals of functional and code coverage. 
Using Questa InFact, our verification team targeted as 
much functionality as traditional constrained random testing 
but managed to achieve coverage goals much faster, even 
in an analog mixed signal environment.

 
UVM ENVIRONMENTS FOR MIXED SIGNAL DUTS 
Two different mixed signal DUTs and corresponding UVM 
environments are shown below to illustrate our approach 
to verifying mixed signal designs with the Questa ADMS 
simulator. 

Mixed signal DUT with VHDL-AMS wrapper 
The first example of a mixed signal DUT is a result of 
controlling the analog circuit with the outputs of the digital 
module. For encapsulating this system of different model 
types, the VHDL-AMS language is used for TOP_DUT 
module. All the other modules are instantiated and  
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Figure 1: AMS DUT with VHDL-AMS wrapper 

connected inside the top module as shown in Figure 1.

The digital module works like a control unit that has two 
pairs of three-bit control outputs. These outputs are 
connected to six simple switch modules implemented using 
the VHDL-AMS language. Switch modules (with port list) as 
shown here have one digital input and two terminal analog 
connections:

 entity switch is
  port( sw_state : in std_logic;
                  terminal p1, p2 : electrical);
 end entity switch;

Switch modules are used as a bridge between the digital 
control unit that calculates the values of the output control 
signal in regards to the stimulus 
on the input and the analog part 
of the design. The analog part of 
the design consists of a sinus-
generator and analog module 
that are controlled using the 
switch. Both of these modules 
are implemented in VHDL-AMS.

After connecting all of these 
modules and combining them 
into the final mixed signal DUT 
that has only digital ports, 
frobas-UVM-GEN is used to 
generate the UVM environment. 

The UVM environment 
has all the components 
necessary to implement 
drivers that generate 
random constraint 
stimulus, protocol and 
functional checkers 
in monitors and 
scoreboards.

Because TOP_DUT 
ports are digital, 
sequences and tests 
can be written in the 

UVM environment to satisfy verification requirements 
without generating any analog signals from the environment 
itself. The analog part of the design is controlled through 
digital outputs of the control unit.

In Figure 2, the example of the input and output signals of 
the switch can be seen using the Questa ADMS waveform 
viewer, which can display digital and analog signal values.

This waveform clearly shows how the analog value on the 
out terminal of the switch (switch_1:p1) can be controlled 
with different values on the digital input port of the switch 
(switch_1:sw_state).

Mixed signal DUT with Verilog-AMS wrapper 
The next example of the mixed signal DUT is a system of 
multiple VHDL and VERILOG-AMS modules that has a 
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Figure 3: AMS DUT with Verilog-AMS Wrapper

Figure 4: AMS DUT with Verilog-AMS Wrapper  

and Spice TL model

VERILOG-AMS wrapper on top with digital ports only.

The system consists of two VHDL modules, a transmitter 
and receiver module, and the model of an analog channel 
for data transmission between the transcending and 
receiving units. The analog transmission channel model is 
embedded within the DUT and not directly connected to the 
testbench. The digital connection in the first version of the 

TOP_DUT model was substituted with the VERILOG-AMS 
model of the transmission line as shown in Figure 3.

In the second version of TOP_DUT the SPICE 
implementation of the transmission line is integrated in  

the VHDL-AMS module 
using Eldo commands 
to substitute the 
digital line. (See Eldo 
commands below  
and Figure 4 )

attribute Eldo_device 
   of trans : component 
   is Eldo_subckt;
attribute Eldo_subckt 
   _name of trans : 
   component is “trans”;
attribute Eldo_file_ 
   name of trans : 
   component is “trans. 
   ckt”;
 
Thanks to the fact 
that the top module 
instantiated in the 
testbench does not 
have any analog 
ports, the sequences, 
tests and all the other 
parts of the UVM 
environment can be 
completely generated 
using the configuration-
file-based scripting tool. 

The UVM environment generated in this manner does not 
have to be changed in any way when analog modules are 
added inside the DUT to replace the digital modules with 
the same functionality. This means that the effect of adding 
analog models (the analog values of the added modules) 
can be seen without any changes to the environment.

The only reason to change the previously generated 
environment is to change the DUT functionality. Different 
functionality requires changes to the sequences, monitors, 
scoreboards and all the other parts of the UVM environment 
that are linked to the part of functionality that is changed. 
If new ports are added, analog or digital, the UVM 
environment has to be regenerated so that interfaces of the 
agents match the layout of DUT ports.
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Figure 5: UVM verification environment 

The structure of generated UVM testbench is shown  
in Figure 5 above.

There are two UVCs under the top environment, RX and 
TX. Both UVCs have the same basic construction that 
encapsulates an environment with a configurable agent. 
Inside the agent, a sequencer and driver communicate 
to provide the stimulus for the DUT. Monitors collect the 
information from the interface that will be used in the 
scoreboard to check the correct functionality of the DUT. 
Most of the verification of this DUT is related  
to register access, so using UVM Register Model was 
required as well. In this particular case, two register blocks 
are instantiated within the UVM verification environment. 
These register blocks  
are generated by Questa,  
but all necessary con- 
nections within the 
environment related  
to these register blocks 
are performed by  
frobas-UVM-GEN tool.

Compared to the link 
between the digital and 
analog parts of  

the design in the 
previous example (an 
analog switch model 
with digital input), in this 
transmitter receiver DUT 
A/D and D/A converters 
are used. The reason 
for this was the different 
structure of this receiver 
DUT transmitter.

The D/A converter  
used here is the  
Mentor Graphics  
model of “unipolar  
digital to analog 
converter with voltage  
or current output.”  
The A/D converter is the 
Mentor Graphics model 
of the “analog to digital 

converter with a reference resistance and propagation 
delay.” These converters are configurable and can be 
adjusted to the needs of particular connected modules. 
For example, the A/D converter has a list of ports and 
parameters as shown here:

 port (dout, underflow, overflow, encode,ref_plus,  
         ref_minus, ain)

parameter real Rref   = 10.0e3 from (0:inf); // 
                                  Reference input resistance
parameter real tD_out = 10n    from (0:inf); // 
                                   Propagation delay

Figure 6: Input and output signal of an A/D converter
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In the waveform in Figure 6, the input and the output  
signals of the A/D converter are shown where ref_plus  
(the positive reference voltage) is set to 1.3V and the  
digital output is single bit.

With these two examples, different ways of implementing 
different types of analog modules in the digital environments 
are shown. Also it can be seen that having the analog 
modules inside our DUT-s does not necessarily mean that 
the way of developing and using the UVM environment 
has to be changed. That enables use of all the tools that 
can help in developing more complex environments, and 
achieving better results of verification.

 
IMPROVING COVERAGE RESULTS USING INFACT 
After generating the testbench environment for the DUT 
containing analog parts, with a Verilog-AMS wrapper as 
a top module, inFact was used to efficiently target and 
improve the defined coverage goal. The graph-based 
coverage improvement enabled by inFact can be easily 
achieved thanks to the digital-on-top testbench concept.

Figure 7: rules graph diagram

For the stimulus class, which in this case is a sequence 
item, inFact defines the rules. This means that rules define 
the legal values of fields of a transaction data structure 
(UVM sequence items), and control their creation and 
delivery to the driver. When an inFact test component 
was created, a rules file template was also generated as 
a starting point for the rules file definition. Then, stimulus 
data fields were declared. Actually, those data fields are 
meta_actions in the inFact rules file that correspond to the 
random fields in the original UVM sequence item. Also in 
this step: declared constraints in the rules file that mirror 
the same data field relationships as the original UVM 
sequence. Rules are compiled into graphs on which the 
inFact algorithms operate. At this point the graphical view of 
the coverage strategy derived from the testbench is made 
(Figure 7, shown below).

Results of the simulation using the generated inFact 
sequence show that the predefined coverage goal was not 
achieved. By using inFact to compute the exact number 
of legal combinations for a set of variables, including the 
number of bin combinations when bins are defined, the 
target coverage was reached. This feature is more visible 
for more complex DUTs. This approach not only significantly 

accelerated the verification process, 
but also helped to reach the desired 
coverage goal.

Coverage was collected from results 
from nightly regressions. Questa 
Verification Run Manager (VRM) 
was used to set up nightly regression 
runs for functional and mixed-signal 
verification. As an output result, VRM 
provides an HTML file with a chart 
of test results, code and functional 
coverage percentages, as shown  
in Figure 8 on the following page.

 
CONCLUSION 
The examples presented in this case 
study show how the complete process 
of verifying analog mixed signal 
designs can be improved, from the 
initial setup of verification environment  
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Figure 8: HTML report of spdif functional coverage 
 
 
using a configuration-file-based Perl script, to increasing 
results of code and functional coverage using a tool for 
sequence generation based on coverage demands, to 
automatically running tests with a tool for verification 
management. This approach helps meet coverage goals 
faster than is possible with other, more traditional  

verification methods. The key to our approach: nearly every 
aspect of the verification environment used for analog 
mixed signal designs can be implemented with digital-on-
top wrapper that greatly simplifies the verification process. 



VERIFICATION 
ACADEMY

The Most Comprehensive Resource for Verification Training

22222222200000000 VVVVVVVVVViiddeeeoooo CCCooourrsssseeeeesssssss AAAAAAAAAvvvvvvvvvaaaaaaaiiiilllaaabbbbbbbllllllllleeeeeeeeeeeee CCCCCCCCCCCCCCCCCCCCCCCCCCCCCCooooooooooooooooooooooooovvvvvering

•••••••••• IIIIIIIIIInnnnnnnnnnnnnttttttttttteeeeeeeeeeeelllllllllliggggggggggggeeeennnnnttttt TTTTTTTTTTeeeeeeeeeessssssssstttttttttttbbbbbbbbeencchh AAAuuttttttooooooooommmmmmmmaaaaaaaaatttttiiioooonnnnnnnnn
••• MMMMMMMMMMMMeeeeeeeeeeettttttttttttrrrrrrrrrrrriiiiiiiiiiicccccccccccccssssssssssss iiiiiiiiiiiiiinnnnnnnnnnnnn SSSSSSSSSSSSSSoooooooooooooCCCCCCCCCCCCCCC VVVVVVVVVVVVVVeeeeeeeeerrriiiiififififififificccccccccaaaaaaaaaatttttttttiiiiiiiiooooooooonn
•••••••• VVVVVVVVVVVVeeeeeeeeeeerrrrrrrrrrriiiiiiifififififififififififificccccccccccccaaaaaaaaaaatttttttttiiiiiiiiiiioooooooooooonnnnnn PPPPPPPllllllaaaaaaaannnnnnnnnnnnnnnnnnnnnniiiiiiiiiiiiiiinnnnnnnnnnnnnnnnnggggggggggggggggggg
•• BBBBaaasssiicccc aaaanndddddddddddd AAAAAAAAAAAAAddddddddddddddvvvvvvvvvvvaaaaaaaaaaaannnnnnnnnnnnnnccccccccccccceeeeeeeeeeddddddddddd UUUUUUUUUUUUUUVVVVVVVVVVVVMMMMMMMMMMMMMM
•••• AAAAAAAssssssssssssseeeeeeeeerrrrrrrrrrrrttttttttttttiiiiiiiiooooooooooonnnnnnnnnn--BBBBBBBBBBBaaaaaaaaaassssseeeeedddd VVVVeeeeerrrriifificcccaaaaaaaatttttttttiiiiiiiiooooooooonnnnnnnnnn
•• FFFFPPGGAAAAA VVVVVVeeeeeerrrrriiiiifififififificcccccaaaaaaatttttttiiiiiooooooonnnnnn
•• TTTTTTTTTTTeeeeeeeeeeeeeeessssssssssssssttttttttttttttbbbbbbbbbbbbbbbbbbbbeeeeeeeeeeeeeeennnnnnnnnnnnnncccccccccccccccccccccccccccccccchhhhhhhhhhhhhhhhhhhhhhhhhhh AAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAAcccccccccccccccccccccccccccccccccccccccccccccccccccccccccccccccccccceeeeeeeeeeeeeeeeeeeeeeeeeeeeeeeeellllllllllllllllllllleeeeeeeeeeeeeeeeeeeeeeeeeeerrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrraaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaattttttttttttttttttttttttttttttttttttiiiiiiiiiiiiiiiiiiiiiiiiioooooooooooooooooooooooooooooooooooooooooooonnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn
•••••••••• PPPPPPPPPPPPPPPPPPPPPPPPPPPooooooooooooowwwweeerrr AAAwwaarree VVeerriififificcccaaaattiioon
• AAnnalloooggg MMMiiixxxeeeeddd-SSiiggnnaall VVVVeeeerriifificationn

UUUUVVVVVMM aannnddd CCCoovvveeerrraaaggggeee OOOnnnllliinnee MMMeetthhhhooooddoology CCooookkboooks

DDDDiiissssccussssionn FFooorrruuuummmm wwwwwiitthh mmmoorree tthhaann 4444440000 topicss

UUVMM CCooonnnnecct andddd UUUUVVVMMM EExxppprreesss KKiittss

wwwww. verificcaaattttiiiioooonnnnaaaacccaadddeeemmyy..ccoommm

20 Video Courses Available Covering

• Intelligent Testbench Automation
• Metrics in SoC Verification
• Verification Planning
• Basic and Advanced UVM
• Assertion-Based Verification
• FPGA Verification
• Testbench Acceleration
• Power Aware Verification
• Analog Mixed-Signal Verification

UVM and Coverage Online Methodology Cookbooks

Discussion Forum with more than 4400 topics

UVM Connect and UVM Express Kits 

 
www. verificationacademy.com



Editor: Tom Fitzpatrick
Program Manager: Rebecca Granquist 

Wilsonville Worldwide Headquarters
8005 SW Boeckman Rd.
Wilsonville, OR  97070-7777
Phone:  503-685-7000

To subscribe visit:  
www.mentor.com/horizons

To view our blog visit:
VERIFICATIONHORIZONSBLOG.COM


	Is It Magic, or Ingenious People Workingwith Remarkably Advanced Technology?
	Best Practices for FPGA and ASIC Development
	Visualizer™ Debug Environment: Class-based Testbench Debugging using a New School Debugger – Debug This!
	Optimizing Emulator Utilization
	MIPI LLI Verification using Questa Verification IP
	Stories of an AMS Verification Dude: Model Shmodel
	Merging SystemVerilog Covergroups by Example
	Functional Coverage Development Tips: Do’s and Don’ts
	Increasing Verification ProductivityThrough Functional Coverage Management Automation
	Use of Iterative Weight-Age Constraint to Implement Dynamic Verification Components
	UVM Testbench Structure and Coverage Improvementin a Mixed Signal Verification Environment



