
As I write this, I look out at the trees starting to change color as another New England 
Autumn gets underway. This particular change of seasons is a bit more dramatic than others 
because, for the first time, both of my children are in school full time. As someone who is 
blessed to be able to telecommute, it’s quite a change not to hear my daughter playing in  
the family room or see her eating lunch at our kitchen table when I go upstairs. As they say, 
change really is the only constant in life.

Of course, change isn’t always a bad thing. 
In our industry, it’s essential. One of the 
biggest changes recently is the announcement 
in August of Mentor Graphics and Cadence 
working together to deliver the Open Verification 
Methodology (OVM). By aligning on an open-
source methodology library that will run on 
multiple platforms and be supported by multiple 
vendors, the OVM becomes an “instant de facto 
standard” for verification. The merging of the 
combined expertise of both Mentor and Cadence 
has made our partners and the user community 
(both AVM users and others) extremely excited. 
Our first article in this issue gives a good overview 
of what’s in the OVM and how it builds on the 
AVM foundation, preserving its ease-of-use, 
transaction-level modeling, and template- 
based approach.

One of the hallmarks of managing change is to be able to learn from the past. Our next  
article, “Closing the Loop in Testbench Automation,” shows you how Questa’s Algorithmic 
Testbench Synthesis capability has been extended, based on a recently received patent,  
to offer the industry’s first, closed-loop testbench generation system. This new technology 
provides a learning-based system that targets desired results, rather than merely reporting 
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them. In short, Questa inFact can now synthesize test sequences 
adaptively, based on the history of previously generated sequences,  
simulation results, and the status of the testbench and design. This 
unique capability means that once the verification engineer specifies 
the rules, strategy, and actions the test should follow, the tool 
automates the hard work of analyzing the results and tweaking the 
next test.

Continuing our discussion of low-power design verification from the 
previous issue, our next article discusses the new features that have 
been added to Questa to support power-aware simulation, including 
the ability to automate much of the process. Questa Power Aware 
automatically extracts various aspects of power-specific behaviors 
and, coupled with information specified via the Unified Power Format 
(UPF), accurately models the different power regions in your design 
and their power up/down, retention, restoration, and other capabilities.

Our “Partners’ Corner” article this month comes from our friends 
at Duolog Technologies in Budapest. They’ve developed a unique 
strategy of using a microcontroller-based, bus-functional model (BFM) 
to facilitate reuse and boost performance of a transaction-based 
verification environment beyond just simulation into emulation and 
silicon validation. It’s a nice example of “outside-the-box” thinking. 

We’ve also got a great article from our friends at DisplayLink on 
adopting the AVM. They found that they saved a tremendous amount 
of time getting up and running with the AVM (versus developing their 
own methodology) while enjoying the benefit of cleaner code, full 
documentation, and reusable templates. In this article, they share their 
experiences and offer advice to other groups who are considering a 
similar path. Please take a look.

Last, but not least, we wrap up with a couple of articles from our 
formal verification group. The first gives a great overview of the 
new DO-254 standard for the design and verification of complex in-
flight electronic hardware and explains how you can use advanced 
verification, coverage, and formal techniques to meet these 
requirements. If you’re involved at all with the design and/or verification 
of “mil-aero” systems, you’ll want to take a long look at this article.  
Our other formal verification article shows how you can use formal 
analysis to target your verification efforts more directly upon your 
coverage goals, improving the effectiveness of your coverage-driven 
verification efforts.

Just like the turning of the leaves, change turns out to bring good 
things. As your designs and requirements continue to change, we here 
at Mentor Graphics will continue to extend our methodologies, tools, 
and technologies to meet your needs and help you reap the benefits. 

My daughter just got home from school and I got the same big hug 
I used to get at lunchtime. I guess the more things change, the more 
they stay the same.

 
Respectfully submitted, 
Tom Fitzpatrick 
Verification Technologist
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Since the announcement of the OVM back in August, there has 
been a tremendously positive response to the idea of Mentor Graphics 
and Cadence Design Systems collaborating on the development of a 
SystemVerilog verification methodology. Our partners and customers 
have told us that having multiple vendor support from the outset will 
immediately make the OVM the de facto standard for the industry 
because they no longer have to write different code for every simulator. 
In fact, providing such cross-platform compatability was one of the 
prime motivations for the project. But it was also obvious that having 
multiple vendors support the OVM was only one consideration: it also 
had to provide the functionality required by our users.

The success of this joint venture stems from the complementary paths 
taken by each vendor to reach this point. Mentor’s Advanced Verification 
Methodology (AVM) provides the TLM-based infrastructure for building 
modular, reusable verification components that communicate through 
well-defined transaction-level interfaces. It also provides a library of base 
classes to allow users to create constrained-random stimulus, collect 
and analyze functional coverage information, and include assertions 
as first-class members of the testbench environment. With successful 
deployment of the AVM at a number of customers, Mentor has continued 
to develop new components and capabilities in the AVM.

The Cadence contribution stems from the SystemVerilog 
implementation of their Universal Reuse Methodology (URM), which, 
like the AVM, is also based on a SystemVerilog implementation of the 
OSCI TLM standard. From this foundation, the OVM also includes 
additional functionality based on features present in the e language, 
to provide an unprecedented level of flexibility, customization, and 
reuse in a SystemVerilog-based Object-Oriented Programming (OOP) 
environment.

The first phase of OVM development will lay the groundwork for 
the ongoing collaboration between Mentor and Cadence, while also 
providing substantial additional functionality over AVM3.0. The TLM 
implementation in OVM is enhanced from (and backward-compatible 
with) the AVM in that it provides a more flexible binding mechanism 
between ports and exports, making it easier to create VIP that supports 
block-to-top reuse. In the area of stimulus generation, the OVM includes 
the ability to define and randomize hierarchical sequences of stimulus, 
which is a key capability that all users have been asking for. 

For reuse and encapsulation, the OVM preserves the URM strategy, 
which promotes good practices in isolating specific verification 
functionality related to interfaces, blocks and subsystems of the DUT. 
Rather than reinventing the wheel, the OVM will make this strategy more 
robust by adding TLM communication as the underlying foundation for 
connecting verification components. Lastly, OVM Phase 1 will also 
include an environment configuration capability that will make it easier 
for users to modify testbench environments on-the-fly and to write 
multiple tests from the same base environment with minimal code 
changes. All of these key Phase 1 features are capabilities that AVM 
users have been requesting, and the OVM is the vehicle we will use to 
provide them.

As the OVM development progresses to Phase 2, we will be further 
enhancing the messaging interface to provide additional capabilities, 
and will be including automatic recording of transactions to the waveform 
database. We will also be improving the synchronization of components 
by providing user-defined execution phasing for components and a 
uniform component shutdown mechanism. 

Perhaps the most important aspect of the OVM project is that it is a 
true joint-development effort. Engineers from both Mentor and Cadence 
are actively developing the code in a common repository, and the kit will 
be jointly distributed under the Apache 2.0 license (as AVM has always 
been). Both companies have committed to jointly supporting the code 
as well, which means that if a bug is reported to either company there 
will be no “finger pointing.” Each company is committed to addressing 
the issues of their own customers and notifying the other of the issue so 
that the fix will be provided in the next jointly-delivered kit.

In the same way that having two vendors endorse SystemVerilog was 
the tipping point that made it a viable language for the industry, so too will 
the endorsement of Mentor and Cadence give the OVM the credibility 
and viability as the answer to the brewing “methodology wars,” about 
which the industry has expressed concern. With the release of OVM, 
there is no longer a methodology war. OVM, which is based on the 
good work we’ve done in developing the AVM, and augmented by the 
important contributions from Cadence, is the clear winner. 

Introducing the Open Verification Methodology (OVM)  
by Tom Fitzpatrick & Mark Glasser, Verification Technologists, Mentor Graphics
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A testbench that “learns” how to exercise unverified functionality 
is often referred to as the “holy grail” of functional verification.  Most 
verification teams consider the “learning testbench” to be a vision of the 
future, not something within reach today, and for good reason.  Existing 
testbench techniques contain trade-offs for engineers to weigh.

Consider existing testbench techniques as illustrated in Figure 1.   
Given a complete test space to verify, it is often presumed that ex-
haustive testing is the most desirable verification goal.  However given 
today’s complex circuit designs, with embedded processors, third-party 
IP functions, multi-layered multi-bus architectures, and a wide variety 
of external interfaces, it is not usually realistic to expect to exercise 
every possible legal combination of sequences during simulation.  
Figure 2 illustrates an actual serial packet communications protocol, 
which would require at least 2  unique sequences to achieve 100% 
coverage.  Obviously some form of intelligent reduction of the target 
functional space is required to achieve acceptable verification results in 
a reasonable amount of time.

Directed testing is in some ways the closest thing to a learning 
testbench technique today, and many verification teams continue to 
employ it.  However strictly speaking it is not really the testbench that 
learns - it is the verification engineer.  In directed testing, 
the verification engineer writes a testbench program 
that drives user-specified stimulus into a design under 
test (DUT), while expecting user-specified response 
in return.  As simulations are executed and results 
analyzed, the verification engineer learns more about 
DUT behavior, and expands the testbench program 
to exercise more (and different) functionality.  In 
principle, this is a logical process, making intelligent 
choices by analyzing the testbench (its stimulus and 
progressive functional coverage) and the DUT (its 
response and functional behavior) during and after 
simulation runtime.  However the time spent iterating 
this process is considerable, and both increasing 
system design complexity and decreasing time to 
market have placed enough stress on the verification 
process to cause many teams to turn to other forms 
of verification.  Even with an experienced verification 
engineering team it is easy (and common) for directed 
testbench programs to miss important functionality, 

especially where combinations of sequences are required to verify a 
design.  And even with large verification engineering teams, often twice 
(or even three times) the size of the design team, directed testing alone 
is unable to meet verification quality and productivity goals.

Random testing with constraints enables verification teams to 
generate much larger volumes of testbench sequences, by using 
pseudo-random generators guided by algebraic constraint solvers.  
And random testing offers not only more tests, but the allure of finding 
“surprise” bugs that are sometimes elicited by sequences that the 
verification engineer would “never have thought of”, often referred to 
as “corner-case” bugs.  However, while random testing does indeed 
offer these benefits - it does not yet constitute a learning testbench 
technique.  Verification engineers create sequence structures, write 
constraints, and set seeds before initiating simulations that can be 
distributed over multiple CPU’s, can run for long periods of time, and 
can generate very large streams of testbench sequences.  But once a 
constrained random testbench execution is initiated, it runs open-loop 
until interrupted by the verification engineer.  The engineer then analyzes 
the results and can make several types of enhancements to improve 
the probability of finding design bugs.  These enhancements include 

Closing the Loop in Testbench Automation  
by Mark Olen, Product Manager, Mentor Graphics
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additional test structures to cover untested functionality, additional 
algebraic constraints to reduce unwanted illegal sequence generation, 
and even more algebraic constraints to reduce redundant sequence 
generation.  And to further increase the likelihood of finding design bugs, 
the verification engineer can split constrained random test runs across 
even more CPU’s, each with different seeds, and perhaps even with 
different key decision weighting factors to direct the test sequences into 
different functional spaces.  The process is iterative, as the testbench 
is augmented by the verification engineer based on the analysis of the 
simulation results, but as in directed testing, no learning occurs until 
post-simulation, when results are analyzed by the verification engineer.  
There is no run-time learning that occurs within the testbench itself.  
And in some respects by elongating the simulations, and relegating the 
decision making process to a pseudo-random number generator and 
algebraic constraint solver, the testbench actually gets less intelligent, 
requiring the verification engineer to employ these techniques to re-
insert some degree of control and directive.

Each of these testbench techniques offers various benefits, and 
indeed many verification teams utilize a combination of them to maximize 
their chances of success.  However in all cases, once each testbench 
is initiated, each runs open-loop, generating results and then reporting 
them to an engineer.  In turn, the engineer analyzes the results, makes 
some modifications to the system, and runs it again - and then repeats 
the process.  The process runs open-loop, requires human intervention, 
and the iterations can span weeks, or even months.

Questa  now offers an advanced closed-loop testbench automation 
system that “learns” from both the DUT and testbench modules, during 
simulation.  By combining concepts previously associated with compiler 
test automation and logic design synthesis, along with some innovative 
recently-patented technology, Mentor Graphics augments directed 
testing and constrained random testing with algorithmic testing - a 

learning-based system that actively targets desired 
results, rather than merely reporting them.  The 
verification engineer specifies a “strategy” that 
contains goals and priorities for the system, which 
then synthesizes a series of testbench sequences 
based on the strategy.  As each sequence is being 
simulated, the result of the simulation, the status of 
the design under test, and the status of the testbench 
modules are analyzed by Questa, which then 
determines what sequence to synthesize next.  With 
less than 8% overhead, Questa then automatically 
synthesizes the next sequence, without requiring 
any user intervention.  This process is repeated, 
and can be distributed, generating high volumes of 

useful and unique testbench sequences, each of which is synthesized 
with the user’s strategy in mind.  Each and every subsequent sequence 
generated contributes in some way toward the achievement of the 
verification engineer’s goals.  The engineer can also specify what types 
of algorithms are to be used in the sequence synthesis process, which 
can then proceed to generate millions of testbench sequences, each 
one based in part on the simulation status, the DUT response, and the 
testbench history.

The closed-loop system described above employs an advanced 
methodology as well as new technology.  The methodology includes a 
testbench architecture that separates the “definitions” of functionality to 
be tested, from the “decisions” of what to test now and next.  Existing 
testbenches mix this information together in a programmatic description 
(hence the term testbench “program”).  Once such a testbench program 
is written, the only way to affect decisions is to change the program 
itself, currently a manual process.  Questa’s closed-loop testbench 
system employs declarative descriptions of the functionality to be tested 
- concise statements of what is wanted, and by implication what is not 
wanted.  No information about decisions is included in the testbench 
input, and in this way the testbench input doesn’t “do” anything itself.  
It can’t be executed; rather it must be executed “upon” by something 
else.  This “something else” includes Questa’s advanced traversal 
algorithms that are applied to the declarative structures.  After the 
user specifies a strategy - such as “distributed coverage”, “systematic 
testing”, “focused goal”, or even “pseudo-random testing” - Questa’s 
new technology applies algorithms that rapidly synthesize testbench 
sequences in accordance with the user’s strategy.  And the user can 
change the strategy at any time, causing different simulation sequences 
to be generated from the exact same testbench input.

     continued on page 8
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By using the same type of rules previously used in compiler test 
automation, Questa can now compile declarative rules into graphs, 
which are intelligently traversed by algorithms to synthesize sequences 
for simulation.  The graphs make up a simulation grammar with 
verification syntax that can be stitched together in many different ways - 
to generate stimulus, checks, and response.  Furthermore, the nodes of 
the graph (“actions”) can be written in popular standard languages such 
as SystemVerilog, SystemC, or C/C++ and the resulting sequences can 
then be applied through wrappers for either Verilog or VHDL simulation.  
And as in logic synthesis, the user can specify a strategy prior to 
execution, which sets the goals and priorities of the synthesis process.  
But in this case the strategy specifies the goals and priorities of the 
functional verification process, rather than the design process.  As a 
result, large volumes of unique and useful sequences can be generated 
quickly and efficiently, achieving extremely high functional coverage.

But applying a graph-based approach to RTL verification does not 
alone enable such successful results.  The system must also be able 
to dynamically respond to changes in the state of the DUT module, to 
prevent illegal or useless sequences from being generated; and to the 
history of each of the testbench modules, to determine the progressive 
functional coverage already achieved.  The ability to “learn” from the 
DUT and the testbenches, and to react on-the-fly during simulation 
closes the loop in functional verification.

Previous attempts at testbench synthesis for VLSI designs have 
been thwarted by the non-deterministic behavior of hardware.  Unlike 
compilers that are highly deterministic in behavior (responding to a given 
set of stimulus in a highly predictable way), complex hardware systems 
are less deterministic (often responding in unforeseeable ways).  A 
straightforward example is a processor’s response to a peripheral’s 
bus request.  Depending on other concurrent activity, unknown to the 
peripheral’s testbench, the response to the bus request could be busy, 
wait, split, or deny.   Without the ability for a testbench to “learn” from 
this DUT response, it would not be possible to generate a subsequent 
sequence that effectively contributes toward the synthesis goal.  Questa 
dynamically modifies each testbench rule graph during simulation, to 
adapt to the DUT’s response.  In this way, each graph behaves like a 
stem cell, morphing over time to perform different functions.  In fact, 
two instantiations of the very same testbench graph (e.g. two Ethernet 
MAC testbenches) would likely look different after progressing through 
multiple cycles of simulation.  

The ability to dynamically morph a testbench graph is a pre-requisite 
to successful testbench synthesis, and enables staggering results.  
In a closed-loop fashion, without user intervention, each sequence 

is synthesized with the knowledge of the current state of the DUT, 
enabling even mid-sequence decisions to be made on-the-fly.  While 
Questa may apply one of its algorithms to begin a traversal to generate 
a particular sequence, it may be required to make mid-sequence 
course correction based on the immediate response of the DUT.  But 
rather than terminate a sequence, Questa can redirect itself through 
another part of a graph, maintaining legal stimulus generation, and once 
again achieving incremental coverage.  Then, once the DUT re-enters 
the appropriate state, Questa will automatically re-target the original 
sequence - all without requiring user intervention.

In addition, Questa modifies each graph based on the history 
of previous graph traversals.  In this way, Questa is able to direct 
subsequent traversals to generate sequences in accordance with the 
user’s goals.  In one example, a user may have specified that Questa 
achieves as much functional coverage as possible during simulation, 
with no repetitive sequence generation.  In another example, a user 
may have specified that Questa generates sequences that are spatially 
distributed across a broad functional specification.  In yet another 
example, a user may have specified that Questa generates sequences 
that prioritize the cross-product interaction between two specific 
peripheral interfaces.  In each of these examples, Questa processes 
the history of previous graph traversals, and causes the graphs to adapt 
appropriately.  Questa dynamically computes what has been tested and 
what has not yet been tested, on a sequence by sequence basis.  This 
computation serves multiple purposes which include not only supporting 
subsequent sequence generation, but also the reporting coverage 
results with respect to the target goals.

In summary, Questa now offers verification engineers a closed-loop 
testbench automation system that learns on-the-fly during simulation 
from the DUT and the testbench modules, making real-time decisions 
toward achievement of the user’s goals, without requiring laborious 
post-simulation analysis.  Testbench modules can be re-directed without 
modification to achieve different simulation results, by changing the 
goals and priorities - thus enabling the same testbench modules to be 
used for targeted design debug, systematic testing, and even distributed 
regression testing.  



9

Both market forces and process technology have driven power to the 
forefront of all factors constraining electronic design. Many techniques 
have been developed over the past decade to address the continuously 
aggressive power reduction requirements of most ASIC and SoC 
designs. The use of any of these techniques comes at a cost and their 
benefit varies depending on the technique used. In short, they introduce 
risk to the product development schedule and impact all aspects of 
ASIC and SoC development, including design, implementation, and 
verification. Each technique used must be considered with the rest of 
the system requirements. 

The advent of power aware design with its reliance upon multiple 
power domains introduces additional opportunities for error. Anytime 
this occurs, companies need to put in place tools that verify correct 
functionality and identify errors in the specification or implementation. 
The naturally loose coupling of low power and functional design intent 
permits separate specification of both. Separate specification provides 
the freedom to define a concise, high-level mechanism for specifying 
low power design intent. It also enables greater reuse of IP within 
different low power architectures.

Power Aware Simulation (PA Simulation) gives designers the ability 
to functionally verify their power management techniques at the RTL, 
reducing costs significantly both in terms of effort and time. 

PA Simulation works with normal RTL coding styles. Designers do 
not need to hand-instantiate gate-level retention cells for state data, 
and the PCN does not have to be intertwined tightly with the RTL 
functional specification. Thus, legacy RTL blocks are easily reused  
 
 

without modifying the RTL code, and new reusable blocks can be 
created independently of the power-aware environment they may be 
used within.

The simulator must be able to:

 Identify all sequential elements inferred by the RTL design (registers,  

  latches, and memories).

 Overlay the RTL design with the PCN.

 Pull in the appropriate retention-cell model behavior.

 Dynamically modify the behavior of the design to reflect the specified  

  low power design intent in power down and up situations.

Based on these requirements, PA Simulation is broadly categorized 
into four steps:

 Register/latch recognition from the RTL design.

 Identification of power elements and their power control signals.

 Elaboration of the power aware design.

 Power Aware Simulation.

REGISTER, LATCH,  
AND MEMORY RECOGNITION

Register, latch, and memory recognition from the HDL is normally 
associated with the front-end of synthesis, which transforms the HDL 
into a structural netlist containing flip-flops, latches, memories, and 
combinatorial logic. To accomplish recognition of sequential elements, 
Mentor Graphics enhanced its verification platform, Questa, with the 
ability to infer sequential elements and recognize memory structures, 
providing a complete power aware verification solution.

IDENTIFICATION  
OF POWER ELEMENTS

The low power design intent is contained in a 
Unified Power Format (UPF) side file. The UPF file  
is processed for the following information:

 Power and voltage domains and power  

  control signals.

 Mapping of sequential elements to retention  

  models (RFFs, RLAs, memories).

Power Aware Verification Flow  
by Allan Crone and Gabriel Chidolue, Verification Division, Mentor Graphics
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 Intended corruption semantics (outputs of a power domain 

   and sequential elements).

 Isolation and logic strategy implementation

Using the UPF and sequential element information, the simulator is 
able to create the PCN, overlay the functional network with the PCN, 
and integrate the specified power-aware behavior (retention, corruption, 
and isolation) with the RTL functionality.

ELABORATING THE  
POWER AWARE DESIGN

Power management could be under software or hardware control; 
for example, a power management block (PMB) specified in RTL 
internal to the SoC or an external hardware PMB. Either of these power 
management controls drive the signals that define the PCN, based on 
the system’s power management strategy-signaling power domains to 
retain state, enable isolation, power down (turn off switches), power 
up (turn on switches), disable isolation, and restore state. Although 
the signals of the PCN exist in the design, they are typically not routed 
through the design hierarchy in the RTL. During elaboration, the tool 
automatically routes the PCN based on the power specification in the 
UPF.

During this process, power domains specified to have state retention 
in the power configuration file are identified. The sequential elements 
within these domains are identified and the power aware retention 
behavior mapped to these sequential elements; for example, power 
down behavior-corruption, state retention, power up behavior, and 
state restoration. All other logic elements within a power domain will 
have their behavior modified such that at power down their outputs are 
corrupted and with power up they resume normal operation. When a 
power domain is turned off, it goes to an unknown value; in other words, 
it is corrupt. Simulation verifies whether the system works properly when 
the low power design intent is exercised as specified.

The power aware models are mainly abstract models of the power 
aware retention behaviors. These models typically contain named 
events recognized by Questa. The interfaces to these models are 
also predefined. The corruption model simply corrupts at power down 
and releases at power up. This model is used as a generic corruption 
model.

Retention registers (flip-flops and latches) can be created with Questa 
Power Aware modeling capabilities. Using this capability, an accurate 
model that encapsulates the following power aware behaviors can be 
developed: 

 Saving register values (start of retention mode)

 Power down

 Power up

 Restoration of saved values

 Any special considerations (corner cases) on inputs during 

  the above phases. Note that the interface/ports of these 

  power aware models are fixed.

These models work in tandem with the RTL when simulated in 
Questa to mimic equivalent power aware behavior after implementation. 
Semiconductor companies create power aware retention models for their 
corresponding retention gate-level flip-flops, latches, and memories.

POWER AWARE SIMuLATION IN ACTION
After integrating the low power design specification with the RTL 

functional specification, the PA simulation is ready to start. The design 
simulates normally. Typically, the testbench, mimicking the software 
power management system will exercise the PMB through various 
system power states. The PMB implements those system states by 
switching power supplies, enabling or disabling isolation, gating clocks, 
and executing save and restore protocols.

While specific domains are powered down by the PMB, the testbench 
can verify that the awake portions of the design continue to operate 
properly. Assertions written using PSL or SVA can be employed to verify 
the correct sequence for power up/down, retention, and isolation. They 
can also be used to ensure proper functioning of the awake portions of 
the design in various system power states.

When the power management strategy (based on test stimulus) 
determines that power domains need to be turned on, the PMB enables 
power to the power domains that were previously turned off and 
restoration of retained values for the sequential elements. Verification 
continues to ensure that the power domains come up in good known 
states and that the entire system can continue operating normally.
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PA simulation exposes many functional bugs including:

 Failure to retain sufficient state information to enable restoration  

  of functionality when power is restored.

 Dependency on output values.

 Problems when interacting state machines in different power domains  

  restore to states that create deadlock or live lock situations.

 Improper sequencing of save and restore operations by the PMB.

 Failure to reset a block upon power-on to a known good state  

  for non-retentive blocks.

CONCLuSION
The Mentor Graphics low power design specification and verification 

solution has been developed in conjunction with partners who 
are successfully using it in production designs, finding low power 
design flaws that would have required chip respins. The recent UPF 
standardization of a low power design specification enables engineers 
to portably define power distribution architectures, create power aware 
strategies, and verify their low power designs throughout the RTL to 
GDSII flow.
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A transactional level verification methodology such as Mentor’s 
Advanced Verification Methodology (AVM), or the recently-announced 
Open Verification Methodology (OVM) - from Mentor and Cadence -  
has great benefit in providing an easily reusable environment across 
module and system-level verification.  By introducing a microcontroller-
based Bus Functional Model (BFM) into this methodology, the same 
verification environment can be extended beyond simulation to both 
emulation and silicon validation with very little effort or modification.  
Using an embedded microcontroller, transactional level control and 
interaction with the design under test can be moved into the hardware, 
allowing the communication between the software simulation and 
hardware verification platform to be transaction-based and consequently, 
platform independent. Such platform independence maximizes reuse 
of the verification environment between verification teams, minimizes 
development effort, and maximizes overall return on investment.  This 
paper details this hybrid approach, showing its benefits and reusability 
from simulation to silicon platform environments.

LESS IS MORE
In computing, performance is synonymous with speed, and everyone 

loves good performance.  Two factors significantly impact speed: 
computation and communication.  High-level verification languages like 
SystemC allow us to perform computations faster than slower simulation 
kernels, and transactional modeling approaches like AVM/OVM help us 
reduce the overhead of communication by abstracting it to simpler and 
smaller messages.

Yet there still remains communication latency between the verification 
technology (i.e., SystemVerilog, SystemC, Specman, Vera) and the 
platform implementing the design under test (i.e., simulator, emulator, 
prototyping system, etc.).  With simulation, integrating the verification 
technology into the simulation kernel has significantly reduced this 
latency.  

In contrast, latency with emulation becomes a more significant 
concern because communications with emulation devices usually occur 
over slow network mediums (as compared to direct memory access of 
simulators).  The SCE-MI  protocol was introduced as a way to reduce 
communication with an emulator by passing messages economically; 
however, SCE-MI typically gates the emulation clock, reducing the 

Transactional Level Reuse Made Possible  
by Microcontroller Based BFMs: 
Extending Your Verification Environment Reuse  
from Module-Level Verification to Silicon Validation  
by Doug Smith, Duolog Technologies, Budapest, Hungary



13

overall emulation performance, and requires careful implementation to 
achieve maximum performance.

When dealing with external prototyping platforms for silicon validation, 
communication from a verification environment at the signal level no 
longer becomes practical.  Data and control information are passed 
from a host system typically over PCI, ethernet, or related interface to 
the external platform.  The signal level communication of drivers or bus 
functional models (BFM) used for module and system level verification 
in simulation are unusable for these environments so in general, new 
self-checking tests are developed to validate the design in silicon.

IT’S ALL IN HOW YOu SLICE IT
Developing a methodology that allows reuse and a single testbench 

development effort across verification platforms requires finding 
the common denominator between them all. While simulators and 
emulators can communicate at a signal level with the design under 
test (DUT), prototyping and silicon validation platforms are much more 
limited because they operate in a high-level, transactional fashion.  So it 
follows that the division of communication should be at the transactional 
boundary instead of the signal boundary.  This means that the signal 
level communication (i.e., drivers/responders and monitors) needs 
to be moved into hardware so the communication with the high-level 
verification environment remains at the transactional boundary instead 
of at the signal level boundary.

Figure 1: AVM/OVM testbench in simulation.

Figure 2: AVM/OVM testbench interfaced with an emulation system.

Figure 3: AVM/OVM testbench  
interfaced with an external validation platform.

Consider the canonical AVM/OVM environment in Figure 1.  In 
RTL simulation, the DUT and entire testbench operate within a single 
simulation kernel.  With emulation (Figure 2), the DUT moves into the 
hardware device while the majority of the testbench remains in simulation, 
communicating at either a signal  or transactional level over some kind 
of host interface (usually ethernet).  Using the same environment with a 
silicon or FPGA platform (Figure 3) requires additional testbench work 
or an entirely new testbench.

Pushing the drivers and monitors into the hardware, however, moves 
the hardware/software boundary such that the same environment can be 
used for silicon platforms as well as reduce emulation communication.  
Doing so accomplishes the same goal as SCE-MI, but without the  
negative side effect of gating the in-circuit emulation design’s clock.
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BFM:  BEYOND FuNCTIONAL MODELS
Placing functionality in hardware requires synthesizability.  While EDA 

tools exist to synthesize high-level languages, an easier (and cheaper) 
approach is to develop a BFM framework in RTL that supports both the 
driver/responder and monitor’s functionality.  Of course, a framework 
needs to be (1) synthesizable, (2) reusable (to maximize ROI), (3) 
flexible (extensible), (4) have a well-defined interface to support reuse 
and integration, (5) economical (small gate count), and (6) provide high 
performance (minimal computation and communication).

In order to facilitate transactional level communication with hardware, 
transactional level control needs to be placed in the hardware in some 
form.  Duolog has developed such a BFM framework with the help 
of a small microcontroller that provides this extensible transactional 
level control to the verification testbench while interacting with the bus 
protocol interface (see Figure 4).  Being a microcontroller, it operates 
based on simple opcodes, which can be extended to support additional 
transactional operations depending on the specific bus protocol.  These 
opcodes can be preloaded in memory or dynamically fed directly to 
the microcontroller by a testbench driver.  Memory can also serves as 
storage for transmit and receive data. Therefore, the BFM can perform 
both the functionality of a driver/responder and a monitor.

Figure 4: Microcontroller base BFM architecture.

Using memory with this architecture also has several other 
advantages.  For example, since the BFM memory can reside in 
emulation, the transactional instructions (opcodes) can be preloaded 
before a test begins.  Once the test starts, no outside communication is 
required since the BFM can access all of its commands locally as well 
as store any monitored data in its local memory for subsequent read-
back and comparison in the verification environment or by an embedded 
processor in emulation.  For more dynamic test cases, transactional 
requests and data can be streamed to the emulator, filling unused  
 
 

sections of the BFM’s memory even while it continues operating and  
allowing the test case to run unhindered and un-gated in the emulation 
system.

Most silicon validation platforms include local on-board memory that 
can easily be accessed over a PCI interface.  Likewise, programmable 
logic typically surrounds the DUT where synthesizable BFMs can be 
loaded.  So using a microcontroller based BFM (which can interface 
with the on-board memory) provides the transactional communication 
between the DUT and the verification environment running in simulation 
on the host system.  This allows the same verification environment to 
be used with silicon validation as with simulation and emulation.  Of 
course, a SCE-MI implementation could also be implemented with such 
a system, but this would require developing the SCE-MI software API 
and hardware macro implementation-a fair amount of additional work.

CHANNEL INTERFACES
The problem still remains of how to interface the verification 

environment running in software with the BFMs in hardware.  Figure 
5 illustrates a possible AVM testbench with the addition of the 
microcontroller based BFMs.  Using SystemVerilog, connecting the two 
together involves simply defining a channel like interface to handle all 
the communication.  This interface then becomes the key to reusing the  
verification environment across multiple verification platforms because 
it handles all the communication without requiring modifications to the 
environment. 

 
Figure 5: Hybrid AVM/OVM environment usable  
on all verification platforms.
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The hybrid AVM/OVM structure in Figure 5 can be used virtually 
unmodified in simulation, emulation, or silicon validation.  An RTL 
wrapper is placed around the DUT and synthesizable BFMs so that they 
can easily be partitioned into the emulation or silicon validation platform.  
Again, only the interface definition requires changing, which can be done 
by either compiling a different interface file or using SystemVerilog’s 
`ifdef statements.  

A simple simulation interface could be implemented as follows:

 
// AVM response/request class definitions
...

// Memory channel interface
interface mem_chan_if #( int ADDR_WIDTH = 10, int DATA_WIDTH = 32);

  // Memory signals
  logic                cs, we, rd; // Chip select, WR and RD enable
  logic [DATA_WIDTH-1:0]       wdat, rdat; // Write and read data busses
  logic [ADDR_WIDTH:0]         addr; // Address bus

  // Memory port mapping
  modport mem_drv_p ( input clk, input rstn, output cs, output we, output rd,  
      output wdat, input rdat, output addr );
  modport mem_bfm_p ( input clk, input rstn, input cs, input we, input rd, input wdat,
        output rdat, input addr );
  task put_request(input request_t request);
    // Send request: 1) write BFM transaction command, 
    //                  2) fill data buffer, or 
    //                  3) read from data buffer
...
  endtask
  function response_t get_response;
    // Read data from BFM memory
    ...
    return response;
  endfunction
endinterface : mem_chan_if

 

In this example, the interface sends the transaction to the signal level 
interface of the BFM memory.  In simulation, the memory could just 
as easily be a SystemVerilog array or other behavioral construct and 
accessed hierarchically by the channel interface.  However, not using 
a synthesizable memory would require possible modifications to the 
testbench for emulation and definite modifications for silicon validation.

In emulation, the channel interface can take several approaches to 
interfacing with the BFM’s memory.  For example, Palladium emulators 
will map memory into special memory structures within the emulator.  
These RAMs can then be directly accessed via special API memory  
function calls.  Likewise, most emulators support PLI/VPI/VHPI so the 

signal level interfaces of the memories could also be accessed directly 
through these specific functions.  Also, emulators typically support SCE-
MI so SCE-MI API function calls could be used to communicate to the 
BFM memory, but this would require embedding the SCE-MI macros 
into the RTL wrapper to receive the SCE-MI packets.  Regardless of 
which approach is taken, the channel interface needs to access these 
functions through its Direct Programming Interface (DPI) since all these 
API functions are provided in the form of C libraries.  Here is a sample 
DPI-based channel for an emulator:

C: 

#include “svdpi.h”
...
typedef struct {
  trans_t  type;
  int  addr;
  int  data[MSG_SIZE];
} message_t;

#ifdef SCEMI
 SceMi *sceMi;
 trans *mytrans;
#endif
#ifdef PALLADIUM_SPD_MEMORY_ACCESS
 tMemHnd *bfmmem;
#endif

// Create connection with emulator
void initialize_intf() {
 #ifdef SCEMI
            sceMI = TBAUtilLib::TBAUtilLibInit(); // Palladium style
            mytrans = new trans(“mytrans”, sceMi, “top.wrapper.memory”, ... );
 #endif

 #ifdef PALLADIUM_SPD_MEMORY_ACCESS
             bfmmem = 
             SPDmemGetHandle(MEMORY_NAME); // Direct emulator 
     // memory access
 #endif
}

void c_put_msg (const message_t *msg)
{
 #ifdef SCEMI
            mytrans -> send_vector( *msg ); // Send the whole message
 #endif

 #ifdef PALLADIUM_SPD_MEMORY_ACCESS
            // Direct write into the emulator’s memory 
            SPDmemWriteBlock( bfmmem, 0 /*start address*/, 
            MSG_SIZE, msg->data);
 #endif
}
... 
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SystemVerilog:

// Structure for the transactional command
typedef struct {
  trans_t  type;
  int  addr;
  int  data[MSG_SIZE];
} message_t;

// Link in the C functions into SystemVerilog
import “DPI-C” function void initialize_intf();
import “DPI-C” function void c_put_msg(input message_t msg);
...

interface mem_chan_if #( int ADDR_WIDTH = 10, int DATA_WIDTH = 32);
  ...    // Signals, modports, etc. from 
      // previous example

  initial
 initialize_intf();  // Initialize connection with emulator

  task put_request(input request_t request);
 message_t msg;
 
 for (int i = 0; i < MSG_SIZE; i++)
 msg.data[i] = request.data[i]; // Copy request data into message

 msg.addr = request.address; 
 ...
 c_put_msg(msg);  // Send the request to the emulator
  endtask
  ...

endinterface : mem_chan_if

In this example, two forms of communication with an emulator are 
demonstrated-SCE-MI and direct access to the emulator memories 
where the BFM memory/FIFO is mapped.  It is important to note that 
the channel interface modport structure remains the same so that it can 
easily be interchanged with other verification platform interfaces.

Creating an interface for an external silicon validation platform is 
not as difficult as it may seem.  With a PCI interface, memory on the 
external system can be directly mapped into the program memory of 
the simulator DPI by using the POSIX mmap() function call (of course, 
the device driver must support the mmap() functionality).  Once the PCI 
device driver is mapped, C pointer syntax is used to directly access the 
external system.  Using the same SystemVerilog interface as the above  
 

emulation example, the following illustrates how the DPI C code can be 
written to interface with the silicon validation platform.

C:

#include “svdpi.h”
#include <sys/types.h>
#include <sys/stat.h>
#include <sys/mman.h>
#include <fcntl.h>
#include <stdio.h>
...
char *bfmmem;   // External memory pointer
int  fd;   // File descriptor

typedef struct {
  trans_t  type;
  int  addr;
  int  data[MSG_SIZE];
} message_t;

// Initialize the connection between the simulation and silicon platform
void initialize_intf() {
      // Open PCI device driver to platform
      if ((fd = open(“/dev/platformdrv”, O_RDWR | O_SYNC )) == -1) {
  printf(“ERROR! Cannot open /dev/platformdrv!\n”);
  return 0;
 }
 
      // Map the PCI memory into this application’s memory
      if ((bfmmem = mmap(0, BFM_MEM_SIZE, PROT_READ | PROT_WRITE,
   MAP_FILE | MAP_SHARED, fd, 0)) 
   == MAP_FAILED) {
  ...  // Error message and return bad  
    // exit code
 }
}

void c_put_msg (const message_t *msg)
{
 for (int i = 0; i < MSG_SIZE; i++)
       bfmmem[msg->addr + i] = msg->data[i];   // Access external
                  // memory directly
}

...
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ALL TOGETHER NOW
Once the channel interfaces are defined, only the AVM/OVM drivers 

and monitors need to be modified to use the interface functions/tasks 
instead of pin level accesses.  This can be easily illustrated with a mod-
ified version of the bidirectional memory driver  from the Verification 
Cookbook :

class bfm_mem_driver #( int ADDR_WIDTH = 10, int DATA_WIDTH = 32 ) 
  extends avm_threaded_component;

  typedef mem_request  #( ADDR_WIDTH, DATA_WIDTH ) request_t;
  typedef mem_response #( ADDR_WIDTH, DATA_WIDTH ) response_t;

  virtual mem_chan_if #( 
    .ADDRESS_WIDTH( ADDR_WIDTH ) ,
    .DATA_WIDTH( DATA_WIDTH )
  ) mem_if;

  avm_nonblocking_get_port #( request_t ) request_port;
  avm_nonblocking_put_port #( response_t ) response_port;
  ...

  task run;
    forever begin
      @( posedge mem_if.mem_drv_p.clk );
 
      if( mem_if.mem_drv_p.rst ) begin
        avm_report_message(“mem_driver”, “doing reset”);
        state = WAIT_FOR_REQ;
        continue;
      end

      case( state )
      WAIT_FOR_REQ : begin

        if( request_port.try_get( request ) ) begin
         
          avm_report_message( “Sending Request” ,
                              request.convert2string() );

          mem_if.put_request( request ); // Send request to the channel interface

          state = WAIT_FOR_ACK;
        end
      end
  
      WAIT_FOR_ACK : begin
    
          response = mem_if.get_response(); // Get response from channel interface

          if( !response_port.try_put( response ) ) begin
            avm_report_error(“mem_bidirectional_driver” ,
                             “Cannot put reponse” );
          end

          state = WAIT_FOR_REQ;
        end
      end
      endcase

    end
  endtask : run
  ...

endclass : bfm_mem_driver

Normally, drivers and monitors convert from a transaction level to 
a signal pin level; however, in this case the platform channel interface 
manages all the conversion, abstracting the verification testbench 
environment in simulation from the underlying verification platform and 
making it reusable across differing verification efforts.

IS IT WORTH IT?
Developing RTL level, synthesizable BFMs do involve an extra amount 

of work and overhead when developing your verification environment.  
However, the time savings in developing one testbench environment 
instead of variations for each verification platform can well outweigh 
any additional effort or inconvenience.  As with any development, using 
a well-defined and proven methodology and framework will significantly 
reduce development time and overall effort.

Duolog’s experience providing synthesizable, microcontroller based 
BFMs to customers has been very successful.  The key is using a 
proven technology and framework that can be reused over and over 
again so synthesizable BFMs can rapidly be developed as well as 
easily configured, programmed, and maintained.  Likewise, having a 
small and efficient, yet flexible microcontroller is also vitally important.  
Over 20 large SoC projects have successfully used this technology, 
and our synthesizable memory model BFMs have had great success 
seamlessly integrating into existing emulator projects.

Another important issue with RTL level BFM development is simulation 
performance.  Of course, behavioral level modeling will certainly 
have speed advantages over RTL simulation, but good performance  
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can be achieved by simple tricks like clocking only active BFMs and 
implementing the minimal functionally required for the protocol’s signal-
to-transaction level conversion.  In fact, this event-driven signal-level 
interaction is a given delay in all testbench environments, whether a 
high-level verification language or RTL-level HDL is used.

Conversely, there may be times when placing time consuming 
transactional functionality in a BFM has a significant advantage.  For 
example, a random data or test pattern generator may provide better 
emulation and silicon validation performance than streaming megabytes 
of data from a simulation running on a remote system.  In these cases, 
practically unlimited functionality can be pushed into a synthesizable 
BFM, and the microcontroller instruction set is easily extended to 
accommodate any new transactional commands created.

Recently with Mentor Graphics’ Precision Synthesis tool, Duolog 
has been able to start developing its proven BFM technology in 
SystemVerilog.  Mentor’s Precision Synthesis tool provides one of the 
industry’s fullest synthesis support of the SystemVerilog language.  
Using SystemVerilog, BFMs can be written in a higher level using 
interfaces, tasks and functions, etc. and benefit from any simulation 
performance optimizations.  Likewise, synthesizable SystemVerilog 
provides a more consistent feel with your AVM/OVM environment, and 
the Precision Synthesis tool allows it to be synthesized to operate in 
emulation and silicon validation.

In summary, while your AVM or OVM  environment provides great 
reuse between module and system-level validation, a hybrid method-
ology can extend it even further.  Pushing transaction level control into  
the RTL creates an environment that spans differing verification plat- 
forms without significant modifications to the conventional approach.   
While it requires some additional work, the benefits are well worth the 
extra effort. For more information regarding our synthesizable BFM 
technology, check out Duolog’s website or request additional informa-
tion at info@duolog.com.

END NOTES
1 Standard Co-Emulation Modeling Interface developed by 

Accellera.

2 Typically, all communication with a commercial emulator is 
transactional since signals values are packed together and transmitted 
over ethernet to the emulation system.  To the design in emulation, the 
interaction “appears” to occur at a signal boundary.

3 See cookbook file 06_testbench_fundamentals/mem_sv/mem_
bidirectional_driver.svh.

4 Mark Glasser, ed. et al. The Verification Cookbook, Version 3.0, 
Mentor Graphics, 2007.

5 Because OVM will use the same TLM communication mechanism 
as AVM, we are confident that this approach will work just as well with 
OVM as we have already demonstrated with AVM.
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Nobody particularly wants to spend time developing methodology. 
We’d rather focus on the design itself and the tools we need to verify 
it. As a result, methodology is typically something we just do. However, 
a well thought out, purposefully constructed methodology encourages 
efficiencies and instills capabilities that shorten the time to fully verify 
complex designs.

Of course, a methodology can be, and often is, hammered out in-
house with a lot of hard work, trial and error, and time. After all this 
concentrated effort, the outcome is not always ideal and certainly isn’t 
always the optimum, but we still hate to give up the result of our labors. 
Yet, as new design and verification technologies, tools, and languages 
arise, a whole new round of learning, figuring, and experimentation 
swings around. How do we adopt and take maximum advantage of the 
next great thing when we have an incumbent methodology that absorbs 
all our maintenance effort. This reveals the beauty of a precocious 
solution like the Advanced Verification Methodology (AVM) from Mentor 
Graphics. With only a little upfront effort the AVM delivers substantial 
benefits within a surprisingly short amount of time.

To get even close to what the AVM delivers would require a lot of 
concentrated effort and time and you’d still probably end up with messy 
code and either no or poor documentation, and a lot of kinks to work 
out. On the other hand, the AVM delivers deceptively simple templates, 
clean code, and comprehensive documentation. We’d like to share 
our experiences so that you might see why adopting AVM is worth 
any upfront investments. We’ll also recommend the steps we believe 
make it more likely that your team will welcome it over their home-grown 
methodology.

KICKING THE TIRES 
Ironically, we discovered the advantages of the AVM serendipitously 

while exploring ways to develop the most powerful testbench possible 
with the least amount of time and resources. Our motivation was to 
address limitations in our traditional verification approach. We knew we 
wanted to adopt constrained random stimulus generation and coverage 
driven verification (CDV) to make sure we were hitting test corners that 
were missed using our traditional verification methodology. We also  
 
 

wanted to leverage everything we did-again to save time and resources. 
So reuse was another critical factor. 

We started by looking at the various advanced verification languages. 
SystemVerilog stood out because a standard-based language increases 
the odds that people know it, widens IP reuse options, and gives us 
more leverage to negotiate with EDA vendors. Of course, SystemVerilog 
supports the advanced verification techniques we needed.

Next we looked at the tools from four EDA vendors. Two had 
simulation products that supported SystemVerilog verification features 
to the level we required, so we conducted detailed evaluations of both 
tools. It was only at this point that we began to consider adopting an 
externally produced methodology. It was during the evaluation itself that 
we discovered the elegantly simple yet powerful nature of the AVM.

THE FIRST WONDER  
OF THE WORLD: THE WHEEL

Written in SystemVerilog, the AVM makes it easy to create the 
infrastructure, the plumbing, for this kind of powerful testbench. 
Constrained random and coverage-driven verification (CDV) are part 
of the AVM, along with assertion-based verification. The AVM supports 
reuse, by definition. It provides clearly written, deceptively simple 
templates, code, and a comprehensive guide on how to use them.

The resulting testbenches are also incredibly effective and efficient. 
Once we got our evaluation testbench up and running, we were detecting 
and fixing bugs in a matter of minutes. These bugs would have required 
a lot of effort, time, and contorted debug methods to fix if we had used 
an FPGA prototype. Plus, we noticed a definite improvement in quality. 
For example, we found five or six bugs in the block that appeared 
to work well in an FPGA prototype and that were undetected by our 
traditional system-level testbench. When we did have particular corner 
cases to investigate (that may have been discovered by other means, 
such as a review, or simply suggested by somebody), we could very 
readily reproduce those issues within the AVM testbench-within a few 
cycles you have it.

Need a Methodology? Don’t Reinvent the Wheel  
by Wez Davey, Lead Verification Engineer, DisplayLink
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Our designers, who spend 80 percent of their time doing design work, 
found that when they began to use the AVM, they saw benefits and were 
able to knock things together quickly. We have put together a basic 
template that they can use with all the building blocks in it (Figure 1).

Figure 1: Basic Template

The code template has all the communication channels between the 
stimulus generators, bus function models, scoreboards, and coverage 
blocks predefined. All the designers have to do is start coding their 
own parts of the testbench. Nine times out of ten, the designers and 
verification specialists can draw the block diagram for their testbench 
using the same diagram and immediately go into creating their own 
interfaces and writing their own bus function models (Figure 2). 

Figure 2: Basic Template with User Additions

Within half a day, someone new to AVM can pump simple random 
transactions through their block. This has proved to be an incredibly 
powerful way for doing the initial “shakedown” of the design, prior to 
developing the testbench further for more formal and coverage driven 
verification (Figure 3).

Figure 3: Final Testbench with Reusable Monitors

As a result, the AVM establishes a common vocabulary for the 
entire team. You no longer have to spend half an hour explaining the 
architecture of a testbench before you can get into the real purpose of 
a meeting. Everyone understands what you mean by analysis ports, 
scoreboards, coverage collectors, and so forth. Everyone can contribute 
to other people’s testbench designs very quickly. Designers can provide 
important feedback to verification specialists early in the design flow.

Having the template inspires creative thinking and sustains reuse. The 
AVM has enough structure to get you started, but it doesn’t describe too 
much as to how you implement your coverage collector or scoreboard, 
for example. It gives you enough to get going and lets you move quickly 
to your own intellectual additions to the process. 

That is not a trivial thing to get right while keeping it flexible, even 
though it uses a lot of simple things underneath. We found that having all 
the building blocks there, coded, the rules defined, a reference document 
for what you created, and a methodology to be very valuable. We could 
come up with our own methodology, but that would take several months 
to put together, and it would not be as tidy, clean, and polished. It is also 
unlikely that resources would be available to document the methodology  
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to the standard of the AVM documentation. Having it all there, everyone 
on the team can be familiar with it. That is a big job already done for you.  
We view the Mentor team developing the AVM as an unseen extension 
to our own.

TAKING IT FOR A SPIN YOuRSELF
For these and other reasons we highly recommend that anyone doing 

complex designs look at the AVM, even if you aren’t inclined to mess 
around with an external methodology. From our experience we found 
the following steps to be helpful.

1. Get Manager Buy In. 

The first thing you need to do is demonstrate to management that 
there is a benefit to making an investment to make things better. 
Adopting any kind of new technology is an impossible task when you 
can’t convince management to spend money or give you the time to 
look at a new solution. 

It helps to enlist allies. Keep the topic alive in emails, discussions, 
and meetings. Provide evidence to support the need, and show specific 
blocks in the design where it would be good to try out the AVM; for 
example, using constrained random and coverage. Finally, help them 
realize that the rest of the world is moving on. There is a future here, 
and your company will be left behind if they don’t step up. In our case 
this was an easy step as DisplayLink management mandated that we 
develop a state of the art, leading-edge verification methodology.

2. Appoint a Dedicated Verification Engineer

Once you have managerial buy-in, it helps to have somebody 
allocated to drive the process. They need to be motivated to explore 
new technologies and, ideally, familiar with traditional ASIC development 
methods so they understand what you’re trying to achieve by doing a 
verification plan. 

3. Identify Current Limitations

Next you need to look at what you already have in order to identify 
real shortcomings, ideally based on a real project. For example, is your 
testbench really testing what you thought it was? Does the team realize 
that directed tests have limitations? Then you need to identify what you 
really need to fix, what’s actually broken. It may be possible to use the 
AVM as a spot solution. New technologies are best embraced by an 
evolutionary process. AVM allows you to do this by complementing 
existing verification IP. For example, an AVM environment can be 

integrated into an existing testbench to augment the existing setup.

4. Evaluate Tools, Languages...and Methodology

Next, you need to determine which set of solutions works best for 
your situation. It is important to have an evaluation plan. First you 
should identify what it is you intend to achieve. Our goals were to see 
what SystemVerilog was really like and how well the tools supported it. 
We favored Questa because we were already using ModelSim, and it 
performed as well or better than the other simulation environment we 
looked at. As stated earlier, we originally thought the AVM was one thing 
too many. But once we decided to check it out, we found it to be a small 
burden initially for great benefits, both immediate and long term.

You need to choose the right design to run the evaluation on. Identify 
a block that you can actually start up. Usually a block of medium 
complexity is best. If the design is too simple, the verification might be 
over in a couple of weeks without finding anything interesting. If it’s too 
complicated, you won’t have time to complete the evaluation within a 
given schedule. You don’t want to get only as far as creating the stimulus 
generator, and not actually doing any scoreboarding or coverage. You 
want to get through the whole process. 

This was one of the key things about the AVM. Although we initially 
started out looking at only verification languages and tools, if we had not 
used the AVM, we would not have done nearly as much in the evaluation 
without a methodology to kick start the SystemVerilog. We were able to 
do an evaluation in three weeks that would have taken more than 2-3 
months without the AVM. In that time, we were able to put the testbench 
together much more quickly than anticipated. This allowed us to more 
thoroughly examine Questa and its coverage capabilities as well as the 
full nature of SystemVerilog itself.

We were also able to instantiate more blocks in the testbench than 
if we had to work out our own communication channels and blocking 
procedures. Our testbench would have been less elaborate at the end 
of the evaluation. Initially, we weren’t going to look at assertions as part 
of the evaluation; yet, because of the AVM, we had a week left over to 
do that. 

Of course, when we started the evaluation, we didn’t know what the 
outcome was going to be. However, we still wanted to reap the benefit 
of access to the tools and languages, so we put a real block through a 
rigorous test as part of the evaluation. Because we got the testbench up 
so quickly, we were able to verify the design against previous results. 
We found real issues, something like five or six bugs, so we could see 
the benefits right away. 
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When evaluating your current verification flow, it comes down to 
“if it’s not broke, don’t fix it.” But there’s probably something in your 
verification process that isn’t particularly good. In our case, we knew 
we had coverage issues and limitations in our constrained random. 
We were effectively writing a constraints solver in Perl, which we could 
do just fine, but it was a huge, dedicated effort. When specifications 
changed between projects it rapidly became a maintenance nightmare, 
with large sections of code needing restructuring. Rather than do that, 
we can now integrate all that stuff into SystemVerilog and let Questa’s 
constraint solver do the hard work.

Because we were able to get going more quickly, the AVM enabled 
us to explore more opportunities to get the job done better, at the 
same time that we were learning how to do things better. The inherent 
flexibility of the AVM templates does not confine you to doing something 
someone else’s way. We are very pleased to see that the Open 
Verification Methodology (OVM) -jointly developed by Mentor Graphics 
and Cadence- will preserve all of the ease-of-adoption features found in 
the AVM. It’s not a straightjacket; it’s a launching pad for more powerful, 
more versatile, and more creative testbench thinking.

Wez Davey has worked in the semiconductor 
industry for 16 years. He has spent the last six years 
specializing in functional verification methodology, 
tackling the issues of evaluating and adopting new 
verification technologies on real projects.
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Designing parts for the aviation market has recently gotten tougher. 
The reason? DO-254.

Entitled “Design Assurance Guidance for Airborne Electronic 
Hardware,” RTCA DO-254/EUROCAE ED-80 is a new standard to 
ensure hardware reliability for flight safety. In other words, the Federal 
Aviation Administration (FAA), European Aviation Safety Agency 
(EASA), and other aviation authorities worldwide, want to ensure that 
in-flight complex electronic hardware (CEH) works reliably as specified, 
avoiding faulty operation and potential air disasters. 

Certification standards are nothing new in the world of aviation. 
For many years, the aviation authorities have mandated a stringent 
process for in-flight software, which today is known as DO-178B. On the 
hardware side, however, designs did not have to follow similar standards. 
This inequality in the certification effort for hardware versus software 
resulted in functionality being moved from software into hardware to 
avoid certification. DO-254 was born to restore balance to the system, 
recognizing that software and hardware are both equally important and 
complex, and thus both should be subject to a stringent and rigorous 
process to ensure safety. 

METHODOLOGIES, TOOLS, AND DO-254
Methodologies, tools and flows can impact the success of any 

project. However, DO-254 has special considerations that make these 
decisions even more important. DO-254 is causing many companies 
to re-evaluate their design methodologies and tool choices. The tools 
chosen for a project can directly impact quality, productivity, schedule, 
budget, and certification. One of the key areas of concern within the 
design flow is verification, or specifically, functional verification. 

Functional verification is known to be the biggest bottleneck in today’s 
design flows. Because the effort does not scale linearly with design 
complexity, verifying a design that is 2X larger than the previous design 
could take 10X longer. Verification complexity is compounded further 
by today’s highly integrated devices with multitudes of concurrent 
functionality - a trend which is even finding its way into some mil-aero 
designs. As a result, verification is taking over an increasing proportion 
of the design cycle. To make matters worse, ineffective verification  
 

methodologies on complex devices can result in months or even 
years of work debugging in the lab. Thus, establishing a verification 
methodology that catches more bugs, earlier in the design process, and 
reduces time debugging in the lab should be the goal for any project, 
DO-254 or not.

Another problem area of the design flow, and one that is heavily 
influenced by DO-254, is traceability. Traceability means maintaining a 
link from the design requirements to the code that implements and tests 
them. This can be a tedious and very manual process, which lengthens 
and complicates design flows. While commonplace for years in the 
software flows and tools of DO-178B, this is a new concept for many 
hardware design flows and tools. Complete traceability is mandatory 
and the DO-254 process requires an audit to demonstrate this just prior 
to certification. For each DO-254 project, traceability should be built into 
the process, preferably in an automated way.

ADVANCED VERIFICATION  
FOR IMPROVED DESIGN ASSuRANCE

Traditionally, mil-aero companies have used a manual test creation 
(i.e., directed-testing) methodology with code coverage (branch, toggle, 
etc) to determine when verification is “done.” This method works pretty 
well for small designs, but quickly runs out of steam. Complex designs 
require companies to adopt more advanced techniques. 

Sometimes the term “advanced techniques” causes anxiety in mil-
aero companies, which are generally much more cautious than other 
types of electronics companies to adopt newer techniques. This is due to 
safety concerns and risk management issues, which is understandable. 
Ironically, a big risk to design assurance (and productivity) is using 
outdated techniques on modern CEH designs. The directed test and 
code coverage was state-of-the-art in the 1990s. But many newer 
techniques have been developed, proven effective, and widely adopted 
in other industries. Figure 1 highlights these newer approaches, some 
of which are discussed in the following sections.

Improving Verification Methodology for DO-254 Designs  
by Michelle Lange, Business Development DVT, Mentor Graphics
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Figure 1. Evolution of Functional Verification Techniques

AuTOMATED CLOCK-DOMAIN  
CROSSING (CDC) VERIFICATION

Metastability is a serious problem, especially in safety-critical designs. 
Chips with metastability bugs exhibit intermittent failures, which are 
typically caught only in the field because traditional verification tools are 
not capable of finding these problems earlier in the process. 

To make matters worse, verification engineers (who generally are 
not as well versed in design as the designers themselves) often do not 
recognize the problem. This is one situation when the independence 
of design and verification roles, as required by DO-254, could be 
potentially harmful. Even if the verification team does recognize the 
problem, verifying CDCs and metastability effects manually is very 
difficult and extremely error prone. Therefore, companies should use 
an automated solution designed specifically for CDC verification to 
bridge the knowledge gap between design and verification teams, and 
to ensure comprehensive coverage of this problem.  

An automated CDC verification solution must do three distinct 
things:

1. Perform a structural analysis. This is most effectively done on the 
RTL code to identify and analyze all signals crossing clock domains, and 
determine if their synchronization schemes are present and correct.

2. Verify transfer protocols. This assures that the synchronization 
schemes are used correctly, by monitoring and verifying that protocols 
are being followed during simulation.

3. Globally check for reconvergence. This is most effectively done 
by injecting the effects of potential metastability into the simulation 
environment and determining how the design will react. 

Automated CDC verification solutions, such as Mentor Graphics 
0-In CDC, have been available for years, and have been proven on 
thousands of industry designs. Thus, the problem of undetected 
metastability is solved, but only if it is understood and addressed during 
verification. Every multi-clock, safety-critical design, especially those 
subject to DO-254 compliance, should specifically run CDC checking 
as part of a thorough verification process. 

(For more information on metastability and clock-domain crossing 
verification, see “Clock Domain Crossing Verification Made Easy” in 
Verification Horizons Vol 3, Issue 2, Q2’07)

ASSERTIONS AND ASSERTION-BASED 
VERIFICATION (ABV)

Studies show that roughly 60 percent of verification effort is spent 
in debugging. Unfortunately debug is one of those areas that cause 
greatest risk to schedule. It is commonplace for engineering teams to 
think “we’re almost done” -for an indeterminate amount of time- due to 
debug issues. 

An advanced verification technique that addresses the debug problem 
is the use of assertions. Assertions, which have been around for over 
a decade, are a genuine breakthrough with respect to increasing the 
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observability of designs. Observability is key to both finding bugs and 
simplifying debug.

Assertions actively monitor the design during verification processes 
to ensure it does what the assertion says it should. Figure 2 shows an 
example design requirement along with its corresponding assertion.  

Figure 2. Example of a Requirements-based Assertion

If the assertion fires (indicating a violation), the verification engineer 
can use a verification tool to examine the assertion (and all the threads 
involved with it) to understand the exact situation that caused the firing. 
Figure 3 shows an example of the Questa assertion thread debugging 
window, which aids the verification engineer in this activity.

Figure 3. Questa’s Assertion Thread Debugging Feature

Assertions can be written by designers or verification engineers. 
Designers can use assertions to precisely capture design intent, or 
rather, their assumptions about low-level design implementation. These 
assumptions may not tie directly to the design requirements, but they are 
very important to verify as any ambiguity around assumptions can result 
in bugs. Likewise, designers can use assertions to verify interfaces of 
their blocks as well, to catch bugs prior to design integration. While in a 

DO-254 flow, this might be frowned upon as a “verification” technique 
because it is done by the designer and not independent from the design, 
even the DO-254 spec recognizes the value of doing verification early. 

“Section 6.2 of the DO-254 spec states “For safety 
requirements, it is advantageous to apply the verification 
process at various stages of the design process to increase 
the probability, to a high degree of confidence, that design 
errors have been eliminated.”

So assertions can help designers pre-verify design blocks prior to the 
start of official independent verification activities. Likewise, verification 
engineers can create assertions that link to design requirements (or 
lower-level derived requirements). In this way, assertions can be used 
to constantly monitor design requirements throughout the verification 
process. Additionally, by adding a “cover” statement to the assertion 
(as shown in Figure 2), conditions monitored by assertions can also be 
tracked and tallied for requirements-based coverage reports.

Whether written by designers or by verification engineers, assertions 
can reduce debug by ~50% because they pinpoint the exact location of 
a bug. So assertions are extremely valuable both from a quality as well 
as a process efficiency perspective.

SIMuLATION WITH CONSTRAINED  
RANDOM TEST METHODS

As discussed earlier, the traditional directed test method has numerous 
limitations: tests are tougher to write as complexity grows; they are 
prone to missing bugs due to concurrency; and as requirements grow, 
this approach does not scale. This has led to a breakthrough in the 
area of test automation. Advanced simulators, such as Questa, support 
something called constrained random (CR) testbench automation. 

The CR approach incorporates knowledge of design requirements 
and constraints into a testbench, and then lets a program generate 
architecturally valid stimulus and check for proper DUT response. While 
this approach requires an upfront investment to build the appropriate 
testbench infrastructure, once that work is done, the remaining efforts 
have a 5X increase in productivity, not to mention better coverage of the 
design. Thus, CR is a great way to automatically generate numerous, 
valid tests very quickly, with better coverage than is possible with 
directed tests.  CR testing also helps combat the concurrency problem, 
because it generates valid tests for complex concurrent scenarios that 
a human brain simply cannot anticipate. 

                  continued on page 16
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For complex designs (i.e., with > 500 requirements), automating test 
with a CR method can be a very beneficial approach.

FORMAL MODEL CHECKING
Another important breakthrough in functional verification is formal 

model checking (sometimes called formal verification). Formal model 
checking tools, such as Mentor Graphics 0-In Formal Verification, 
use mathematical methods for exhaustive analysis and are very 
complimentary to simulation. 

Formal model checking can play a number of roles in verification, from 
augmenting the baseline coverage offered by simulation, to bug hunting 
(where the faulty behavior is known, but not the cause), to validating 
interfaces. However, specifically significant to the safety-conscious mil-
aero industry, formal model checking can be a very powerful method 
for comprehensively verifying safety-critical properties. A simple, 
conceptual example can demonstrate this.

Consider the situation of the reverse thruster. This is a key component 
of a jet aircraft that utilizes the jet engine’s own power to slow down the 
aircraft during landing. Firing at the right time is crucial. Firing mid-air is 
catastrophic. Ideally only a handful of conditions should cause a reverse 
thruster to fire. For example, the reverse thrusters should only fire when 
(simultaneously) the wheels are down, a certain weight is on the wheels, 
the aircraft is going a certain airspeed, and so on. If an FPGA was 
involved in monitoring these conditions, that would be considered a 
safety-critical function of the device.

Figure 4. Formal Model Checking for Safety-Critical Analysis

The verification strategy for this could be to write an assertion to 
indicate that the reverse thrusters should never fire. Formal verification 
could then mathematically analyze the design model against this 
assertion and find every possible situation that violates the assertion 
(i.e., allows the reverse thruster to fire). This is called finding a counter-
example. If formal verification finds any counter-example that was not 
expected, the design must be fixed (or perhaps the requirements were 
wrong). Assuming it is a design problem, the verification team should 
continue to run formal verification on the fixed implementation until only 
the set of acceptable conditions are shown to fire the reverse thruster. 
Figure 4 graphically depicts this.

This ability to exhaustively verify assertions - especially if those 
assertions represent safety-critical requirements - makes formal model 
checking an extremely powerful solution for safety-critical verification.

uNIFIED COVERAGE, VERIFICATION 
MANAGEMENT, AND TRACEABILITY

Coverage is another area of verification that has come a long way 
since the 1990s. As noted earlier, the traditional method of code 
coverage is insufficient to catch many bugs in complex designs. Relying 
on it exclusively can create a false sense of security.

For these reasons, the industry has added more advanced coverage 
metrics, such as functional and structural coverage. These metrics 
track coverage of design requirements (i.e., functional coverage) and of 
key functions of structures like arbiters, FIFOs, and state machines (i.e., 
structural coverage). These metrics not only provide a better picture 
of the real verification status, but can also provide direction for further 
testing.
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Figure 5. Questa’s Verification Management Flow  
Providing Automated Traceability

Another issue with coverage is where to put all the results data, 
and how to generate actionable reports from it. Today’s automated 
verification management capabilities can help.

A verification plan captures all the requirements and what is needed 
to test them. In the past, this was a static document and was only 
manually tied to the test results. Now coverage databases, such as 
Questa’s Unified Coverage Database (UCDB), can receive information 
the various test runs (and likewise, various tools) and store it. Questa’s 
Verification Management capabilities can then keep track of all the 
types of coverage, combine it, relate it back to the original verification 
plan, and provide actionable reports. 

Of greatest value for DO-254 projects, Questa can additionally link 
this coverage data to the actual requirements (coming from a tool 
such as DOORs or Reqtify) and produce reports that show coverage 
or verification progress against those requirements.  This automates 
the traceability through verification requirement of DO-254, as shown in 
Figure 5. (Note: Automated traceability through RTL design is offered by 
Mentor’s HDL Designer tool.)

So today’s advanced verification solutions offer this level of verification 
management, which ties requirements through coverage to confidence 
in thorough verification. This is one recent breakthrough in advanced 
verification that both certification authorities and hardware vendors can 
greatly appreciate. 

CONCLuSION
The purpose of the newly-enforced standard DO-254 is to ensure 

safety of in-flight hardware. Verification plays a big role in terms of device 
safety. The traditional verification methodologies of the past worked 
well on smaller, less complex devices. Today’s more complex and 
highly-integrated devices require more advanced techniques, such as 
automated clock domain crossing verification, assertions, formal model 
checking, constrained random test methodologies, unified coverage 
and verification management - to not only meet the needs of design 
assurance, but to reduce the bottleneck and improve the efficiency and 
effectiveness of verification. 
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Formal verification of hardware is most often associated with proving 
or disproving the correctness of a digital system with respect to certain 
formal specifications or properties. Clearly, being able to prove that a 
design satisfies certain properties is very valuable; however it is not 
always attainable.  Many design blocks or modules have an inherent 
complexity for which today’s formal methods cannot necessarily provide 
an irrefutable proof of correctness.  

In fact, for most ASIC or FPGA project teams, the goal is to establish 
a rigorous, metric-driven verification process that enables the engineers 
to achieve the highest level of confidence that all bugs will be found within 
the limited time and resources available.  The key metric is coverage in 
all its incarnations: such as, code coverage, functional coverage, and 
assertion coverage.  Measuring coverage tells the engineer what has 
been done and what still needs to be done.  

Figure 1. Carefully planning the verification goals and using  
coverage metrics to determine when “verification is done”  
is a well accepted verification methodology. 

At a high level, this process is straightforward. As shown in figure 1, 
one defines the coverage goals, runs the tests, measures coverage, 
and analyzes the coverage results. If it is determined that the coverage 
goals are reached, one is done; if not, more tests are needed.

Many recent advances in verification technology have focused 
on automating and optimizing this process.  Terms like “constrained-

random stimulus generation” and “coverage-driven-verification” are 
now commonplace.  Furthermore, comprehensive methodologies, 
for example, the recently announced Open Verification Methodology 
(OVM), show that the EDA industry is responding to improve the 
productivity of this process by providing sets of base classes that 
help verification engineers craft powerful, constrained-random-based, 
reusable testbenches that produce high quality coverage metrics.

The effectiveness of this verification process, and therefore the 
ability to find all bugs before tapeout, is strongly influenced by how the 
verification team can get answers to the following two questions:

1. Do I have the right set of coverage goals?

2. Can I automatically create tests that target the coverage goals?

The answer to the first question is typically, “I don’t really know.” While 
the answer to the second question is, “No, the user has to define the 
tests.” Formal verification can provide better answers to these questions 
and, as a consequence, substantially improve the effectiveness of such 
a coverage-driven verification process.

ANALYzING COVERAGE GOALS
Today, engineers don’t have objective metrics that measure if 

the verification plan is complete. For each item in the plan, a metric 
can usually be provided (for example the coverage goals for cover 
statements or assertions can be defined), but there are no means to 
determine whether a sufficient set of cover statements or assertions 
are defined.

Formal verification technology can improve this.  By analyzing the 
design the engineers can find out where in the design, for example, 
assertions are used and measure the sequential distance of these 
assertions to the registers in the design.  This metric, sequential 
distance, basically measures how many clock cycles it would take for a 
value change in a register to potentially affect the value of an assertion.  
Computing this metric for all the assertions in a design gives the 
designer a metric that indicates how well the functionality of the RTL is 
covered by assertions.

Formal Analysis Targets Coverage Goals  
by Rindert Schutten and Harry Foster, Mentor Graphics
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For example, in Mentor’s 0-In Formal 
Verification solution there is a capability, 
called coverage density analysis, that 
automatically computes such a metric for 
both cover statements and assertions. With 
this capability, design managers can now 
set objective goals for this metric to ensure 
that a sufficient set of assertions and cover 
statements are defined and that the right 
coverage targets for them are established. 

TARGETING COVERAGE GOALS
While capabilities like coverage density analysis help designers 

to populate the design with the right set of cover statements and 
assertions, it may be hard, through simulation alone, to actually reach 
the target coverage goals. Traditionally, based on an understanding of 
the design intent, designers have to create new tests (for example, by 
providing different random seeds or creating new tests altogether) to 
target the uncovered cover statements and assertions. Since this can 
be a time consuming, labor intensive process, the second question, 
“Can I automatically create tests that target the coverage goals?” is 
very relevant.  

Formal verification technology can help improve the effectiveness of 
the verification process by doing exactly that. For 
example, the 0-In Formal Verification solution 
uses a technology called coverage targeting. 
This technology uses existing simulation traces 
to automatically target cover statements and 
assertions that are present in the design.  

The usage model is very straightforward. 
After running a simulation that failed to reach 
the target coverage goals, the results of the 
simulation are analyzed by the formal tool. Given the RTL design (that 
has been instrumented with cover statements and assertions) and this 
simulation trace, the tool automatically identifies, through an automated 
process called priority analysis, a set of design states that should be 
used as starting points for formal analysis. Hence, priority analysis 
identifies the set of states for which it is highly probable that formal 
analysis will reach the uncovered cover statements and assertions, 
using the identified states as initial states.

Figure 2. Priority analysis determines from a simulation trace  
the set of states from which to run formal analysis to target  

cover statement and assertions.

As seen in Figure 2, once such a set of start states is identified, the 
formal verification process takes small excursions of the simulation 
trace to try to satisfy the cover statements and/or assertions. Once it 
reaches one or more cover statements and/or assertions, it can write 
out the complete input stimulus trace, which can subsequently be added 
to the set of regression tests. 

An example of the results of this process is shown in figure 3.

Figure 3. Coverage targeting improves  
the coverage results of a simulation. 

The window on the left shows part of the coverage results of a 
particular PCI-related test. Clearly, not all PCI-related cover statements 
are covered (“C” means covered, and “U” means uncovered). Moreover, 
the “channel_data_integrity” assertion, although evaluated in simulation, 
did not fire. The window on the right shows the merged results after the  
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uncovered coverage statements and unfired assertions are automatically 
targeted by the 0-In tool. As can be seen, previously uncovered goals 
are now covered and the “channel_data_integrity” assertion has fired 
(“F”) indicating that a bug in the design is found.

CONCLuSION
Today, advanced verification methodologies, like constrained-random 

and coverage-based verification, are being adopted by many designers 
and are providing coverage metrics that engineers use to guide the 
verification process.  This has brought robustness to the verification 
process itself as well as the tools that support such methodologies. 

Leveraging formal verification technology capabilities, such as 
coverage density analysis and automatic coverage targeting technology, 
can improve the effectiveness of a coverage-driven verification 
methodology and increase overall verification productivity and quality
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