
As I write this, it’s the week before the 

Super Bowl, and we here in New England are 

still mourning the Patriots’ loss to the Colts in 

the AFC Championship game. Ah well, it was 

a good run, and now we have Red Sox Spring 

Training to look forward to. Don’t you just 

love the feeling of optimism that accompanies 

looking forward to each new season?

This issue of Verification Horizons is 

dedicated to that same spirit of optimism as we 

look forward to some exciting times in 2007. 

There’s a lot going on both here at Mentor and 

within the industry to advance the frontiers of 

verification technology, and as always, we’ll be 

here to help keep you on the leading edge. For 

those of you reading this at DVCon, we think 

you’ll find it a nice complement to some of the 

advances being put forth at the conference.

Our first article is by the renowned 

SystemVerilog expert and trainer extraordinaire, 

Cliff Cummings of Sunburst Design. Cliff and I 

go back over ten years working on Verilog and 

SystemVerilog standards, and he was doing it 

long before I started. As a long-time “standards 

geek,” we asked Cliff to give you an update on 

what’s happening in the SystemVerilog IEEE 

1800 committee this year. As you’ll see, there’s 

been a lot happening  

 

 

since the official release of the 1800 standard in 

November of 2005—and there’s still lots more 

to come. 

In the “I Love it When a Plan Comes Together” 

department, we’ve got a series of articles that 

show the impact of verification intellectual 

property (VIP) and advanced technology on the 

verification process. The first article is written 

by formal verification guru Harry Foster and 

Bill Martin, the General Manager of Mentor’s 

Intellectual Property Division (IPD). They talk 

about the importance of VIP in helping to  
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formalize the verification process and thus 

improve the productivity and repeatability of 

your verification efforts. I think you’ll find it an 

interesting exercise to discover at what level 

your current process ranks.

If VIP is important to the process, then 

having reliable VIP is critical. Our next 

article tells how our IPD and 0-In teams 

worked together to develop the SATA Host 

and Device controller VIP products. I found 

the discussion about the importance of a 

formalized and objective “observer” (in this 

case, an assertion-based monitor) to the 

overall verification process to be particularly 

interesting. When you combine that with the 

0-In clock-domain crossing (CDC) analysis 

capability, you get a “bullet-proof” piece  

of IP, as the article shows well.

The third article in this arc is by two 

members of our System Level Engineering 

division. It unveils Algorithmic Testbench 

Synthesis, a technology that promises to do 

for verification what RTL synthesis did for 

design. By allowing the designer to capture  

a concise description of the specification and 

allowing the tool to generate test sequences 

algorithmically, this new technology improves 

the productivity of the verification engineer just 

as logic synthesis improved the productivity 

of design engineers. When combined with 

directed testing and constrained-random 

stimulus, this exciting approach delivers a 

powerful new tool in Questa’s arsenal  

of verification technology.

Last, but certainly not least, we introduce 

a new feature of Verification Horizons, our 

“Tribal Knowledge” column, in which members 

of our Mentor Consulting Division will answer 

some of the most pressing real-world 

questions about verification, from process 

and organization issues to specific how-to’s. 

We think you’ll find this new feature extremely 

helpful. If you’d like to ask a question, simply 

go to:

http://www.mentor.com/products/fv/nl_feedback.cfm

By the time you read this, the Super Bowl 

will be over and Spring Training will have 

started. Seasons change, but we keep rooting 

for our teams, and there’s always the hope of 

winning that championship. I hope that this 

issue of Verification Horizons helps you and 

your team to reach your goal.

Respectfully submitted,

Tom Fitzpatrick

Verification Technologist
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By way of introduction, I have been an 

active participant on every IEEE Verilog, Verilog 

Synthesis and SystemVerilog Standards Group 

since 1994. That having been said, I do not 

speak for the IEEE Verilog or SystemVerilog 

Standards Group and the thoughts presented 

herein only reflect my own opinion of activities 

and possibilities related to current and future 

SystemVerilog Standards.

So what is happening and what is being done 

to shape the future of SystemVerilog?

 

Verilog & systemVerilog  
to Join forCes in a single 
ieee standard

In order to deliver the IEEE SystemVerilog 

Standard on Schedule in 2005, we had to take 

one important shortcut. We decided to make the 

SystemVerilog Standard a separate document 

from the underlying Verilog language standard. 

The unfortunate side-effect of this decision 

was that users had to own copies of both the 

IEEE 1�64-2005 Verilog Standard and the IEEE 

1800-2005 SystemVerilog standard to fully 

understand the capabilities of the enhanced 

SystemVerilog language. For example, if you 

wanted to know about the differences between 

functions and tasks, you had to read both 

standards. This is about to change.

The SystemVerilog Standards Group has 

undertaken the challenge to combine the IEEE 

Std 1800-2005 SystemVerilog and IEEE Std 

1�64-2005 Verilog into a single document 

to be subsumed into the IEEE Std 1800-2008 

SystemVerilog Standard. The IEEE Std 1�64-

2005 Verilog Standard will be no longer be 

enhanced.

This work is in progress. The IEEE 1800-2008 

SystemVerilog Standard will be a stand-alone 

document that when purchased in PDF format 

from the IEEE, will be an easily searchable 

document to find the details surrounding the 

full set of features of this enhanced language. 

Arrangements are being made to make the 

draft available for purchase to give users early 

access to the clarifications

 

.* imPliCit Ports and  
tHe Verilog emaCs mode

One of my favorite RTL enhancements to 

SystemVerilog (that also helps to verify the top-

level structure of a design) was the introduction 

of .* implicit ports. I was the primary champion 

behind this enhancement, patterned after 

capabilities that existed in Intel’s IHDL language 

(with Intel’s blessing, encouragement and 

support).

This enhancement allows rapid construction 

of top-level designs, instantiating sub-blocks 

without the need to list any instantiated sub-

block ports as long as the port names and sizes 

matched the net names and sizes in the top-

level module. A full description of the .* implicit 

port capabilities and usage can be found in my 

paper, SystemVerilog Implicit Port Connections - 

Simulation & Synthesis, freely downloadable at:

www.sunburst-design.com/papers/Cummings 

DesignCon2005_SystemVerilog_ImplicitPorts.

pdf

It was a VHDL group I was teaching that 

pointed out that this allowed more concise 

instantiation with stronger port-type checking. 

They were right!

The biggest concern expressed by engineers 

who examined this capability was that they 

could no longer see the port names of the 

instantiated modules. I found that half the 

design teams I taught were ready to embrace 

the enhancement while the other half chose the 

compromise SystemVerilog enhancement of 

.name implicit ports with similar capabilities 

and visible sub-module port names. 

At the urging of a colleague and SystemVerilog 

student, I asked Wilson Snyder, guardian 

and expander of the Verilog EMACS mode, to 

add support for .* implicit port instantiation. 

Wilson already had the functionality mostly 

implemented as an /* auto-inst */ expansion, 

so the addition proved easy to implement. 

Although not required by the IEEE SystemVerilog 

Standard, the EMACS mode requires that the .* 

be last in the instantiated port list, a small price 

to pay for the ability to expand and contract 

implicit port lists easily and on demand.

To see more about this capability, see 

Wilson’s usage description at: www.veripool.

com/verilog-mode-help.html#verilog-auto-

star

Even though I am more of a VIM user, I now 

open EMACS to auto-expand and .* contract 

module ports in large top-level ASIC & FPGA 

designs. It’s nice!

 

systemVerilog / VHdl  
Co-simulation

One of the new efforts by the SystemVerilog 

Standards Group is to define a standard 

interface between SystemVerilog and VHDL. 

In the past two years, many VHDL teams have 

taken SystemVerilog Verification training from 

Sunburst Design with the intent of verifying 

SystemVerilog NOW! And SystemVerilog for the Future!  
It Just Keeps Getting Better! by Cliff Cummings, President, Sunburst Design, Inc.
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existing and future VHDL designs using the 

SystemVerilog verification enhancements. 

These teams still want to build their synthesizable 

models using VHDL but would like to verify their 

designs using the new powerful SystemVerilog 

verification capabilities. 

Multiple simulators, including Mentor’s 

popular Questa Verification Platform 

and ModelSim simulator have already 

built SystemVerilog-VHDL co-simulation 

environments, facilitating verification of VHDL 

designs using the new SystemVerilog verification 

capabilities. Unfortunately, the interface 

between the languages is currently limited to 

signal-level data types, while the desire is to 

expand the interface to include higher-level and 

user-defined data types like the SystemVerilog 

struct and VHDL record, for example. Vendors 

are now getting together under the auspices of 

a new SystemVerilog subcommittee designated 

the SV-XC to hammer out these enhancements 

to the standard. Mentor and other EDA vendors 

are pooling their knowledge and expertise in 

SystemVerilog-VHDL co-simulation to help 

develop this standard interface.

In addition to SystemVerilog-VHDL co-

simulation, the SV-XC is seriously considering 

co-simulation with two other popular 

languages, Verilog-AMS (Analog Mixed Signal) 

and SystemC.

 
CleanuP & ClarifiCation

When one considers the magnitude of the 

enhancements added to SystemVerilog, it is 

not surprising that we made a few mistakes and 

missed a few corner cases, although the actual 

number is smaller than you might think. We are 

trying to identify, correct and clarify as many of 

these issues as we can. 

Sometimes the intent was there, but the words 

were not. The IEEE Std 1800-2005 mentions 

virtual methods without an implementation, but   

 

never defined how to declare such a method. So 

pure virtual methods were added to the new 

standard.

Other times, corner cases came up when 

mixing two or more features that hadn’t been 

previously considered. SystemVerilog added 

interfaces, parameterized interfaces and virtual 

interfaces, but what about parameterized virtual 

interfaces? We needed to add syntax and define 

semantics for handling parameterized virtual 

interfaces.

At the same time, we have found a few 

features that could be simplified before they 

are implemented by any tool vendor and we 

are taking the opportunity to propose those 

modifications when a consensus of users 

and developers agrees. A number of us have 

worked on proposals to clarify, through small 

event scheduling enhancements, program and 

clocking block features that were somewhat 

ambiguous, confusing, and sometime just plain 

wrong in the IEEE Std 1800-2005.

 

anytHing neW Coming?

There is always room for improvement 

and active members of the SystemVerilog 

subcommittees are constantly looking for 

new ways to add powerful capabilities, 

enhancements and features while simplifying 

the tasks required of design and verification 

engineers.

Two features that I am promoting are related 

to (1) enhanced 2-state capabilities and (2) 

reduction of X-optimism/pessimism issues in 

RTL design.

 
2-state reProduCible 
random initialization

In a paper co-authored with renowned 2-

state simulation expert, Lionel Bening, we 

explored debug capabilities that result from  

 

reproducible 2-state randomization of variables 

in a simulation. Choosing different random 

seeds at the beginning of a simulation can 

help trigger bugs that often go unnoticed in 4-

state simulations, thereby helping to identify 

initialization problems that often go unnoticed 

in designs until the design is rendered in a 

chip or in a system. The capability is currently 

patented by a company and we are exploring 

the possibility of getting the company to donate 

the patent to the SystemVerilog Standards 

Group for inclusion of this feature in a future 

version of SystemVerilog. For more details, see 

the paper, SystemVerilog 2-State Simulation 

- Performance and Verification Advantages, 

freely downloadable at www.sunburst-design.

com/papers/CummingsSNUG2004Boston_

2StateSims.pdf

 

X-oPtimism

Issues related to making X-assignments 

in RTL code or issues related to X-optimism 

and X-pessimism have been detailed in many 

industry papers for more than a decade. The 

most obvious example of X-optimism is an if-

test in an RTL always block that fails the if-test 

and erroneously takes the else-clause, making 

else-assignments that would not happen in a 

real design. 

A potentially interesting approach to the 

problem might be to define five new procedural 

block styles: initialx, alwaysx, always_

combx, always_latchx and always_ffx, that 

would recognize variables assigned within 

if-else statements and force the enclosed 

assignments to all X’s if the if-test fails due 

to comparison to an X or Z value. This would 

help identify bugs that are easily missed by an 

optimistic else-assignment.

There is no guarantee that either of these 

enhancements will find favor with a majority 

of the members of the SystemVerilog  
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subcommittees, but their examination is an 

effort worth pursuing. Only time will tell if these 

new features find their way into SystemVerilog-

2008 or not.

 

HoW Can i see ProPosed 
CHanges and enHanCements 
to tHe systemVerilog 
standard?

Anyone can review the data base of 

corrections and proposed enhancements to the 

SystemVerilog Standard at the web site: www.

eda.org/svdb. Use the login: guest and the 

password: guest.

 
HoW to ProPose enHanCe-
ments to systemVerilog

Ideas are cheap. Making effective proposals 

takes time and typically requires a champion.

If you find a member of a SystemVerilog 

subcommittee who is willing to champion 

a proposal, there is a good chance that 

the proposal could eventually become an 

enhancement. Better yet, if you are willing to join 

a subcommittee and write the proposal, present 

the proposal persuasively to a subcommittee 

and muster support for the proposal, you 

could help enhance future versions of the 

SystemVerilog language.

 
if you Want to make a 
differenCe, get inVolVed! 

The time commitment is typically a 2-hour 

conference call every two weeks plus time 

between meetings studying and formulating 

proposals. It is very rewarding to see one’s 

proposals rendered as enhancements in future 

IEEE SystemVerilog Standards.

 

 

WHat does it Cost  
to PartiCiPate?

Participation is free, but having a final vote 

requires IEEE-SA  (Standards Association) 

entity membership. Ultimately, the IEEE 

SystemVerilog standard is voted on an entity 

basis (one vote per sponsoring company or 

entity), requiring sponsoring companies pay a 

fee to participate and have a vote on the final 

standard. 

In reality, most of the work is done in 

the subcommittees, which have no fee 

requirements. Proposals are debated and 

voted on in subcommittees and eventually 

passed on to the Champions Committee who 

then examines the proposals and eventually 

sends passed proposals to the parent 

SystemVerilog committee for approval. Most of 

the subcommittee proposals will eventually be 

approved by the SystemVerilog committee, or 

sent back to subcommittee for clarification or 

amendment. 

 
it’s ... aliVe!!

Unlike all of the Verilog Standards that 

I have worked on over the past decade, 

vendors are actively and rapidly implementing 

SystemVerilog design and verification language 

features because users are demanding them. 

With all due respect to Verilog and 

VHDL, testbench development in ether of 

these languages was usually a tedious and 

painful process. Not so with SystemVerilog. 

Developing a SystemVerilog constrained-

random verification environment with functional 

coverage is a very interesting and stimulating 

job that just made verification fun. If you are a 

Verilog or VHDL verification engineer, you gotta 

get your hands on SystemVerilog!

If you started using SystemVerilog three years 

ago, you were an early adopter and you felt the 

pain of scant feature implementation. If you are 

waiting until next year to adopt SystemVerilog 

you are falling behind. SystemVerilog has 

the potential to change the EDA design and 

verification landscape like no other tool since 

the introduction of Verilog itself.

I invite all companies that are looking 

to experience a boost in their design and 

verification productivity, and to increase 

the job satisfaction of their engineers to try 

SystemVerilog NOW!

Cliff Cummings, is President of Sunburst 

Design, Inc., a provider of high-energy, World 

Class Verilog & SystemVerilog training. Cliff is a 

renowned Verilog & SystemVerilog guru and his 

design & methodology papers are downloaded 

by engineers world-wide (www.sunburst-

design.com/papers). Cliff can be contacted by 

email at cliffc@sunburst-design.com
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Improving Design Productivity Through Process Adoption
by Harry D. Foster, Principal Engineer, Design Verification and Test, and Bill Martin, General Manager,  

Intellectual Property Division Mentor Graphics Corporation

introduCtion

Have you ever ventured down into a London 

subway terminal only to be accosted by the 

foreboding message Mind the Gap! Seeing this 

message got me thinking about the equally 

ominous development productivity gaps we 

face in our own industry. (Figure 1).  

Figure 1. Productivity gap

There are many forces at play today that 

contribute to the gap between what we can 

design and what we have time to verify. In 

addition, there are forces that contribute to a 

gap between what we can fabricate (silicon 

capacity) and what we have time to design. 

Nonetheless, we tape out complex systems 

all the time. Hence, the question arises, is the 

productivity gap real? And if so, what can we 

do to minimize its effect? To answer these 

questions, let’s begin by digging a little deeper 

into the various productivity gaps and explore 

the role intellectual property (IP) plays in 

closing these gaps.

design iP and ProduCtiVity

In the early 1990’s, the design community 

moved design up a level of abstraction from 

gate level to RT level. You will see evidence of 

this shift in Figure 1 with the increase in curve 

representing our ability to design. Yet even 

with today’s synthesis breakthroughs in design 

productivity, designing and synthesizing 

RTL entirely from scratch cannot 

keep pace with what we are capable 

of fabricating. Keep in mind, using all 

the available silicon capacity is not our 

goal—improving design productivity 

certainly is.

For instance, to improve design 

productivity, a startup developing a 

network processor might rely on an 

IP vendor to deliver a fully functional 

10/100/1000 Mbps Ethernet MAC IP 

block—allowing the startup to differentiate its 

product by focusing engineering efforts on their 

exclusive datapath processing engine. Hence, 

third-party IP in this case, boosts design 

productivity (narrowing the design gap). For IP 

to be valuable, it must be high quality (certified), 

designed for reuse, and supported.  But what 

about improving verification productivity 

(narrowing the verification gap) and what role 

does IP play in this type of situation?

VerifiCation iP  
and ProduCtiVity 

One of the most promising boosts in 

productivity has resulted from the emergence 

of bus interface standards and verification IP 

(VIP). For example, on-chip bus standards 

serve as the framework for today’s platform-

based SoC designs—effectively providing 

the mortar that binds IP blocks together. With 

the emerging standards, a convenient path 

for verification (and design) IP adoption has 

materialized. In fact, many organizations have 

realized verification IP’s value for encapsulating 

bus protocol expertise into a reusable verifiable 

form. That is, essentially bus standard 

verification IP provides an independent audit 

between the IP consumers and the IP provider 

interpretations (see Figure 2). As you can see, 

protocol errors are quickly localized during 

verification.

Figure 2. Verification IP as an independent 

audit

The IP provider uses the verification IP 

(either in simulation or formal verification) to 

validate that the IP design is compliant with the 

specification. Similarly, the IP consumer uses 

the verification IP to validate that his or her 

own proprietary design block is compliant with 

the specification. In addition, the IP consumer 

reuses the verification IP during integration 

verification (for example, cluster- or system-

level simulation) to ensure that their proprietary 
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design is interoperable with the design IP. 

Hence, adoption of verification IP is a prime 

example of an effective reuse strategy to boost 

design productivity.

deVeloPment maturity

We have seen that design and verification IP 

can contribute to an increase in development 

productivity. But why are some organizations 

successfully integrating IP into their 

development while others continue to struggle? 

Is it due to the perceived productivity gap? 

Upon further examining Figure 1, you might 

be drawn to the disparity between what we can 

design and what we are able to verify. Yet in 

many respects, the data in Figure 1 seems to 

defy reality. Design teams actually do verify 

complex chips today, which is obvious from 

the myriad new electronic products available. 

In fact, today’s verification gap is not due to 

a lack of innovation in verification technology. 

What differentiates a successful team from an 

unsuccessful team is process and adoption of 

new methodologies and verification methods. 

Less successful teams tend to approach 

development in an ad hoc fashion while 

successful teams employ a more mature level 

of methodology that is both methodical and 

systematic.  

To assist an organization in assessing its 

own maturity level, a maturity model has been 

created (various levels of maturity are depicted 

in Figure �). Organizations that wish to reap IP 

design and verification productivity benefits 

need to migrate away from ad hoc processes to 

a higher level of development capability. 

 

Figure �. Development maturity levels

The maturity levels depicted in Figure � are 

defined as:

• leVel 1: ad HoC. At this level, processes 

are performed by an organization in an ad hoc 

fashion where success often depends upon 

the heroic efforts of individuals.  Therefore, 

hiring key individuals is paramount to repeated 

success. 

In terms of design processes, IP whether 

internally or externally developed, might exist 

but is not created for reuse and does not have a 

defined support infrastructure.

In terms of verification processes, simulation-

based directed tests are the predominate form 

of verification. Little emphasis is placed on 

creating comprehensive test plans. 

In both situations, repeatable or systematic 

processes have not been defined. Stimulus 

generation is achieved using either HDL and/

or C-based test benches. Code coverage 

techniques might be applied at this level of 

maturity.

• leVel 2: managed. At this level, an 

organization begins to establish methodology 

to manage the development process. 

Improvements in consistency and predictability 

can be gained at this level.  A shift begins from 

human-driven unpredictable results to first-

level managed process.

In terms of design pro-

cesses, development teams 

start to analyze their IP 

requirements and try to 

minimize duplication of 

effort.  Most of the IP that is 

‘re-used’ will be tweaked by 

local teams, thereby reducing 

the overall value of the IP.

In terms of verification 

processes, simulation-based, 

constrained random, and 

directed tests are used. Test benches are 

generally built using an HVL (SystemC/

SystemVerilog/e/VERA). Assertion-based veri- 

fication techniques might be employed. Code 

coverage data is gathered and analyzed 

(coverage holes are addressed).

In both situations, some third-party, 

standards-based IP is used in the design and 

verification processes. 

• leVel 3: defined. At this level, pro-

cesses and methodology are well defined and 

documented. This level is marked by greater 

commitment and involvement of management 

in planning, as well as in defining methods for 

analyzing risk. 

In terms of design process, a person or small 

team is identified to manage IP across a division 

or company.   This team has responsibilities 

to coordinate IP development or acquisition, 

and works closely with other divisions.   First 

generation ‘rules’ are created on how to evaluate 

IP vendors and the IP itself.

In terms of verification processes, simulation-

based, coverage-driven, constrained random, 

and directed tests are used. Software techniques 

(such as object-oriented or aspect-oriented) 

are adopted when creating test benches—as 

well as established methodologies such as the 
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Advanced Verification Methodology (AVM) from 

Mentor Graphics or VMM from Synopsys. Test 

plans are systematically and comprehensively 

defined with clear metrics to ensure that all 

functionality is verified. Assertions-based 

verification techniques are widely employed. 

Formal verification (for example, proving 

assertions and clock-domain checking) is often 

adopted at this level. Third-party verification IP 

is widely used. Functional coverage is defined 

and gathered at this level (in addition to code 

coverage).

• leVel 4: QuantitatiVely managed. 

At this level, an organization establishes and 

statistically analyzes quality and process 

performance objectives.

In terms of design process, some form of 

an IP management system is implemented, 

which captures usage metrics and allows full 

IP traceability.  This might be a ‘home grown’ 

solution or externally available.  Lessons learned 

by the IP coordination team allows them to define 

first generation metrics, which they believe will 

help measure the ROI of IP within an organization.  

Periodic reviews of data are performed.

In terms of verification processes, the 

organization is performing all the same processes 

as in level �. However, emphasis is placed 

on defining, measuring, and then analyzing 

metrics, such as assertion density, functional 

coverage, structural coverage, code coverage, 

bug curves, and so forth. Formal property 

checking is applied to areas of concern or low 

simulation coverage. Third-party verification IP 

is a fundamental component of the organization 

verification strategy—as well as pre-defined 

structural coverage contained within the third-

party verification IP. 

• leVel 5: oPtimizing. At this final level, 

an organization allows continual improvement. In 

general, the organization has achieved predictable 

results. The goal at this level is to maximize 

efficiency of processes with minimal resources.  

In terms of design process, the IP management 

team has re-thought its metrics to only include 

important data to manage IP.  These metrics may 

include:  trends used during business negotiations, 

how to better support internal teams, ROI analysis 

and/or justification on IP or IP vendors, etc.  The 

process enables proactive measures rather than 

reactive actions.

In terms of verification processes, emphasis 

is placed on creating reusable verification 

components. For example, following AVM 

verification component creation practices. 

Coverage is merged and analyzed between 

formal and simulation. Simulation regressions 

are optimized.

What is interesting to note, if you look at the 

data from the Collett International 2004 ASIC/IC 

Functional Verification Study concerning the 

processes used by organizations achieving first 

silicon success, you will find that organizations 

achieving first silicon success employ the 

processes outlined in maturity levels � through 

5. The key to successful functional verification, 

whether involving IP or not, is that it is not an ad 

hoc process. Moreover, teams who have adopted 

new methods and verification methodologies 

are in fact, closing the gap between design and 

verification.

ConClusion

As recent studies have concluded, design and 

verification productivity have improved, but more 

improvement is required.  IP plays a critical role in 

achieving these productivity gains. For the design 

engineer, using certified, third-party design IP 

reduces risk and improves overall design time. 

For the verification engineer, using third-party 

verification IP reduces risk and speeds time to 

market. Mentor Graphics offers both high-quality, 

certified silicon IP and 0-In® CheckerWare® 

premium monitors to assist teams in that regard.

Successful integration of design and 

verification IP requires a structured and 

systematic verification process, which will benefit 

an organization’s overall development effort.  

Methods and products exist today to enable 

teams to close the development vs. fabrication 

gap. Rather than discuss this gap, we should 

be discussing how to accelerate the adoption of 

available methodologies and products.
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Mentor IPD and 0-In: Joint Effort Develops  
VIP for SATA Host and Device Controller Product  
By Mohamed Salem, IPD Engineering Manager, and Scott Barrick, Storage IP Product Line Manager, Mentor Graphics Corporation

As all good engineers know, functional 

verification is one of the most critical aspects 

to SoC development. And as a result of growing 

chip complexity, the semiconductor industry 

has moved to more sophisticated verification 

methodologies to facilitate SoC functional 

verification – especially when even the most 

“basic” design employs multiple interfaces with 

each interface carrying any number of complex 

communication protocols.

 
VerifiCation iP ansWers  
tHe Call

Verification IP (VIP) is one method design 

teams can use to help achieve successful first-

pass silicon. During the integration process, 

VIP verifies that an IP core is conforming to the 

industry standard and that it is not violating 

any protocol specifications. VIP has quickly 

become one of the key components to building 

successful SoC designs – at all levels of the 

design – as it helps ensure compliance and 

interoperability. 

Further, by bringing VIP into the design 

flow, the design team gets the services of an 

additional engineering team. It brings another 

set of eyes to the design; without VIP, only two 

engineering organizations will have verified the 

IP – the IP vendor and the customer using the 

IP.  

Mentor’s IP division has recognized the 

value of VIP and now includes it as part of the 

regression testing performed on its IP portfolio 

of products. In this article, we’ll focus on the 

process surrounding our Serial ATA (SATA) 

Host and Device controller products. 

mentor’s iP diVision  
seeks 0-in

In the early stages of developing our SATA 

Host and Device controller, it was important to 

obtain independent verification for our SATA 

IP cores. We were always aware of 0-In® 

verification tools and the respect it has garnered 

in the industry. And while 0-In is part of the 

Mentor family, it falls within the Verification 

engineering group removed from Mentor’s IP 

division. So with that type of built-in objectivity, 

we knew 0-In could help us develop and deliver 

a high quality product.

As discussions continued, we realized the 

real winner of our partnership would be our 

customers around the world. The use of VIP 

developed by 0-In and available for use with our 

IP product line offers the following advantages:    

• Helps Mentor’s IP and VIP customers 

by ensuring all of Mentor’s products work 

seamlessly together to provide customers 

with a better user experience.

• Increases the robustness of both the IP 

core and the VIP product by identifying and 

working out any potential bugs in either 

product prior to release.

• Provides Mentor’s IP customers with a 

fully verified VIP report indicating where 

the customer can expect to see firings with 

the included verification suite along with an 

explanation of why the firings occurred.  This 

can be used when comparing the expected 

results with the customer’s own results 

using the 0-in CheckerWare® product .

• Saves Mentor’s IP customers hours of 

integration work and improves functional 

quality of the design earlier in the design 

process.

 
tHe CHallenges deVeloPing 
ViP for sata 

As we sat down and began integrating the 

VIP, we were immediately faced with a few 

challenges. We needed to ensure complete 

testing of the supported feature set. Since 

the VIP is more generic than our particular 

implementation of the standard, our customers 

would have to identify which functionality 

needed to be tested and how to configure the 

VIP to look for those features.

The current SATA IP from Mentor IPD sup-

ports version 1.0a of the SATA specification, 

whereas 0-In’s SATA CheckerWare supports 

the 2.5 feature set of the specification. 

Therefore, we had to work with 0-In to identify 

the assertions specific to the 2.5 optional 

feature set. Once identified, we could choose to 

ignore any firings from those assertions in our 

analysis of the reports. 

Integrating the VIP into the verification 

suite also included putting in the appropriate 

placement and configuration. To do this, we 

first instantiated the SATA monitor with proper 

placement and connectivity to the design 

signals. In our case, because the PHY layer is 

not part of the controller’s design, the monitor 

had to be instantiated as a SAPIS interface 

illustrated in Figure 1 on the following page.
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Figure 1. 0-In SAPIS monitor pin diagram.

We also monitored the flow between the 

controller’s links layers and the PHY layers as 

depicted in Figure 2. This required setting the 

proper parameters of the monitor along with 

the bus data width and connecting the monitor 

pins to the matched clock and data in the Rx 

or Tx path.

Figure 2. 0-In SATA checkers instantiation 

in Mentor’s SATA IP Controller verification 

environment.   

The same procedure was followed to 

instantiate the 0-In monitors with the SATA 

IP core’s system interface channels; one AHB 

slave for configuration and one AHB master for 

the memory interface. Further, we used 0-In 

monitors to assess the FIFOs behavior within 

the design to verify its correct functionality and 

critical behavior features such as overflow and 

underflow.

For clock domain crossing (CDC) and Lint 

analysis, it was necessary that we identified all 

the false warnings/errors after running the CDC 

and Lint checks. This ensures that all warnings 

generated due to coding styles are analyzed 

and identified as false. In our situation, this 

required us to document the false warnings/

errors generated by the CDC and Lint tools, so 

that only newly generated differences between 

reporting runs would be analyzed during the 

verification cycle.

HoW good Was our sata iP?

Runtime scripts were created to launch the 

verification suite with 0-In CheckerWare to 

record the results. The analysis results stated 

that the Mentor test suite triggered 100% of 

the 0-In 210 SATA 1.0a checkers. A total of 69 

checkers were fired. From that number, 45 were 

due to intentional injected errors for design test 

purposes and the remaining items were fixed 

due to relevant issues in the design. A total 

of eight checkers fired in the host, ten in the 

device, four on the firmware level, and two in 

the PHY model.

In addition to the performance specs, VIP also 

includes ample checklists and documentation. 

For instance, a complete review of all firings was 

done to investigate which firings were expected 

due to the intentional introduction of protocol 

violations onto the SATA wire verifying the IP’s 

response. Our test suite had a specific test to 

inject a bad cycle redundancy check (CRC) and 

accordingly, the 0-In SATA monitor fired due to 

the stimulus intentionally violating the CRC of 

the standard in this case.   

When expected results were identified and 

removed from the list, a review of the remaining 

firings took place to verify the interpretation by 

both the VIP and the IP core were correct. Any 

bugs were then corrected by the appropriate 

VIP or IP product, which resulted in improved 

quality of both products.

 

WHy you sHould enCourage 
tHe use of ViP

Usually IP comes with verification suites 

that test the IP core as a stand-alone module 

or with a PHY module. Once integrated into the 

overall system, these limited verification suites 

often become unusable and the IP customer 

is forced to develop their own system-level 

verification.  While there is a need to test for  

successful integration of the IP at the system 

level, additional design time is needed in 
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testing for complete compliance, which can be 

a time consuming exercise – and detract from 

designing key differentiators into the design.

With the use of VIP, the IP customer already 

knows the verified IP core does not violate 

protocol, so by including the VIP in the system 

verification suite, it will detect if integration 

has introduced any protocol violations on the 

interface.

VIP also helps verify that the IP core’s 

verification suite doesn’t include any unintended 

protocol violations.  When verifying a piece of 

IP like a SATA Host controller, the verification 

engineer will intentionally put non-compliant 

data or commands on the SATA interface to 

verify that the Controller will properly respond to 

protocol violations.  All of these violations will be 

flagged by the VIP, which allows the verification 

engineer to confirm that he has successfully 

tested for these violations by comparing the 

intended results with the VIP’s flagging of 

protocol violations.  However, in some tests, 

no protocol violations are introduced and if not 

specifically looked for in the IP core’s test logic 

they may be accidentally overlooked.  The VIP 

would successfully flag these violations that 

would allow the verification engineer to find 

them and correct the mistake.

Finally, VIP helps verify the correct 

interpretation of the standards specification.  

Some specifications are not always precise 

in the intended functionality, which means 

designers will sometimes have to interrupt the 

intended meaning.  When IP is tested with VIP 

that was developed by a different organization, 

it will help verify that the correct interpretation 

was given if no errors are found.

 

Customers finding early 
suCCess WitH our ViP 

Mentor is seeing the inclusion of its VIP into 

the design flow as more customers not only ask 

about the silicon proof of an IP core, but also 

which VIP products have tested our IP cores.  

In fact, two different VIP companies using their 

SATA VIP products have already verified our 

SATA IP cores (in addition to 0-In), and a fourth 

company’s SATA VIP product is currently being 

integrated into our verification suite. 

SATA VIP products have been used with 

both Host and Device controller interoperability 

verification.  Since very few vendors offer both 

IP cores and VIP products, customers are forced 

to purchase these two products from separate 

vendors and then verify that they work together.  

This can be a time consuming project that can 

be avoided if the VIP and IP product have already 

been integrated by the IP vendor.  

Customers are using VIP products like 

Mentor’s 0-In SATA CheckerWare to ensure that 

the IP core is correctly implementing an entire 

range of features. This can even be done by 

verification engineers who may not be expert 

on the SATA specification as VIP enhances a 

team’s trouble-shooting capabilities by pointing 

to possible problem areas.

Since SATA interfaces have standard defined 

clock periods that often differ from the desired 

system clock, using a verification CDC product 

ensures that the IP vendor correctly addressed 

any clock domain crossing issues within their 

IP product.  For example, Mentor’s SATA Host 

controller allows the user to operate the system 

logic at a different clock speed than the SATA 

clock (75 MHz for 1.5Gbps speeds, or 150MHz 

for �.0Gbps speeds).  The SATA controller uses 

an elasticity FIFO to handle this clock domain 

crossing, which if handled incorrectly, would 

have been flagged by a CDC tool or the FIFO 

monitor of 0-In.

 

ViP is tHe future

This article has outlined the many benefits of 

VIP. We have discussed not only how VIP plays a 

critical role in system integration and operability, 

but also how two divisions within Mentor came 

together to offer a solution for our customers. 

When customers purchase IP from Mentor, 

they are doing so to acquire a proven block of 

code that implements a critical function within 

that design. If a customer needs to verify 

the functionality of the IP, or modify the IP’s 

functionality the value of the IP is diminished, 

which minimizes the purpose of purchased IP. 

There’s no question that increasing SoC 

complexity requires a layered approach to 

verification.  To be successful, SoC designers 

need valuable feedback early in the design 

process on any potential system-level 

problems. VIP answers that concern. It also 

extends verification throughout the sub-module 

to the system level, providing a rich verification 

environment in which to work. With IP and VIP 

products from Mentor, our customers are able 

to improve functional quality earlier in the design 

process and achieve first-pass silicon  – on time 

and on budget.
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The Second Productivity Revolution: Algorithmic Testbench Synthesis
By Mark Olen, Product Manager, and Jay O’Donnell, Product Applications Engineer, Mentor Graphics Corporation

Unless you’ve just returned from a seven-

year sabbatical trekking across the Himalayas, 

you’ve no doubt heard that the functional 

verification gap is one of the leading causes of 

design delays, project cost overruns, hardware 

respins, firmware patches, field returns, and 

sleepless nights for engineering managers. 

There are nearly as many trends, data 

points, analyses, and postulates as there are 

PowerPoint™ slides presented by marketers 

to explain them all in painful detail. Designs 

are getting more complex. Larger RTL designs 

contain more errors. Each subsequent design 

generation contains more functional errors 

to detect and debug. Design automation and 

design productivity are outpacing functional 

verification. Enough already! Perhaps the most 

interesting phenomenon is that the ratio of 

designers to verification engineers has inverted. 

In the early 1990s, it was not uncommon for 

an engineering team to be staffed with one 

verification engineer for every two or three 

designers. Now the converse is more common 

than not. 

So why do semiconductor integration and 

design productivity continue to track Moore’s 

Law, while functional verification seems to lag 

behind? You’d think advances in verification 

technology would enable functional testing to 

keep pace with design complexity. Or is there 

a difference between the ways design and 

verification have been automated. Let’s take a 

closer look.

 

tHe design ProduCtiVity 
eXPlosion

In the early 1990s, a discontinuity occurred in 

design creation methodology. While schematic 

capture technology continued to experience 

evolutionary improvements, the introduction 

of logic synthesis presented a revolutionary 

gain in design productivity of over 10X. This 

discontinuity exhibited a combination of three 

attributes. It raised the level of abstraction in 

which designs could be expressed, from gates 

and netlists to RTL. It accomplished this in a 

standard language that was accessible to 

all hardware designers and tool developers, 

and it offloaded a significant time-consuming 

task from the engineer to computer-executed 

algorithms. Productivity soared as designers 

were able to focus on the RTL description 

of a design’s intended behavior, relegating 

the specific implementation of structure to 

computer algorithms. Design intellectual 

property (IP) reuse became a reality due to the 

ability to retarget a standard RTL module to a 

specific process or implementation. In fact, the 

combination of a higher level of abstraction, 

standard description language, and algorithmic 

computer automation has increased design 

productivity so dramatically that the industry 

is feverishly working toward yet another 

revolutionary step forward in design creation. 

While not quite yet well-defined, electronic 

system level (ESL) design seemingly promises 

to allow designers to work at an even higher level 

of abstraction, and tools suppliers are heavily 

investing in algorithmic computer automation 

to enable this next step.

 

VerifiCation lags beHind 

In the mid-1990s, a new verification 

methodology was introduced, with the goal of 

keeping pace with design complexity. Existing 

simulation testbenches were programmatic 

in nature, requiring experienced verification 

engineers to distill a design’s specification, 

envision test case scenarios, and manually 

write test sequences to stimulate and check a 

design during simulation. While basic functions 

could be verified with directed testbenches, 

identifying and testing less obvious scenarios 

proved more difficult, typically requiring 

considerable support and consultation from 

the design’s creators. The number of scenarios 

tested tended to correspond linearly to the 

number of verification engineers writing 

directed tests, or the number of months they 

spent writing them. Many engineering teams 

learned that testbenches were only as good 

as their verification engineers. But no matter 

how large or experienced the verification 

teams were, once designers began using 

logic synthesis to algorithmically generate 

multiple implementations from the same RTL 

description, they were unable to keep up using 

only directed tests. So how did the industry 

respond?

The ensuing discontinuity in verification 

technology was based on augmenting directed 

testing with random sequence generation. In 

concept a novel idea, the premise is based on 

building general sequence structures and then 

using computer-automated random selection 

techniques to create large numbers of test 

cases, where there were just a few before. 

Indeed, the nature of random testing enabled 

many test sequences to be generated that were 

not pre-envisioned by verification engineers, 

thus testing more of a design’s functionality and 

improving functional coverage. However, purely 

random sequence selection would also lead to 
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the generation of test sequences that could fall 

outside of a design’s legal functional space, as 

well as test sequences that repeatedly exercise 

the same functionality. To address these 

issues, constraint solvers were developed. 

After creating a framework of sequence 

structures, verification engineers could build 

a set of algebraic constraints, each of which 

prevents the random generator from selecting 

an illegal path, given a certain condition. After 

running several simulations, the verification 

engineer can iteratively create additional sets of 

constraints, each of which prevents the random 

generator from selecting a path that has already 

been verified.

While constrained-random testing does 

provide a dramatic gain in verification 

productivity compared to directed testing, its 

impact has proved to be more evolutionary 

rather than revolutionary. To understand 

why, let’s consider how the developers of 

constrained-random testing addressed the 

three attributes that enabled logic synthesis to 

have such a revolutionary impact on the design 

process. As mentioned, these were: raising the 

level of abstraction, using standard languages, 

and offloading time-consuming tasks to 

computer-executed algorithms.

First, the level of abstraction did not 

considerably change, requiring manual 

distillation of a design’s specification into 

the framework of sequence structures. If the 

framework is too well-bounded, the random 

generation may not exercise the toughest 

corner case scenarios. If the framework is too 

unbounded, the random generation will require 

many context-sensitive algebraic constraints 

to be developed to prevent illegal sequence 

generation. While constrained-random testing 

creates many more testbench sequences than 

directed testing, framework generation and 

algebraic constraint development requires 

considerable time and effort. For this reason, the 

popular constrained-random testing textbooks 

advocate augmenting the methodology with 

directed tests to cover the most difficult corner 

case scenarios. More recently introduced 

constrained-random tool sets encourage the 

use of multiple testbench sequence generation 

techniques.

Second, the initial introductions of 

constrained-random testing were built on 

proprietary description languages, rather than 

on a standard language. By presenting such 

significant learning curves, the proprietary 

testbench languages became the realm of ex-

perts and have not scaled with design complexity. 

The number of verification engineers able to distill 

today’s most complicated bus protocols and 

interface specifications into these proprietary 

testbench languages is a small subset of the 

verification engineering talent pool. Another 

byproduct of proprietary testbench languages 

is the substantial processing overhead incurred 

during simulation. Testbench overhead of 

50 percent or more is common, compared 

to the simulation efficiency of directed 

testing, which contains no overhead. Again, 

verification automation suppliers have realized 

this deficiency, as more recently introduced 

constrained-random verification solutions are 

now based on standard description languages, 

overcoming these deficiencies.

Third, the amount of processing offloaded 

from manual verification engineering to 

computer-executed algorithms is questionable. 

The general distillation of a design specification 

into a testbench program still shares several 

similarities with directed test program 

creation. While the decision of what to test 

next is passed from the engineer to the random 

sequence selection program, the definition of 

the functional space to be verified is similar in 

nature. Furthermore, the time and effort saved 

by offloading what-to-test-next decisions is 

negated by the time taken to write algebraic 

expressions that constrain sequence genera-

tion. Further, control over these decisions is so 

far removed from the verification engineer that 

one must either write more constraints or resort 

to directed tests to bias the sequence generation 

in a desired direction. It should also be noted that 

constraint solvers certainly contain advanced 

algorithms, but the need for them is borne from 

the inherent nature of randomness. Realizing 

this, more recently introduced constraint 

solvers are highly optimized compared to first 

generation constraint solvers, offering more 

efficient constrained-random testing.

 

tHe big leaP forWard  
in VerifiCation

In order to close the gap between design 

and verification productivity, a revolutionary 

advance in capability and capacity is needed. 

While others are continuing to make incremental 

improvements in existing techniques, Mentor 

Graphics has developed a radically advanced 

verification technology that matches the 

advances made in design productivity, exhibiting 

all three requirements of such a dramatic step 

forward. Mentor Graphics Algorithmic Test-

bench Synthesis enables verification engineers 

to convert existing design specifications into 

extremely concise declarative descriptions, 

using existing standard languages, and then 

offloads testbench sequence generation to 

computer-automated heuristic algorithms. No 

testbench sequences are written, no sequence 

framework is needed, and no algebraic 

constraints are required. Instead, verification 

engineers transpose a design specification 

into a rules-based behavioral description of 

a specification’s intent, while implementing 

specific stimuli and rules-checking in an action 

library. Advanced heuristic algorithms traverse 

the rules-based description, automatically 

synthesizing testbench sequences from the 

action library during simulation. The results 

have been revolutionary, reducing the time 

spent distilling specifications, conforming to 

standard languages, and automating sequence 

generation the same way logic synthesis 
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automates design generation. Here’s how it 

works.

 

tHe PatH to HigHer 
ProduCtiVity

Technically, employing declarative rules to 

describe the functional space to be verified is 

not a new idea. Several companies have been 

using rules-based test sequence generation 

for years to test compilers1  and several other 

types of software2 . However, no one has yet 

commercially applied the technique to electronic 

design verification, which entails several 

additional technical challenges. However, the 

benefits are substantial. 

First, declarative rules enable a complete 

separation between definitions and decisions—

whereas the intermixing of the two is the 

primary impediment to verification intellectual 

property (VIP) reuse and the major cause of 

complex and lengthy testbench programs. In 

fact, because it uses declarative rules, the entire 

ARM AMBA AHB bus master protocol requires 

less than two pages of rules to describe, and 

they can be described completely independent 

of any specific design implementation (the 

corresponding action library requires only 

several more pages). The rules (and actions) 

contain no information about what test will be 

generated first, second, and so on, yet they 

contain the intrinsic description of what is 

legal within the context of the AHB protocol 

specification. The decisions about what tests 

will be generated are postponed until simulation 

time, and they are made by neither the engineer 

nor a random selection but by advanced 

heuristic algorithms, taking into consideration 

the state of the design. In fact, the rule sets are 

not a program at all. They are executed upon.

Second, rules can be expressed in standard 

languages. The Mentor Graphics Algorithmic 

Testbench Synthesis technology supports 

descriptions in Verilog, SystemVerilog, C/C++,  

and SystemC. There is no new language to 

learn. While it seems likely that these four 

alternatives have plenty of life left in them, 

extending support to other languages is 

inherent to a rules-based architecture. In 

addition, implementation of this technology in 

standard languages enables parallel and future 

development of complementary technology. 

For example, additional heuristic algorithms 

can be developed to extend the use of the 

technology for firmware test generation of RTL 

designs. As design creation takes another step 

up in abstraction to ESL, Algorithmic Testbench 

Synthesis can also be extended to work at that 

level.

Third, this technology actually offloads the 

decision making process of what sequence to 

synthesize next from the verification engineer to 

the heuristic algorithms. As in logic synthesis, 

the verification engineer sets goals for the 

algorithms to prioritize. However, rather than 

prioritize area, power, speed, testability, noise, 

and other design implementation goals, the 

verification engineer sets scope, coverage, and 

intensity goals that cause various algorithms 

to be executed. For example, the first goal 

a verification engineer might set is action 

coverage. This goal would cause the algorithms 

to synthesize a series of testbench sequences 

that most efficiently exercises every action in 

a rule set. 

By running action coverage, a verification 

engineer can confirm that every line of the 

testbench input (rules and actions) is executed 

at least once, providing an excellent debugging 

sequence. The verification engineer might set 

goals to cover certain specific “troublesome” 

areas of a design; in this case, the algorithms 

will synthesize testbench sequences that target 

the areas of interest. Next, cross-product 

coverage between two interfaces or buses 

could be targeted; followed by a part of the 
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design being “removed” from targeting, while 

previously identified bugs are repaired. Then, a 

broad coverage priority could be set to create 

spatially distributed�  testbench sequences 

throughout the entire design specification, 

without ever repeating a single sequence. 

Finally, even a random test priority can be set 

that creates lengthy random sequences through 

a design specification; although no constraints 

are needed here. Like logic synthesis, all of 

these goals and priorities can be changed by 

the engineer, to suit his/her needs, without 

making modifications to the testbench input 

description. 

By raising the level of verification abstraction, 

Mentor Graphics has enabled the separation 

of (specification) definitions and (simulation) 

decisions. The resulting rules-based definitions 

are concise in nature and easy to write. But 

more importantly, they do not execute, they 

are executed upon, by heuristic algorithms. 

This enables computer executed algorithms to 

assemble multiple rule sets, synchronize them, 

and traverse them, while synthesizing testbench 

sequences during simulation. The resulting 

simulation overhead is less than five percent, 

no matter how large the design or complex the 

specification.

The Mentor Graphics Questa™ advanced 

verification solution now offers a combination 

of directed testing, constrained-random testing, 

and algorithmic testing all in a SystemVerilog 

environment. The combination of all three 

techniques provides a revolutionary step 

forward in verification productivity, regaining 

ground on design productivity and Moore’s 

Law. By combining all three techniques, Questa 

finds more bugs faster—with less engineering 

time—enabling companies to bring their 

verification productivity up to par with their 

design productivity as they face ever-growing 

and increasingly complex design challenges. 

Questa reduces design delays, project costs, 

hardware respins, firmware patches, field 

returns, and, most importantly, lets engineering 

managers get a good night’s rest. For more 

information about Questa’s Algorithmic 

Testbench Synthesis, contact Mark Olen at 

mark_olen@mentor.com.

 

AMBA AHB Master Testbench—Rule sets, 

Traversal Graphs and examples of two 

actions on the following pages.
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amba aHb master testbenCH—rule sets, traVersal graPHs, and eXamPles of tWo aCtions:

amba aHb master testbenCH rule set (1 of 2)

Star t _ t rans ferGenera tor =
bus_rese t ,
wa i t _ for_wakeup,
repea t (( s ta r t _ pa th,
          fe tch_t ransac t ion,
          r epea t (( Genera te_burs t ,
                    genera te_t rans fers,
                    check _by tes_remain ing,
                    end_ pa th )),
          r epea t (( process_t rans fer_ resul t  )),
          send_t ransac t ion_response ));

Genera te_burs t = By tes_ per_bea t , Burs t _ t ype, pro tec t ion;

pro tec t ion = 0x0, 0x1, 0x2, 0x4, 0x8;

By tes_ per_bea t =   se t _by te_tag _ probabi l i t i es,
                (( by te  | 
                   hword |                       
                   word  |
                   dword   ));

Burs t _ t ype =   se t _burs t _ tag _ probabi l i t i es,
            (( s ing le, t ag ( “s ing le“ ))  |
             (  incr,   t ag ( “ incr“   ))  |
             (  wrap4,  t ag ( “wrap4“  ))  |
             (  incr4,  t ag ( “ incr4“  ))  |
             (  wrap8,  t ag ( “wrap8“  ))  |
             (  incr8,  t ag ( “ incr8“  ))  |
             (  wrap16, t ag ( “wrap16“ ))  |
             (  incr16, t ag ( “ incr16“ ))    );

amba aHb master testbenCH aCtion eXamPle (1 of 31)

t ask do_wrap4( );

  _cur ren tBurs t .se tBurs tType(AhbTrans fer ::HBURST_WRAP4);
  _cur ren tBurs t .se tBurs tLeng th InBea ts(4);
  _computeWrapAddresses( );

end task : do_wrap4
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amba aHb master testbenCH—rule sets, traVersal graPHs, and eXamPles of tWo aCtions:

amba aHb master testbenCH rule set (2 of 2)

Star t _ahbBusDr iver = bus_rese t ,
                     r epea t (( wa i t _ for_a_t rans fer,
                               a rb i t r a te,
                               r epea t (( upda te_ p ipe l ine,
                                         Upda te_bus_s ta te,
                                         nex t _clock )) ));
   

Upda te_bus_s ta te = response_ phase,
                   da ta_ phase,
                   address_ phase;

amba aHb master testbenCH aCtion eXamPle (2 of 31)

t ask do_arb i t r a te( );

  i f  ( _ t rans ferQueueEmpt y( ))
  beg in
      HBUSREQ = 0; // deasser t HBUSREQ
      i f  (( _s tar tedTransac t ion) &&
          ( !  _addressPhaseTrans fer.va l id( )) &&
          ( !  _da taPhaseTrans fer.va l id( )))
        beg in
          _s tar tedTransac t ion = 0; //  s igna l comple t ion o f t r ansac t ion
          t r ansac t ion_comple ted = 1;
          $d isp lay(“ f in ished t ransac t ion”);
        end
  end
  e lse beg in
    HBUSREQ = 1; // asser t HBUSREQ
    i f  ( !  _s tar tedTransac t ion)
      beg in
        _s tar tedTransac t ion = 1;
          //  t r ansac t ion wi l l  pass un less bus dr iver encoun ters an er ror
        _ t ransac t ionResul t = 1;
        $d isp lay(“s tar t ing t r ansac t ion”);
      end
end

end task : do_arb i t r a te
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Endnotes:

1. IBM pioneered the use of rule sets for the 

automation of compiler testing in the late 1970s.

2. Microsoft and others use rules sets for the 

automation of testing certain types of software 

products.

�. A spatially distributed algorithm synthe-

sizes sequences by selecting each subsequent 

traversal as differently as possible from previous 

traversals, in effect sprinkling tests throughout 

the entire functional specification. This tends 

to reduce the simulation time between the 

discoveries of multiple design errors.

Update_bus_state

address_phase

response_phase

data_phase
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You’ve read the books, listened to the experts 

and taken the training classes…now you’re 

faced with the daunting challenge of applying 

these new tools, languages and methodologies 

on your next verification project.  You want 

to avoid the potential pitfalls that complex 

verification presents and could really benefit 

from the experiences of others...but how 

do you access that “tribal knowledge”?  In 

this and future  issues, this column will draw 

from the collective experiences of Mentor’s 

Consulting team and address a few of your most 

pressing questions in an effort to ensure the 

successful application of advanced verification 

techniques.

  
WHy is a VerifiCation Plan 
imPortant?

To answer this question, we first need a 

common understanding of the composition of a 

verification plan.  The ANSI/IEEE Standard 829-

198� for Software Test Documentation defines 

it as:

“A document describing the scope, approach, 

resources, and schedule of intended testing 

activities.  It identifies test items, the features 

to be tested, the testing tasks, who will do 

each task, and any risk requiring contingency 

planning.”

Although there are numerous parallels 

between software and hardware verification, 

I believe we need to modify this definition to 

meet the needs for hardware verification and 

redefine it as:

“A document describing the methodology, 

environment, requirements and priorities of 

intended verification activities.  It identifies 

the relationship between design requirements 

and the means by which the design-under-

verification will be stimulated and verified for 

correctness and completeness.”

Now that we have a common high-level 

understanding of the scope of a verification 

plan, let’s discuss the impetus for developing 

such a document.  The first motivating factor 

is derived from the fact that whether you’re 

developing an FPGA, ASIC or full-custom chip, 

you’re likely to be responsible for verifying 

thousands of requirements which typically 

translate to hundreds of thousands of lines of 

HDL.  Designs of this complexity will easily 

generate hundreds to thousands of bugs.  

We can eradicate these bugs by employing 

a variety of different methods, tools, flows 

and languages.  The potential combination 

of these various options is mind-boggling, 

with each cross product possessing a unique 

quality-efficiency characteristic.  As such, 

it’s advisable to document and review your 

verification methodology to ensure your quality 

objectives are met in the most efficient means 

possible. 

Once a verification methodology is agreed 

upon, the next step is to fully comprehend 

the design and verification requirements.  For 

each design requirement, we need to identify 

the corresponding verification infrastructure 

requirements to stimulate the design and 

check its response.  We also need to specify 

the requirements for completeness (e.g. 

coverage).  The need to capture, manage and 

review these requirements and their associated 

relationships is a second motivating factor for 

writing a verification plan, since the quality of 

your traceability matrix is strongly correlated 

with the success of your project. 

Once the traceability matrix is complete, it 

will likely suggest a verification environment 

that rivals the complexity of the design in terms 

of lines of code.  This fact leads us to a third 

motivating factor for writing a verification plan.  

   Tribal Knowledge: 
The Consultants’ Corner
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With potentially hundreds of thousands of lines 

of code to implement, it is imperative to invest 

time to architect, document and review the 

verification infrastructure to ensure its stability 

and maintainability.  This planning process will 

not only optimize your probability of success, 

but also increase the likelihood that your 

verification assets possess the flexibility to be 

leveraged by other projects.

With hundreds of bugs, thousands of 

design/verification requirements and hundreds 

of thousands of lines of testbench code, a 

comprehensive verification plan has now 

become a prerequisite to any successful 

verification initiative.

 

WHat is tHe reason for 
seParating tHe VerifiCation 
and design teams?

There are two primary motivations driving 

the need for a separate verification team.  

The first catalyst is that modern verification 

methodologies are predicated on multiple 

independent interpretations of the specification.  

One interpretation is typically captured in an 

HDL (i.e. Verilog, VHDL) and is known as the 

design model, while the other is captured in 

a combination of verification languages (i.e. 

SystemVerilog, SVA,  SystemC, etc.) and is 

known as a correctness model (aka reference 

model, scoreboard).  During simulation, 

stimulus is applied to both models and their 

respective states are checked on a cycle-by-

cycle or transaction-by-transaction basis.  The 

quality of this verification strategy is heavily 

dependent on the purity of the interpretations 

made by the verification and logic design 

teams.  The verification team must take 

care not to be influenced by biases and/or 

assumptions made by the logic design team.  

This cross contamination can greatly increase 

the probability of false-negatives, thus allowing 

bugs to escape.

The second compelling reason for having a 

separate verification team is that the skill set 

of verification engineers has become highly 

differentiated from logic designers.   The use 

of high-level verification languages, OOP and 

class libraries has become commonplace for 

the development of testbenches.  Verification 

engineers are also required to possess a 

mastery of advanced verification methodologies 

(i.e. assertion-based verification, constraint-

based verification, coverage-driven verification) 

and their associated languages and tools.  

Maintaining a command of these skills demands 

the focus only a dedicated team can provide.    

Although there are compelling reasons 

to create a separate verification team, a 

successful verification campaign can only be 

waged through a close partnership between the 

verification and logic design teams.  The logic 

design team provides invaluable insight to the 

design implementation, which is essential to 

flush out the most complex bugs and corner 

cases.  It is also advantageous to leverage the 

logic design team during critical stages of the 

program to write assertions, test generation 

constraints and coverage groups.  These types 

of collaborative activities are made possible 

by new languages and methodologies like 

SystemVerilog and AVM.

 

HoW do you knoW  
WHen you’re done?

The golden rule of verification is that you’re 

never done.  However, we can strive to satisfy a 

predefined criterion for success.  The criterion 

for success is typically tracked and measured 

through a variety of metrics.  Typical metrics 

include but are not limited to: bug rates, 

coverage percentages, pass/fail percentages, 

mean-time-between-failure (MTBF), source 

code stability curves, source code growth 

curves, and application stability in the lab (i.e. 

emulation).  In addition to these quantitative 

metrics it’s essential to survey the team to get a 

qualitative assessment of the severity of recent 

bugs, coverage holes, unverified/unimplemented 

logic and the nature of failing test cases.   As 

the design matures and the verification initiative 

begins to converge, the quantitative metrics 

and qualitative assessment should have a 

consistent message.   MTBF should be on 

the magnitude of weeks to months, coverage 

goals should be at 100%, HDL and HVL source 

code should be stable, applications should be 

running cleanly in the lab and all design issues 

should be closed.  These metrics combined 

with a consensus throughout the design team 

that the design is ready for tape-out signifies 

the completion of a successful design.  Tape it 

out, you’re done!

Mike Warner is a Senior Consultant within 

Mentor Consulting responsible for helping 

design and verification teams adopt Mentor’s 

advanced verification solutions.  Prior to 

joining Mentor Graphics, Mike held leadership 

positions at Qualcomm and Texas Instruments, 

successfully addressing the same types of 

issues addressed in this column.  Got questions 

you’d like answered by folks like Mike who have 

“been there, done that?”  Send them to http://

www.mentor.com/products/fv/nl_ feedback.

cfm.  We’ll address several questions in future 

issues of Verification Horizons.
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