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0’00 0’12 1 Welcome back to the Synacor Email series of webinars.  Today we are going to focus on the Synacor 
operational practices. 

0’12 0’16 2 Let's start off talking about Synacor’s operational philosophy.   
0’16 0’44 3 Our goal is the reliably detect and mitigate operational issues before they become user impacting, which 

requires a comprehensive understanding of the system and host performance, long term trending and 
analysis, and ready access to all historical metrics and log data. By doing so, we improve customer 
satisfaction, enable our technical operations and eliminate call center involvement whenever possible. 

0’44 1’21 5 So, talking about how we deploy and operate  Zimbra at Synacor, we have a number of different 
deployment strategies we’ve deployed over the years, including an all physical architecture at the 
beginning, moving towards all virtual for certain customers where that made sense, and generally settling 
on a hybrid architecture would be mix of both physical and virtual assets as a part the deployment. We also 
perform using multiple storage back-ends including traditional block storage on a NetApp filer, as well as 
software-defined storage with Scality. 

1’21 2’04 6 Our operations really break down into five  functional areas. We’ve got our management, which is the 
routine deployment and operation of our systems. Monitoring, which includes both reactive and proactive 
health monitoring. Metrics, which is data gathering of key performance indicators for capacity planning, 
reporting and troubleshooting. Maintenance of the platform, which includes resolving browser compatibility 
issues, and deploying bug fixes and security updates, both as a part of upgrades and between upgrades. 
And then finally migrations, which includes not just intake of new customers but movement of the accounts 
between systems, and between Zimbra clusters. 

2’04 2’08 7 So, delving into out management a little bit. 
2’08 2’35 8 We have a platform built around centralized tools which includes Puppet for configuration management, 

MCollective for distributed operations.  And then SCAPI, which is a middleware application providing 



RESTful API for provisioning, management and mailbox access. 
And then finally, we have Etools platform which is a management interface built on top of SCAPI aimed 
primarily at our NOC and TSS groups. 

2’35 3’06 9 Taking a little look at some example access point for Etools server administration platform, you can see that 
we have ability to both pull the information from Zimbra, as well as perform actions on individual servers 
within any one of our clusters, including restarting and other operations. This is ACL based, so that we can 
provide different level of access to different groups in the company. 

3’06 3’37 10 The second key portion of our Etools platform is primarily for our TSS team so that they can monitor all of 
the email queues for all of the customers and quickly spots delays in inbound mail, and other problems of 
the email complex that once we get called from our customers, we can answer rapidly about the state of 
system and about the health of the email flows. 

3’37 3’53 11 We also have some tools built into the platform for log access, allowing us to pull information from a 
centralized location across entire Zimbra complex, as well as look at a suspicious email which is being 
delivered into and out of our platform.  

3’53 3’59 12 The next key area is going to be monitoring. 
3’59 4’20 13 This includes both a personnel aspect in the NOC team and offshore admins, and our on-call admins, as 

well as software platform called Synformer which provides us with network platform and application 
monitoring with built-in graphing and reporting capabilities. 

4’20 4’40 14 So, looking at an example Synformer alert view, you can see that we get not only existing issues but 
impending issues and visibility into the platform to thing that we simply do not know about;  for example, 
the status of license if the license check is missing. 

4’40 5’03 15 This also provides our graph view which allow us to pull historical metrics about the response time of 
applications and the health monitoring that we do over long period of time, allowing us to spot trouble 
periods during our day, and isolate problems individual servers from the entire complex. 

5’03 5’23 16 This provides not just a dashboard view of pre-canned view, but it allows us to look at our monitoring 



history in add-hoc fashion, allowing us to quickly identify issues about groups of hosts and the specific 
services without having to pre-configure that. 

5’23 5’29 17 Closely related to monitoring is our metrics-gathering platform. 
5’29 6’09 18 This is built largely around Graphite which allows us to have centralized storage of the system metrics and 

application metrics, provides ad-hoc visualization of those stored metrics, and allows us to build dashboards 
for monitoring, reporting and any other repeat viewing that we want to do. 
 

The second portion of that is log aggregation and analysis where we take log data and ship it to a 
centralized platform for analysis and reporting both for administration and operation needs, as well as 
business metrics like use patterns. 

6’09 6’42 19 So, looking at the capabilities of Graphite briefly.  This is the example of pulling the average garbage 
collection activity across an entire cluster as well as the peak and trough of those metrics so that we can get 
an idea how healthier Java virtual machines are, and if we've got undue memory pressure causing heavy GC 
activity which is a common culprit in operational issues when a system is stressed. 

6’42 7’04 20 The next example that we have here is an active user dashboard.  This was an example of business metrics 
that had been requested by clients when they wanted to break down of the number of concurrent IMAP, 
POP and Webmail users through a period of time so that they can track the relative use of those access 
points. 

7’04 7’40 21 And then looking at a broader dashboard. This one is the mail analysis dashboard that was built by the 
postmaster team in order to determine the efficacy of various methods of anti-abuse so that we can rapidly 
determine how effective a given approach is, and what a change in configuration has caused; if we up the 
priority of a particular RBL, what does that do to our mail flow. And this allows us to look at that any very 
rapid fashion. 

7’40 7’47 22 The next area that we focus on is the maintenance of the platform.  
7’47 9’42 23 So, one of the key area what we have a problem with is that most of the vendors are now releasing browsers 



in a tight lifecycle where the version of FireFox or Chrome will last for 3 or 4 months before it's replace, and 
there are new browser coming on to the market at regular intervals. Windows 10 has brought Edge; you've 
got new mobile version of Opera, Safari, UC browser, and a number of other platforms. So, in order to 
facilitate, or maintenance our platform between upgrades, we’ve taken an approach would be modified the 
style sheets of Zimbra, scripted down the base to the absolute bare minimum, added additional IDs to allow 
us to modify those properties through CSS, converted most of the CSS properties to LESS which is a  
templating mechanism for CSS which allows us to use the mixin support of that platform to accommodate 
differences between the browsers, and then also added in some Internet Explorer detection into view.tag 
file.  
 

The next part of our solution to this problem is modifying the actual Zimbra Webmail application scripts.  
We’ve integrated Modernizr which is browser capability detection library, as well as jQuery for some of the 
functionality that adds, and then built a number of script that get loaded along side the application: 
FixZimbra.js corrects upstream issues, and SynaSkinOverride.js allows us to augment the functionality the 
Zimbra application with additional features. 
 

And then finally, we have also Zimlet which is loaded after the application to correct any additional issues 
can't be corrected at load time. 

9’42 10’59 24 The next issue is addressing bug fixes and security patches. With the number of zero days exploit hitting the 
market now, and hitting common open source software Zimbra incorporates, like a OpenSSL, we've found 
the need to perform upgrades of the underlying components between upgrades of Zimbra. Part of this is to 
Zimbra application itself, where we often take patches provided for Zimbra against the current version, 
decompile them, examine them, apply the changes to the versions that we have deployed, and distribute 
those jar out so that we can have continuity experience for our users, while also maintaining security. 
 



Dependencies are another issue.  Those are bugs and security fixes in the underlying compiled software. 
Those require a little bit more care, because some software you can’t upgrade version so we have to 
actually backport sometimes; fixes to older version of OpenSSL, for example.  
 

And the key there is to make sure the any customizations Zimbra made are also applied to the same 
software. 

10’59 11’08 25 And then finally, the thing that ties all together for us is Migration. It's a key part what we do. 
11’08 11’31 26 We've got a proven email migration process and platform where we intake mail data as well as contacts, 

calendars, settings, signatures, vacation responses, and email filters into our platform, ingest it, normalize it 
and import it into Zimbra.  
 

11’31 12’26 27 To facilitate this we have a number of different pieces of software we have developed in-house.  The key 
part is Disbatch; that's an elastic distributed batch processing framework that we use for both internal and 
external mail migrations.  And that is a pluggable platform where we can ingest from variety of different 
platforms. 
 

The next portion that we utilize through Disbatch is called YAMS: Yet Another Mail Syncer. That is derivative 
of imapsync that we wrote in-house to address certain bugs and corner cases that were not addressed in the 
core imapsync platform. This is typically due to quirks in older mail platform where they don’t implement a 
perfect version of IMAP. 
 

To date we've actually used that software to migrate millions of mailboxes in fully managed and monitored 
fashion. 

12’26 13’09 28 So, this is the rough overview of how a migration works. Typically Synacor will configure our new mail 
complex for customers, and we will move all of the service endpoints to Synacor controlled IPs. The mail is 



brought into the MX server – into our MX servers and forwarded to the legacy MX platform as needed. All 
other protocols are brought into the proxy server where a lookup agent will determine whether it's a 
migrated user on our platform or a legacy user on the old platform, and we'll direct the traffic as necessary 
for that. 

13’09 13’30 29 We have management interfaces for our migration platform, where we can view quickly how many migration 
tasks have been performed, how many are in progress, and how many are queued for future processing, as 
well as the number of threads that are currently acting on those tasks. 

13’30 13’45 30 This is an actively developed platform; as can you see, we are moving from one management platform to 
another, providing a little cleaner and more modern interface. And we will be building this out having to 
have even more capability in the future. 

13’45 13’55 31 And that it for today. 
 
Our next of this series would be our reference architecture for geo-redundant deployment of Zimbra. 

 


