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The Effect of More Engaging Headlines
ANDY CHEN

LETTER FROM THE EDITOR
JOSH SCHWARTZ

In 2014, mobile traffic numbers, having
risen steadily for years, finally began to
surpass desktop numbers for many sites.
Sites like the New York Times, CNN, and
TIME launched redesigns in large part
aimed at better mobile experiences, with
more to come in the new year.
Facebook — by far the largest traffic
source for mobile news readers in the
US — surpassed Google as the largest
source of all traffic for many sites. With
Facebook as the new dominant source
of traffic, issues abound. Questions
were raised about Facebook’s algorithm
discriminating against certain topics in
the news. Change upon change was made
to Newsfeed to promote better content
and supress links deemed “clickbait” or
spam. And, controversy brewed over the
prospect of Facebook hosting publisher
content rather than linking out. Certainly
many similar issues have been raised
about Google as well, but Facebook
is still very much an evolving entity
when it comes to news, and publishers’
understanding of how to approach
Facebook traffic is evolving as well.
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As the ad industry began transacting
on viewable impressions, ad inventory
was turned on its head and buyers and
sellers were forced to confront the
fact — certainly not unique to online
advertising — that large numbers of
impressions that have been charged
for have never actually been in front of
human eyes. The road to restructuring
ad inventory around portions of sites
that are actually seen is a difficult one,
but there’s hope that the changes will
eventually align pricing to reward sites
producing content that’s most engaging
to readers.
And, native advertising made its way
from social networks onto mainstream
news media, to a mix of praise, doubt,
and controversy.
Chartbeat grew to over 90 people,
and the data science team ended the
year by welcoming our sixth member,
Chris Breaux. Our products evolved, as
well, with major releases of products
to analyze historical trends in traffic,
report on native ads, and optimize and
monetize display ad inventory. With an
expanding team comes the potential for
new breadth and depth of work, some of
which you’ll see showcased in this issue,
and some of which you’ll see released as
products in the months to come.

We can imagine users clicking more on the popular
headlines in lieu of clicking on others, yielding
no positive net effect. By looking at the data, we
can see how an increase in the CTR of a headline
position results in an increase in the total CTR of its
landing page.
Let’s look at times when headline positions
dramatically increased in CTR on a particular
landing page. When this happens, either a new,
more popular headline has replaced an old
headline, or the same headline has suddenly
become more popular. We plot the increase in the
headline position’s CTR with the accompanying
increase in landing page CTR in Figure 1.
For this particular page, we see that for every 1%
increase in a headline position’s CTR, we typically
get a 0.5% increase in total landing page CTR. Every
site is slightly different, but landing pages generally
display a similar positive correlation.
How do we know that the increase in headline
position CTR causes the increase in landing page
CTR, and not vice versa? We can’t be 100% certain
without experimenting on landing pages ourselves,
but we can be pretty sure. The total CTR of a landing
page does naturally vary throughout the day, but it’s
unlikely to change sharply. So, by looking at a steep
increase in headline position CTR within a short
period of time (above, we only considered positions
that became at least 1.5 times more popular and

COMPARING CTR INCREASE BETWEEN
LANDING PAGE AND ONE HEADLINE

5%
LANDING PAGE

As we cross into 2015, the state of
consumption of news online looks quite
different than it did one year ago.

It makes intuitive sense that producing individual
headlines with higher click-through rates (CTR)
would lead to visitors clicking on more pages
overall. But how true is this?
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gained at least 2% CTR within five minutes), we can
be reasonably sure that the cause of this correlation
is the increase in headline position CTR. And by
looking at a landing page with 500k+ views a day, we
have enough clicks to accurately detect increases in
CTR over short periods of time.
So what does this mean? Our findings support the
effectiveness of A/B testing headlines — if you’re
testing to see which headlines get more clicks, and
then displaying the more engaging ones, your
landing page will get more clicks overall. Writing
quality content matters, but it starts with writing
engaging headlines.
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The Evolution of Dark Social

SHARE OF TRAFFIC BY REFERRER
DESKTOP

Correcting Attribution in the Mobile App Age

MOBILE

TABLET

0.6

CHRIS BREAUX

Dark Social
Facebook

Fortunately, the problem of dark social is
becoming more widely acknowledged throughout
the industry. Individual domains have long
tried to manually alleviate the problem by
including tracking tags and custom URLs on
their social content, but are increasingly looking
for additional tools to confront the problem
head on. Analytics providers continue to refine
their offerings and take a leading role in driving
the conversation. Major referrer sources are
6
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Chartbeat is now leveraging user agent profiles to
disambiguate a significant chunk of dark social
mobile application traffic. Many major mobile
applications such as Facebook, Twitter, Pinterest,
Drudge Report, and Flipboard set a tag in the user
agent to identify the application. For example, in
the following user agent, the tag “[FBAN/FBIOS…]”
identifies the use of the Facebook application on iOS:

Mozilla/5.0 (iPhone; CPU iPhone OS
8_1_2 like Mac OS X) AppleWebKit/600.1.4
(KHTML, like Gecko) Mobile/12B440 [FBAN/
FBIOS;FBAV/21.0.0.25.14;FBBV/6017145;FBDV/
iPhone7,2;FBMD/iPhone;FBSN/iPhone
OS;FBSV/8.1.2;FBSS/2; FBCR/AT&T;FBID/phone;FBLC/
en_US;FBOP/5]

https://www.internetretailer.com/2014/12/10/mobile-apps-dominate-time-consumers-spend-online
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One way of getting a handle on this attribution
problem is to look carefully at traffic patterns among
the articles on your site. For a large majority of
the articles we have looked at, dark social traffic
closely correlates in time with other attribution
sources. For instance, several of the most popular
mobile applications for Reddit do not pass referrer
information. Consequentially, when we see spikes
in Reddit-based traffic on desktop, we tend to see
a corresponding spike of dark social traffic on
mobile. This suggests that a large portion of dark
social traffic is really just misattribution of known
referrers. As a result, for individual articles, you can
explicitly attribute much of this traffic to the correct
sources.

0.4
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With the rise in mobile application traffic, there
has been a parallel increase in unattributed
traffic to articles on the web—a bucket of traffic
referred to as dark social. This category of traffic
encompasses not only the visitors who enter a
URL directly, but also those who click on links
from email, instant messaging, and many mobile
and desktop applications. Unattributed traffic can
also result from a number of technical issues that
cause referrer information to be omitted from a
known traffic source. The lack of clear attribution
for this traffic is a big problem: for most domains
on our network, dark social accounts for 20% to
40% of overall external traffic to articles. Because
of the popularity of mobile applications, the
percentage of dark social traffic among mobile
users is even higher.

doing more to ensure that their traffic is properly
acknowledged. We’ll take a look at some of these
developments.

JU

Over the past few years, Internet traffic has seen
major changes. As smartphones become more
ubiquitous, more and more people are spending
a significant amount of time on the web on
mobile devices, and in particular, via mobile
applications. In October, more than half of the
time Internet users spent online was via mobile
and tablet applications.1

TRAFFIC SHARE

0.5

Figure 1

In many cases, we saw an immediate difference
after Chartbeat started capturing missing referrers
for these user agent-tagged mobile applications.
For instance, we saw the traffic attributed to
mobile Facebook use jump as much as 40% from
previously misattributed dark social traffic.

social traffic has evolved over the second half of
2014. While dark social on desktop is relatively
stable, we can see a significant drop in dark social
for both mobile and tablet devices in November,
concurrent with the Facebook fix. (We also see a
corresponding rise in Facebook traffic).

Several large sites have also made recent efforts
to try to pass along referrer information more
of the time. In early 2014, Yahoo made a sitewide conversion to use HTTPS instead of HTTP
by default, causing referrer data to be dropped.
Recently, however, we have observed changes from
the Yahoo site that now allow the referrer to be
passed for both Yahoo Search and Yahoo News.
Facebook also recently announced that it fixed a
bug that was causing referrer data to get lost on
outgoing mobile application clicks. This fix is
particularly notable because of how much traffic
originates from the social network.

As more sites pay closer attention to the analytics
needs of its publishers and as more mobile
applications pass referrer information or user agent
identification, perhaps we can make further inroads
into the problem of missing attribution. Still, even
with the most recent efforts, dark social share
remains at a third of external traffic. We still see
close time series correlations for major drivers of
traffic such as Facebook and Reddit. It is apparent
that we’ve made strong progress in mitigating dark
social traffic on mobile and tablet devices; but as a
share of traffic, dark social on mobile is still
significantly higher than dark social on desktop.
Unfortunately, we can’t give up on tracking codes
and custom URLs quite yet.

We can see the results of these changes across our
network. Figure 1 shows how the share of dark
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It was tedious work. The hours spent in the
scriptorium, carefully copying the symbols of
antiquity. The pens, typically made from the
feather of a crow or a pheasant, were unwieldy and
difficult to maintain.
But it was these chosen few — the monks, the
students — who lit the candles, so to speak, that
guided humanity through the Dark Ages. It was
they who perpetuated the words of Plato, of
Aristotle, of Virgil, and Dante. A hundred years
later, Gutenberg’s invention would be the stone in
the pond that would send information flooding
across the European continent, bringing the
content of these manuscripts to the masses, leading
to reformation, revolution, and enlightenment.

Depth of Visit
in the Dark Wood

This laborious transcription, this smallness of
information, is foreign to the world in which we
now live; a time when the world’s scriptoria are fully
accessible through devices that fit in our pockets
and the palms of our hands. We live in the world
of Asimov, not of Dante, and our world is quite far
from a Dark Age. Yet, it can still feel opaque; the
availability of information has a way of causing
more confusion than clarity. Post upon post floods
our social media streams, countless articles are
published every day1, and we often find ourselves,
like Dante, astray in a dark wood.

DAN VALENTE & KRIS HARBOLD

Midway upon the journey of our life
I found myself astray in a dark wood
For the straight road was lost
Dante, The Divine Comedy, Part I, Inferno, Canto I (1-3)

...but don’t make the mistake of thinking you, or I or
anyone, knows how the world is meant to work. The
world is a miracle, unfolding in the pitch dark.
We’re lighting candles.
Barry Lopez, “The Mappist”
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But there are those who continue to light candles
— you, the content creators — helping us lost
souls find our way in the deluge of information.
Presenting facts, exposing opinions, influencing
thought. You labor to inform. You labor to engage.
You labor to entertain. Your only hope is that we
stay a while, and perhaps find enough reasons to

return. And so the question that you grapple with
daily is: how can I get visitors to stay in the light
of my candles? And how can I get them to keep
coming back?
Of course, this is about garnering a user’s attention;
you want visits to be as memorable as possible.
But to answer the questions of how to prolong a
user’s journey through our site, how to get them
to stick to our content, we have to first understand
how long visitors’ journeys really are. What is the
typical behavior of a reader, and need we (or can we)
realistically change this behavior? Is it worth it?
The most common behavior on nearly all sites is a
single-page visit.2 If we look at the audience of sites
across our network in aggregate, a median of only
26% of visitors visit two or more pages a day on any
given site. This is not entirely surprising — time is
a precious commodity, and users only have so much
to give.
The point from which a user starts their journey,
however, matters. We’ve seen in the past that
visitors coming from social media tend to have
shorter visits, and this trend still holds. Typically,
only about 6% of visitors with social media
referrers see two or more pages in an entire day.
These visitors usually go directly to an article,
bypassing landing pages. For those users who start
their visit on a landing page, 65% of them visit two
or more pages in that day. But for the users that
start on an article page, only 25% of them have a
prolonged depth of visit.3
The length of time users spend engaged with the
site follows a very similar pattern. In aggregate,
about 85% of users spend less than two minutes

1

Across the Chartbeat network, we see about 75,000 new pages come online a day.

2

To explore this, we looked at users’ depth of visit for a sample of about 600 sites across our network during the first
week of December, 2014.

3

Even if we discount the landing page visit in the depth calculation (since landing pages typically don’t have “content”
per se), landing page visitors still have longer visits. Across sites, we see 45% of users visit two or more pages past
the landing page.
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Figure 1

a day actively engaged with a site. If those users
start on an article page (or come from a social
referrer), about 95% of them will spend less than
two minutes. Clearly, we get the best chance of
a long visit if our users come directly to landing
pages. Unfortunately, 4 times as many people
start their visit on an article page as they do on a
landing page.
The fact of the matter is that visits from social
media directly to articles are quickly becoming
the primary mode of interaction with content on
the web. We can no longer count on homepage
visits driving users deep into the site. We are also
10

LANDING PAGE

forced with a bit of a chicken and egg problem —
the audience who starts their journey at a landing
page is more likely to consist of your loyal audience,
users who make visits to your content part of their
routine. Do longer user visits from the homepage
have something to do with the homepage itself, or
is it because our loyal audience tends to start their
visit on our homepage? We’ve seen more evidence
for the latter rather than the former.
So, then, the question becomes: how do you compel
readers to continue their visit after arriving via an
article? One way, of course is to continue delivering
great content. But content might not always be

enough; users need to see a clear path to other
great content on the site, and traditional article
designs provide a limited opportunity to direct
readers further. Readers have difficulty seeing a
clear path to continue on. The practice of placing
recommendations at the bottom of an article,
or alongside content, doesn’t seem to provide
the incentive for visitors to move on, which may
be partially to blame for the shallow depth of
visits we see. That said, we also typically see only
several main traffic paths away from a homepage,
so it is not the restriction of choice that is
necessarily a bad thing. Is there some other way to
push users deeper?

One possible solution is to alter the design of article
pages to facilitate deeper visits. A design that has
emerged more recently uses an infinite scroll
layout, presenting the reader with a new article
directly following article content, or slightly after.
By presenting articles in this fashion users are
encouraged to continue their engagement without
having to redirect for more content, or return to the
homepage to find what they want. On mobile
devices especially this facilitates a longer visit, or, at
least, that is the goal.
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To analyze the effect of this layout on user behavior
we looked at the “traffic topology” of several sites,
breaking them into those with infinite scroll
implemented on article pages, and those using
more traditional, link based, recommendation
schemes. Each dot in these visualizations is a
page, and the line between them denotes traffic
that flows between the pages; a heavier line means
more traffic.
What we observe from traditionally designed
article pages is that the majority of readers, if
redirecting at all, do so to a small group of other
pages. This forms a “starburst” like pattern,
characterized by a dense cluster of pages around
the site’s homepage, and several smaller clusters
forming just off this main group. Traffic to these
small clusters represents the majority of traffic
going to or from the homepage. Interaction
between these clusters, however, rarely exists,
creating dead-ends for users. This is one of the
most common traffic topologies that we see for
traditionally designed sites. Occasionally, you get
long paths connecting many pages (the visible
loops on the edges of the starburst) but these
are almost exclusively slideshows or paginated
longform articles.
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Traffic patterns of infinite scroll layouts, however,
vastly differ. These topologies have many large
clusters, not just centered around the homepage.
Traffic from these clusters is well distributed, so
instead of users hitting a roadblock after reading an
article, there is free and easy movement from one
group of articles to others. This type of unhindered
access to other areas of the site encourages users
to continue their experience without needing
to return to a homepage first. It is difficult to
definitively say whether these sites improve depth
of visit — we did not find enough examples of these
sites to say much in the way of statistics — but we
did find slight evidence that daily depth of visit and
site engagement times are on the higher end of the
distributions.

14

15

vs. article visitors. As we saw previously, the article
designs on most sites don’t seem to encourage
longer visits, and infinite scroll designs are in the
minority; this may be one reason why the social
return rate is so poor. What is important here
is that for many sites and visitors, there is an
increasing relationship between the probability
of return and the length/depth of visit. It will be
interesting to see if the social return rate increases
in the future as more sites cater to the different
behaviors of the mobile audience.

PROBABILITY FOR NEW USERS TO RETURN WITHIN A WEEK
PROBABILITY OF RETURN VISIT (PERCENT)
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Figure 3

So if we can change design and user experience
to slightly increase the time users spend engaged
with our site, will this cause new users to become
returning users? If those new users from social
referrers come directly to an article page and
enjoy our content, can we get them to return and
eventually convert to homepage loyalists? We
looked at a sample of 70 million users from the past
month’s worth of traffic across our network and
asked the question: If the visitor is new to the site at
the beginning of the week, what is the probability
that they will return at some point within the
following 7 days, given that they’ve spent a certain
length of time during that visit?
If a new user spends 5 minutes on the site during
the day of their first visit, there is over a 7% chance
that they will return within a week. This is a two
percent increase over a new user spending only
a minute on your site that first day. The picture
16

Considering the difficulty in changing user
behavior, though, if the probability of return is
marginal, we seem to have two paths forward. We
need to continue to find ways to push users deeper
into our site and convert them to our loyal
audience, and we must facilitate movement from
single-page article visits. And, in reality, if many
users are coming straight to articles, perhaps we
should develop sites and methods of monetization
that exploit these single page visits. They are, after
all, interactions with our site and content.
Remember: we can light the candles, but it is
ultimately up to the user to decide whether they
want to remain astray in the dark wood.

is quite different for your audience coming from
social referrers, however. There is nearly no
relationship between the time spent on your site
that first day and the probability of whether they
will return. If anything, we see a slight decrease in
likelihood to return, but this decrease is minimal.
So, if a new user spends 10 minutes a day engaged
on the site, we only expect an 8% probability of her
return in the next 7 days. This is depressingly small.
And social visits seem to have no relationship
between engaged time and probability to return.
Shall we abandon all hope? Not exactly. We must
not forget that each site, each piece of content is
unique. Note that the numbers we gave above are
aggregated over 70 million users on nearly 600
sites. Aggregate numbers can obscure the whole
story. In those 600 sites, there are sites that have
much longer visits, higher return rates, and a
variety of differences between landing page visitors
17

Insights From Around the World
JUSTIN MAZUR

AVERAGE ENGAGED
SECONDS

SOCIAL: COMBINED

Mean number of seconds
people spend engaged with
each article

Percentage of all traffic
coming to articles from
Facebook or Twitter

28

31

27

35

23

32

8.9%

13.8%

6.9%

6.1%

15.1%

9.2%

NO SCROLL
Percentage of article views
where the user never scrolls
down the page at all

SOCIAL: BREAKDOWN
33%

23%

28%

17%

17%

29%

Social traffic broken down
by Facebook and Twitter

1.4%
7.5%

1.0%
12.8%

0.5%
6.4%

0.2%
5.9%

0.1%
15.0%

0.5%
8.7%

28%

18%

25%

17%

43%

27%

LOYALTY
Mean number of seconds
users spend reading articles
on an individual site in a 30
day period
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PLATFORM
118

120

139

203

153

142

Percentage of all traffic that
comes from mobile devices

UNITED STATES

LATIN AMERICA

WESTERN EUROPE

EASTERN EUROPE

EAST ASIA

OCEANIA

The US is one of the weakest
regions when it comes to
engagement. A third of all visitors
leave an article before they even
scroll down the page at all, and
the average engagement ranks
among the lowest in the world.
Also, users spend little time
per month reading articles on
individual sites compared to the
rest of the world. This might be
explained by the abundance of
news alternatives in the english
speaking world.

Twitter has a relatively small
influence on traffic around the
world except in the Americas.
Latin America in particular is
driven by a large proportion
of traffic from both Facebook
and Twitter. This remains true
even though the proportion of
mobile traffic to Latin American
sites is below average.

European nations stand out
as the region where social
sources like Facebook and
Twitter have the smallest
impact. Once on an article,
however, the engagement of
readers in Western Europe
are almost indistinguishable
from the US audience.

Visitors to Eastern European
websites engage with content
more than any other region.
Not only do they engage more
with each article visit, they
spend more time reading
articles over the course of a
month on each site they visit.
High audience loyalty and low
mobile/social traffic suggests
that Eastern Europeans are
still consuming content from
traditional news sources.

Mobile and Facebook traffic are
the story in East Asia. Nearly
half of all traffic to Eastern
Asian sites come from mobile
devices, which is dramatically
larger than any other region.
A highly mobile and social
audience, however, comes
with the lowest engagement
of all the regions with people
only spending an average of
23 seconds engaging with the
articles they visit.

Oceania sits in the middle of
nearly all metrics presented
here. With readers spending
32 seconds engaging with
articles on average, however,
Australia and its neighbors
are among the most engaged
in the world.

NOTE: Regions included are only those for which there is sufficient data available
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MEET THE DATA SCIENCE TEAM

JUSTIN MAZUR

ANDY CHEN

Justin Mazur received a Ph.D. in mathematics from
Indiana University, where he studied Algebraic Geometry.
At Chartbeat, he is a data scientist and engineer helping
to build tons of cool products related to ads and
real-time analytics, like CampaignIQ, an automated tool
for creating natural language insights and research about
ad campaigns.

Andersen Chen works on novel machine learning
algorithms and distributed systems to drive user
engagement on the web. He loves multi-armed bandit
problems and probabilistic graphical models. He
received a Sc.B. in Math and Computer Science from
Brown University.

justin.mazur@chartbeat.com

andy@chartbeat.com

@justindmazur

JOSH SCHWARTZ

CHRIS BREAUX

DAN VALENTE

Josh Schwartz is Chief Data Scientist at Chartbeat.
He focuses on applications of machine learning and
optimization to help media companies grow and
monetize their audience. His work has been featured in
the New York Times, Washington Post, and The Atlantic,
among others. In a prior life, he researched machine
learning, optimization, and computer vision at MIT,
Cornell, and the University of Chicago. In another prior
life, he was a moderately successful coffee entrepreneur
and a slightly less successful bicycle racer.

At Chartbeat, Chris Breaux harvests data to study Internet
audiences and their behavior. In the past, he’s worked
on modeling pandemics and human longevity, and he
maintains a keen interest in algorithmic game theory.
In his free time, you can find Chris barreling down ski
slopes, solving puzzles, or laying down vocal bass lines.
A New Orleans native at heart, he maintains that the
secret to happiness is a good crawfish étouffée. Chris
received his M.S. in Computer Science from
Stanford University.

Dan Valente has studied the statistics of sounds from
explosions, the decisions that fruit flies make when
navigating their environment, and the trajectories that
pions take after a nuclear collision. When not deluged by
data, you can find Dan listening to, composing, or talking
about music. Dan obtained his Ph.D. from
The Pennsylvania State University.

josh@chartbeat.com

christopher@chartbeat.com

@joshuadschwartz

@breaux_cm

dan@chartbeat.com
@dpvalente

KRIS HARBOLD

MEET THE DESIGNER / ASHLEY KIRCHER

Kris is leading the charge in developing novel ways to
communicate the intricacies of Chartbeat’s data landscape
though complex visualizations and applications. His
previous work has included constructing algorithms to
simulate ad refreshing, and to detect anomalous events in
the life of an ad campaign. Outside of the office Kris can
be found scaling rock faces, exploring the world of overly
complex board games, and hacking on various tech toys.
Kris received a BS in Computer Engineering from The
George Washington University.

Ashley received her BFA in illustration from the
Rhode Island School of Design. At Chartbeat she
works on finding new and engaging ways to present
information, from creating icons and illustrations to
interactive web experiences. Outside creative endeavors
she enjoys cooking and spending time with her two cats.
ashley@chartbeat.com

kris@chartbeat.com
@harbolkn
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