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Introduction
• Machine learning systems are vulnerable to maliciously crafted

inputs. Interest in adversarial Learning (AL) has grown dramatically
recently.
• AL attacks: data poisoning attack, test time evasion attack, and

reverse engineering attack
• We propose a generalized defender against data poisoning attacks

on classifiers, e.g., those based on a support vector machine (SVM),
a Bayesian network, or a neural network.
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• Data poisoning (DP) attack is an effective attack to a classifier:
• DP attack is easy to conduct.
• A small amount of poisoning may dramatically degrade classification

accuracy.

a b
Fig. 1 An example of a binary SVM classifier. (a) the classifier trained on clean
datasets, each of which has 400 data points. (b) the classifier trained on poisoned
dataset, where we inject 50 red-like points into the blue set and label them as blue. 



Introduction
• Defenses against DP attacks on classifier accuracy:
• Steinhardt, J., Koh, P.W., Liang, P.: Certified defenses for data poisoning 

attacks. Conference on Neural Information Processing Systems (2017)
• Laishram, R., Phoha, V.V.: Curie: A method for protecting SVM classifier 

from poisoning attack. Arxiv.org (2016)
• Nelson, B., Barreno, M., Jack Chi, F., Joseph, A.D., Rubinstein, B.I.P., Saini, 

U., Sutton, C., Tygar, J.D., Xia, K.: Misleading learners: Co-opting your spam 
filter. Machine Learning in Cyber Trust: Security, Privacy, and Reliability. 
Springer, Boston (2009)
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• A potential strategy for designing a generalized defender against an 
embedded data poisoning attack is outlier detection, also known
as data sanitization.

a b
Fig. 1 An example of a binary SVM classifier. (a) the classifier trained on clean
datasets, each of which has 400 data points. (b) the classifier trained on poisoned
dataset, where we inject 50 red-like points into the blue set and label them as blue. 
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• Also, it is possible that the clean data follows a mixture distribution,
where several subpopulations are allowed within an overall
population.

Fig. 2 Clean dataset may also have several subpopulations



Introduction
• Hence, we propose a mixture based outlier detection method, both 

to well-fit the (potentially multi-modal) data and to allow potential 
concentration and isolation of poisoned samples in a small subset 
of the mixture components



Threat Model of Data Poisoning Attack
• Notation
• Sample 𝑥 = (𝑥!, 𝑥", … , 𝑥#)
• Feature 𝑥$(𝑑 = 1,… , 𝐷) can be discrete valued or continuous valued
• Positive training set 𝜒% = {𝑥&

%, 𝑖 = 1,… ,𝑁%}
• Negative training set 𝜒' = {𝑥&', 𝑖 = 1,… ,𝑁'}
• Additional samples that are treated as labeled negative /𝜒' = {0𝑥&, 𝑖 =
1,… , 1𝑁'}
• Possibly poisoned negative set 𝜒'( = {𝜒', /𝜒'}



Threat Model of Data Poisoning Attack
• We assume the attacker:
• has full knowledge of the learning approach and classification framework
• does not need access to the training set
• only pollutes the negative training set
• is unaware of any deployed defense

• The goal of an attacker is to decrease classification accuracy with 
as few attack samples as possible.



Threat Model of Data Poisoning Attack
• The defender presumes:
• The positive set is untouched.
• It is unknown whether the negative set is corrupted and if so, which is the 

attack subset of samples.

• The defender aims to:
• identify and remove attack samples before classifier training/retraining
• maintain the classification accuracy as high as that of a classifier trained 

without data poisoning



Threat Model of Data Poisoning Attack
Two attack scenarios: classifier retraining and classifier training
• Classifier retraining: One can initially build clean positive and negative

models by 𝜒% and 𝜒', respectively. Then the learner is retrained on
possibly poisoned dataset (𝜒'().
• Classifier training : The attack samples (/𝜒') are embedded amongst the 

clean negative samples (𝜒'). The possibly poisoned negative set 𝜒'( is
used to perform the inaugural learning of the negative model, not model 
retraining.

Our approach is applicable to both scenarios, and we focus on the more
challenging one, the classifier training scenario.



Mixture Model Based Defense Against DP Attack
• Mixture Modeling
• Mixture modeling is a sound approach for seeking to concentrate (and thus 

isolate) poisoned samples in a few components.
• Mixture representation of a sample 𝑥:

𝑃[𝑥|Θ(𝑀)] =8
)*!

+

𝛼)𝑃[𝑥|𝜃)]

Where Θ 𝑀 = {{𝛼)}, {𝜃)}} denotes model parameters at order 𝑀.
• {𝛼!} are component masses, 0 ≤ 𝛼!≤ 1,∑!"#$ 𝛼! = 1
• 𝜃! is the set of parameters specifying the joint probability mass (density) function for
component 𝑗.

• M is selected by minimizing Bayesian Information Criterion (BIC), {𝛼!}, {𝜃!} are
estimated by expectation maximization (EM) algorithm.



Mixture Model Based Defense Against DP Attack
• Detection Inference
• The attack samples, which are labeled as negative, are actually more

representative of positive samples , and present atypicality w.r.t the
negative set.
• Log mixture likelihood (log 𝑃[𝑥|Θ(𝑀)]) is used as the statistic for detection

inference as it can capture such atypicality of attack samples towards
negative set.



Mixture Model Based Defense Against DP Attack
• Detection Inference
• Null hypothesis: the negative training set is not poisoned
• Alternative hypothesis: the negative training set is generated by an 

alternative model, which is a mixture of negative and positive distributions.
• Test statistic: the positive-negative boundary

log 𝑃[𝑥|Θ(𝑀%)] = log 𝑃[𝑥|Θ(𝑀'()]
For any 𝑥 ∈ 𝜒'(, if log 𝑃[𝑥|Θ(𝑀%)] > log 𝑃[𝑥|Θ(𝑀'()], we reject null

hypothesis. Otherwise, we accept null hypothesis.



Mixture Model Based Defense Against DP Attack
• Implementation

1. Apply mixture modeling to both 𝜒% and 𝜒'(, and get Θ(𝑀%) and Θ(𝑀'()
2. Make a traversal order of negative components based on component

score, i.e., the average sample log-likelihood under the positive model
!
|-!|

log 𝑃[𝜒&|Θ(𝑀%)], where 𝜒& ⊂ 𝜒'(, 𝜒& = {𝑥| log 𝑃 𝑥 𝜃& >
log𝑃[𝑥|𝜃.], ∀𝑘 ≠ 𝑖}.



Mixture Model Based Defense Against DP Attack
• Implementation

3. From the highest to the lowest-scored negative component:
a) Suspicious subset of samples in current component 𝑖 -𝜒% = {𝑥 ∈

𝜒%| log 𝑃 𝑥 Θ 𝑀& > 𝑚 log𝑃[𝑥|Θ(𝑀'( − 1)]} is removed, where Θ 𝑀'( − 1 =
{

)!|#$
∑!%&' )!%|#$

, {𝜃!|'(}|∀𝑗 ≠ 𝑖},𝑚 ∈ [0,1] is a hyperparameter.

b) Denote surviving samples as 𝜒′% = 𝜒%\-𝜒%. Re-estimate 𝜃%|'( = argmax, log 𝑃[𝜒′%|𝜃]
and re-weight component masses.

c) Evaluate BIC costs of two negative models: one is the re-weighted model with
component 𝑖 directly removed, the other is the model with component 𝑖 re-
estimated by its surviving samples. If 𝐵𝐼𝐶 Θ 𝑀'( − 1 , 𝜒'( < 𝐵𝐼𝐶 Θ 𝑀'( , 𝜒'( ,
we remove component 𝑖 and re-weight the remaining components. Otherwise, we
update the parameters of component 𝑖.



Mixture Model Based Defense Against DP Attack
• Parsimonious Mixture Model (PMM) Framework

• Challenge of standard mixture model: underestimation of model order for a high
dimensional feature space.

• PMM solves this problem by introducing shared parameters to represent feature
distributions common to all components.

• Likelihood of a sample 𝑥 under parsimonious mixture: 

𝑃[𝑥|Θ(𝑀)] =+
!"#

$

𝛼!-
%"#

&
𝑃[𝑥%|𝜃!]'!"𝑃[𝑥%|𝜃(]#)'!"

Where Θ 𝑀 = { 𝛼! , 𝜃! , 𝜃(, {𝑣!%}} is model parameters at order 𝑀.
{𝛼!} are component masses, 0 ≤ 𝛼!≤ 1,∑!"#$ 𝛼! = 1
𝑃[𝑥%|𝜃!] and 𝑃[𝑥%|𝜃(] are component-specific and shared distributions,
respectively.
𝑣!% ∈ {0,1} is the switch between component-specific and shared distribution for
feature d.



Experiments
• Datasets: TREC 2005 spam corpus (TREC05) and Amazon reviews 

polarity dataset (Amazon Reviews)
• TREC05

• Amazon Reviews

Ham Spam

Training 8651 8835
Test 2861 2968

Positive Negative

Training 50000 50000
Test 10000 10000

Table 1 Overview of TREC05

Table 2 Overview of Amazon Reviews



Experiments
• Target classifier: standard Naïve Bayes classifier
• Attack: “pure-positive” poisoning attack, i.e., adding real positive

samples into the negative training set
• Evaluation criterion:
• improvement in classification accuracy after classifier retraining
• true positive rate (TPR) -- the fraction of poisoned samples that are 

detected
• false positive rate (FPR) -- the fraction of non-poisoned samples falsely 

detected



Experiments
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Fig. 3 Performance of mixture-based 
defender against “pure-positive” attacks
on TREC05

Attack
strength

Poisoned
NB

Retrained
NB

TPR

1000 0.7708 0.8585 0.9784

2000 0.7178 0.903 0.9552

3000 0.6773 0.8923 0.9264

4000 0.7284 0.8905 0.9244

5000 0.7157 0.8445 0.9726

6000 0.6871 0.8820 0.9199

Table 3 Performance of mixture-based 
defender against “pure-positive” attacks
on TREC05
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Attack
strength

Poisoned
NB

Retrained
NB

TPR

10000 0.8213 0.839 0.8955

20000 0.805 0.8375 0.8886

30000 0.7862 0.8328 0.9068

40000 0.765 0.8333 0.927

50000 0.7461 0.8279 0.8899

60000 0.7275 0.82145 0.8813

Fig. 4 Performance of mixture-based 
defender against “pure-positive” attacks
on Amazon Reviews

Table 4 Performance of mixture-based 
defender against “pure-positive” attacks
on Amazon Reviews



Experiments
• Problems of experiment results:
• The false positive rate is relatively poor -- in the range of 0.12-0.37
• The standard NB retrained on purged TREC05 outperforms the one trained 

on the clean dataset.
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Fig. 3 Performance of mixture-based defender against “pure-positive” attacks on TREC05



Experiments
• We train a standard NB classifier on the “clean” datasets where 

false detected training spam are kept, and training ham are 
untouched. In each case, there are roughly 4000 training spam 
and 8000 training ham.
• The classifier has test accuracy of 0.72, with the averaging over all 

considered attack strengths.
• Nearly half of the test ham are misclassified as spam and 90% of test 

spam are classified correctly.

• The false detected samples (real spam) have similar distributions 
as ham emails. Hence, our method performs effective defense 
against “pure-positive” poisoning attacks, as the unsatisfying false 
positive rate is actually rooted in the inherent impurity of TREC05.



Conclusion and Future Work
• We proposed a mixture model based defense against data 

poisoning attacks against classifiers where attack samples are an 
unknown subset embedded in training set.
• We successfully launched defenses against “pure-positive“ attacks

on datasets TREC05 and Amazon Reviews
• Our approach is a generalized defense strategy that can be

deployed as a precursor to the training of any classifier.



Conclusion and Future Work
Our assumption towards the adversary is strong -- we assume the
attacker only pollutes one of the training sets, either positive or 
negative. In general, the attacker may simultaneously poison both 
positive and negative sets with different strengths. Defending 
against such attacks is a good subject for future work.


