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• Synergistic activities
• Introduction and overview of adversarial learning
• Motivating detection of test-time evasive samples
• ADA for Test-Time Evasion Attacks
• Experimental study on DNN classifiers for MNIST and CIFAR-10 

image datasets
• Current work
• Our References

• IEEE MLSP’17 - critical review of different case studies, particularly 
adversarial active learning with SVMs 

• IEEE MLSP’18 and arxiv.org (journal submission) - test-time evasion 
• Two papers in prep. on email spam and reverse engineering attacks 2
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• Presented invited talks on adversarial learning (AFSOR DDDAS support ack’d)
• Malware Conference keynote, Oct. 2018
• AI Symposium, Cisco Paris, Apr. 2018
• General James Cartwright, Feb. 2018
• Quantum/AI summit (DHS, DND Canada sponsored), Dec. 2017
• Microsoft Research, Oct. 2017
• AFRL Rome, Sept. 2017
• Amazon Web Services & Cisco Systems  Summer 2017

• Current AFRL SBIR Phase 3 on target tracking (Toyon subaward to our start-up), 
program officer Roman Ilin

• Current NGA SBIR phase 1 with Toyon on deep neural nets for IR imagery
• Current DARPA XD3 project on distributed denial-of-service (DDoS) defense for 

the cloud, transitioning container fissioning defense
• Current NSF CSR grant on cost-effective cloud computing
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• Delivered software via prime (Toyon) for several past and current AFRL SBIRs
• Open-sourced software on github

• Anomalous topic discovery (ATD), parsimonious topic modeling (PTM) for 
documents (Hossein Soleimani)

• Active learning and anomaly detection (parsimonious cluster-based 
anomaly detection - PCAD) for Internet packet flows (Zhicong Qiu)

• Cluster scheduling and load balancing for cloud computing (Yuquan Shan)
• Former grad students who have worked at AFRL: John Browning, Zhicong Qiu
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Introduction
• Dynamic control of complex cyber-physical systems necessarily 

involves the use of automated and secure means of acquisition, 
analysis and dissemination of potentially vast amounts of complex 
data (large feature dimensions).

• Great recent interest in the security and ML communities in 
identifying security holes in the machine learning techniques and 
production decision-making modules that process such data in 
complex systems.

• In the following, we consider supervised classifiers of image 
datasets - the learned classifier parameters, and any domain-
specific front-end data representation and processing, embody a 
data “model”.

• Classifier parameters can be adapted by judicious use of (semi-
supervised) active learning, the focus of our AFOSR DDDAS grant.

• Active learning is vulnerable to adversaries [MLSP’17].
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Intro to Adversarial Learning
• Three main types of attacks.
• Data Poisoning (target learning):

• corrupt a sample-data classifier’s training set (or test set in active-learning 
context), 

• aim to degrade classification accuracy or create a backdoor
• Test-Time Evasion (typically assuming ”black box” knowledge of the 

classifier at least): 
• add subtle  perturbations to test-time samples so that the classifier and a 

human expert would disagree re. class membership
• E.g., to cause missed detections or false positives (decoys)
• E.g., could cause accidents for autonomous vehicles that misclassify 

deliberately modified road signs, take control of devices via voice commands
• Reverse-engineering: 

• frequently querying a commercial ML classifier for big-data applications, with 
the aim a similar classifier to avoid paying for the former,  or to aid in 
subsequent test-time evasion attacks

• learning class-typical samples of the training set (a privacy/secrecy issue)
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Intro to Adversarial Learning (cont)
• Positive side of all this research: it brings attention to a 

problem that has not been fully and systematically studied 
before (caveats on this, though…).

• Criticisms of research to date:
• Often, the assumptions about knowledge, power, and resources 

of the attacker are quite unrealistic and poorly motivated.
Obviously impossible to defend against an omniscient insider.
Related issue of related metrics, and for attack and defense 
performance.

• Highly asymmetrical research: Even for plausible attacks, likely 
defenses are often ignored, even though (as we argue) it may be 
easy to secure against them with little or no loss in classifier 
accuracy.

• Moreover, in some cases well-known defenses are already 
routinely implemented,  e.g., robust ML,  two-factor 
authentication, limited privilege once authenticated, “don’t 
know” option (simple anomaly detection).
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Evasion Attacks on DNN image classifiers –
JSMA on MNIST (Fig. 1 of JSMA paper)
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Note the clearly visible
“salt and pepper” noise and
extra white pixels in JSMA 
attack examples… 

… so detection by counting
contiguous white regions.

Some examples obviously 
adversarial.
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• JSMA assumes knowledge of the classifier and 
some ground-truth labelled (as training) samples.

• They perturb (and saturate) the fewest pixels 
needed to change the DNN’s decision – however, 
• this entails big changes to these pixels ⇒ 

visually noticeable salt and pepper noise and
• such artifacts are easily detected by a human or 

by a simple anomaly detector (AD), to be 
shown…

• They did a human subjects study but did not ask 
respondents if the images had been tampered 
with.

• Also, rejection (“don’t know”) option was not 
considered. 9

Criticisms of JSMA
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Evasion Attack – CW-L2 on MNIST
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• Carilini & Wagner CW-L2 adversarial images. 
• Perturb images are misclassified by minimizing an 

objective with a penalty that is L2 norm of perturbation
• Below each image the digit is the classifier’s decision and 

the number in parentheses is the posterior probability 
under this winning class, indicating the decision 
confidence 

• Note the horizontal grey “ghosting” (as for FGSM, simple 
detector based on total number of black pixels)

• Simple defenses don’t work as well on CIFAR-10 color 
images. 10



Motivation for detection of
Test-time evasion attacks

• An adversary may be between sensors and decision makers 
and is tampering sensor data (e.g. images).

• Alternatively, the adversary may have compromised a sensor 
and is adding subtle perturbations (or generating completely 
synthetic but realistic samples) with malicious intent.

• Resulting perturbed sample may be class-ambiguous ⇒
“correct” classification loses its meaning – “don’t know” may 
be a better answer in such cases.

• Operationally, may be more important to detect an attack 
than to “correctly classify” in the face of it. 

• Once an attack is detected, suitable actions may be taken 
against attacking data source (or man-in-the-middle).
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Our proposed anomaly detection 
system for evasion attacks (ADA)
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• We proposed an AD defense for evasion attacks [Miller et al. 
arxiv.org, Dec. 2017, revised June 2017]

• Related approach in [Feinman et al. ‘17] was considered; however 
they found that their AD defense was not very successful.  

• Ours is a more powerful detection framework compared to 
[Feinman et al. ‘17] and other recent detectors which we recently 
compared against.

• We will show it achieves good detection accuracy, especially on 
MNIST, but also on CIFAR-10 image classification domains.

• In fact, we obtain state-of-art results, particularly compared to 
those reported by [CW’17b].
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AD for evasion
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Inductive Bias of our AD System 

Our premise: successful attack examples are “closer” to 
the (most likely) cs samples than cd, i.e., would be 
perceived as cs samples by a human

“destination” class cd
is the desired DNN 
output class of attack 
samples

attack samples 
created (perturbed)
from those of a known 
”source” class cs
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• An attack example in general should exhibit  “too much” null 
atypicality w.r.t. cd (from which attack sample is created) and “too 
little” null atypicality w.r.t. cs - not a strong assumption.

• [Feinman et al. ‘17] only measures discrepancy w.r.t. Gaussian 
kernel null, for cd.

• We embody both cs and cd  discrepancies in a single decision 
statistic based on KL divergence.

• Several density models evaluated for feature vectors from internal 
DNN layer k: Gaussian kernel, mixture of Gaussians, multivariate 
log-normal mixture (for RELU layers).

• Can include ALL classes in the KL divergence decision statistic, 
rather than just cd and cs – but most of the accuracy comes from 
just considering these two classes, consistent with an attack 
converting an example from cs into an example from cd. 15

ADA approach
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• We also propose to model null densities at multiple DNN layers 
and use as a decision rule: 

maxk KL div. for layer k > threshold (t)  ( a maxKL rule)
• Note that ADA should be most suitable for “global” attacks such as 

FGSM & CW because we model the joint density on a whole layer 
(representing the whole image).  

• JSMA is more “local” - but this attack is visible and we will show it 
can be defeated by a very simple detector.

• Can also exploit uncertainty in cs and class confusion matrix info. 
leading to a weighted average criterion (AWA). 

• Our ultimate method:  a local version (L) of AWA-ADA-maxKL
considering joint distributions of all neuron pairs in a layer, 
accounting for sparsity of anomalous features.
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ADA method – Comments (cont.)
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Experimental Results -
Prior Work Comparisons

• We recently surveyed ~20 papers on previously proposed attacks 
and defenses, some very recently posted as arxiv tech reports.

• Defenses were characterized, e.g. according to whether they:
• have lots of hyperparameters (e.g., Magnet) or few (Openmax)
• are supervised (e.g. Openmax) or  unsupervised
• focus on detection or robust classification
• employ non-parametric or parametric means of detection

• Moreover, prior work differs in terms of the performance 
measures evaluated.

• We compared against several prior attacks and defenses both 
directly and indirectly.
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Experimental Results - set up

• Three training/test data scenarios 
• Clean - test and training set unmodified
• Noisy - noise added to test and training set 
• Mismatch - Noise added only to test set [Feinman et al. ’17]

18



19

Several ADA variants vs. 
Feinman et al. ‘17 [12]

[12]
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L-AWA-ADA-maxKL detection of 
FGSM (left) & CW-L2 on CIFAR-10

• (CW authors do not consistently report FPRs)
• For L-AWA against [CW ‘17a,b] on CIFAR:  96% TPR at 28% FPR and 

81% TPR at 12% FPR;
• Best results in [CW’17b] are: 81% TPR at 28% FPR 
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Detector comparison on  
JSMA (left), CW-L2 +CIFAR-10
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• Blurring and Openmax “correctors”
• We extended JSMA to CIFAR (color) images



• Suppose the attacker chooses the image perturbation δ (x → x+δ) 
by solving: 

minδ |δ|2 + c (f(x + δ) + D(x + δ)) 
• Here, f is a loss function, defined in [CW’17b], which is  non-

negative when a correct classification is made.
• We introduce loss function D(·), which is non-negative when a 

detection is made using knowledge of the detector’s threshold on 
its decision statistic.

• This (additive) cost is minimized when a modestly perturbed image 
is both misclassified and not detected. 

• So, a novel white box attack encompassing classifier and detector, 
relative to CW. 22

Proposed White Box Attack 
(with knowledge of ADA detector)
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• The detector’s FPR was set to 14%.
• The attacker cycles over the whole image, pixel by pixel, over all 

three RGB color planes, using a perturbation step of 0.05. 
• A perturbation is accepted if the cost function decreases. 
• The construction is stopped when cost function changes fall below 

10−4 for two consecutive image passes. 
• Note: Both black and white box attacks are much more 

computationally costly than the detection (or detection plus 
classification) effort.
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Proposed White Box Attack -
Experimental Approach 
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• Attack craft rate =  
success rate in crafting 
misclassified images

• Detector’s ROC AUC
• Fraction of successfully 

crafted images that are 
not detected (the 
conditional system 
defeat rate)

• System defeat rate = 
fraction of attempted 
attacks that are 
misclassified and not 
detected 
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Resilience of ADA against
White Box Attacks

(L2 distortion or attack strength)
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• As for black box attacks, the attack craft rate and the attack’s 
detectability (ROC AUC) increase with attack strength. 

• Re. the conditional system defeat rate, there is an attack strength 
“sweet spot” of ∼ 2.5 where more than 40% of crafted images are 
not detected, but only 40% of attempted attacks defeat the classifier 
at this attack strength. 

• The system defeat rate has a maximum value of ∼ 25% at an attack 
strength of ∼ 2.9 – per white box attack attempt, the maximum 
attack success rate is about 25%. 

• This is somewhat higher than in the black box case (the CW attack 
success rate in defeating L-AWA was 1-0.81 = 0.19 at 14% FPR). 

• Even with white box knowledge, it is not so easy to craft images to 
defeat both the classifier and (L-AWA) detector. 
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Proposed White Box Attack -
Experimental Approach 
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• Variants of ADA defenses against: 
• reverse-engineering attacks
• other data poisoning attacks (on active learning)
• new backdoor attacks 

• Consider other domains (video, documents, email spam, speech, 
etc.).

• Protecting privacy of training dataset (future work).  
• Generally, note the importance of unsupervised anomaly 

detection in large and heterogeneous feature spaces.
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Continuing Work
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• Active learning and security (AFOSR DDAS, Cisco URP) with D.J. Miller
• Active learning for target tracking in noisy environments (AFRL SBIR Ph. 

3, sub from Toyon) with D.J. Miller
• Cloud-side DDoS defense (DARPA XD3) with A. Stavrou
• Cloud computing with burstable instances (NSF CSR) with B. Urgaonkar
• Wireless access and edge computing (NSF NeTS) with S. Sarkar
• Adaptive resource management and related online learning in the public 

(including edge) cloud by both tenants and cloud providers, e.g., 
considering both cluster managers (e.g. Mesos, Kubernetes) and 
distributed application frameworks (e.g. Spark, Flink).
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GK’s Other Active Projects
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