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• Shashank Shekhar (attending the PI meeting with me)
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Our Team
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Team Interaction

• Weekly meeting
• Redmine-based project 

management
• Meeting notes on project wiki page
• Git version control for software and 

publications



Overview of the AMASS Project (1/2)
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• Assumption: DDDAS 
models execute in the 
cloud (e.g., Raktim’s
group at Texas A&M are 
using cloud)

• How to effectively provision the resources of the cloud?

• Workload patterns 
may be diff for diff 
models

• Models may be 
stochastic requiring 
multiple executions

• Diff models have diff 
computation needs 
and QoS needs
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Overview of the AMASS Project (2/2)
Model Execution

DDDAS 
Appl Model  
Simulation

DDDAS 
Appl Model  
SimulationDynamic Resource 

Provisioning & 
Deployment

Distributed 
Resource Pool

Models of 
Distributed 
Resources
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Cloud Data Center Architecture
•Management and 
Orchestration of 

Cloud Environment

•Delivery of cloud-
based applications 

and services

•Virtual Machine 
Management on top 

of Host Machines

R&D focus predominantly on the compute resources; 
Storage and I/O to be considered later

Presenter
Presentation Notes
This is a high level architecture of a typical cloud data center.In this architecture:(1) physical resources such as servers are part of the physical layer (2) these resources are virtualized by VMM or the so-called Hypervisor in the virtualization layer(3) virtualized resources are controlled by cloud management layer(4) Applications and services are executed on top of App and Service delivery layer 



YEAR 1 CONTRIBUTIONS
09/01/2013—08/31/2014
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Challenge 1: Power- and Performance-
aware VM Placement

 Aims to tolerate faults, balance 
workload, eliminate hotspots, etc. 
concerns

 Virtual machines are migrated in the 
data center

 Power and performance tradeoffs are 
critical concerns faced by CSPs

How to find the aptly suited host 
machine for power- and performance-
aware VM placement?

Presenter
Presentation Notes
Virtual machines are migrated from one host machine to another one in the same data center or across the data centers located in different locationsThe reason behind Virtual Machine migration is to balance workload, eliminate hotspots, tolerance fault, and such concernsOn the one hand, CSPs would like to reduce power consumption of their data centers. On the other hand, CSPs must deliver performance expected by the applications hosted in their cloud data centers in accordance with predefined Service Level Agreement (SLA)Therefore, Power and Performance tradeoffs are critical concerns faced by CSPsSO THAT THE CHALLENGE IS HOW TO FIND THE APTLY SUITED HOST MACHINE FOR POWER- AND PERFORMANCE-AWARE VM PLACEMENT?THE CHALLENGE IS 



Solution to Challenge 1
iPlace: An intelligent and Tunable Power- and Performance-
aware Virtual Placement Middleware

• The goal of iPlace is to find an aptly suited host machine 
by carefully considering the energy efficiency of the data 
center and performance requirements of soft-real time 
applications.

• Placement decision is based on power changes and 
performance effects to the applications

• Uses machine learning (Artificial Neural Networks)
• iPlace targets only compute-intensive applications.
• iPlace utilizes CPU Execution Time as the performance 

metric.
• iPlace assumes that CSPs overbook their underlying 

cloud infrastructure to save energy costs.

Presenter
Presentation Notes
Those three challenges have to be metI have adopted a machine learning approachTo do that I have used Google Cluster trace for 29It also present the data for overloaded machinesWhat should be my run-time decision



Challenge 2: Accommodating Multiple 
Tasks using Resource Overbooking 

 Overbooking helps to increase energy 
efficiency and resource utilization.

 Common practice to make the business 
model more profitable (e.g. airlines, 
hotels, cell phone operators)

•How to systematically identify 
effective overbooking ratios?

Presenter
Presentation Notes
Under-utilization, waste of resources, and inefficient energy consumption are among traditional problems and factors of crucial importance to data centersOne way to remedy these issues is overbooking resources by the tools in the cloud management layerOverbooking helps to increase resource utilization, and energy efficiency. However performance of the applications must be considered.THE CHALLENGE IS HOW TO SYSTEMATICALLY IDENTIFY EFFECTIVE OVERBOOKING RATIOS?



Solution to Challenge 2: iOverbook

iOverbook : Intelligent Resource-Overbooking to Support 
Soft Real-time Applications in the Cloud

Machine learning approach to making systematic and 
online determination of overbooking ratios.
 Utilizes historic data of tasks and host machines in the 

cloud
 Extracts their resource usage patterns
 Predicts future resource usage and expected mean 

performance of host machines.
 Used cluster trace log released by Google.

Presenter
Presentation Notes
Those three challenges have to be metI have adopted a machine learning approachTo do that I have used Google Cluster trace for 29It also present the data for overloaded machinesWhat should be my run-time decision



YEAR 2 CONTRIBUTIONS
09/01/2014—08/31/2015
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Challenge 3:Autonomous and 
Dynamic Scheduler Reconfiguration

 Virtualization Layer comprises scheduling 
mechanism to share the physical CPU

 Scheduling mechanism is usually 
configured by certain parameters in the 
hypervisor

 Performance of an application running in 
the VM is directly impacted by the 
configuration

•Finding the optimum scheduling 
configuration is required

Presenter
Presentation Notes
Hypervisors have a scheduling mechanism to deal with sharing CPU resources among the VMs and executing workloads in the VMsThe scheduling mechanism is usually configured by certain parameters to define how VMs will be handled and organizedPerformance of an application running in the VM is directly impacted by the configurationTHE CHALLENGE IS HOW TO FIND THE OPTIMUM SCHEDULING CONFIGURATION IS CRUCIAL FOR APPLICATIONS



Solution to Challenge 3: iTune
iTune : An Intelligent and Autonomous Self-tuning 
Middleware to Optimize the Scheduler Parameters of the 
Virtualization Mechanism

• Method is applicable to all scheduling environments
• Specifically, we focus on Xen hypervisor
• Tunes the parameters of the default scheduler in the Xen

hypervisor, which is a credit-based CPU scheduler
• iTune tunes the Xen’s credit scheduler parameters by 

dealing with changing workload on the host machine
• Based on the empirical insights, it was proved that (1) CPU 

Utilization, (2) CPU Overbooking Ratio, and (3) VM Count are 
strong features to be used for workload clustering.   



Challenge 4: Performance Interference 
Effects on App Performance

 Analyzing the performance anomalies
 Cloud systems are multi-tenant
 CSPs overbook physical system 

resources
 Resource overbooking and noisy 

neighbors can lead to performance 
interference and anomalies among VMs

How to predict the performance 
interference and the faults that may 
occur before a VM placement 
decision is made?

Presenter
Presentation Notes
Recall that it is a common practice for CSPs to overbook their physical system resources.Additionally, Cloud systems are multi-tenant, one application running in one VM may impact the performance of other VMs on the same host machine. This is also called noisy neighborsResource overbooking and noisy neighbors can lead to performance interference, anomalies, and faults among the VMs hosted on the physical resourcesSO THE CHALLENGE IS HOW TO PREDICT THE PERFORMANCE INTERFERENCE AND THE FAULT THAT MIGHT OCCUR BEFORE A VM IS DEPLOYED AND MAKE VM PLACEMENT BASED ON THIS?



Solution to Challenge 4: iSensitive

•iSensitive : An Intelligent  Performance Interference-Aware 
Virtual Machine Migration Middleware

• Method is applicable to all virtualization environments
• Specifically, we focused on the Qemu-KVM hypervisor
• Comprises two steps:

• Offline: Profiles VMs, logs fine-grained historic resource 
usage data, and finds VM clusters, extracts best VM 
collocation patterns, generates  a system performance 
interference model

• Online: Makes virtual machine placement decisions, logs 
outliers



Challenge 5: Handling Stochastic 
Models

 Application models may be stochastic => 
need to rapidly execute many instances 
at once (e.g., Eduardo Perez’s work at 
Texas State)

 Result aggregation and feedback needed

How to handle rapid provisioning of 
very large number of model 
executions?

 Heavyweight virtualization may be 
detrimental due to boot up costs, etc

Presenter
Presentation Notes
Recall that it is a common practice for CSPs to overbook their physical system resources.Additionally, Cloud systems are multi-tenant, one application running in one VM may impact the performance of other VMs on the same host machine. This is also called noisy neighborsResource overbooking and noisy neighbors can lead to performance interference, anomalies, and faults among the VMs hosted on the physical resourcesSO THE CHALLENGE IS HOW TO PREDICT THE PERFORMANCE INTERFERENCE AND THE FAULT THAT MIGHT OCCUR BEFORE A VM IS DEPLOYED AND MAKE VM PLACEMENT BASED ON THIS?



SIMaaS Cloud Middleware
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Simulation-as-a-Service (SIMaaS)

• Middleware to support “Simulation-as-a-Service” for users to 
host their simulations (e.g., DDDAS application simulations)

• Stochastic Physics model of heating of a building – large 
number of parallel simulations are executed

• Resource management using Docker containers
• Virtual machines were deemed too heavy weight



YEAR 3 CONTRIBUTIONS & ONGOING 
WORK

09/01/2015—present

19



• Up until now we have used the Google’s Data 
Center trace from May 2011 as our training data to 
develop various resource management algorithms

• We want to investigate model learning of a data 
center by running realistic applications in the cloud 
data center

• i.e., augment our existing learned models based on 
Google trace

• Approach is based on utilizing various cloud 
benchmarking suites

20

Augmenting Existing Work



• Unfortunately, we haven’t had success yet getting 
DDDAS application models from other DDDAS Pis

• But that will soon change after discussions with several 
PIs during this meeting

• So we explored several cloud benchmarking 
suites for our purpose to select applications to run 
in our cloud and learn models of the cloud data 
center

• Cloudsuite
• Big Data Benchmark
• Phoronix

21

Hurdles in Creating More Realistic 
Models (1/2)



• Fidelity of the learned models depends on the 
quality and granularity of instrumentation of the 
cloud platforms

• Instrumentation should not incur unnecessary overhead 
on the platforms

• We have tried a variety of approaches thus far
• Libvirt
• Jmeter, etc

• Currently we are developing an instrumentation 
framework based on “collectd”

• collectd has a plugin-based architecture

22

Hurdles in Creating More Realistic 
Models (2/2)



Benchmarking Architecture: Approach

• For now we are using the Cloudstone Web Server 
benchmark from CloudSuite

• Eventually to be replaced with DDDAS application 
models from the repository

Presenter
Presentation Notes
System composed of 3 VMsA client that drives the experiments and collects the benchmark resultsFrontend that acts as the web server that hosts Olio – a typical web 2.0 application suited for modern day cloudA backend that hosts the database for the web serverThe performance of the system is measured as the average latency per request processed by frontend as observed by the client



Model Learning Methodology

• Step 1: Perform benchmarking of 
DDDAS applications (or another 
representative system) to 
understand how they impact the 
hosting platform

• Step 2: Learn and predict system 
performance 

• Step 3: Perform resource 
management

0
50

100
150
200
250
300
350
400
450
500

1 3 5 7 9 11 13 15 17 19 21 23 25 27 29

O
nl

in
e 

U
se

rs

time (T=5m)

Number of users for each experiment

Exp 1

Exp 2

• Generate data over time from two different 
experiments with different distributions of online users

• Exp 1: Number of user changes smoothly (low – high – low)
• Exp 2: quick change (high – low – medium)

• Repository of data and models from 
DDDAS applications will be helpful



Data Analysis
• Calculate the Correlation Matrix to get a general understanding 

how the measurement variables effect each other. 

Request 
Rate

Usage State
Latency Net. % IO % Int. CS CPU %

Request 
Rate 1.00 1.00 0.68 1.00 0.99 1.00 0.70

U
sa

ge
 S

ta
te

Net. % 1.00 1.00 0.67 1.00 0.99 1.00 0.70

IO % 0.68 0.67 1.00 0.67 0.68 0.67 0.45

Int. 1.00 1.00 0.67 1.00 1.00 1.00 0.68

CS 0.99 0.99 0.68 1.00 1.00 0.99 0.66
CPU 

% 1.00 1.00 0.67 1.00 0.99 1.00 0.72

Latency 0.70 0.70 0.45 0.68 0.66 0.72 1.00

Jose Martinez’s (Cornell) talk 
described how we must 
incorporate multiple resources 
• Generated using Matlab Statistics Toolbox function corrcoef

(X) which:
• Calculate the pairwise linear correlation coefficient between each 

pair of columns in the n-by-p matrix X.

• Each element can get value 
from 0 to 1

• Higher Value => 
Higher correlation



• DDDAS model execution can span a continuum 
from high performance clusters all the way to 
handhelds [Frederica Darema, opening remarks]

• Several DDDAS PIs described use cases where 
their models execute on board the system 

• Examples:
• Wind turbine [Yuri Bazilevs (UCSD)]
• Self-aware aerospace vehicles [Willcox and team (MIT)]
• UAV/Space related projects
• Combustion engine [Ray (Penn State)]
• Distribution simulation middleware running on 

embedded devices [Fujimoto (Georgia Tech)]

26

Addressing Emerging Trends (1/2)



Addressing Emerging Trends (2/2)
Model Execution

DDDAS 
Appl Model  
Simulation

DDDAS 
Appl Model  
SimulationDynamic Resource 

Provisioning & 
Deployment

Distributed 
Resource Pool

Models of 
Distributed 
Resources

control

instrument



IDEAS FOR FOLLOW-ON PROJECT
New Ideas

28



Emerging Context for DDDAS

• No longer a single system that 
needs to be steered but rather 
need to steer multiple systems 
simultaneously

• Requires trade-offs
• Deal with uncertainty

• Large-scale Big Data and Large-
scale Big Computation

• adaptive traffic light, street lights 29

• Multiple interconnected 
systems (systems of 
systems)

• Emergence of Internet of 
Things (IoT) (and variants)

Presenter
Presentation Notes
What I am trying to say here is that there isn’t one single system (as was the case traditionally) that has to be steered along its intended trajectory but now we need to balance things out in the best possible way such that some utility across the connected systems of systems is achieved. See below for an example I was going to talk about.I was going to give a very brief example of an adaptive traffic signaling. Consider modeling and controlling a traffic light. In traditional scenarios, a traffic light model can be built using sensors placed on the incident roads that measure the flow of traffic. But such models may not be sufficient because they do not account for many other emergent behaviors. For example, there may be road closures, or some football match gets done and suddenly a deluge of traffic is expected that may require dynamically converting some roads to one-way streets temporarily. All of this is going to impact the traffic signaling and hence the model must change (at least temporarily).  All of this is going to require new sources of information to be streamed to build new models, and when the duration of the event ends, the models may have to change to a new equilibrium.



(3) Distributed Model ExecutionDDDAS 
Model  

Simulation

Dynamic 
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Execute

(2) Distributed Model Learning

(a) Strategies 
for Scalable 
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(b) Distributed 
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Provisioning

Requires

Triggers
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Distributed & Coordinated DDDAS (1/2)
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Distributed & Coordinated DDDAS (2/2)

(2) Distributed Model Learning

(a) Strategies 
for Scalable 
Processing

(b) Distributed 
Resource 

Provisioning

Requires

Triggers

(1) Distributed Instrumentation

(a) Dynamic 
Adaptation of 
Data Sources

(b) Dynamic 
Discovery & 

Dissemination

Requires

Triggers

Process

Refine

Distributed 
Resource Pool

Models of 
Distributed 
Resources

control

instrument

Usecases & Techniques:
• Switching between UGS/UAVs [Phoha]
• Transferring knowledge [Ray, Varela]
• Microgrid info transfer [Celik]
• Selecting sensors [Karaman, Schizas, 

Giannakis]

Usecases & Techniques:
• Space debris work [Bhattacharya, 

Chakravorty]
• GPU-based processing [Balachandran]
• Distributed simulation [Fujimoto]
• Streamingsystems.org [Fox]

• Study existing techniques
• Factor out into reusable 

middleware capabilities
• DDDAS loop in a distributed 

system with coordination



SUMMARY AND DISCUSSIONS
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Summary of Publications (1/3)
Journal
1. Shashank Shekhar, Michael Walker, Hamzah Abdelaziz, Faruk Caglar, Aniruddha 

Gokhale, and Xenofon Koutsoukos, ”A Simulation-as-a-Service Cloud 
Middleware,” Journal of the Annals of Telecommunications, vol. , no. , online Sept 2, 
2015, pp. 1–16, DOI:10.1007/s12243-015-0475-6.

2. Faruk Caglar, Shashank Shekhar, and Aniruddha Gokhale, iTune: Engineering the 
Performance of Xen Hypervisor via Autonomous and Dynamic Scheduler 
Reconfiguration, Revision submitted to the IEEE Transactions on Services 
Computing (TSC).

Book Chapters
1. Shashank Shekhar, Shweta Khare, Faruk Caglar, Aniruddha Gokhale, Douglas 

Schmidt, and Xenofon Koutsoukos, “Middleware-enabled DDDAS,”  Book Chapter in 
Springer, 2014 (in submission).

Panel
1. Aniruddha Gokhale, “Systems Software Challenges for InfoSymbiotics

Systems/DDDAS,”  SuperComputing 2014 panel on InfoSymbiotic Systems/DDDAS, 
New Orleans, LA, Nov 2014

Presenter
Presentation Notes
- Add IEEECloud as invited to submit Journal of Cloud Computing



Summary of Publications (2/3)
Conference Publications
1. Faruk Caglar, Shashank Shekhar, Aniruddha Gokhale, and Xenofon

Koutsoukos, An Intelligent, Performance Interference-aware Resource Management 
Scheme for IoT Cloud Backends, To Appear in the 1st IEEE International 
Conference on Internet-of-Things: Design and Implementation, IEEE publisher, 
Berlin, Germany, April 2016, pp. .

2. Shweta Khare, Kyoungho An, Sumant Tambe, Aniruddha Gokhale, and Ashish 
Meena, Industry Paper: “Reactive Stream Processing for Data-centric 
Publish/Subscribe,” The 9th ACM International Conference on Distributed Event-
Based Systems (DEBS’ 15), ACM publisher, Oslo, Norway, 2015, pp. 234–245.

3. Faruk Caglar and Aniruddha Gokhale, “iOverbook: Intelligent Resource-
Overbooking to Support Soft Real-time Applications in the Cloud,” 7th International 
Conference on Cloud Computing (IEEECloud), Alaska, USA, June 27, 2014

4. Faruk Caglar, Shashank Shekhar, and Aniruddha Gokhale. “iPlace: An Intelligent 
and Tunable Power- and Performance-Aware Virtual Machine Placement Technique 
for Cloud-based Real-time Applications,” 17th IEEE Symposium on 
Object/Component/Service-oriented Real-time Distributed Computing (ISORC), 
Reno, Nevada, USA, June 10, 2014



Summary of Publications (3/3)

Workshop Publications

1. Faruk Caglar, Shashank Shekhar and Aniruddha Gokhale, “Towards a Performance 
Interference-aware Virtual Machine Placement Strategy for Supporting Soft Real-
time Applications in the Cloud,” 3rd International Workshop on Real-time and 
Distributed Computing in Emerging Applications (REACTION 2014), Rome, Italy, 
Dec 2, 2014.

Doctoral Symposium
1. Shashank Shekhar, “Dynamic Data Driven Cloud Systems for Cloud-hosted CPS,” 

International Conference on Cloud Engineering (IC2E), Berlin, Germany, April 2016



• Along with Vaidy Sunderam (Emory), Adrian Sandu
(Virginia Tech) and Salim Hariri (Arizona), we 
successfully organized a workshop on 
DDDAS/Infosymbiotics at HiPC 2015 (Dec 15, 
Bengaluru, India)

• Cluster Computing Special Issue
• Extended papers from the workshop
• Open to other DDDAS Pis
• CFP will be distributed soon

• Frederica has suggested we have a special session 
on DDDAS/Infosymbiotics as part of the main 
conference at HiPC 2016 (Dec’ 16, Hyderabad, India)

• Need to discuss
36

HiPC Workshop & Journal Special Issue
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Workshop Announcement

• Workshop of interest to DDDAS Pis
• Infosymbiotics/DDDAS plays a significant role in smart cities
• Please see http://cps-vo.org/group/SCOPE-16



• DDDAS Applications Community
• Utilize the application simulation models and execute them 

on our cloud to create a realistic scenario of workloads
• Spoken to several DDDAS Applications researchers for their 

applications
• We will use their models to validate our work

• DDDAS Systems Community
• Combine our work with resilience, security, parallel 

processing
• Networking researchers

• Industry and Govt agencies
• e.g., IBM’s work in events, stream processing, IoT, NIST 

Global City Teams Challenge
• AFRL’s work in live DBMS (communicated with Alex and 

Erik) 38

Collaboration Opportunities
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•Thank You

•Questions



BACKUP SLIDES
Slides on various topics providing additional details
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TRACE DATA FOR OUR MACHINE 
LEARNING

Google trace date we have used for our research

41



• We leveraged cluster trace made available by 
Google for a period of 29 days in May 2011. 

• Data is available for more than 12,000 host 
machines

• Data comprises machine events, machine 
attributes, jobs, tasks, constraints, and 
resource usage details.

• Resource usage data contains about 1.2 billion 
rows

42

Data from an Instrumented Data Center

Google Data 
Center 

(May 2011)

Model of the 
Google Data 

Center

machine learning techniques



ITUNE R&D
Backup slides on Xen scheduler auto tuning
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Context:
Hypervisor Scheduling System

• Virtualization systems comprise a scheduling mechanism to 
share the physical CPU (pCPU) resources between the VMs.

• VMs cannot directly access the physical resources; rather a 
virtual CPU (vCPU) of a VM can only access one of the 
pCPU cores.

• VMs are scheduled from the run queue of the scheduler 
based on the scheduling policy => VMs will incur waiting time

• Scheduling systems support different 
• Configuration parameters.
• Performance of an application running in a VM
• is directly impacted by the  chosen scheduler
• configuration.



Xen and its Credit Scheduler
 Xen hypervisor schedules the CPU 

resource among the contending VMs (i.e. 
domains) using credit scheduler.

 Tunable parameters of Xen’s credit 
scheduler:
 Weight: Relative CPU allocation for a 

domain. Credit for each vCPU.
 Cap: Maximum amount of pCPU that 

a domain will be able to consume. 
 Rate Limit: Minimum amount of CPU 

time that a VM is allowed to consume 
before being preempted.

 Timeslice: Scheduling interval of the 
credit scheduler



Hypervisor Tuning across the Data Center 
Servers

 Cloud operator is responsible for selecting 
the right values for the parameters to suit the 
expected loads.

 Solution space : 
 65,535 x 1,200 x 499,900 x 1,000 = 3.9 

x 1016

 Relying on the default values may not 
always work well for every application type 
and workload.

 Virtualized cloud platforms must determine
the best configuration settings and how 
these parameters must be changed at 
runtime as the workload changes.



Challenges - I
 Challenge 1: Manually tuning the scheduler parameters and 

adopting a trial-and-error approach does not work
 Tends to address the performance issues under the 

unrealistic assumption that the overall system 
dynamics will not change over time

 Provides point solutions that yield only a temporary 
remedy and may not resolve the actual issue.

 Challenge 2: Changing dynamics of workloads
 Precludes any offline determination of scheduler 

configuration parameters.

•How to make autonomous and self-tuning system for 
scheduler?

•How to make online determination of scheduler 
configuration parameters?



Challenges – II

 Challenge 3: Latency-sensitive and batch-type
applications may be hosted together.
 Requires assurance to deliver the performance 

requirements of latency-sensitive applications.
 There must be an indication for clear distinction 

between performance requirements of these type of 
applications. 

•How to host latency-sensitive and batch-type 
applications together and provide performance 
assurance to these applications at different levels?



Choice of Metric for Online Tuning: Scientific 
Approach to Choose Metric

 Claim: Use Run Queue Waiting Time
 Where Waiting time for a Xen domain is the 

time waiting in the run queue to be scheduled 
when it needs to access resources

 Impacted by choice of scheduler parameters

 Hypothesis:
 Scheduler waiting time impacts both 

application performance as well as VM-
level resource utilization

 Empirical proof shown in the subsequent 
slides



Empirical Insight - I: Impact of Run Queue 
Waiting Time on Application Performance

 Comparison of Ping Response Time and VM Waiting Time
 Correlation = 0.46

 Comparison of Web Server Response Time and VM Waiting Time
 Correlation = 0.66



Empirical Insight - II: Relationship between 
Run Queue Waiting Time and CPU Utilization

•Non-overbooked Case
 12 VMs, each having 1 vCPU and 512MB 

memory
 Host has 12 cores and 32GB memory
 Increased CPU Utilization gradually
 Goal: Measure the waiting time in non-

overbooked scenario and later 
compare with overbooked case

 Result: Waiting time is less than 5%
•Overbooked Case
 Overbooking ratio: 2
 24 VMs, each having 1 vCPU and 

512MB memory
 Host has 12 cores and 32GB memory
 Increased CPU Utilization gradually
 Goal: Measure the waiting time in 

overbooked scenario



Empirical Insight - III: Relationship between 
Run Queue Waiting Time and Network 

Utilization
•Overbooked Case
 Overbooking ratio: 2
 24 VMs, each having 1 vCPU and 

512MB memory
 Host has 12 cores and 32GB memory
 Increased Network Utilization for 

each VM from 17 KBps to 256 KBps
with step size of 5 KBps every minute

 Goal: The impact of network 
utilization on waiting time

 Result: The impact of network 
utilization on waiting time is critical. 
Reaches up to 200%. Increasing 
network utilization triggers VMs 
started to require more CPU time to 
handle network packets.



Empirical Insight - IV: Relationship between 
Run Queue Waiting Time and Heterogeneous 

VMs•Non-overbooked Case
 6 VMs, two each having 1,2, and 3 vCPUs, 

respectively, for a total of 12 vCPUs and each 
512MB memory.

 Increased CPU Utilization gradually
 Goal: Measure the waiting time in non-

overbooked scenario when the host has 
heterogonous VMs

 Result: Waiting time is 5 times less 
comparing to the homogeneous VMs

•Overbooked Case
 Overbooking ratio: 2
 12 VMs, four each having 1,2, and 3 vCPUs, 

respectively, for a total of 12 vCPUs and each 
512MB memory.

 Increased CPU Utilization gradually
 Goal: Measure the waiting time in 

overbooked scenario when the host has 
heterogonous VMs

 Result: Waiting time is twice less comparing 



Solution Approach: Guided by Insights

 Correlation established between Xen scheduler parameters and 
performance metrics 



Related Work

1
• Zeng, L., Wang, Y., Shi, W., and Feng, D. An improved xen credit scheduler for i/o latency-
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virtualized data centers. In Proceedings of the 4th annual Symposium on Cloud Computing 
(2013), ACM, p. 7.

•1,2,3,4: Focus is more on 
latency sensitivity but does 
not consider new scheduler 
parameter named rate limit



Related Work

5
• Cherkasova, L., Gupta, D., and Vahdat, A. Comparison of the three cpu schedulers in 

xen. SIGMETRICS Performance Evaluation Review 35, 2 (2007), 42-51.

6
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•5,6,7: Helped to get 
insights, but no dynamic 

configuration 

•8: Good for MPI 
programs but do not 

address challenges in 
the cloud 



Concrete Solution: iTune
•iTune : An Intelligent and Autonomous Self-tuning Middleware to 
Optimize the Scheduler Parameters of the Virtualization Mechanism
 Method is applicable to all scheduling environments
 Specifically, we focus on Xen hypervisor
 Tunes the parameters of the default scheduler in the Xen

hypervisor, which is a credit-based CPU scheduler
 iTune tunes the Xen’s credit scheduler parameters by dealing with 

changing workload on the host machine

 Based on the empirical insights, it was proved that (1) CPU 
Utilization, (2) CPU Overbooking Ratio, and (3) VM Count

• are strong features to be used for workload
• clustering.   



Concrete Solution: iTune
 VMs are marked as LS-1, LS-2, LS-3, and NLS which may be translated 

into best, better, good, and best effort, respectively.
 Also focuses on improving the overall system performance 

compliant with these performance-level descriptors.
 Key objectives of iTune are:
 To assure the performance delivered to the VMs associated 

with their performance-level descriptors.
 Minimize the overall waiting time of the system

 Three phases approach
 Phase 1 (Offline): Resource monitoring & classification
 Phase 2 (Offline): Finding optimum configuration
 Phase 3 (Online): Loading optimum configuration 



Google Cluster Trace

 Cluster trace from a period of 29 days in May 2011. 

 Data for more than >12K host machines

 Comprises machine events, machine attributes, jobs, 
tasks, constraints, and resource usage details.

 Resource usage data contains about 1.2 billion rows.

Presenter
Presentation Notes
We have used the Google’s cluster trace to model and mimic the real-world data center workloadIt is a huge amount of dataIt consists of data for 29 days for more than 12K



Three Phases of iTune
•Phase 1: Resource usage 

information is logged and k-
means clustering algorithm

•Phase 2: Optimum configuration 
parameters are found for each 

cluster

•Phase 3: At run-time, the 
optimum configuration 
parameters are loaded

•Phase 1.1: Synthetic 
workload generator 

mimics a server

•Phase 1.2: Host 
machines are grouped 

into similar set of 
objects

•Phase 1.3: k-means is 
employed and center 

points are saved

•Phase 2.1: For each 
center points, the 

workload is 
accommodated

•Phase 2.2: Simulated 
Annealing Algorithm is 

run

•Phase 2.3: Optimum 
configuration for each 

cluster center point

•Phase 3.1: iTune
profiles host machine

•Phase 3.2: Classifies 
the host machine into 

one of the clusters 
found in Discoverer 

phase

•Phase 3.3:  Loads the 
corresponding 

configuration settings

Presenter
Presentation Notes
Phase 1: Resource usage information is logged by our monitoring module and k-means clustering algorithm is used to cluster VMsPhase 1.1: Synthetic workload generator mimics a server in Google’s cluster trace log Phase 1.2: Resource usage information of host machines grouped into similar set of objectsPhase 1.3: k-means is employed and center points for each cluster are savedPhase 2: By running a simulated annealing algorithm, optimum configuration parameters are found for each clusterPhase 2.1: For each center points, the workload on the host machine is accommodatedPhase 2.2: Simulated Annealing Algorithm is run to pinpoint the optimum solution Phase 2.3: Optimum configuration for each cluster center point is found and savedPhase 3: At run-time, the optimum configuration parameters corresponding to the workload on the host are loadedPhase 3.1: iTune monitors the resource usage of the host along with VMs on it. Profiles host machinePhase 3.2: Classifies the host machine into one of the clusters found in Discoverer phasePhase 3.3:  iTune loads the corresponding configuration settings of Xen credit scheduler



iTune System Runtime Architecture

•(1) iTune is deployed in the privileged 
domain (Dom0) to observe the guest 

domains, and monitor their behaviors.

•(2) The resource usage information 
and internal scheduler metrics are 

collected through a modified 
XenMon and libvirt library

•(3) The resource usage information 
is stored in a MySQL database

•(4) The Encog library was 
integrated within iTune to leverage 

algorithms, such as simulated 
annealing

•(5) XL toolstack of Xen is utilized to alter 
the Xen scheduler parameters



Validating iTune Approach
Steps to validate

1
• Validate the effectiveness of the iTune framework and compare the performance differences between VMs 

with different latency sensitivity levels as well as the improvement of applying our approach over the default 
one.

2
• Created a random workload from benchmark suites having 19 VMs, each using CPU varying between 10% 

to 60% on a host machine in our private data center

3
• Concurrent web requests from four clients to Apache Web Server and Netperf application in two separate 

test cases

4
• 4 VMs out of 19 host Apache web server and marked as LS-1, LS-2, LS-3, and NLS. Rest of the VMs 

marked as NLS and Http requests were sent from 4 separate bare metal server.

5
• iTune classified host to one of the clusters

6
• Subsequently, the corresponding Credit Scheduler configuration was loaded and results were obtained.



Validating iTune Approach
Validation Environment

 Illustration of iTune’s validation 
environment

 For consistent and fair test results, 
each client/user sending requests 
are originated from four different 
non-virtualized bare metal servers

 Performance evaluation of two 
different applications: 
 Apache web server – Use Case 

1
 Netperf – Use Case 2

 Experiments
 Ran for Default and iTune configured settings
 Ran for about 2 minutes
 Sufficient data points were generated
 Ran the experiments for five times



Validating iTune Approach
Configuration Parameters

 Observer phase of iTune detected actual load on host machine was 
close to Cluster 3 at both Use Case 1 & Use Case 2.

 The optimum configuration for Cluster 3 was loaded autonomously.

 The default and iTune optimized configuration values are shown in the 
Table below.



Validating iTune Approach
Use Case 1: Apache Web Server

 Comparison of Apache web server’s throughput in four different VMs 
(shown as VM1, VM2, VM3, VM4 in validation environment figure).

 Default configuration
 No guarantee to have the same level of throughput between different 

experiments
 No assurance for a VM to get the best performance

 iTune Configured
 VMs marked as LS-1, LS-2, LS-3, and NLS gain the best, better, 

good, and best effort throughputs, respectively.

•(a) Under 250 concurrent users •(b) Under 500 concurrent users



Validating iTune Approach
Use Case 1: Apache Web Server (cont…)

•(a) Default configuration under 250 users •(b) iTune configuration under 250 users

•(c) Default configuration under 500 users •(d) iTune configuration under 500 users



Validating iTune Approach
Use Case 2: Netperf

 Comparison of Netperf throughput under 6 and 12 concurrent users load.

 Same trend with the Apache Web Server

 iTune Configuration always assured best, better, good, and best 
effort throughputs, respectively for the VMs marked as LS-1, LS-2, LS-3, 
and NLS.

•(a) Under 6 concurrent users •(b) Under 12 concurrent users



Validating iTune Approach
Host-level Performance Improvement

 Use Case 1 and Use Case 2 validates iTune at VM-level.

 Table shows the overall waiting time improvement to get a holistic view of 
performance improvement at the host-level.

 Overall waiting time improvement of 41.51% and 52.45% were gained for 
the experimental host.

Waiting time improvement at the host-level is reflected as application-level 
performance improvement



Lessons Learned

 Demonstrated in the context of the Xen, the approach has 
broader applicability and can be used for other systems 
software

 The number of clusters was derived based on a specific 
workload pattern. The number of identified clusters may 
be different.

 The workload patterns may differ during different times of 
the years, and hence it may be necessary to switch between 
one set of clusters to another.

 www.dre.vanderbilt.edu/~caglarf/download/iTune

Presenter
Presentation Notes
iTune has currently been demonstrated in the context of the Xen credit scheduler, the approach has broader applicability and can be used for other systems softwareThe number of clusters may be different for different historic dataSystem needs to be trained with different workload patterns for better results.

http://www.dre.vanderbilt.edu/%7Ecaglarf/download/iTune
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Empirically Validating the Problem 
Statement

 Resource contention and hence 
performance interference  is unavoidable in 
virtualized environments due to resource 
sharing.

 Resource overbooking increases
performance interference. 

 Resource contention and resource 
overbooking may impact the application 
performance running in the VMs severely.

 These claims are validated empirically. 

Presenter
Presentation Notes
These are the challenges indeed we are going to show the empirically validation of the problem statement.In a virtualized environment, performance interference is unavoidable due to the nature of resource sharing.The problem is performance interference stems from resource overbooking and this resource contentionimpacts the application performance



Validation of Problem Motivation
 Analyzing the performance impacts on Apache Web Server
 HTTP Requests were sent to a VM from 50 concurrent users.
 Experiments were conducted under three distinct setups. 

 Baseline: Only one VM having 1 vCPU and 512MB of memory on 
the host machine.

 Non-Overbooked:  12 VMs each one having 1 vCPU and 512MB of 
memory on 12 core m/c => CPU overbooking ratio is 1.

 Overbooked: 24 VMs each one having 1 vCPU and 512MB of 
memory => CPU overbooking ratio is 2.

 Test Environment:
 KVM hypervisor
 Phoronix test suite for workloads
 Virt-top and jMeter to collect measurements

 Empirical proof shown in the subsequent slides

Presenter
Presentation Notes
To validate the problem statement we analyzed the performance impacts on Apache Web ServerWe have created three distinct setups to validate the problem statement.These setups are called as Baseline, Non-Overbooked, and Overbooked.



Empirical Validation: How resource 
contention impacts Application Performance

•(a) Response Time Percentiles •(b) Response Time Over Time

•(c) Throughput – Requests per second •(d) CPU Utilization/Availability (VM)

Presenter
Presentation Notes
Here, we see four figures showing how recourse contention impacts the performance of an application.The performance degradation between three different setup is clearly seenFor all percentile values in Figure a, response time for scenarios are base < non-overbooked < overbookedThroughput figure supports the response time resultsThe jitter in the Overbooked scenario is considerably higher for response time and resource utilizationThere is a significant performance impact between collocated VMs due to interference effects.Even though, CPU utilization on the host was not reached to 100% in both Non-Overbooked and Overbooked,Performance interference was unavoidable.



Related Work on Performance Interference

1
• X. Pu, L. Liu, Y. Mei, S. Sivathanu, Y. Koh, and C. Pu, “Understanding performance interference 
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Transparently identifying and managing performance interference in virtualized 
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•4: Application is run on 
a separate host  first. 
Too many application 
types hosted in the 

cloud.

•1,2,3: Targets only 
network I/O intensive 

applications

Presenter
Presentation Notes
Here, we will discuss what others made to address the challenges.Authors are proposing works to analyze, mitigate, and model the performance interference of IO workload in #1,#2, and #3.In #4, Authors propose DeepDive which mimics the application behavior through benchmark appsThere three issues with DeepDive: (1) Too many application types are out there (2) Mimicked VM is runOn each host machine, (3) Workload might change at run-time



Related Work on Performance Interference
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•6: Good for simplistic 
models and targets I/O 

intensive apps

•5: Applicable to only 
reconfigurable applications. 

Hardware-level parameters must 
be considered.

•7,8: May result in high overhead 
because of requiring knowledge of max 

throughput of each workload and frequent 
resource allocation

Presenter
Presentation Notes
In #5, Authors are reconfiguring application-level configuration parametersWhen performance interference is detected. Detecting interference at applicationLevel might not always possible.



Open Challenges

• Not only the network IO intensive, but also the 
compute and memory intensive applications 
must also be targeted to mitigate interference.

• Application/VM profiling to capture the behavior 
should not be limited to a short period of time. 
Must continue throughout the lifecycle of VMs.

• Solely monitoring application-level statistics to 
mitigate performance interference may not be 
sufficient. Hardware-level performance counters
should also be considered.

Presenter
Presentation Notes
Even though there are a lot of similar related works publishedThere are still open challenges waiting to be resolved.Proposed solution must consider not only the network IO intensive applications, but also the CPU and memory intensive applications as well.



Our Solution: iSensitive

• iSensitive : An Intelligent  Performance Interference-
Aware Virtual Machine Migration Middleware

• Method is applicable to all virtualization environments
• Specifically, we focused on the Qemu-KVM hypervisor
• Comprises two steps:

• Offline: Profiles VMs, logs fine-grained historic resource 
usage data, and finds VM clusters, extracts best VM 
collocation patterns, generates  a system performance 
interference model

• Online: Makes virtual machine placement decisions, logs 
outliers



iSensitive System Architecture and 
Approach

•(1) iSensitive utilizes these 
input parameters – mpstat, perf, 

and libvirt

•(3) Clusters VMs  into 
similar sets of objects 
by employing k-means

•(4) Extracts the “best 
collocated VM 

patterns” through 
Feed Forward ANN. 

Performance 
interference model is 

generated.

•(5) Finds the aptly-suited host 
machine having the minimal 

performance interference level

•(2) Generates training data and 
validation data along with the 

VMs.

•(6) Compares the actual 
and predicted 

performance interference 
values. 

•(7) iSensitive’s output. 

Presenter
Presentation Notes
The ultimate goal of the iSensitive is to make a virtual machine placement decisions on to the host machine where performance interference is minimum after migration.To do that, iSensitive models and predicts the host-level performance interference.Now let’s break down the architecture and see what each component is responsible for.



Focusing on Offline Phase

Presenter
Presentation Notes
Now, we are focusing on the offline phase



Synthetic Workload Generator (offline phase)
• For machine learning, we

• Exploited the VM lifecycle events and their configurations 
from Google Cluster Trace.

• Randomly picked 5 host machines
• No knowledge of application types in the Google Cluster 

Trace
• To produce different types of application workloads, we 

used
• Phoronix Test Suite
• Netperf, Httperf, Sysbench

• Python-based tool
• Communicates with cloud manager (OpenNebula)
• Instantiates, deploys, starts, and destroys virtual machines
• Imitates lifecycles of VMs



Benchmark Applications Utilized by 
iSensitive



Virtual Machine Classifier(offline phase)
• iSensitive monitors resource usage data while the Synthetic 

Workload generator is running
• Logs resource usage data of VMs and Hosts
• Clusters VMs based on their CPU, memory, and network 

usage
• Disk-intensive applications are not considered
• To decide the best number of clusters

• The Silhouette method + K-Means algorithm are employed
• Silhouette value for 5 clusters : 0.66 (Max)
• The resulting cluster center points  is shown in the table 

below.

Presenter
Presentation Notes
K-means divides the data set into k clusters randomly and find centroid for each clusterK-means is simple and computationally faster compared to other clustering algorithmsSilhouette method is used to determine the right number of clusters and measure the quality of the clusters



•N1 = Total number of VMs of 
Cluster 1
•N2 = Total number of VMs of 
Cluster 2
•N3 = Total number of VMs of 
Cluster 3
•N4 = Total number of VMs of 
Cluster 4
•N5 = Total number of VMs of 
Cluster 5
•C = CPU overbooking ratio
•PIL= Performance Interference 
Level

Model Learning via Artificial Neural 
Network(offline)

• Captures the relationship between 
different types and numbers of VMs of 
the same cluster and the performance 
interference.

• Discovers the patterns of VM 
combinations and the resulting degree 
of performance interference

• Back propagation-based ANN

•PIL= Cache Miss Ratio + Scheduler Wait Time % + Scheduler IO Wait Time % + Guest %

•Cache Miss Ratio: Ratio of Last-level cache (LLC) misses to total retired instructions.
•Scheduler Wait Time %: Waiting time incurred at scheduler’s run queue.
•Scheduler IO Wait Time %: Waiting time incurred due to the IO operations.
•Guest %: Percentage of CPU time spent by all the virtual CPUs on the host machine.



Focusing on Online Phase



Interference Model Execution and 
Monitoring(online)

• Decision Maker Component
• Receives a VM placement request
• Iterates over all of the host machines
• Executes trained ANN and predicts PIL on each host
• Places VM on host with the lowest performance interference level

• Interference Monitoring Component
• Keeps track of error rate at run-time between actual and 

predicted PIL.
• Different workload patterns that were not known by the trained 

model might happen & cause high prediction errors.
• Responsibilities: (used for model updating &incremental learning)

• If prediction error > configured threshold value
• Log actual workload pattern for re-training
• If VM is way off from the actual cluster center points
• Log actual VM resource utilization for re-clustering



iSensitive Implementation
Distributed System Middleware Architecture

• Virtual Machine Manger (V-
Man)
• Collects resource usage in 

the VM (Memory utilization)
• Statistics which are only 

known by the VM’s guest 
OS kernel

• Posts to H-Man

• Host Manager (H-Man)
• Accumulates statistics 

received from V-Man(s) and 
physical host machine

• Posts to C-Man
• Handles instant resource 

usage spikes



Validating the iSensitive Approach:
Experimental Setup

 Hardware and Software Specification of the Experiment Host

 Virtualization Specification of the Experiment Host



Validating the iSensitive Approach:
Experimental Setup

• Procedure: Experiments were conducted by selecting one of the VMs 
(VM4)  from Cluster 3 on Host 1 and requesting a migration decision from 
iSensitive, and comparing it with first-fit bin packing heuristic.

• Created 15 VMs on 5 host 
machines (5 per host)

• Each VM has 2 vCPUs 
and 512MB of Memory

• CPU Overbooking ratio for 
each host machine is 2.5

• Workload on VMs is 
randomly chosen from the 
benchmarking 
applications

• Number of VMs in each 
cluster for each host 
machine is illustrated as in 
the table.



Validating the iSensitive Approach:
Application Performance Improvement

• Apache Web Server’s Performance 
Results

• Host 1: Before Migration
• Host 2: First-fit heuristic, Host 4: 

iSensitive
• First-fit     : 25% Throughput 

Improvement
• iSensitive : 64% Throughput 

Improvement
• Overhead : ~1% V-Man & C-Man and 

~5% H-Man
• 15 V-Man to the 1 H-Man with 1 sec 

interval 
• 5 H-Man to the 1 C-Man with 15 sec 

interval

•(a) Throughput on Host 1, 2, and 4

•(b) Response time percentiles on Host 1, 2, and 4 •(c) Response time over time on Host 1, 2, and 4



Lessons Learned

 Clustering-based VM placement middleware utilizing artificial 
neural network helps to capture best VM collocation patterns 
and find aptly-suited host machine for VM migration 
decisions.

 Hardware-level performance statistics can be analyzed in 
deep and performance-interference model can be enhanced 
with additional parameters.



MODEL LEARNING PRELIMINARY 
RESULTS

Using CloudSuite web server benchmark

92



Benchmarking Architecture: Approach

• Based on Cloudstone Web Serving benchmark 
from CloudSuite benchmarks

Presenter
Presentation Notes
System composed of 3 VMsA client that drives the experiments and collects the benchmark resultsFrontend that acts as the web server that hosts Olio – a typical web 2.0 application suited for modern day cloudA backend that hosts the database for the web serverThe performance of the system is measured as the average latency per request processed by frontend as observed by the client



Model Learning Methodology

• Step 1: Perform benchmarking 
of DDDAS applications (or 
another representative system) 
to understand how they impact 
the hosting platform

• Step 2: Learn and predict 
system performance 

• Step 3: Perform resource 
management
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• Generate data over time from four different 
experiments with different distributions of online users

• Exp 1: Number of user changes smoothly (low – high – low)
• Exp 2: quick change (medium – low – high)

• Repository of data and models from 
DDDAS applications will be helpful



Data Analysis
• Calculating the Correlation Matrix to get a 

general understanding how the measurement 
variables effect each other. 

• Generated using Matlab Statistics Toolbox function 
corrcoef (X) which:

• Calculate the pairwise linear correlation coefficient 
between each pair of columns in the n-by-p matrix X.

• Each element can get value
From 0 to 1

• Higher Value means
Higher correlation

Request 
Rate

Usage State
Latency Net. % IO % Int. CS CPU %

Request 
Rate 1.00 1.00 0.68 1.00 0.99 1.00 0.70

U
sa

ge
 S

ta
te

Net. % 1.00 1.00 0.67 1.00 0.99 1.00 0.70

IO % 0.68 0.67 1.00 0.67 0.68 0.67 0.45

Int. 1.00 1.00 0.67 1.00 1.00 1.00 0.68

CS 0.99 0.99 0.68 1.00 1.00 0.99 0.66
CPU 

% 1.00 1.00 0.67 1.00 0.99 1.00 0.72

Latency 0.70 0.70 0.45 0.68 0.66 0.72 1.00



Results (Performance Model)
• Exp. 1 Data: learning
• Exp. 2 Data: Testing

• RMSE: 1.4 



Results (Performance Model)
• Exp. 2 Data: learning
• Exp. 1 Data: Testing

• RMSE: 1.3 



Results (Performance Model)

• Online model Learning: Sliding Window 
(window size = 10)

• RMSE: 0.8

•Workload 
Distribution 
Change 



Results (Usage Model)

• Exp. 1 Data: learning
• Exp. 2 Data: Testing



Results (Usage Model) (cont)
• Exp. 1 Data: learning
• Exp. 2 Data: Testing



Results (Usage Model)
• Online model Learning: Sliding Window 

(window size = 10)



Results (Usage Model) cont.
• Online model Learning: Sliding Window 

(window size = 10)
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