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DDDPSA Architecture

Research Thrusts: 

1. Value-of-information-based high-level collaborative sensor allocation in adversarial environments


2. Value-of-information-based low-level motion planning under uncertainty in adversarial environments


3. Fundamental limits of information-based planning and learning through dynamic random geometric graphs


4. Fundamental limits and efficient algorithms for distributed inference of a dynamic model of the battlefield

DDDPSA: Dynamic Data-Driven Pervasive Situational Awareness

Project Narrative: Research Effort

1 Introduction
Many modern Air Force missions take place in uncertain and dynamic environments, where a predictive
model of the battlefield is essential to make effective decisions in real time. In most cases, these models
are driven by data acquired using mobile sensors, such as optical and infrared cameras on board Unmanned
Aerial Vehicles (UAVs). Looking forward, many current and potential future missions may require operating
in rapidly-evolving dynamic environments, which necessitates sensors to be deployed in massive numbers to
accurately track the state of the battlefield. However, due to the enormous production costs and the presence
of destructive adversarial behavior, it is impractical to deploy UAVs in such large numbers.

The emerging Unattended Ground Sensor (UGS) technology holds the potential to revolutionize Air
Force operations in highly dynamic environments. UGSs can be produced cheaply and deployed in massive
numbers. They can house seismic, acoustic, infrared, and optical sensors. Without any need for mainte-
nance, UGSs can operate continuously for extended periods of time, such as several months. On-board com-
munication equipment allows wirelessly communicating the acquired data to authenticated mobile agents,
such as nearby friendly soldiers or even UAVs.

Although the deployment of UGS technology has been increasing rapidly, its full potential still remains
vastly untapped. An important obstacle is the absence of algorithmic approaches for efficient data fusion
and information collection in a dynamic, uncertain, and adversarial environment.
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Fig. 1: The Dynamic Data-Driven Pervasive Situ-
ational Awareness (DDDPSA) application system to
improve battlefield SA for making fast and accurate
tactical decisions in adversarial environments.

We propose to use DDDAS paradigm to create algorithms
that bring together on-demand sensing using UAVs and perva-
sive sensing using UGSs to support a dynamic data-driven ap-
plication system that provides pervasive battlefield Situational
Awareness (SA). We term this application system as Dynamic
Data-Driven Pervasive Situational Awareness (DDDPSA)
system. Figure 1 depicts the envisioned DDDPSA architec-
ture, which includes the following components: 1. Distributed

inference: A hierarchical model of the battlefield is continu-
ously updated, in a distributed manner, using (i) the data ob-
tained from mobile sensors on board the UAVs and (ii) the
data recorded by the UGSs and uploaded to UAVs when they
are nearby; 2. UAV routing and UGS deployment: UGSs are
deployed and UAVs are routed in order to obtain maximal amount of information regarding targets of tacti-
cal interest; 3. Predictive model of the battlefield: The predictive battlefield model runs and is inferred in a
distributed manner on board the UAVs. At a given time, the model may not be aware of the precise locations
of all friendly assets at hand; it operates within the uncertainty accepted during the UAV routing and UGS
deployment process. The predictions of the battlefield model is also used by the UAVs in the field to foster
the distributed inference process. The predictive battlefield model is also run at the base locations to provide
human operators and strategists with temporally- and spatially-extended situational awareness.

The DDDPSA is enabled by leveraging the synergies between UAV-based aerial sensing and UGS-based
(unattended) ground sensing. A massive number of heterogeneous UGSs dispersed over a large region
cannot form a connected ad-hoc network to directly relay data between themselves, mainly due to on-board
power constraints. Furthermore, even if such a network were to be formed, it would be fragile against
adversarial action, and it would be ineffective since situational awareness would be restricted to where
the UGSs are. Hence, essential for DDDPSA are a set of UAVs that can provide on-demand sensing and
physically mule data from UGSs. The UAVs dynamically incorporate this data into DDDPSA to create a
dynamic threat assessment, tracking, and surveillance application system. At the DDDPSA planning level,
the deployment of the UGS-UAV teams is decided based on strategic threat assessment, hence dynamically
steering the measurement process. This feedback leverages the DDDAS paradigm to enable DDDPSA,
which will provide temporally- and spatially-extended situational awareness for the U.S. Air Force.

To achieve our goal, we will extend and fuse theory and tools from information theory, machine learn-
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Graph-based Searches in Dynamic Environments

⌅ Problem: What is the most informative set of nodes/locations in a
dynamically changing environment?

⌅ Example: Unattended Ground Sensors (UGS) with limited communication
range ) UAS based data-ferrying:

Not all UGS end-up in informative locations
Number of UGS visitable in a flight sortie is limited: range and endurance

⌅ State of the art
Estimating Gaussian Process covariance at current time, Garg et al. [?]
Randomized information-driven learning in static domain, Russo & Van Roy [?]

⌅ Neither approach can predict entropy forward in time
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Unattended Ground Sensors (UGS)

for processing. The onboard processor utilized
accurate road locations to generate waypoints and
camera steering commands and send them directly
to the autopilot. The method for building the way-
points and camera steering commands is described
in [17]. With the sensor steering automated, the
onboard processor could begin recording digitized
video of the road segment under surveillance.
Later, the collected video would be downloaded
and interpreted by human operators. The “hands-
off” road monitoring provided by this capability
was well received by operators as it offloads the
normally tedious task of manually maintaining
sensor view of the road.

2) UGS Data Collection: Thirty-one UGS
were deployed on roads in the exercise area, see
Figures 5 and 6. Because of the size of the area
and the ruggedness of the terrain, it took a couple
of long days to place the UGS and initialize them.
Once the UGS were in place, they were left,
collecting data, until the end of the two-week-long
exercise. Most of the UGS continued collecting
data until they were retrieved after the exercise,
but there were two that failed early.

Over the two weeks, the set of UGSs generated
53,000 intruder alerts. Many intruder alerts were
false alarms and were attributed to sensitivity of
the sensor to phenomena such as moving trees
and rain. Because the UGS used the GPS receiver
to precisely synchronize their clocks, the times
that intruder alerts were generated can be used
to compare alerts from different UGS. Since the
UGS locations are known, distances between the
UGS were calculated and used, along with the
alert times and measured speeds, to calculate
arrival windows for intruder at down-stream UGS.
If alerts were found at the downstream UGS in
the arrival window, they were paired with the
alerts from the upstream UGS in a track. Figure 7
shows an example of tracks generated over a 30
minute time window. Alerts that were included
in tracks were assumed to be true alerts. In this
manner all of the intruder alerts were examined
and it was found that about 30% of the intruder
alerts were true and 70% were false alarms.

3) Retrieving Data from the UGS with a UAV:
During the exercise, the UAVs were directed to

fly over the UGS to collect intruder alerts either
using operator selected waypoints from the PCC
or by using the on-board software to generate
plans, see Figures 9 and 8. Over the course of the
exercise the UAVs collected 4300 intruder alerts
from UGS, or roughly 8% of the alerts generated.
There were two issues that caused this number to
be lower that it could have been, flight restrictions
and data bandwidth.

During the exercise, the airspace was managed by
military controllers who were responsible for safe
operation of manned and unmanned aircraft. The
airspace was managed by imposing restrictions on
flight altitudes and areas. Because of these flight
restrictions, the UAVs could only occasionally
visit many of the UGS, and were never able to
visit some of the UGS.

The other issue was the data bandwidth available
from the UAV to the ground. For an intruder alert
to be retrieved from an UGS and delivered to the
operator, it is transferred between the elements on
the thick green line in Figure 3. The transfer starts
at the IUGS block and then goes through: ACCA,
PA, PCC, GVSM, GCCA, to the GCS block.
The data bandwidth bottleneck is the connection
between the autopilot and the PCC. This is the
Piccolo pass-through connection, which shares the
same radio as the command-and-control link for
the Piccolo autopilot. The ACCA automatically
transferred all intruder alerts to the autopilot for
download to the GCS. Because of the pass-through
limitation, the UGS were configured to upload
alerts to the ACCA that were generated within
the preceding hour, reducing the number of alerts
collected by the UAV. Ultimately, only 240 alerts
were transferred to the GCS.

Fig. 5. All of the UGS constructed for the exercise.
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that developing our own UGS would give us the
flexibility needed for research access, as well as
being more cost effective.

Our UGS design consisted of a custom circuit
board, a GPS receiver, a Doppler radar, a Wi-Fi
module, and an Overo R� module. The UGS board
is designed to integrate the other components using
their factory provided connectors as well as facili-
tate power saving by allowing power switching for
the Wi-Fi and GPS components. A Houston SS300
Doppler radar [14] acts as the intruder sensor. It
returns speeds for moving objects in its field of
view and range. While the GPS receiver reports
the position of the UGS, it also reports the GPS
time which allows synchronization of alerts over
all of the UGS and UAVs. The Overo R�retrieved
GPS and radar inputs, generated and stored filtered
intruder alerts, and sent them to the UAV when it
was in range. See Figure 2 for a photograph of the
UGS and a diagram of the UGS components.

Fig. 2. UGS hardware diagram.

C. UAV/UGS Communication

In order to communicate with the UGS and
transfer recorded measurements, a message inter-
face was developed. Table I lists the messages
passed between the UAV and the UGS when the
UAV flies close enough to the UGS to establish
a Wi-Fi connection. During the mission, the UAV

TABLE I
UAV/UGS MESSAGE PASSING.

FROM TO MESSAGE

UAV UGS HeartbeatMessage - Send Heartbeat
over multicast channel.

UGS UAV HeartbeatResponse - Send response
to heartbeat message as TCP/IP client

UAV UGS MessageQuery - Ask for all messages
since last contact.

UGS UAV QueryResponse - Send list of all mes-
sages being sent.

UGS UAV
IntruderAlert, DismountMessage -
send all messages that match the
query.

UAV UGS VicsAck - Send an acknowledgement
for each message received.

periodically sends a HeartbeatMessage that con-
tains its network address to any available UGS or
UAV in Wi-Fi range. Reception of a Heartbeat-
Message causes the receiver to connect as a client
to the enclosed address and send back a heart-
beat response. When the sending UAV receives a
HeartbeatResponse, it sends a message asking for
any intruder alerts since the time the two entities
previously communicated. The receiver sends the
requested IntruderAlerts, if any are available, and a
QueryResponse that lists all of the alerts sent. Each
message received, except the HeartbeatMessage, is
acknowledged by sending a VicsAck message.

V. ICE-T AUTONOMOUS UAV/UGS AREA
MONITORING ARCHITECTURE

The hardware and communication described in
section IV forms the heart of the overall UAV/UGS
system, however, a tremendous amount of sup-
porting systems were also needed for successful
deployment and test. As a part of the Value
of Information in Collaborative Systems (VICS)
initiative, members of the Air Force Research
Laboratory (AFRL) on the Intelligent Control and
Evaluation of Teams (ICE-T) program and the Hu-
man Effectiveness Directorate (RH) designed, im-
plemented, and tested a system comprised of Un-
manned Aerial Vehicles (UAVs) and Unattended
Ground Sensors (UGS) that performs autonomous
intruder detection and isolation over a given area.
It was necessary to: design a common message set;
develop on-board processing capability; design and
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UGS developed at AFRL
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DDDPSA Contributions

• Contributions during the past year and ongoing work: 

• RT #1: VoI-based high-level sensor allocation:  
Exploitation by Informed Exploration between Isolated Operatives for Information-
Theoretic Data Harvesting [Axelrod, Karaman, Chowdhary, 2015] 

• RT #4: VoI-based Distributed Sensing:  
Communication Efficient Decentralized Gaussian Process Fusion  
[Allamaraju, Chowdhary, 2016] 

• RT #3: Fundamental limits of information-based planning:  
On the Sensing, Actuation and Computation Requirements for 
an Agile Data-gathering Vehicle [Ma, Karaman, 2016] 

• Other on-going work: 

• RT #2: VoI-based Low-level motion planning:  
Pursuit using Stationary Sensor fields [Carlone, Axelrod, Chowdhary, Karaman]
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Determining the Most Informative  
Measurement Locations

[Axelrod, Karaman, Chowdhary, CDC 2015] 
[Axelrod, Karaman, Chowdhary, Automatica 2015] (under review)

Allan 
Axelrod

Girish 
Chowdhary

Sertac 
Karaman
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Graph-based Searches in Dynamic Environments

⌅ Problem: What is the most informative set of nodes/locations in a
dynamically changing environment?

⌅ Example: Unattended Ground Sensors (UGS) with limited communication
range ) UAS based data-ferrying:

Not all UGS end-up in informative locations
Number of UGS visitable in a flight sortie is limited: range and endurance

⌅ State of the art
Estimating Gaussian Process covariance at current time, Garg et al. [?]
Randomized information-driven learning in static domain, Russo & Van Roy [?]

⌅ Neither approach can predict entropy forward in time
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Chasing the Most Informative Measurements  
in Dynamic Environments

• Problem: What is the most informative set of nodes/locations  
in a dynamically changing environment? 


• Example: Unattended Ground Sensors with limited communication range 
and UAS-based data ferrying

• Not all UGS end up in informative locations

• Number of UGS visitable in a flight sortie is limited


• Limitations of the state of the art:  
• Estimating Gaussian process covariance at current time [Garg et al. 2013]

• Randomized information-driven learning in static domain [Russo, van Roy 2014]

• Neither approach can predict entropy forward in time.
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Chasing the Most Informative Measurements  
in Dynamic Environments

• Problem: What is the most informative set of nodes/locations  
in a dynamically changing environment? 


• Key results:  
• Poisson Exposure Process: A new Bayesian Nonparametric process for predicting 

inhomogeneous accumulation of information

• Fundamental learning efficiency bounds for Pep inference

• A bandit based formulation to selectively query expected informative locations to 

improve efficiency of obtaining data from a large network of UGS

• RAPTOR: efficient proactive data ferrying with endurance constrained UAS
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Experiments on Real-world Data Sets

• Large spatio-temporal data sets used for the computational experiments

Experiment on Real-world Datasets
Spatiotemporal Datasets used for Experimentation

figures/Academ

c

olor

(a) Intel Temperature (b) European Temperature

(c) Washington Rainfall (d) Ireland Wind-Speed

Figure 1: Real world spatiotemporal datasets.Allan Axelrod, Girish Chowdhary {allanma,girish.chowdhary}@okstate.edu January 26, 2016 8 / 18
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Results

8



Fundamental Limits

• Sample efficiency bound: How many samples do I need 
before I can be certain of the predictions I am making?

Competence Bound for Pep
Extension to Bienayme-Chebyshev Inequality

figures/Academ

c

olor

Lemma

Let X (⌧1), ...,X (⌧n) be independent Poisson exposure process trials such that

Pr(X (⌧ i )) = p

i

. Let X =
P

n

i=1 X (⌧ j) and µ = E[X ], then

Pr

⇣
|X � µ| � �

p
n(t

n

� t0)
⌘
 1

n�(t
n

� t0)
. (1)

Bound is on linear growth rate of information gain

Samples need not be identically distributed!

Allan Axelrod, Girish Chowdhary {allanma,girish.chowdhary}@okstate.edu January 26, 2016 11 / 18
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Distributed Inference Over BNP Models

.

Girish 
Chowdhary

Rakshit 
Allamaraju
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Communication-Efficient Decentralized  
Gaussian Process (GP) inference

Distributed Inference Over BNPs

⌅ A-VoIDS sends data packets only when agents are informative

⌅ However, for distributed inference over stochastic processes (e.g. GPs), the
message size can be large

⌅ Instead of sending messages can we directly share compressed models?
Challenge: Must take into account correlations between kernels during fusion
Idea: Generate pseudo-samples from shared generative BNP models

(a) Texas basin (b) Sensor Network

Allamaraju, Chowdhary https://daslab.okstate.edu January 24, 2016 16 / 26

• A-VoIDS sends data packets only when agents are informative  
[Mu, Chowdhary, How, 2013].


• However, for distributed inference over stochastic processes (e.g., GPs),  
the message size can be large.


• Instead of sending messages, can we directly share compressed models? 


• Challenge: Must take into account correlations between kernels during fusion


• Idea: Generate pseudo-samples from shared generative BNP models
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Figure 2: Spatially separated agents sampling an unknown
function. The red points indicate the operating domain of A1
and black points indicate the operating domain of A2

(a) Agent 1 picking samples
from estimate of Agent 2

(b) Agent 2 picking samples
from estimate of Agent 1

(c) Agent 1 estimate after
fusion update

(d) Agent 2 estimate after
fusion update

Figure 3: 1D example demonstrating GP Fusion procedure.
The example demonstrates two agents converging to an accu-
rate representation when sections of the function are inacces-
sible

in its predictions and vice-versa. As shown in the Figure 3a,
A1 has high confidence in the region D1 (as indicated by
its low predictive variance) since it has measurements from
this region and has a low confidence in D \D1 (indicated by
high predictive variance) since it has no measurements in that
region. When A1 receives A2’s model, A1 samples the model
in domain D2 where the variance of A2 is below threshold
�1 and where A1’s own variance is above �2 as explained in
algorithm 1. The points sampled by A1 are shown by the blue
points in figure 3a. Given sufficient budget, both agents obtain
a good estimate of the unknown function without sampling f
over the entire domain as indicated by Figures 3c and 3d,
as each agent incorporates the information from the artificial
measurements derived from their neighbors models.

VI. EXPERIMENTAL VALIDATION ON SYNTHETIC AND
REAL-WORLD DATASETS

To test the communication efficiency and estimation ac-
curacy of the GPFusion in comparison with our presented

baseline methods (Weighted Average Consensus, AVoIDs,
and GPDDF, see section IV for details), data from two
real world datasets and one synthetic dataset were utilized.
MATLAB based simulations of the sensor networks, utilizing
the datasets, were run on a Linux machine with an Intel i7
Processor and 16 GB DDR3 ram.

Comparisons in error to a centralized estimate (which is
the best possible estimate of the true function given the data),
with final communication cost are studied for all algorithms
discussed in the paper, and the results indicate improvement
in both estimation and communication efficiency of GPFusion
over the compared methods.

A. Evaluation on Synthetic Dataset
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Figure 4: Synthetic temperature field on 50⇥ 50 gridworld

A dataset indicating air density in a room was synthesized
on a 50 ⇥ 50 grid world domain and sensors were placed at
random locations to sample the density values from the air
density function shown in figure 4.

The agent locations are selected randomly and the network
is connected in a ring topology, which is a network type
where agents are connected to exactly two nodes forming
a continuous pathway. In ring topology data travels along
the network with every node handling the data satisfying the
conditions of strong connectivity. The sensor agents receive
measurements ȳ

i

from the function corrupted with a small
amount of Gaussian noise ⌫ i.e ȳ

i

⇠ p(D | f), where
p(D | f) = N (f, ⌫). The simulation is run for a total of 100
seconds where the model parameter of the underlying function
is constant.

Figure 5 shows cost and error performance on error-cost
coordinates. The x-axis represents the cost coordinates, which
represent the final cost incurred by the algorithm at the end
of the simulation and the y-axis shows mean error of all
agents to the centralized estimate. The centralized estimate is
modeled by passed all sampled data to a central location where
a full GP is trained on the measurements. It is desirable for
a communication efficient algorithm to lie in the bottom left
corner of the plot with low cost and error.

Weighted Average Consensus lies towards the right corner
with high cost and error which indicates that it performs poorly
in both cost and error. The data points are generated by using
a total of 40, 45 and 50 agents in the network. This is inherent
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On Estimation Error and Results
• Bounds on estimation error established:

ALLAMRAJU et al. 7

To calculate the posterior fused mean, the local measure-
ments at j, ȳj and the artificial measurements ỹij are combined
into ˆ̄yj = [ȳj ỹij ] and agent j’s GP model G P

j

is updated.
Leveraging a result from [13], we show in Theorem 1 that
since samples ỹ

ij

are picked from locations in X where
G P

i

has high confidence, the samples lie within an small
neighborhood of f with high probability. The GPFusion update
on agent j results in a Gaussian Process with a mean and
covariance functions linearly spanned by an updated set of
basis vectors BV

ij

and the updated coefficients �
ij

and C
ij

.
The posterior mean and variance of the composite GP after
fusion is given as :

m̂
ij

= �T

ij

k
x

? (27)

⌃
ij

= k⇤ � kT
x

⇤C
ij

k
x

⇤ (28)

The updated coefficients are functions of ˆ̄yj i.e. �
ij

=
�
ij

(ˆ̄yj) and C
ij

= C
ij

(ˆ̄yj). An illustrative example of GP-
Fusion is described in the next subsection.

Repeatedly transmitting the models with no new information
from the incoming data still results in unnecessary communi-
cation which will increase the communication cost. At each
time step the cost of transmitting model for each agent is
C

i

[t]  |BV
i

|2 + 2|BV
i

| and the total cost C[t] = NC
i

[t];
N is the cardinality of the vertices set. To prevent this,
agents determine the VoI contained in their model with respect
to previous transmission and avoid broadcasting when the
VoI is below a threshold. The VoI threshold is adaptively
changed according to the communication cost. For sparse
online Gaussian processes N = |BV | is the cardinality of
the basis vector set of the GP model G P

i

for agent i at time
t. Given two N dimensional multivariate normal distributions
N0(µ0,⌃0) and N1(µ1,⌃1) the KL divergence (D(N0kN1))
between two multivariate Gaussians is given as

D(N0kN1) =

1

2
{tr(⌃�1

1 ⌃0) + (µ1 � µ0)
|⌃�1

1 (µ1 � µ0)�K + ln
|⌃1|
|⌃0|

}

(29)

The KL divergence between two Gaussian Processes can be
approximated using (29) with the predictive mean and variance
for all points in X , since Gaussian processes are infinite
dimensional extensions of multivariate normal distributions
[17].

It is desirable to regulate the cost C[t] around a reference
value determined by the available communication bandwidth.
If C[t] < c̄, the available communication bandwidth is under
utilized, so the algorithm decreases V ⇤[t] to encourage com-
munication by setting V ⇤[t + 1] = �V ⇤[t + 1]; 0 < � < 1.
If C[t] � c̄, the communication cost is higher than desired, so
the algorithm increases V ⇤ to limit communication by setting
V ⇤[t+ 1] = ↵V ⇤[t]; ↵ > 1. The complete GPF algorithm is
described in Algorithm 1.

In the following theorem 1 its shown that the error in estima-
tion between two GPs, one modeled with true measurements
and other modeled with artificial measurements is bounded in
error. The proof for the theorem is presented in the attached
supplementary material.

Algorithm 1 Gaussian Process Fusion with Adaptive Value of
Information for Distributed Sensing(GP-AVoIDs)

1: procedure GP PARAMETERS, NETWORK G, c⇤,�1,�2

2: for each time t = 1, 2, . . . , T do

3: for each agent i 2 V do

4: Take measurements yi = (y1, y2, . . . , yp) and
update GP parameters according to (25) and (26)

5: m
i

= �T

i

k
x

⇤

6: ⌃
i

= k⇤ � kT
x

⇤C
i

k
x

⇤

7: Calculate Value of information between prior
and posterior models using 29

8: if V
i

[t] � V ⇤
then

9: Transmit model parameters of G P
i

to
neighbors j 2 N(i)

10: Increment communication cost
11: C[t] = C[t] + c̄

i

[t];
12: end if

13: Get models from neighbor j and integrate into
current model

14: Sample G P
j

at locations where ⌃(f)
j

 �1

and ⌃(f)
i

� �2 to obtain ỹij1s
15: Update G P

j

with artificial measurements
ˆ̄yj = [ȳj ỹij ] and obtain updated model

16: m̂
ij

= �T

ij

k
x

?

17: ⌃
ij

= k⇤ � kT
x

⇤C
ij

k
x

⇤

18: Adaptively change V ⇤

19: if C[t] < c⇤ then

20: Too little communication
21: V ⇤[t+ 1] = �1V ⇤[t]; (0 < �1 < 1)
22: else

23: Too much communication
24: V ⇤[t+ 1] = �2V ⇤[t]; (�2 > 1)
25: end if

26: end for

27: end for

28: end procedure

Theorem 1. Consider a network of N autonomous agents
which are inferring the underlying function f using algorithm
1. Suppose, for a given ✏ and �, each agent generates artificial
samples at locations x s.t. �(x) < 2!2

a

2

A

2
n�

2�2
log( 2

�

)
, then the

error in estimation is bounded in probability.

B. An Illustrative Example

We demonstrate the idea behind GPFusion with a simple
example in which two agents learn a sine function in domain
[-1,1], when agents are constrained spatially in sampling the
function. The agents, A1 and A2 are spatially separated and
constrained to sample f in local neighborhoods D1 6= D and
D2 6= D. Figure 2 depicts the setup, where the sensing region
of A1 D1 is shown with the red points, and the sensing region
of A2 D2 is shown with the black points. Note that the sensing
domains of the two agents intersect. Figure 3a shows the GP
estimate of the unknown function by A1 in D. In the figure,
the green band shows the agent’s predictive variance; higher
predictive variance means that the agent has little confidence
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Figure 8: Arrangement of Sensor at Intel Berkeley

is evaluated by selecting data at a frequency of 20 minutes
in a period of 28 hours during March 6 and 7 2004. The
temperature variation for each agent for the selected time
period is shown in figure 9.

To construct the centralized function from the data mea-
surements a 45 ⇥ 35 grid world domain was simulated to
approximate the lab environment and data was passed into
the sensor network.

In Figure 10 the plots show the relationship between cost
and error. The final mean error for GPDDF is 8�C and
communication cost is 2 ⇥ 107. AVoIDs has a max error of
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Figure 9: Temperature variation over 50 sensors used for the
purpose of evaluating the algorithms
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11�C for a cost of 4⇥105 bits and a lower error of 6�C with a
cost of 8.6⇥ 106 bits. The communication cost for GPFusion
lies in a range of 4⇥105 and 5⇥ 105 and the minimum error
to centralized estimate is 1.98�C. Communication costs for
GPFusion-AVoIDs lie inside the range 1.02⇥105 and 2⇥105

with a minimum error of 1.97�C.

VII. CONCLUSION

In this work we present a solution to decentralized inference
problem for a spatially separated sensor network with limited
communication capabilities. Our algorithm presents a novel
way of combing multiple Gaussian Processes while ensuring
a significant reduction in communication cost and little need
for a priori domain knowledge. In particular, our algorithm
outperforms other decentralized inference algorithms without
having to assume that all agents share an a priori agreed co-
variance structure. The key benefit of the presented algorithm
is that it enables every agent to adapt the structure of its
model to best suite its environment, while agents learn a global
model through communication efficient local model fusion.
The algorithm was validated on one synthetic and two real-
world datasets which resulted in improved performance with
state-of-the-art methods, without having to assume a common
set of kernels. We expect that the algorithm could further
outperform existing methods in time-varying and highly non-
stationary environments, since it enables agents to adapt the
model structure to better accommodate local variations.
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Problem Setup

• Vehicle navigating in a sensor field (e.g., UGS).


• Measurement locations and value of information  
are available from a distance – sensing range.


• Vehicle has limited agility, limited sensing 
range and limited computation power.


• Focus on first-order dynamics with drift.


• Fundamental questions: How does the 
 performance scale with the sensing, actuation,  
 and computation capabilities of the vehicle?


• State of the art: 
• A number of relevant foundational problems: TSP, orienteering, …

• None of the existing problems address stochastic nature and vehicle drift.

3

vehicle, the existence of an infinite collision-free trajectory
through the environment exhibits a phase transition, i.e., there
is an infinite obstacle-free trajectory almost surely when the
speed is below a threshold and it will collide with some tree
eventually otherwise. In [54], they further show that a planning
algorithm based on state lattices can navigate the robot with
limited sensing range. A similar problem is also studied in
[55]. Even though the problems are dual in some sense, the
mathematical tools that we utilize for the maximum reward
problem differs from the analysis presented in these references.

b) Contributions: A preliminary version of this paper
appeared in the Workshop on Algorithmic Foundations of
Robotics [56], where we introduced some of the analysis for
the discrete lattices presented in Section III. However, the other
results in this paper, including all results in Section IV, are
new. The contribution of this paper is three-fold. Firstly, we
formulate the maximum-reward motion problem, which serves
as a novel mathematical formulation for the analysis of a class
of robotics problems such as data gathering. Secondly, we
provide a rigorous analysis of the robot performance, given
its sensing, actuation and computation capabilities. This is
achieved by establishing connections with the last-passage
percolation problem in statistical mechanics. Thirdly, we apply
our theoretical results to provide insights for the design of UAV
systems.

c) Organization: We formalize the problem of the
maximum-reward motion and its special case in two dimen-
sional space in Section II. We introduce and analyze a discrete
version of the problem in Section III. With the help of the re-
sults for the discrete case, we study the continuous problem in
Section IV. In Section V, we provide the results of simulations
that support our theoretical results. Finally in Section VI, we
present applications of maximum-reward motions to a sensor
selection problem and a design problem involving UAVs and
unattended ground sensors.

II. PROBLEM DEFINITION

This section is devoted to a formal definition of the problem.
For this purpose, we first define the problem of collecting
maximum reward in a stochastic reward field, in its most
general form. Second, we introduce an important special case,
which this paper focuses on. Finally, as an instance of this
problem, we introduce an inference problem involving mobile
robotic vehicles tasked with data gathering.

A. Maximum-reward Motion in a Stochastic Environment
Consider a robotic vehicle navigating in a stochastic envi-

ronment, where the locations of targets are distributed ran-
domly and each target location is associated with a random
reward value. The precise locations of all of the targets are
unknown to the robot a priori. Instead, the vehicle discovers
the target locations and the rewards associated with the targets
on the fly. To model this phenomenon, we consider a target-
detection region attached to the vehicle. When the targets get
inside the detection region of the robot, the locations of the
targets and the rewards associated with them become known to

Fig. 1. An illustration of the vehicle navigating in a stochastic reward field.
The blue cylinders represent the target locations. The yellow region represents
the target-detection region attached to the vehicle. The locations of all targets
in this range are known to the vehicle. By visiting these target locations, the
vehicle can collect the reward assigned them, as illustrated by the trajectory
of the vehicle, which is shown in red in the figure.

the robot. The vehicle can then choose which locations to visit
and collect the rewards associated with these visited targets.

Note that, when subject to differential constraints involving
substantial drift, the vehicle must visit the most valuable targets
in the direction of drift selectively, in order to maximize the
total reward it collects. This often comes at the expense of
skipping some of the target locations, for instance, those that
are orthogonal to the drift direction. See Figure 1.

In this scenario, we are interested in understanding the
fundamental limits of the vehicle’s performance with respect
to its perception abilities (e.g., the size of its target-detection
region) and its differential constraints (e.g., its agility).

In this section, we present the reward collection problem in
a general form. In the next section, we introduce a special case
that captures all key aspects of the problem. This special case
is also analytically tractable. In particular, we can derive the
aforementioned fundamental limits for this special case.

The online motion planning problem is formalized as fol-
lows in its most general form:

Dynamics: Consider a mobile robotic vehicle that is gov-
erned by the following equations:

ẋ(t) = f(x(t), u(t)),
y(t) = g(x(t))

(1)

where x(t) 2 X ⇢ Rn represents the state, u(t) 2 U ⇢ Rm

represents the control input, y(t) 2 R2 is the position of the
robot on the plane where the targets lie, X is called the state
space, and U is called the control space. A state trajectory
x : [0, T ] ! X is said to be a dynamically-feasible state
trajectory and y : [0, T ] ! R2 is said to be a dynamically-
feasible output trajectory, if there exists u : [0, T ] ! U such
that u, y, and x satisfy Equation (1) for all t 2 [0, T ].
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Sensing Range Requirements for Light-tailed VoI

• Light-tailed value of information: Performance increases exponentially with 
increasing sensing range, when the reward distribution is bounded.*


• Corollary: Equivalently, only log perception range is enough to perform 
optimally, i.e., as if the vehicle has infinite perception range.


• Conjecture: This result extends to when the distribution is light tailed. 
14

Optimal Distance-of-travel vs. Sensing Distance (Exponential Rewards)
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Fig. 8. The average distance-of-travel is plotted against sensing distance m of the robot. The Poisson process is parameterized with � = 1 and each rewards
ri follows an exponential distribution with parameter 1. Note that the y-axis is on log scale, so the distance of travel increases exponentially fast with sensing
distance m, when m is sufficiently large (even for such unbounded light-tailed rewards).

Optimal Distance-of-travel vs. Sensing Distance (Geometric Rewards)
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Fig. 9. The average distance-of-travel is plotted against sensing distance m of the robot. The Poisson process is parameterized with � = 1 and each rewards
ri follows an geometric distribution with parameter 0.5. Note that the y-axis is on log scale, so the distance of travel increases exponentially fast with sensing
distance m, when m is sufficiently large (even for such unbounded light-tailed rewards).

Mean Rewards vs. Agility (Exponential Rewards)
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Fig. 10. Expected reward versus robot agility for the simulation where the
intensity � of the Poisson point process is 10 and the rewards follow an
exponential distribution with mean 1.

Motion Planning Time vs. Sensing Distance
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bernoulli distribution with p = 0.5.

*The proofs utilize the last-passage percolation problem and the  
relevant literature in the area of non-equilibrium statistical mechanics. 16



Sensing Range Requirements for Heavy-tailed VoI

• Heavy tailed value of information: The sensing range required to navigate 
optimally is almost linear, when the reward distribution is Pareto.  


• Conjecture: This phenomenon generalizes to all heavy-tailed distributions

12

Mean reward vs. Travel Distance (Bernoulli Reward)
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Fig. 3. Expected mean reward versus travel distance on a two-dimensional regular lattice, with Bernoulli random reward of different parameters. The plot is
obtained by averaging 1000 trials.

Mean reward vs. Travel Distance (Random Sums)
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Fig. 4. Expected mean reward versus travel distance on a two-dimensional regular lattice, with reward being sums of a random number of exponential random
variables. The mean reward collected by the robot quickly converges.

Mean reward vs. Travel Distance (Pareto Reward)
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Fig. 5. Mean reward collected versus travel distance with heavy-tailed distributions on a two-dimensional regular lattice, averaged over 5000 trials. Reward
follows a Pareto distribution with different values of ↵. The blue curve shows the mean reward collected versus the travel distance n, while the red line is
proportional to n(2/↵)�1 as shown by our theoretical analysis. Note that this is a log-log plot.

we started the experiment with for exponentially distributed
rewards and geometric distributed rewards, respectively.

Notice that the distance traveled in this manner grows
exponentially with increasing sensing range. Hence, in other
words, the sensing range required to traverse a certain distance
increases only logarithmically with the travel distance. The
robot’s performance, in terms of the reward collected, is still
guaranteed to be a constant factor away from the optimal.

F. Requirements on Computation

In this section, we verify our claims in Section IV-E in
Monte-Carlo simulations. We consider the setting of the prob-
lem presented in Section II-B. The robot travels with limited
perception range, and we take a look at how sensing range and
agility impacts the computation time devoted to planning and
inference tasks. The results are presented in Figures 11 and
12 for computation time devoted to motion planning, and in
Figures 13 and 14 for computation time devoted to inference.

In Figure 11, we find that the computation time for motion
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Agility & Computation Requirements

• The scaling of performance with respect to agility can be characterized exactly: 

10

Corollary 3. Suppose the assumptions of Theorem 5 hold.
Then, for any � > 0, there exists some constant c such that

lim

L!1
P
⇣ ���

Q(L, c logL)

L
�R⇤

2

��� � �
⌘

= 0.

The proof for Theorem 5 can be found in Appendix F. We
also show simulation results in Section V.

We can further show that Theorem 3 also extends to the
continuous space.

Theorem 6. Suppose the reward locations are generated by
a Poisson point process with intensity � on Rd. Suppose that
these rewards r(p

i

) follow a Pareto distribution with parameter
↵ 2 (1, 2). The robot dynamics satisfies the following ordinary
differential equation:

ẋ1(t) = v, ẋ2(t) = u(t),

where |u(t)|  v (i.e., robot agility is 1). Then there exists a
probability space (⌦,F , P ) such that as m goes to infinity,

E

Q(L;m)

L

�
= c ·m(2/↵)�1, 8L > m,

for some positive constant c.

D. Performance with respect to the Robot’s Agility
In this section, we examine how agility impacts the perfor-

mance of the robot, measured by the total reward collected.
Recall that the agility of the robot is defined in Section II-B
as

↵ =

w

v
,

where w is the bound on ẋ2(t) = u(t), i.e., the velocity in the
lateral direction (x2-axis). v is the constant speed along the
longitudinal direction (x1-axis).

Theorem 7. Suppose the reward locations are generated by
a Poisson point process with intensity � on Rd. The robot
dynamics satisfies the following ordinary differential equation:

ẋ1(t) = v, ẋ2(t) = u(t),

where |u(t)|  w. Then for any finite L > 0, there exists a
constant c > 0 such that

E[R(L)] = c
p
↵ = c

p
w/v.

The proof can be found in Appendix G. Theorem 7 shows
that the mean maximal rewards grow proportionally with the
square root of robot agility. With this result, the maximal
reward for a robot with any agility ↵ other than 1 can also
be derived accordingly.

E. Computational Workload
In this section, we assess the amount of computational

operations carried out onboard during the persistent monitoring
example discussed in Section I. The computational workload is
due to two different tasks, including both the motion planning
and the inference for each sensor data collected.

a) On motion planning: For the motion planning task,
dynamic programming (Algorithm 2) will be applied to com-
pute the optimal path. The time complexity of Algorithm 2 is
Tplanning = O(N2

), where N is the number of targets within
the target-detection region.

The area of the target-detection region is ↵m2, and by the
property of Poisson point process we know that the expected
number of targets in the target-detection region is

E[N ] = �↵m2.

Therefore, the asymptotic time complexity for motion plan-
ning increases quadruply with the sensing distance of the robot
and quadratically with robot agility, i.e.,

Tplanning = O(↵2m4
).

b) On inference task: The inference task generally in-
duces significantly heavier workload than motion planning. For
example, consider a UAV-UGS system designed for wildlife
detection and tracking in a forest. The ground sensors are
capable of intermittent capture of images, storage of data,
and upload of data to the UAV when the vehicle is within
distance of communication. The UAV needs to process the
downloaded images onboard with real-time object detection
(whether a target animal is found) and localization (where the
animal is in the forest) using state-of-the-art computer vision
techniques. These computations usually exhaust all the compu-
tational resource of processors carried onboard. Therefore, it is
important to evaluate the number of inference tasks executed
over the mission, i.e., the number of sensors/targets the vehicle
visits.

From Theorem 4, we learn that the unit-distance mean
rewards collected converges to R⇤

2 with increasing sensing
distance. Therefore, by assuming r(v) = 1 for all targets,
we readily conclude that the unit-distance average number of
targets visited also converges to some finite constant. This
implies that as the sensing distance m approaches infinity, the
expected computational requirement Tinference is a constant (and
thus independent of m).

Based on Theorem 7, we know that the number of expected
targets visited grows proportionally with

p
↵, where ↵ is the

robot agility. Therefore, the expected number of inference tasks
is also a linear function of

p
↵, i.e.,

Tinference = O(↵1/2m0
) = O(

p
↵).

V. COMPUTATIONAL EXPERIMENTS

In this section, we present the results of simulations to verify
our theoretical analysis.

A. Mean Reward on Discrete Lattices
This first set of experiments aims to verify Proposition 1,

which states that the optimal mean reward converges to some
(possibly infinite) value.

Figure 3 shows the experiment where rewards r(v) at each
vertex are Bernoulli random variables. The mean rewards
collected by the robot, shown by the blue curve, quickly
converge, as predicted by Theorem 1.
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Fig. 8. The average distance-of-travel is plotted against sensing distance m of the robot. The Poisson process is parameterized with � = 1 and each rewards
ri follows an exponential distribution with parameter 1. Note that the y-axis is on log scale, so the distance of travel increases exponentially fast with sensing
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Corollary 3. Suppose the assumptions of Theorem 5 hold.
Then, for any � > 0, there exists some constant c such that

lim

L!1
P
⇣ ���

Q(L, c logL)

L
�R⇤

2

��� � �
⌘

= 0.

The proof for Theorem 5 can be found in Appendix F. We
also show simulation results in Section V.

We can further show that Theorem 3 also extends to the
continuous space.

Theorem 6. Suppose the reward locations are generated by
a Poisson point process with intensity � on Rd. Suppose that
these rewards r(p

i

) follow a Pareto distribution with parameter
↵ 2 (1, 2). The robot dynamics satisfies the following ordinary
differential equation:

ẋ1(t) = v, ẋ2(t) = u(t),

where |u(t)|  v (i.e., robot agility is 1). Then there exists a
probability space (⌦,F , P ) such that as m goes to infinity,

E

Q(L;m)

L

�
= c ·m(2/↵)�1, 8L > m,

for some positive constant c.

D. Performance with respect to the Robot’s Agility
In this section, we examine how agility impacts the perfor-

mance of the robot, measured by the total reward collected.
Recall that the agility of the robot is defined in Section II-B
as

↵ =

w

v
,

where w is the bound on ẋ2(t) = u(t), i.e., the velocity in the
lateral direction (x2-axis). v is the constant speed along the
longitudinal direction (x1-axis).

Theorem 7. Suppose the reward locations are generated by
a Poisson point process with intensity � on Rd. The robot
dynamics satisfies the following ordinary differential equation:

ẋ1(t) = v, ẋ2(t) = u(t),

where |u(t)|  w. Then for any finite L > 0, there exists a
constant c > 0 such that

E[R(L)] = c
p
↵ = c

p
w/v.

The proof can be found in Appendix G. Theorem 7 shows
that the mean maximal rewards grow proportionally with the
square root of robot agility. With this result, the maximal
reward for a robot with any agility ↵ other than 1 can also
be derived accordingly.

E. Computational Workload
In this section, we assess the amount of computational

operations carried out onboard during the persistent monitoring
example discussed in Section I. The computational workload is
due to two different tasks, including both the motion planning
and the inference for each sensor data collected.

a) On motion planning: For the motion planning task,
dynamic programming (Algorithm 2) will be applied to com-
pute the optimal path. The time complexity of Algorithm 2 is
Tplanning = O(N2

), where N is the number of targets within
the target-detection region.

The area of the target-detection region is ↵m2, and by the
property of Poisson point process we know that the expected
number of targets in the target-detection region is

E[N ] = �↵m2.

Therefore, the asymptotic time complexity for motion plan-
ning increases quadruply with the sensing distance of the robot
and quadratically with robot agility, i.e.,

Tplanning = O(↵2m4
).

b) On inference task: The inference task generally in-
duces significantly heavier workload than motion planning. For
example, consider a UAV-UGS system designed for wildlife
detection and tracking in a forest. The ground sensors are
capable of intermittent capture of images, storage of data,
and upload of data to the UAV when the vehicle is within
distance of communication. The UAV needs to process the
downloaded images onboard with real-time object detection
(whether a target animal is found) and localization (where the
animal is in the forest) using state-of-the-art computer vision
techniques. These computations usually exhaust all the compu-
tational resource of processors carried onboard. Therefore, it is
important to evaluate the number of inference tasks executed
over the mission, i.e., the number of sensors/targets the vehicle
visits.

From Theorem 4, we learn that the unit-distance mean
rewards collected converges to R⇤

2 with increasing sensing
distance. Therefore, by assuming r(v) = 1 for all targets,
we readily conclude that the unit-distance average number of
targets visited also converges to some finite constant. This
implies that as the sensing distance m approaches infinity, the
expected computational requirement Tinference is a constant (and
thus independent of m).

Based on Theorem 7, we know that the number of expected
targets visited grows proportionally with

p
↵, where ↵ is the

robot agility. Therefore, the expected number of inference tasks
is also a linear function of

p
↵, i.e.,

Tinference = O(↵1/2m0
) = O(

p
↵).

V. COMPUTATIONAL EXPERIMENTS

In this section, we present the results of simulations to verify
our theoretical analysis.

A. Mean Reward on Discrete Lattices
This first set of experiments aims to verify Proposition 1,

which states that the optimal mean reward converges to some
(possibly infinite) value.

Figure 3 shows the experiment where rewards r(v) at each
vertex are Bernoulli random variables. The mean rewards
collected by the robot, shown by the blue curve, quickly
converge, as predicted by Theorem 1.
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ẋ1(t) = v, ẋ2(t) = u(t),

where |u(t)|  v (i.e., robot agility is 1). Then there exists a
probability space (⌦,F , P ) such that as m goes to infinity,

E

Q(L;m)

L

�
= c ·m(2/↵)�1, 8L > m,

for some positive constant c.

D. Performance with respect to the Robot’s Agility
In this section, we examine how agility impacts the perfor-

mance of the robot, measured by the total reward collected.
Recall that the agility of the robot is defined in Section II-B
as

↵ =

w

v
,
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Fig. 12. Mean runtime of dynamic programming for motion planning, where
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distance-of-travel L (i.e., the mission length), almost surely.
Furthermore, the total precision of the estimate is at least
L ·

p
�E[�2

], where � is the intensity of the measurement
locations and � is a random variable (either geometric or
exponential) that denotes the precision of each measurement.

Hence, we find that both increasing measurement precision
(�) and increasing travel distance (L) has non-diminishing
returns for the data-gathering problem outlined in Section II-C.

b) On sensing distance: The sensing distance has widely
different implications, depending on the distribution of the
precision of each measurement.

If the precision of the measurements are bounded, then
the precision of the estimate of ✓ increases linearly with
increasing distance. Furthermore, according to Corollary 3,
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Fig. 14. Average number of inference tasks (targets visited) grows linearly
with the mission length. The sensing distance is fixed at m = 100.

even with a sensing distance of log(L), the precision of
the estimate of ✓ is almost as good as the precision of the
same estimate when the sensing distance is L, if the vehicle
travels a distance of L, with high probability. In other words,
it is possible to achieve near-optimal estimation performance
with little sensing distance for bounded rewards. We conjecture
that this result extends to all light tailed distributions of the
precision of the measurements.

However, when the precision of the measurements is dis-
tributed according to the Pareto distribution with parameter
↵ 2 (1, 2), then the precision of the estimate increases
super-linearly with increasing sensing distance. Furthermore,
according to Theorem 6, it is impossible to obtain near-optimal
estimation performance with small sensing distance for Pareto
rewards with parameter ↵ 2 (1, 2), which is a heavy-tailed
distribution. We conjecture that this result applies to all heavy
tailed distributions of the precision of the measurements.

c) On agility: According to Theorem 7, the precision of
the estimate increases with increasing agility ↵ = w/v, where
w is the maximum lateral speed and v is the longitudinal speed
of the vehicle. However, the increase comes with diminishing
returns, proportional to

p
↵.

d) On computation workload: The quantification of the
computational workload for the data-gathering problem of
Section II-C follows that of the maximum-reward problem,
the analysis for which was presented in Section IV-E. The
computational workload can be partitioned into two activities,
namely planning and inference. The planning task consists of
determining the set of target locations to be visited each time
a new target gets in the sensing distance of the vehicle. The
computational workload for this task increases substantially
with increasing sensing distance and robot agility. Specifically,
the the computational workload for planning increases as
O(↵2m4

), where m is the sensing distance and ↵ is the robot
agility.

The inference task consists of incorporating the new mea-

• The scaling of computation requirements can also be characterized exactly: 

18



A Case Study for the Deployment of UGS:  
Same Sensors vs. a Heterogenous Set of Sensors

• Scenario 1: All sensors have the same precision 1/w


• Scenario 2: The precision of each sensor is  
chosen randomly - the expected precision 1/w 

• Which scenario is better? Are they the same? 

3

vehicle, the existence of an infinite collision-free trajectory
through the environment exhibits a phase transition, i.e., there
is an infinite obstacle-free trajectory almost surely when the
speed is below a threshold and it will collide with some tree
eventually otherwise. In [54], they further show that a planning
algorithm based on state lattices can navigate the robot with
limited sensing range. A similar problem is also studied in
[55]. Even though the problems are dual in some sense, the
mathematical tools that we utilize for the maximum reward
problem differs from the analysis presented in these references.

b) Contributions: A preliminary version of this paper
appeared in the Workshop on Algorithmic Foundations of
Robotics [56], where we introduced some of the analysis for
the discrete lattices presented in Section III. However, the other
results in this paper, including all results in Section IV, are
new. The contribution of this paper is three-fold. Firstly, we
formulate the maximum-reward motion problem, which serves
as a novel mathematical formulation for the analysis of a class
of robotics problems such as data gathering. Secondly, we
provide a rigorous analysis of the robot performance, given
its sensing, actuation and computation capabilities. This is
achieved by establishing connections with the last-passage
percolation problem in statistical mechanics. Thirdly, we apply
our theoretical results to provide insights for the design of UAV
systems.

c) Organization: We formalize the problem of the
maximum-reward motion and its special case in two dimen-
sional space in Section II. We introduce and analyze a discrete
version of the problem in Section III. With the help of the re-
sults for the discrete case, we study the continuous problem in
Section IV. In Section V, we provide the results of simulations
that support our theoretical results. Finally in Section VI, we
present applications of maximum-reward motions to a sensor
selection problem and a design problem involving UAVs and
unattended ground sensors.

II. PROBLEM DEFINITION

This section is devoted to a formal definition of the problem.
For this purpose, we first define the problem of collecting
maximum reward in a stochastic reward field, in its most
general form. Second, we introduce an important special case,
which this paper focuses on. Finally, as an instance of this
problem, we introduce an inference problem involving mobile
robotic vehicles tasked with data gathering.

A. Maximum-reward Motion in a Stochastic Environment
Consider a robotic vehicle navigating in a stochastic envi-

ronment, where the locations of targets are distributed ran-
domly and each target location is associated with a random
reward value. The precise locations of all of the targets are
unknown to the robot a priori. Instead, the vehicle discovers
the target locations and the rewards associated with the targets
on the fly. To model this phenomenon, we consider a target-
detection region attached to the vehicle. When the targets get
inside the detection region of the robot, the locations of the
targets and the rewards associated with them become known to

Fig. 1. An illustration of the vehicle navigating in a stochastic reward field.
The blue cylinders represent the target locations. The yellow region represents
the target-detection region attached to the vehicle. The locations of all targets
in this range are known to the vehicle. By visiting these target locations, the
vehicle can collect the reward assigned them, as illustrated by the trajectory
of the vehicle, which is shown in red in the figure.

the robot. The vehicle can then choose which locations to visit
and collect the rewards associated with these visited targets.

Note that, when subject to differential constraints involving
substantial drift, the vehicle must visit the most valuable targets
in the direction of drift selectively, in order to maximize the
total reward it collects. This often comes at the expense of
skipping some of the target locations, for instance, those that
are orthogonal to the drift direction. See Figure 1.

In this scenario, we are interested in understanding the
fundamental limits of the vehicle’s performance with respect
to its perception abilities (e.g., the size of its target-detection
region) and its differential constraints (e.g., its agility).

In this section, we present the reward collection problem in
a general form. In the next section, we introduce a special case
that captures all key aspects of the problem. This special case
is also analytically tractable. In particular, we can derive the
aforementioned fundamental limits for this special case.

The online motion planning problem is formalized as fol-
lows in its most general form:

Dynamics: Consider a mobile robotic vehicle that is gov-
erned by the following equations:

ẋ(t) = f(x(t), u(t)),
y(t) = g(x(t))

(1)

where x(t) 2 X ⇢ Rn represents the state, u(t) 2 U ⇢ Rm

represents the control input, y(t) 2 R2 is the position of the
robot on the plane where the targets lie, X is called the state
space, and U is called the control space. A state trajectory
x : [0, T ] ! X is said to be a dynamically-feasible state
trajectory and y : [0, T ] ! R2 is said to be a dynamically-
feasible output trajectory, if there exists u : [0, T ] ! U such
that u, y, and x satisfy Equation (1) for all t 2 [0, T ].

Theorem: Expected information per time in 
scenario 2  is at least as much as that in scenario 1 

17

Mean Precision Gains vs. Travel Distance

0 50 100 150
Travel Distance L

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

M
ea

n
P
re

ci
si
on

G
ai

n
s

Random Sensors
Homogeneous Sensors

Fig. 15. The blue curve shows mean precision gains with randomized sensors,
whose precisions follow an exponential distribution with mean 1. The red
curve shows the same gains with homogeneous sensors with constant precision
of measurement 1.
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Fig. 16. This plot shows how the expected variance of estimation decays
using the two different strategies for sensor deployment. A lower variance
indicates higher estimation accuracy and thus is more desirable. The plot is
on log-log scale, and therefore both variances decay exponentially fast with
the travel distance, but with random sensors the variance decays faster.

VII. CONCLUSION

In this paper, we propose the maximum-reward motion prob-
lem for studying fundamental limits of data-gathering robots,
given their sensing, actuation and computation constraints. We
model the robot as a particle moving in a stochastic reward
field and analyze its performance by using results from last-
passage percolation problem in statistical mechanics. We verify
our theoretical results in thorough simulation experiments.
We also apply our results in co-design of UAV-UGS systems
and sensor selection problems, providing insights for these
problems.
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APPENDIX A
PROOF FOR PROPOSITION 1

The problem of computing the maximum reward that the
optimal path can achieve is often called the last passage
percolation problem [70], and it has connections with non-
equilibrium statistical mechanics problems involving corner
growth [?]. As a result the last passage percolation problem
has attracted tremendous attention. In particular, the function
T ⇤

(vdest) has been analyzed extensively. Let us recall some
of the main results from this literature and subsequently state
and prove our main results for this section.

Definition 2 (Shape function). The function g(·), defined as

g(v) := sup

k2N

E[T ⇤
(bk vc)]
k

is called the shape function.

Firstly, the maximum reward towards a destination v has
been shown to converge to a limit, when reward is independent
and identically distributed.

Proposition 2 (See Proposition 2.1 in [70]). Assume the
reward r(v) at each vertex v is an i.i.d. random variable and
E[r(v)] < 1. Then, T

⇤(bk vc)
k

converges to the shape function
g(v) almost surely as k diverges to infinity, i.e.,

P
⇣

lim

k!1

T ⇤
(bk vc)
k

= g(v)
⌘
= 1.

That is, for any v, the maximum reward T ⇤
(v) converges

to the shape function g(v), almost surely. However, this limit
may be infinite depending on the distribution of r(v).

In addition, the results in [70] show that the shape function
g(v) can be computed exactly for at least two cases, namely,
when the distribution F of reward r(v) at each vertex is either
an exponential distribution or a geometric distribution. More
specifically, if the reward distribution F is an exponential
distribution with parameter � = 1, then the shape function
g defined in Proposition 2 is

g
�
(v1, v2)

�
= (

p
v1 +

p
v2)2, for all (v1, v2) 2 N2. (5)

If the reward distribution F is a geometric distribution with
parameter p, i.e., P(X = k) = p(1 � p)k�1 for k = 1, 2, . . . ,
then the shape function is

g
�
(v1, v2)

�
=

x+ 2

p
v1v2(1� p) + v2

p
, for all (v1, v2) 2 N2.

Computing the shape function for other reward distributions
remains a long-standing, well-known open problem [70]. Now

Moved to
here from
before. [FM]

we can proceed to the proof.
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an exponential distribution or a geometric distribution. More
specifically, if the reward distribution F is an exponential
distribution with parameter � = 1, then the shape function
g defined in Proposition 2 is

g
�
(v1, v2)

�
= (

p
v1 +

p
v2)2, for all (v1, v2) 2 N2. (5)

If the reward distribution F is a geometric distribution with
parameter p, i.e., P(X = k) = p(1 � p)k�1 for k = 1, 2, . . . ,
then the shape function is

g
�
(v1, v2)

�
=

x+ 2

p
v1v2(1� p) + v2

p
, for all (v1, v2) 2 N2.

Computing the shape function for other reward distributions
remains a long-standing, well-known open problem [70]. Now

Moved to
here from
before. [FM]

we can proceed to the proof.
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Pursuit on Stationary Sensor Fields
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Target Tracking in a Dense Stationary Sensor Field

Pursuer 

Sensors 
(UGS)

controllable input
pursuer position & velocity

unknown stochastic input
target position & velocity

- Target is detected by sensor when it passes within a given distance 
- Pursuer interrogates sensors in its neighborhood 
- Sensor records binary detection and time of detection 

Pursuer trajectory

target trajectory

Sensors

known positions

Target
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Target Tracking in a Dense Stationary Sensor Field

• GMM inference is relatively fast even for large number  
of mixture components 

• Number of mixture components doubles at every misdirection  

• Current work: limit growth of mixture components using guaranteed conservative posterior approximation

scattered 
sensors,  

naive 
controller

grid 
sensors,  
MILP  
controller

• Target trajectory estimation: 
Bayesian inference with  
Gaussian Mixture Model (GMM)

• Pursuer control: 
Mixed Integer Linear 
programming (MILP)
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Target Tracking in a Road Network
• Road network: 


• nodes are “places” (intersections, landmarks)

• edges model reachability between places
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Target Tracking in a Road Network
• Road network: 


• nodes are “places” (intersections, landmarks)

• edges model reachability between places

target
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Target Tracking in a Road Network
• Road network: 


• nodes are “places” (intersections, landmarks)

• edges model reachability between places

target

pursuer
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Target Tracking in a Road Network

fast inference              MILP is slow even on small problems
1 2 3 4 5 6

0

5

10

15

20

25
Planning time

• Target trajectory estimation: 
Bayesian inference  
(forward-backward algorithm)

• Pursuer control: 
Mixed Integer Linear programming 
on graph (MILP)

• Current work: derive polynomial-time approximations with guaranteed  
performance using convex relaxations/submodularity 26



Conclusions, Remarks, and Current/Future Work
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Fig. 6. UGS Placement for flight tests.

Fig. 7. Intruder alert tracks for a 30 minute time window.

4) Lessons Learned: The purpose of testing
the combined UAV/UGS surveillance system in
a realistic environment was to determine which
concepts are applicable and useful in such an
environment and also to determine assumptions
that led to degradation of system usefulness.

The most prominent feature in realistic op-
erating environments and especially in a multi-
autonomous-entity system is that of communica-
tions reliability. Without exception, assumptions
on the availability, reliability, and bandwidth of
the communication channels impacted design and
ultimate system usefulness. It is paramount to
recognize during the design phase that autonomous
entities must be able to operate with limited or
absent communication and must be programmed
to handle communication failure. Reasonable fail-
safes, re-tries, and time-outs must all be carefully
designed and tested to ensure the system is ro-
bust to communication failure. By augmenting the
autopilot with onboard decision making, working
around the inevitable communication loss is pos-
sible. We plan to increase the ability of the UAV
to make complex decisions onboard as that feature
directly enables communication-robust operation.

Fig. 8. UGS patrol flight path, based on operator selected
waypoints.

Fig. 9. UGS patrol plan, generated on-board the UAV.

Testing autonomous systems in complex,
human-dominated domains causes numerous
integration challenges. Of particular note, airspace
restrictions and availability frequently impacted
the way in which missions could unfold. It may
be useful to think of autonomous agents actively
pursing onboard decisions in a limited, geo-fenced
area, but in reality, a complex, changing airspace
forces careful consideration of movements of
UAVs. Future systems that integrate with air

Fig. 10. UAV road search plans, generated on-board the UAV.
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AFRL Contacts and  
Their Recent Work

• Control Systems Center of Excellence at AFRL: 


• Deploying networks of Unattended Ground  
Sensors and Unmanned Aerial Vehicles.


• UGSs and UAVs work together  
to detect intruders, anomalies, … 


• Joint work to focus on:


• Develop inference and planning algorithms 
to determine intruders with UGS-UAV networks.


• Examine both dense UGS deployments in large 
fields and sparse deployments in road networks.


• Work towards deploying the new algorithms  
using the AFRL experimental capabilities.

for processing. The onboard processor utilized
accurate road locations to generate waypoints and
camera steering commands and send them directly
to the autopilot. The method for building the way-
points and camera steering commands is described
in [17]. With the sensor steering automated, the
onboard processor could begin recording digitized
video of the road segment under surveillance.
Later, the collected video would be downloaded
and interpreted by human operators. The “hands-
off” road monitoring provided by this capability
was well received by operators as it offloads the
normally tedious task of manually maintaining
sensor view of the road.

2) UGS Data Collection: Thirty-one UGS
were deployed on roads in the exercise area, see
Figures 5 and 6. Because of the size of the area
and the ruggedness of the terrain, it took a couple
of long days to place the UGS and initialize them.
Once the UGS were in place, they were left,
collecting data, until the end of the two-week-long
exercise. Most of the UGS continued collecting
data until they were retrieved after the exercise,
but there were two that failed early.

Over the two weeks, the set of UGSs generated
53,000 intruder alerts. Many intruder alerts were
false alarms and were attributed to sensitivity of
the sensor to phenomena such as moving trees
and rain. Because the UGS used the GPS receiver
to precisely synchronize their clocks, the times
that intruder alerts were generated can be used
to compare alerts from different UGS. Since the
UGS locations are known, distances between the
UGS were calculated and used, along with the
alert times and measured speeds, to calculate
arrival windows for intruder at down-stream UGS.
If alerts were found at the downstream UGS in
the arrival window, they were paired with the
alerts from the upstream UGS in a track. Figure 7
shows an example of tracks generated over a 30
minute time window. Alerts that were included
in tracks were assumed to be true alerts. In this
manner all of the intruder alerts were examined
and it was found that about 30% of the intruder
alerts were true and 70% were false alarms.

3) Retrieving Data from the UGS with a UAV:
During the exercise, the UAVs were directed to

fly over the UGS to collect intruder alerts either
using operator selected waypoints from the PCC
or by using the on-board software to generate
plans, see Figures 9 and 8. Over the course of the
exercise the UAVs collected 4300 intruder alerts
from UGS, or roughly 8% of the alerts generated.
There were two issues that caused this number to
be lower that it could have been, flight restrictions
and data bandwidth.

During the exercise, the airspace was managed by
military controllers who were responsible for safe
operation of manned and unmanned aircraft. The
airspace was managed by imposing restrictions on
flight altitudes and areas. Because of these flight
restrictions, the UAVs could only occasionally
visit many of the UGS, and were never able to
visit some of the UGS.

The other issue was the data bandwidth available
from the UAV to the ground. For an intruder alert
to be retrieved from an UGS and delivered to the
operator, it is transferred between the elements on
the thick green line in Figure 3. The transfer starts
at the IUGS block and then goes through: ACCA,
PA, PCC, GVSM, GCCA, to the GCS block.
The data bandwidth bottleneck is the connection
between the autopilot and the PCC. This is the
Piccolo pass-through connection, which shares the
same radio as the command-and-control link for
the Piccolo autopilot. The ACCA automatically
transferred all intruder alerts to the autopilot for
download to the GCS. Because of the pass-through
limitation, the UGS were configured to upload
alerts to the ACCA that were generated within
the preceding hour, reducing the number of alerts
collected by the UAV. Ultimately, only 240 alerts
were transferred to the GCS.

Fig. 5. All of the UGS constructed for the exercise.
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that developing our own UGS would give us the
flexibility needed for research access, as well as
being more cost effective.

Our UGS design consisted of a custom circuit
board, a GPS receiver, a Doppler radar, a Wi-Fi
module, and an Overo R� module. The UGS board
is designed to integrate the other components using
their factory provided connectors as well as facili-
tate power saving by allowing power switching for
the Wi-Fi and GPS components. A Houston SS300
Doppler radar [14] acts as the intruder sensor. It
returns speeds for moving objects in its field of
view and range. While the GPS receiver reports
the position of the UGS, it also reports the GPS
time which allows synchronization of alerts over
all of the UGS and UAVs. The Overo R�retrieved
GPS and radar inputs, generated and stored filtered
intruder alerts, and sent them to the UAV when it
was in range. See Figure 2 for a photograph of the
UGS and a diagram of the UGS components.

Fig. 2. UGS hardware diagram.

C. UAV/UGS Communication

In order to communicate with the UGS and
transfer recorded measurements, a message inter-
face was developed. Table I lists the messages
passed between the UAV and the UGS when the
UAV flies close enough to the UGS to establish
a Wi-Fi connection. During the mission, the UAV

TABLE I
UAV/UGS MESSAGE PASSING.

FROM TO MESSAGE

UAV UGS HeartbeatMessage - Send Heartbeat
over multicast channel.

UGS UAV HeartbeatResponse - Send response
to heartbeat message as TCP/IP client

UAV UGS MessageQuery - Ask for all messages
since last contact.

UGS UAV QueryResponse - Send list of all mes-
sages being sent.

UGS UAV
IntruderAlert, DismountMessage -
send all messages that match the
query.

UAV UGS VicsAck - Send an acknowledgement
for each message received.

periodically sends a HeartbeatMessage that con-
tains its network address to any available UGS or
UAV in Wi-Fi range. Reception of a Heartbeat-
Message causes the receiver to connect as a client
to the enclosed address and send back a heart-
beat response. When the sending UAV receives a
HeartbeatResponse, it sends a message asking for
any intruder alerts since the time the two entities
previously communicated. The receiver sends the
requested IntruderAlerts, if any are available, and a
QueryResponse that lists all of the alerts sent. Each
message received, except the HeartbeatMessage, is
acknowledged by sending a VicsAck message.

V. ICE-T AUTONOMOUS UAV/UGS AREA
MONITORING ARCHITECTURE

The hardware and communication described in
section IV forms the heart of the overall UAV/UGS
system, however, a tremendous amount of sup-
porting systems were also needed for successful
deployment and test. As a part of the Value
of Information in Collaborative Systems (VICS)
initiative, members of the Air Force Research
Laboratory (AFRL) on the Intelligent Control and
Evaluation of Teams (ICE-T) program and the Hu-
man Effectiveness Directorate (RH) designed, im-
plemented, and tested a system comprised of Un-
manned Aerial Vehicles (UAVs) and Unattended
Ground Sensors (UGS) that performs autonomous
intruder detection and isolation over a given area.
It was necessary to: design a common message set;
develop on-board processing capability; design and

1218Flight test  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Fig. 4. AMASE UAV/UGS Simulation Snapshot

VII. FLIGHT TESTING/DEMONSTRATION

In order to demonstrate the ability of this system
to monitor an area of roads, it was necessary to
demonstrate it in realistic scenarios. To accom-
plish this, all of the sub-systems were iteratively
designed and flight tested and the full system was
flight demonstrated. During the final test, over 30
UGSs were placed along roads of the test range.
Each UGS was powered by a large battery cell that
enabled them to collect information for two weeks.
When airspace was available, the UGSs were vis-
ited by one of our gas-powered UAVs (up to 8 hour
endurance) which used the collected information to
record standard and infrared imagery of potential
intruders.

A. Sub-system Flight Tests

Communication availability is the critical ele-
ment for system operation. Due to the complex
interaction of radios, UAVs, antennas, and oper-
ating environments, the only reliable method to
determine the effect of communications on the
system was to exercise it during actual flights. The
two communication links that needed to be tested
were the UAV-To-GCS and the UAV-To-UGS Wi-
Fi. The other major element that it was necessary
to test in flight was the onboard processor and its
interaction with the autopilot.

1) UAV-To-GCS: We assumed that the UAV-
To-GCS would be adequate to transfer required
messages from the UAV to the GCS. For the

system demonstration, this link was part of the
Piccolo autopilot radio link. It is controlled by
the autopilot and shares the radio bandwidth with
the critical autopilot commands. We found that the
throughput on this link was much lower than we
expected and care must be taken to choose which
messages to transfer to the GCS.

2) UAV-To-UGS: The UAV-To-UGS link is im-
plemented using Wi-Fi radios. Various configura-
tions of this link were tested many times, both air-
to-ground and ground-to-ground. We found that we
had to disable the analog video transmitter on the
UAV because it interfered with the range of Wi-
Fi even though each was on a separate frequency
channel. After many flight tests, we established
that communicate from the UAV to the UGS could
reliably be established when in a 0.5km range.

3) Onboard to Autopilot: The onboard proces-
sor was designed to control the actions of the UAV
by sending plans and commands to the autopilot.
This can be tested on the ground in a hardware-in-
the-loop simulation, but to ensure safe operations,
it must also be flight tested in a controlled manner.
One concern is that the onboard process could
overload the autopilot or send harmful commands.
This set of tests ensured that processor stayed
within its limits as well as showed that the safety
operator could disable the onboard processor at
any time.

B. Flight Demonstration and Data Collection
In order to demonstrate its capabilities and

collect data from a realistic scenario, the Road
Monitoring system was deployed in a large Force-
on-Force military exercise, over a two week period.
The exercise took place in an unimproved wooded
region with dirt and gravel roads that covered a
35 km by 60 km area. There were many military
type vehicles as well as ground troops. Because
of the large number of vehicles moving on the
roads, our algorithms designed for single intrud-
ers were not suitable, but other elements of the
system could be exercised and valuable informa-
tion/experience could be obtained by distributing
the UGS throughout the exercise area.

1) On-Board Plan Generation and Execution:
When intruders were determined to be on certain
segments of the road network, a request for imag-
ing that road segment was sent directly to the UAV
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Conclusions and Remarks

• Introduce the DDDPSA framework as an application of the DDDAS paradigm 
for joint inference, control and learning problems with several sensors


• Current progress on three fronts: 
• Identifying the most informative measurements

• Selection and deployment of stationary and mobile sensors 

• Inference and planning with a massive number of sensors


• Current and future work: 
• Continue the development the DDDPSA framework and  

integrate results, engaging with the DDDAS community

• Develop practical algorithms, and work with the AFRL 

towards their testing in real-world scenarios


• Other significant achievements by the PIs: 
• Karaman NSF CAREER Award 

• Karaman ARO Young Investigator Program Award

• Chowdhary AFOSR Young Investigator Program Award

• Chowdhary Ward Memorial Lecture Award by the  

Aerospace Control and Guidance Systems Committee
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