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Enabling	  Technologies	  that	  
	  can	  Transform	  Ba<lefields	  

•  Enablers:	  
–  Una<ended	  Ground	  Sensor	  Technology:	  The	  

penetra0on	  of	  massive	  number	  of	  primi0ve	  
sensors	  in	  the	  ba@lefield	  (e.g.,	  for	  ),	  and	  the	  
resul0ng	  abundance	  of	  data.	  

–  Communica@on	  technologies:	  Faster	  and	  
reliable	  communica0on	  on	  board	  mobile	  
vehicles.	  

–  Collabora@ve	  control:	  Algorithms	  that	  can	  
coordinate	  mul0ple	  unmanned	  aerial	  vehicles	  
to	  accomplish	  complex	  tasks	  in	  complex	  
environments.	  

•  Our	  collaborators	  at	  the	  AFRL	  (the	  Control	  
Systems	  Center	  of	  Excellence)	  have	  been	  
working	  with	  all	  these	  enablers.	  
	  



New	  Tasks	  and	  New	  Algorithms	  

•  The	  new	  enablers	  hold	  the	  poten0al	  to	  transform	  the	  ba@le	  field.	  	  
•  However,	  new	  algorithms	  are	  required	  for	  various	  tasks,	  in	  order	  to	  

fully	  u0lize	  this	  poten0al.	  
•  The	  DDDAS	  approach	  naturally	  enables	  many	  of	  these	  tasks.	  
	  



DDSPSA:	  Dynamic	  Data-‐Driven	  	  
Pervasive	  Situa0onal	  Awareness	  

•  DDDPSA	  approach	  0ghtly	  
integrates	  mo@on	  planning,	  
control,	  and	  learning.	  

•  The	  sta0onary	  and	  mobile	  
sensors	  work	  together	  for:	  
–  Distributed	  inference.	  
–  Sensor	  alloca0on	  and	  re-‐

alloca0on.	  

•  These	  objec0ves	  are	  using	  
randomized	  algorithms	  for	  
planning	  and	  Bayesian	  
algorithms	  for	  learning.	  



Emerging	  Analysis	  and	  Design	  Tools	  

Mo0on	  Planning	  
and	  Control	  

Informa0on	  
Theory	  

Random	  	  
Graphs	  

Machine	  
Learning	  

Compressed	  
Sensing	  

DDDPSA:	  Dynamic	  Data-‐Driven	  Pervasive	  Situa0onal	  Awareness	  

•  Our	  approach	  integrates	  cuWng-‐edge	  tools	  from	  a	  number	  of	  fields	  
to	  enable	  the	  DDDPSA.	  

•  In	  par0cular,	  we	  will	  u0lize	  the	  emerging	  algorithmic	  methods	  in	  
sampling-‐based	  mo0on	  planning,	  Bayesian	  methods	  for	  machine	  
learning,	  and	  high-‐dimensional	  sta0s0cal	  inference.	  



Research	  Tasks	  and	  Ac0vi0es	  

•  The	  research	  ac0vi0es	  include	  five	  main	  
research	  tasks:	  
–  Value	  of	  Informa0on	  (VoI)	  based	  high-‐level	  sensor	  
alloca0on	  

–  VoI	  based	  low-‐level	  mo0on	  planning	  
–  Fundamental	  limits	  of	  DDDPSA	  through	  Dynamic	  
Random	  Graphs	  

– Distributed	  Inference	  for	  a	  dynamical	  model	  of	  the	  
ba@le-‐field	  

–  Experimental	  valida0on	  (with	  the	  involvement	  of	  
the	  AFRL	  at	  Wright-‐Pa@erson	  AFB).	  



RELEVANT	  WORK	  BY	  THE	  
PRINCIPLE	  INVESTIGATORS	  



Mo@on	  Planning	  for	  Data	  Gathering:	  
The	  Nonequilibrium	  Sta0s0cal	  Mechanics	  Approach	  
•  Consider	  robo0c	  vehicles	  

collec0ng	  data	  recorded	  by	  
sta0onary	  sensors.	  

•  Focus	  on	  design	  problems.	  
Determine:	  Size	  of	  the	  air	  
vehicles,	  agility	  proper0es,	  
percep0on	  capabili0es,	  
communica0on	  range	  of	  
sensors.	  

	  

•  [Ma	  &	  Karaman,	  WAFR’14]	  –	  We	  establish	  novel	  connec0ons	  between	  these	  design	  
problems	  and	  the	  founda0onal	  problems	  of	  non-‐equilibrium	  sta0s0cal	  mechanics.	  

•  We	  characterize	  the	  scaling	  of	  the	  performance	  with	  respect	  to	  the	  actua0on,	  
percep0on	  and	  computa0on	  proper0es	  of	  the	  vehicle.	  



Mo@on	  Planning	  for	  Complex	  Dynamical	  Systems	  in	  
Complex	  Environments	  to	  Maximize	  Mutual	  Informa@on	  

•  How	  can	  we	  design	  paths	  for	  mobile	  
robo0c	  vehicles	  with	  non-‐trivial	  
differen0al	  constraints	  so	  that	  they	  
u0lize	  their	  on-‐board	  sensors	  to	  
maximize	  the	  informa0on	  that	  they	  
gather?	  

•  [Julian,	  Karaman,	  Rus	  IJRR’14]	  We	  
propose	  novel	  planning	  algorithms	  
that	  can	  navigate	  vehicles,	  for	  
instance,	  to	  construct	  maps	  in	  
minimal	  amount	  of	  0me.	  	  

•  We	  u0lize	  value	  of	  informa0on	  
metrics	  such	  as	  mutual	  informa@on.	  	  

On Mutual Information-based Control of Range
Sensing Robots for Mapping Applications

Brian J. Julian1,2, Sertac Karaman3, and Daniela Rus1

Abstract— In this paper we examine the correlation between
the information content and the spatial realization of range
measurements taken by a mapping robot. To do so, we consider
the task of constructing an occupancy grid map with a binary
Bayesian filter. Using a beam-based sensor model (versus an
additive white Gaussian noise model), we prove that any
controller tasked to maximize a mutual information reward
function is eventually attracted to unexplored space, regardless
of the construction of the map. This intuitive behavior is derived
solely from the geometric dependencies of the occupancy grid
mapping algorithm and the monotonic properties of mutual
information. These properties also explain counter-intuitive
examples of when maximal entropy does not result in maximal
mutual information. Our theoretical and empirical results
also suggest that mutual information yields more descriptive
surfaces when compared to traditional entropy calculations.
Since mutual information is dependent on both the robot’s
position and the uncertainty of surrounding cells, it inherently
encodes geometric relationships that are fundamental to robot
control. This comparison is supported with data taken from
hardware experiments using an omnidirectional ground robot
equipped with a laser range finder.

I. INTRODUCTION

For occupancy grid mapping, the most successful robot
control algorithms are grounded in geometric-based princi-
ples. For example, frontier detection, or the identification of
boundaries between unknown and unoccupied space, drives
many exploration algorithms, while path planning algorithms
considering these frontiers often employ spatial metrics and
heuristics []. This approach is not surprising given that the
mapping algorithm’s output is a representation of shapes,
sizes, and positions of obstacles within the environment.
However, underneath the mask of maximum likelihood, a
map is fundamentally a field of binary random variables [],
and the robot’s sensor is a channel that links its motion to
potential information gain. One should expect that geometric-
based intuition should not contradict information-based rea-
soning concerning robot control.

Our goal is to characterize how the robot’s motion in the
physical world affects the relevance of its sensor measure-
ments with respect to occupancy grid mapping. This goal

1Brian J. Julian and Daniela Rus are with the Computer Science and
Artificial Intelligence Laboratory, MIT, Cambridge, MA 02139, USA,
bjulian@mit.edu and rus@csail.mit.edu

2Brian J. Julian is also with MIT Lincoln Laboratory, 244 Wood Street,
Lexington, MA 02420, USA

3Sertac Karaman is with the Department of Aeronautics and Astronautics,
MIT, Cambridge, MA 02139, USA, sertac@mit.edu

This work is sponsored by the Department of the Air Force under Air
Force contract number FA8721-05-C-0002. The opinions, interpretations,
recommendations, and conclusions are those of the authors and are not
necessarily endorsed by the United States Government.

0 

9 

0 3

Map

0 
3 

0

9

Entropy

0 
3 

0

9

Mutual info

Fig. 1. A 3 m by 9 m hallway “dead end” with three walls and one open
frontier. Left: The occupancy grid map with occupied (black), unoccupied
(white), and unknown (gray) cells. Middle: A cutaway drawing of the the
resulting entropy surface where the open space is indistinguishable from
the walls. Right: A more descriptive mutual information surface that guides
a robot within the open space away from the walls and towards the open
frontier at the top left. Note that the linear color scales represent different
value ranges for the entropy and mutual information surfaces.

goes beyond identifying which map grid cells correspond
to the largest amount of uncertainty (i.e., entropy). Thus,
we consider mutual information between the map and future
sensor measurements to be the main reward for information-
based control. Mutual information is a quantity from infor-
mation theory [1] that predicts how much these measure-
ments will decrease the robot’s uncertainty associated with
all grid cells []. Since it inherently encodes the geometric
relationship between the robot’s position and the uncer-
tainty of surrounding cells, mutual information yields more
descriptive surfaces when compared to traditional entropy
calculations. For example in Figure 1, the mutual information
surface slopes to higher values away from the three hallway
walls, reaching its largest at the open frontier. If one were to
apply a mutual information-based gradient-ascent controller
on this surface, a robot would drive towards the center of the
hallway and exit the dead end. Conversely, an entropy-based
gradient-ascent controller would not be repelled by walls nor
attracted to non-adjacent frontiers.

The main result of this paper provide geometric interpre-
tations for the information-based reasoning of robots using
the occupancy grid mapping algorithm and beam-based range
sensors. Specifically, we prove that any controller tasked to
maximize a mutual information reward function is eventually
attracted to unexplored space, regardless of the construction
of the map. This intuitive behavior provides a basis for qual-
itatively evaluating the often overly quantitative behaviors
of information-based control, and hold independently of the
control algorithm; for instance, sampling-based, gradient-
based, or potential field methods all exhibit this behavior as
long as they aim to maximize total mutual information. Our
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Informa@on	  Fusion	  using	  	  
Gaussian	  Processes	  (GP)	  

•  Distributed	  Network	  seWng	  with	  sta0c	  and	  dynamic	  heterogeneous	  
agents	  learning	  parts	  of	  the	  model	  

•  Transmit	  compressed	  genera0ve	  GP	  models	  instead	  of	  transmiWng	  data:	  
agents	  Fuse	  GPs	  together	  to	  build	  the	  global	  model	  	  

•  Learned	  global	  model	  leveraged	  to	  op0mize	  sensor	  placement	  
•  Value	  of	  Informa0on	  metrics	  u0lized	  to	  minimize	  network	  clu@er	  [Mu,	  

Chowdhary	  and	  How,	  ACC’13].	  

True	  model	  of	  	  Temperature	  distribu0on	  	  
(Berkeley	  dataset)	  

Distributed	  network	  topology	  	  
with	  sta0c	  and	  dynamic	  agents	  



Informa@on	  Fusion	  using	  Gaussian	  Processes:	  	  
Performance	  on	  Real	  Data	  Sets	  

•  Validated	  algorithm	  (GP-‐Fusion)	  on	  two	  real-‐world	  data	  sets	  
•  Lef	  EDGAR	  CO2	  dataset,	  Right	  NATCARB	  CH4	  dataset	  
•  Simulated	  mo0on	  of	  mobile	  sensors	  
•  Results	  indicate	  that	  GP-‐Fusion	  achieves	  as	  good	  or	  be@er	  accuracy	  

without	  a	  high	  communica0on	  penalty	  
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JOINT	  WORK	  BY	  THE	  
PRINCIPLE	  INVESTIGATORS	  
SUPPORTED	  BY	  THIS	  PROJECT	  



Current	  Research	  
•  We	  consider	  ground	  sensors	  that	  generate	  events	  of	  interest	  at	  unknown	  rates	  in	  

[Axelrod,	  Chodhury,	  Karaman	  ICRA’14]	  -‐	  Submi@ed	  to	  IEEE	  Interna0onal	  Conference	  
on	  Robo0cs	  and	  Automa0on.	  

•  We	  propose	  novel	  planning	  and	  learning	  algorithms	  that	  can	  
–  Learn	  the	  rate	  of	  data	  genera0on	  
–  Update	  mo0on	  plans	  to	  maximize	  the	  informa0on	  collected	  from	  these	  sensors.	  

•  The	  proposed	  algorithms	  rapidly	  learn	  the	  data	  genera0on	  rates.	  
	  

Scale

- Base

Fig. 1. A closed path is formed so the data-ferrying agent visits the
most informative subset of data source locations. The VoI of visited
locations depreciates after sending information to the data-ferrying agent.
The information is used predict the VoI evolution of the data source
locations.

nodes may not be within communications range of each
other.

Alternative approaches for data gathering in sparse net-
works focus on optimizing the deployment of mobile agents.
A popular feature to optimize is the energy efficiency of the
mobile agent deployments [4], [5], [9], [10], [14]. Another
feature to optimize for sparse networks is data latency
reduction [3], [8], [11], [16]. Both data latency reduction
and energy efficiency are optimized in [21], [35]. Yet, of the
aforementioned approaches, only a few approaches include
endurance constraints [5], [14]. Both approaches use deter-
ministic location transitions for an endurance constrained
bi-objective prize-collecting Traveling Salesman Problems
(also known as the orienteering problem). However, traveling
salesman problem formulations deal with a constant-in-time
prize model [5], [12], [14], [36], [37].

Although the aforementioned related works optimize data
latency reduction and energy efficiency, neither of these
paradigms explicitly consider the cumulative entropy being
collected. Recent persistent monitoring approaches with the
objective of reducing the error between the learned and
true model of a dynamically changing environment by using
reactionary entropy reduction strategies [1], [19]. In addition,
entropy is used as an VoI measure in state of the art efficient
distributed communication and resource allocation tasks [15],
[23]. We therefore leverage VoI in EIEIO as a measure of
worth for harvested data.

The accumulation of uncertainty due to nonstationarity in
the environment is modeled using the Fog of War (FoW)
functional in [18]. However, the Fog of War functional is
a linear and uniform uncertainty accumulation factor that
is not grounded in observed data, and does not account
for nonlinear or spatio-temporally varying rates of uncer-
tainty accumulation. Problems with nonlinear and spatio-
temporally varying arrival rates leverage nonparametric Cox
Processes (CPs), which are doubly stochastic Poisson Pro-
cesses [38]–[42] in which both the Poisson rate of arrival,

and the Poisson rate of arrival hyperparameter are drawn
from a stochastic distribution. Existing approaches involving
Cox Processes either require a stationary domain [39], [40],
require binning or discretizing the Gaussian Process output
a priori [41], or require that a maximum possible Poisson
parameter is designated [38], [42]. Of these approaches,
scaled Gaussian Processes are implemented in [38], [41],
[42] since the Poisson parameter, �̄i, must always be positive.
We address this requirement without resorting to scaling
through the use of a Fog of War (FoW) term, which allows
us to implement a Cox-Gaussian Process (CGP) without
violating the limitations on the �̄.

Poisson Processes are appealing models due to their sim-
plicity, but Poisson Processes have been found to be not
ideally suited for certain kinds of internet communication
and traffic phenomena [43], [44]. However, it has been
demonstrated that sufficiently fast sampling on the same data
sets enabled the data to be accurately modeled by Poisson
Processes, and it was also found that nonstationarity reduced
the requisite sampling rate [45].

III. PROBLEM DEFINITION

Index of Notation
⌧ni Timestamp of nth UAS visit to node i
t Time t 2 [⌧ni , ⌧

n+1
i ]

f(·) Total VoI collected in a flight sortie
S Set of Unattended Ground Sensors (UGS)
⌘(·) Reachable Subset of UGS
K Number of UGS in Distributed Network
 Endurance Constraint   K
i Index of UGS node
Vi The Value-of-Information (VoI) of UGS i
V +
i The VoI at the Next Time Instance
⌥ Binary Variable for Selection of ⌘

�i(·) Positively-Valued Random Variable
�̄i(·) Mean of Poisson process (Pois)
mi(·) Mean of Gaussian Process (GP)
ki(·, ·) Covariance Kernel of GP
G(·) Gamma Distribution
↵ Gamma Distribution Shape Parameter
� Gamma Distribution Rate Parameter
M Number of Draws from Poisson process
�ti Time Between Visits �t := t� ⌧ni
�2 Variance of Gaussian Distribution and GP

VGP,i(·) Draw from GP
�c(·) Fog of War (FoW) Term
�̄c,i(·) Data-Based FoW Term for UGS i
�r,i(·) Randomly Seeded Poisson Parameter
N(·, ·) Normal Distribution

✏ Gaussian White Noise

The general problem we are interested in is distributed
inference and monitoring over a spatiotemporally varying
measure µ that changes with spatial variable x ⇢ R2 and
temporal variable t 2 T. It is assumed that a set of indepen-
dent resource constrained unattended ground sensors (UGS
or nodes) S, indexed by the variable i, provide measurements
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(d) Linear Poisson Parameter
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Fig. 2. In figures 2(a)-(b) compare the predicted and actual mission
scores of the Poisson and Linear Poisson sampling methods. As the Linear
Poisson sampling method assumes consistent behavior across t � ⌧ni
samples, the Bayesian update is considerably more sample efficient than the
Poisson sampling method. In addition, figures 2(c)-(d) show that the Poisson
sampling method has yet to converge to the true underlying parameters of the
50 randomly seeded Poisson distributions after 1000 episodes. The mean
square error of both approaches are compared in 2(e)-(f). In accordance
with the evidence provided by 2(a)-(d), it is again shown that the Linear
Poisson sampling method more accurately predicts the true mission score
in comparison to the Poisson sampling method when the generative model
is homogeneous.

and a sequential exploration method. For the baseline-
comparison, the UAS is able to visit a subset of up to
6 UGS per episode; i.e.,  = 6. The mobile agent first
explores the data available from each of the 50 deployed
UGS (K = 50), and the initialization parameters for each
method is (↵i = 10,�i = 1 ).

The parameters for the homogeneous Poisson Process
generative VoI model are again seeded randomly for the
simulation. The underlying parameter evolution for the Cox
Process generative VoI simulation is defined as

�i(t) = |�r,i

8
(sin(0.5t�r,i) + 1) + ✏|, (15)

where �i(t) is the true underlying Poisson parameter, �r,i is
seeded randomly for the simulation and ✏ is Gaussian white
noise; i.e., ✏ ⇠ N(0,�2). This is acceptable for estimating
the Poisson parameter �̄i since a Poisson distribution a with
large parameters may be approximated using a Gaussian
Distribution.

The baseline-comparison for the developed methods from

Section IV-A to Section IV-B for a homogeneous Poisson
Process generative VoI model is shown in figure 3(a) and
figure 3(c). The baseline-comparison for the developed meth-
ods from Section IV-A to Section IV-B for a generative Cox
Process VoI model is shown in figure 3(b) and figure 3(d).
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(a) Categorical Accuracy
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(b) Categorical Accuracy
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(c) Percent of Maximum Score
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(d) Percent of Maximum Score

Fig. 3. Figures 3(a) and 3(b) showcase the categorical accuracy of
the Poisson-based methods in the presence of significant noise. Likewise,
figures 3(c) and 3(d) showcase the efficacy of the Poisson-based methods
in optimally reducing the available VoI. Notice that although the categorical
accuracy is between 70% and 76% for the Poisson-based methods, the
entropy reduction of the methods is between 85% and 96% as effective
as a system with perfect knowledge.
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Fig. 4. The Intel Berkeley Research lab data set [49] using (??).

VI. CONCLUSION

In the complicated context of endurance-constrained data-
ferrying in a nonstationary and noisy sensing domain, we
propose several reasonable simplifications which reduce the
problem to a simple mathematical program. We proceed to
review Poisson-based methods and then further developed
with the objective of predicting which subset of agents has
the highest VoI. The developed methods and several baselines
are applied on synthetic and real-world data sets. The results
consistently show that EIEIO data harvesting is at least 90%



Contribu0ons	  
•  Spa@otemporal	  VoI	  

modeling:	  Realis0c	  VoI	  
collec0on	  in	  nonsta0onary	  
environments.	  

•  Most	  Informa@ve	  Subset:	  
Robust	  to	  noise	  and	  
heterogeneity	  in	  VoI	  model.	  

•  Poisson-‐Cox	  Gaussian	  
Process:	  Removes	  a	  priori	  
requirements	  using	  data-‐
connected	  field	  of	  view.	  
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Experiments	  with	  Real-‐world	  Data	  

•  Average	  percent	  of	  op0mal	  UGS	  subset	  selected	  in	  1(a)	  and	  1(c)	  and	  VoI	  collected	  	  
•  in	  1(b)	  and	  1(d).	  Results	  from	  the	  Intel	  Berkeley	  Data	  are	  shown	  in	  1(a)	  and	  1(b).	  

Results	  from	  the	  Global	  Historical	  Climatology	  Network	  are	  shown	  in	  1(c)	  and	  1(d).	  	  
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(d)
Figure 1: Average percent of optimal UGS subset selected in 1(a) and 1(c) and VoI collected
in 1(b) and 1(d). Results from the Intel Berkeley Data are shown in 1(a) and 1(b). Results from
the Global Historical Climatology Network are shown in 1(c) and 1(d).


