
1 

An Integrated Approach to the Space  

Situational Awareness Problem (SSA) 

S. Chakravorty 

Associate Professor, Aerospace Engineering 

Texas A&M University 

College Station, TX 

I. Hussein, PhD 

Aerospace Engineer 

Applied Defense Solutions 

Columbia, MD 

Presented at the 2014 

AFOSR DDDAS Program Review 
 

IBM Watson Research Center, NY 

Dec. 1- Dec. 3, 2014 



2 

Motivation 

Space Situational Awareness – How do we best gain and 

maintain information regarding space assets? 

 

 There are about 19,000 

objects > 10cm in diameter 

tracked in orbit. We have on 

the order of 30 sensors. 
 

 

 
We need accurate 

information about objects in 

orbit to protect assets and 

monitor operations 
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The Research Problems 

• Joint Search, Detection, Classification and Tracking (JSDCT) 

 

• Optimal Information Acquisition (OIA) 

 

• High Performance Computing (HPC) implementation of the developed 

     algorithms. 
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Joint Search Detection and Tracking 

The primary problem in SSA is that there are a large number of targets, and a large  

number of sensor returns.  

 

Further, it is not known which return comes from which object 

(the data association problem) and a particular object may not be in the field of view of a  

sensor for protracted periods of time which further aggravates the data association problem. 

 

Finally, the number of objects may not be known a priori and can vary over time. 

 

The SSA problem is an example of a multi-target (MT)- tracking problem. However, the  

scale of the problem is enormous due to the large number of space objects which  

tremendously aggravates the involved data association problem. 

 

The MT-tracking problem may be framed as a recursive Bayesian filtering problem where  

the size of the state (the number of objects) can vary in a  random fashion. 
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Related Literature 

• MT-tracking methods are typically single pass or multi-pass depending on whether past  

     data is taken into account in the tracking procedure [Bar Shalom 94]. 

 

• Multi-Hypothesis Tracking (MHT) techniques are classic techniques to solve the problem  

     [Reid 79]. MHT methods are further divided into hypothesis oriented (HOMHT) and track 

     oriented (TOMHT) methods [Blackman and Popoli 99].  

 

• TOMHT is a computationally tractable method for using the MHT technique and uses an  

     efficient tree based structure to achieve this objective [Blackman and Popoli 99]. 

 

• Recursive MHT techniques use a simplifying track independence assumption that assumes 

     that the tracks of the individual objects  are independent which may not be satisfied in  

     practice [Bar-Shalom 94]. 

 

• The multi-pass methods do not use the track independence assumption but are not  

      recursive. 
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Related Literature 

• The Finite Set Statistics (FISST) technique is an exact recursive Bayesian solution to the 

     MT-tracking problem [Mahler 2007]. 

 

• The method uses the concept of set integrals to account for the fact that the size of the state 

      in an MT-tracking problem is random and time varying. 

 

• The FISST technique is computationally too intensive and thus, the only computationally 

     tractable implementation  of the technique is the PHD (probability hypothesis density) filter 

     [Mahler 07]. 

 

• Efficient particle and Gaussian mixture based implementations of the PHD filter have been  

     proposed [Vo et. al. 05, Vo et. Al. 06, Ristic 10]. 

 

• The PHD filter essentially finds the density of the probability of an object being at a given  

     location, and thus, can provide information about the number of targets (integral of the  

     PHD over the region of interest) and likely location of the targets (the peaks of the PHD).  

     However, this corresponds to only propagating the first moment of the MT-pdf and a  

     consequent loss of information. 
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Related Literature 

• Recently, methods based on Gaussian Mixtures have been proposed to implement the full  

     FISST equations rather than just the first moments as in the PHD [Hussein 2012a, 2012b]. 

     However, these methods still cannot scale to realistic MT-tracking, in particular,  

     SSA problems. 

 

• Thus, the primary problem is to develop a computationally tractable recursive technique to  

     solve the MT-tracking problem that can scale to realistic SSA problems. 
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FISST: A Hypothesis Level Derivation 

The FISST equations use set integrals to deal with the random number of targets in the   

Multi-Target Tracking problem which makes the concept of integration implicit in  

Bayesian filtering rigorous. 

 

Instead, we use a hypothesis level description in which the number of targets is implicit, 

but fixed, given the hypothesis. 

 

At time instant t-1, the multi-target pdf may be represented as given below: 
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FISST: A Hypothesis Level Derivation 

First, consider  the case of  prediction of the MT-pdf without any birth and death of targets. 

 

Given that the measurement has m sensor readings, and given  an M-target hypothesis, the 

 total number of data associations possible is as below: 

 

The predicted pdf  is formed by splitting the M-target hypothesis into AM copies denoted 

by j: 
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FISST: A Hypothesis Level Derivation 

Given the measurements                           , the predicted MT-pdf can be updated using 

Bayes rule:   

Using the prediction equation, the above equation can be factored as: 
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FISST: A Hypothesis Level Derivation 

The previous equation can be further factored as: 

where 

It may be derived that the hypothesis likelihoods lij are given by: 

Continuous  

update 

Discrete  

update 
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FISST: A Hypothesis Level Derivation 

Given that MT- hypothesis likelihoods lij are understood to arise from the underlying  

Hypotheses, and the MT-pdf underlying the hypotheses are updated using a suitable filter, 

 the MT-update step can be written at a purely discrete hypothesis level as: 

 

Note that the continuous part of the update is unaffected by the discrete hypothesis 

level update and can be treated as a pure filtering problem. 
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FISST: A Hypothesis Level Derivation 

Incorporating birth/ death of targets: Essentially, the equations remain the same except  

that the transition probabilities pij  change due to the birth/ death process. The following  

schematic illustrates the process. 

5

different data associations possible given the measurement

{ Z t } . Note that the above process degenerates into the no

birth/ death case when ↵ = β = 0. Thus, we can see that

the primary consequence of the birth/ death process is the

increase in the total number of children hypotheses. However,

the equations for the multi-target filtering remain unchanged.

Recall Eq. 9, which is reproduced below for clarity:

p({ X } , (i , j )/ F t ) =

p({ Z t } / { X } , (i , j ))p− ({ X } / (i , j ), F t− 1)
R

p({ Z t } / { X 0} , (i , j ))p− ({ X 0} / (i , j ), F t− 1)d{ X 0}
| {z }

updated pdf underlyingH i j

⇥

l i j

w i j

z } | {
pi j wi

P
i 0,j 0 l i 0,j 0 pi 0j 0wi 0

| { z }
w i 0j 0

. (17)

The only difference from the no birth/ death case is, given H i

is an M − target hypotheses, the children hypotheses H i j can

have M / M − 1/ M + 1 targets underlying them. It behooves

us to look closer at the prediction equations in the birth/ death

case as that is the source of difference from the no birth/ death

case.

First, consider the case of a death hypothesis. Consider an

M-target hypothesis, H i , with underlying MT-pdf
Q

k pk (xk ).

Suppose without loss of generality that the M t h target dies.

Then, the trasition density for the multi-target system is

defined as:

p({ X } / { X 0} , (i , j )) = [

M − 1Y

k = 1

pk (xk / x0
k )]δ(φ/ xM ), (18)

where δ(φ/ xM ) denotes the fact that the M t h target becomes

the null target φ with probability one. Thus, the predicted MT-

transition density underlying H i j is :

p− ({ X } / (i , j ), F t ) =

=

Z

(

M − 1Y

k= 1

p(xk / x0
k )p(x0

k / i , F t ))δ(φ/ x0
M )dx0

1..dx0
M

=

M − 1Y

k = 1

p− (xk / i , F t ), (19)

i.e., the predicted MT-pdf is simply the predicted pdfs of all

the targets that do not die.

Next, consider the case of a birth hypothesis H i j where the

birthed pdf has a distribution pl
b(xM = 1). The transition pdf is

now

p({ X } / { X 0} , (i , j )) = [

MY

k = 1

pk (xk / x0
k )]pM + 1(xM + 1/ φ),

(20)

where pM + 1(xM + 1/ φ) = pl
b(xM + 1) denotes that the null

target φ spawns an M + 1t h target with underlying pdf pl
b(xM ).

It can be shown similar to above that the predicted distribution

in this case is:

p− ({ X } / (i , j ), F t ) = [

MY

k = 1

p−k (xk / i , F t )]pl
b(xM + 1), (21)

i.e., the predicted distribution of all the targets with the

addition of the birth pdf pl
b(xM + 1).

Further, each of these hypothesis split into children H i j k based

on the possible data associations: if H i j is a birth hypothesis

the the number of children is AM + 1, if its a death hypothesis

the number of children is AM − 1 and if it is no birth/ death, the

number of children is AM . Note that the MT-pdf underlying

all birth hypothesis are the same as are the MT-pdfs underling

all death and all no birth/ death hypotheses. In particular, using

the development outlined above ( where we have replaced the

child notation H i j k by H i j for simplicity), we can see that

the transition probability pi j of a child hypothesis H i j is:

pi j =

8
>><

>>:

↵
A M + 1

, if j 2 BM + 1

1− M b
t ↵ − M d

t β

A M
, if j 2 BM

β
A M − 1

, if j 2 BM − 1

(22)

where BM refers to the set of all M target hypothesis, and

recall that AM =
P m i n (m ,M )
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Fig. 1. A schematic of the splitting of the hypothesis due to birth/ death
of targets and data associations. Underlying each blob is a unique continuous
MT-pdf.

The above development can be summarized as the following

result:
Proposition 2: Given an M-target hypothesis H i and its

children H i j , the update equation for joint MT-pdf-hypothesis

density function is given by Eq. 17, where the only differences

from the no birth/ death case is that pi j in the equations is

different according as the hypothesis H i j birth, death or a

no birth/ death hypothesis and is given by Eq. 22, and the

predicted priors required in Eq. 17 is calculated from Eq. 18

if H i j is a death hypothesis, Eq. 21 if it is a birth hypothesis

and Eq 5 if it is a no birth/ death hypothesis.
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FISST: A Hypothesis Level Derivation 

In particular, the transition probabilities between the parent and the children hypotheses  

can be written as:   
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The abovedevelopment can be summarized as the following

result:
Proposition 2: Given an M-target hypothesis H i and its

children H i j , the update equation for joint MT-pdf-hypothesis

density function is given by Eq. 17, where the only differences

from the no birth/ death case is that pi j in the equations is

different according as the hypothesis H i j birth, death or a

no birth/ death hypothesis and is given by Eq. 22, and the

predicted priors required in Eq. 17 is calculated from Eq. 18

if H i j is a death hypothesis, Eq. 21 if it is a birth hypothesis

and Eq 5 if it is a no birth/ death hypothesis.

Thus, the MT-pdf prediction and update equations can be represented at the purely  

discrete hypothesis level as ( given that the underlying MT-pdfs are predicted and updated  

using a suitable filter) : 
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Randomized FISST (RFISST) 

The main issue with the MT-tracking problem is that the number of hypothesis grows 

 exponentially with time and any practical technique needs to keep this computational  

complexity under control. 

 

The hypothesis level derivation allows us to propose a randomized technique for keeping  

this computational complexity under control. 

 

The key observation is that the all data associations are not likely, in particular,  

an overwhelmingly large number of the hypothesis are highly unlikely. Thus, we need a  

technique that can help us sample the most highly likely hypothesis. 

 

Markov Chain Monte Carlo (MCMC) methods are especially suited to sample the children 

hypothesis Hij  according to their likelihood lij. Hence, we sample the children hypotheses of  

any parent hypothesis, in proportion to their likelihoods using the MCMC  

procedure. 
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Randomized FISST (RFISST) 

The MCMC procedure allows us to keep the total number of hypotheses under control  

and keep only the most highly likely hypotheses at any stage. 
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Randomized FISST (RFISST) 
We also use a smart sampling MCMC technique to reduce the number of hypotheses that  

the MCMC method needs to sample through such that the convergence of the MCMC  

Algorithm is accelerated. 
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SSA Application 
In the following, we show the application of the RFISST technique to a 100 object SSA 

example with no birth and death of targets.  

An extended Kalman filter is used to track  

the objects 

 

The RFISST technique maintains an  

accurate description of the space objects 

using a small number of hypotheses. 

 

The actual positions of the space objects is  

shown along with the estimates from the top  

three estimates in the adjacent figure. 
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SSA Application 

The total number of hypotheses maintained  

by the RFISST procedure is shown at various  

different stages of the simulation 

 

It can be seen that the RFISST procedure  

maintains a low number of hypotheses  

except when there is an ambiguous event in  

which case the technique autonomously  

 generates a larger number of hypotheses. 
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SSA Application 

In the following example, we present the application fo the RFISST procedure to a 10  

object SSA example where the number of objects is unknown a priori. We start with the  

hypothesis that there are only two objects. 

The adjacent figure shows the application of the 

RFISST technique. The actual position of the 

 objects along with those from the top hypotheses  

are shown 
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SSA Application 

The total number of objects estimated  

by the RFISST technique during the  

simulation. It can be seen that the  

algorithm converges to the correct  

number of objects as the simulation  

progresses 
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Conclusion 

• We have presented a hypothesis level derivation of the MT-tracking problem. 

 

• The hypothesis level description allows us to propose an MCMC based randomized  

     technique, called RFISST, that allows us to solve the recursive full Bayesian multi-target 

     tracking problem in a computationally tractable fashion. 

 

• Application to challenging moderate sized  SSA problems show that the RFISST technique  

     can scale to real SSA applications. 

 

• An improved implementation of the technique in C++ needs to be developed for scaling  

     to real problems. 

 

• The RFISST procedure is highly parallelizable, and thus a GPU based parallel  

     implementation is desired. 

 

• The RFISST procedure needs to be coupled with a sensor scheduling procedure like  

     the I-RHC procedure. 
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Optimal Measurement Scheduling 

Space Situational Awareness – How do we best gain and 

maintain information regarding space assets? 

 

 
I-RHC-M attempts to answer the question “Which targets should we be 

looking at?” with the goal of gaining the most information possible 

about the state of the system of targets. 

 

The algorithm controls the information state of the system of targets by 

directing the sensors to measure specific targets. 
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Optimal Measurement Scheduling 

 We have proposed a receding horizon approach to the solution of an I-

space planning problem  

 The I-RHC-M approach uses a stochastic gradient ascent technique in 

conjunction with a randomized policy to solve a finite look-ahead horizon 

open loop planning problem at every time step 

 The results show that this is a viable approach, especially for continuous 

state and observation space problems, which are notoriously difficult to 

solve for standard discrete POMDP techniques 

 However, the I-RHC solution does not coincide with the MDP solution 

because we do not optimize a feedback-based control policy 

 The I-RHC technique needs to be applied to larger number of targets than 

considered here and extended to work with FISST based Tracking, with 

GPU implementation to reduce variance of estimates 
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GPU based I-RHC  

7

We implemented the IS-RHC technique using NVIDIA CUDA

toolkit 5.5. All our simulations were performed on a machine with

the following processing capabilities:

• CPU: Intel Core 2, Quad Core, 2.66GHz.

• RAM: 4GB DDR2 Memory.

• GPU: GeForce GTX 295, 1.24GHz, 900MB GDDR3 Memory

(1GHz, 448-bit bus width).

A. IS-RHC performance

Variable Method Mean Median Standard

Deviation

σX X
IRHC 3.84e3 3.85e3 1.83e2

MYOPIC 2.84e3× 1.18e1× 1.87e5×

σY Y
IRHC 3.83e3 3.84e3 1.77e2

MYOPIC 5.08e2× 1.21e1× 3.84e4×

σẊ Ẋ

IRHC 1.22e8 1.13e8 1.79e2

MYOPIC 3.17e3× 1.54e1× 1.80e5×

σẎ Ẏ

IRHC 1.20e8 1.12e8 1.86e2

MYOPIC 2.15e3× 2.25e1× 2.04e5×

TABLE I

IRHC VS MYOPIC

In this experiment, we track 48 objects for 200 steps in the horizon,

starting from a randomly chosen initial condition. In this scenario,

we set the number of simulations (i.e. different action sequences)

for each convergence step to be 960. Once the experiment is over,

we record the uncertainty in our estimate of the location and speed

of the objects being tracked in both the x and y dimensions. We

repeat the entire simulation starting from a different initial condition

for a total of 20 different initial conditions. This experiment was

conducted using the IS-RHC technique and a myopic policy. For

each initial condition, the uncertainty was averaged over the objects.

Then the resultant average was again averaged across different initial

conditions.

Table I shows a comparison of the mean, median and standard

deviation of the final averaged uncertainty in tracking the objects of

both the IS-RHC technique and the myopic policy. The uncertainty

of tracking the x and y coordinates of the position of the objects is

denoted by σX X and σY Y respectively. The x and y components

of their speed are denoted by σẊ Ẋ and σẎ Ẏ respectively. The

uncertainty in tracking the objects using the IS-RHC technique is

reported as absolute values, while the uncertainties in tracking the

objects using the myopic policy are shown relative to that of the IS-

RHC technique. The results show much better performance when the

IS-RHC technique is used to track the objects compared to when the

myopic policy is used. The myopic policy shows at least 3 orders of

magnitude more uncertainty for the mean, and 5 orders of magnitude

higher standard deviation compared to IS-RHC, in tracking the x-

coordinate of the position and both the x and y components of the

speed of the objects. The myopic policy has at least 2 orders of

magnitude more uncertainty on average, and 4 orders of magnitude

higher standard deviation compared to the IS-HRC technique in

tracking the y-coordinate of the position of the tracked objects in

our experiment. As shown in Table I, the median of the uncertainty

of the myopic policy is 1 order of magnitude higher than that of

the IS-RHC policy. Also, if we compare the median to the mean

for both the IS-RHC technique and the myopic policy, we see that

the median of the uncertainty in the IS-RHC technique is very close

to that of the uncertainty in the myopic policy, whereas the mean

of the uncertainty of the myopic policy is much larger than that of

the IS-RHC technique. This indicates that the results of the IS-RHC

technique are more consistent than the results of the myopic policy.
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Fig. 4. IRHC vs Myopic Comparison Details (for σX X )

To examine the performance of the IS-RHC technique compared

to the performance of the myopic policy, we plot the uncertainty of

tracking the x-coordinate of the position of the objects for each of

the 20 initial conditions separately as shown in Figure 4. The index

of the initial conditions simulated is shown in the x-axis of Figure 4,

and the averaged uncertainty of tracking all the objects is shown in

the y-axis. Figure 4 confirms the conclusions made in Table I.

B. IS-RHC GPU implementation optimization

Fig. 5. Average Logarithmic Cost in Tracking 48 Target Objects as Number
of Action Sequences is Increased.

The IS-RHC technique GPU implementation has a group of

parameters that control the performance of the algorithm on the

GPU. These parameters can either enhance the performance of the

algorithm with a penalty of extra runtime, or reduce the runtime while

degrading the performance of the algorithm. In order to facilitate

finding the optimal settings to run the algorithm, we show the relation

between the quality of the results and runtime of the algorithm, as a

function of algorithm parameters. the operation of the algorithm.

Figures 5 and 6 show the average logarithmic cost in tracking

48 and 96 objects respectively. The x-axis shows the number of

simulations (i.e. action sequences), and the y-axis shows the average

logarithmic cost at the end of each run. The plots show the final cost

drops drastically as the number of action sequences increases to 48.
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of the myopic policy is 1 order of magnitude higher than that of

the IS-RHC policy. Also, if we compare the median to the mean

for both the IS-RHC technique and the myopic policy, we see that

the median of the uncertainty in the IS-RHC technique is very close

to that of the uncertainty in the myopic policy, whereas the mean

of the uncertainty of the myopic policy is much larger than that of

the IS-RHC technique. This indicates that the results of the IS-RHC

technique are more consistent than the results of the myopic policy.
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To examine the performance of the IS-RHC technique compared

to the performance of the myopic policy, we plot the uncertainty of

tracking the x-coordinate of the position of the objects for each of

the 20 initial conditions separately as shown in Figure 4. The index

of the initial conditions simulated is shown in the x-axis of Figure 4,

and the averaged uncertainty of tracking all the objects is shown in

the y-axis. Figure 4 confirms the conclusions made in Table I.

B. IS-RHC GPU implementation optimization

Fig. 5. Average Logarithmic Cost in Tracking 48 Target Objects as Number
of Action Sequences is Increased.

The IS-RHC technique GPU implementation has a group of

parameters that control the performance of the algorithm on the

GPU. These parameters can either enhance the performance of the

algorithm with a penalty of extra runtime, or reduce the runtime while

degrading the performance of the algorithm. In order to facilitate

finding the optimal settings to run the algorithm, we show the relation

between the quality of the results and runtime of the algorithm, as a

function of algorithm parameters. the operation of the algorithm.

Figures 5 and 6 show the average logarithmic cost in tracking

48 and 96 objects respectively. The x-axis shows the number of

simulations (i.e. action sequences), and the y-axis shows the average

logarithmic cost at the end of each run. The plots show the final cost

drops drastically as the number of action sequences increases to 48.

The adjacent figure shows the performance of the 

GPU based I-RHC algorithm in comparison with 

a myopic policy. The GPU implementation leads  

to a 100 fold decrease in the uncertainty of each  

object 

The adjacent figure shows the result of a GPU 

implementation on the cost and its variance as 

compared to a CPU implementation. The drastic  

variance reduction due to the GPU implementation 

leads to orders of magnitude improved performance 
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I-RHC*: Optimal I-RHC 

This work relates to the optimality of the I-RHC technique. We have shown that 

the optimality of the I-RHC procedure can be recovered by adjusting the control  

actions at different time steps at different rates. In particular, we may show that as  

the ratio of the learning rate updates at consecutive steps of I-RHC becomes large, 

the I-RHC technique recovers the optimality of the true Dynamic Programming 

Solution. 
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Randomized FISST (R-FISST): Using a DDDAS based 

approach, we have developed a randomized Markov Chain Monte 

Carlo (MCMC) based version of the Finite State Statistics (FISST) 

algorithms for Multi-Target tracking which is the first 

computationally tractable implementation of the full FISST 

Iteration. We have tested the algorithm on up to 100 space object 

SSA examples. 

  
GPU based I-RHC: We have developed a GPU based implementation of the 

sensor scheduling process required in the DDDAS approach, via our I-RHC 

algorithm which was developed as a receding horizon solution to information 

space planning problems. The results on a candidate 100 space object sensor 

scheduling problem shows a 100 fold decrease in the uncertainty of the estimates 

of the objects over competing scheduling policies. 

  
A UKF-PF hybrid tracking filter: for space object tracking. We have 

developed this novel and fast filter for tracking periodic systems with low 

process noise with application to space object tracking.  The method 

outperforms other competing non Gaussian tracking techniques while being 

much faster to implement. 

An Integrated Approach to Space Situational Awareness (SSA): YII Highlights 

7

We implemented the IS-RHC technique using NVIDIA CUDA

toolkit 5.5. All our simulations were performed on a machine with

the following processing capabilities:

• CPU: Intel Core 2, Quad Core, 2.66GHz.

• RAM: 4GB DDR2 Memory.

• GPU: GeForce GTX 295, 1.24GHz, 900MB GDDR3 Memory

(1GHz, 448-bit bus width).

A. IS-RHC performance

Variable Method Mean Median Standard

Deviation

σX X
IRHC 3.84e3 3.85e3 1.83e2

MYOPIC 2.84e3× 1.18e1× 1.87e5×

σY Y
IRHC 3.83e3 3.84e3 1.77e2

MYOPIC 5.08e2× 1.21e1× 3.84e4×

σẊ Ẋ

IRHC 1.22e8 1.13e8 1.79e2

MYOPIC 3.17e3× 1.54e1× 1.80e5×

σẎ Ẏ

IRHC 1.20e8 1.12e8 1.86e2

MYOPIC 2.15e3× 2.25e1× 2.04e5×

TABLE I

IRHC VS MYOPIC

In this experiment, we track 48 objects for 200 steps in the horizon,

starting from a randomly chosen initial condition. In this scenario,

we set the number of simulations (i.e. different action sequences)

for each convergence step to be 960. Once the experiment is over,

we record the uncertainty in our estimate of the location and speed

of the objects being tracked in both the x and y dimensions. We

repeat the entire simulation starting from a different initial condition

for a total of 20 different initial conditions. This experiment was

conducted using the IS-RHC technique and a myopic policy. For

each initial condition, the uncertainty was averaged over the objects.

Then the resultant average was again averaged across different initial

conditions.

Table I shows a comparison of the mean, median and standard

deviation of the final averaged uncertainty in tracking the objects of

both the IS-RHC technique and the myopic policy. The uncertainty

of tracking the x and y coordinates of the position of the objects is

denoted by σX X and σY Y respectively. The x and y components

of their speed are denoted by σẊ Ẋ and σẎ Ẏ respectively. The

uncertainty in tracking the objects using the IS-RHC technique is

reported as absolute values, while the uncertainties in tracking the

objects using the myopic policy are shown relative to that of the IS-

RHC technique. The results show much better performance when the

IS-RHC technique is used to track the objects compared to when the

myopic policy is used. The myopic policy shows at least 3 orders of

magnitude more uncertainty for the mean, and 5 orders of magnitude

higher standard deviation compared to IS-RHC, in tracking the x-

coordinate of the position and both the x and y components of the

speed of the objects. The myopic policy has at least 2 orders of

magnitude more uncertainty on average, and 4 orders of magnitude

higher standard deviation compared to the IS-HRC technique in

tracking the y-coordinate of the position of the tracked objects in

our experiment. As shown in Table I, the median of the uncertainty

of the myopic policy is 1 order of magnitude higher than that of

the IS-RHC policy. Also, if we compare the median to the mean

for both the IS-RHC technique and the myopic policy, we see that

the median of the uncertainty in the IS-RHC technique is very close

to that of the uncertainty in the myopic policy, whereas the mean

of the uncertainty of the myopic policy is much larger than that of

the IS-RHC technique. This indicates that the results of the IS-RHC

technique are more consistent than the results of the myopic policy.
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To examine the performance of the IS-RHC technique compared

to the performance of the myopic policy, we plot the uncertainty of

tracking the x-coordinate of the position of the objects for each of

the 20 initial conditions separately as shown in Figure 4. The index

of the initial conditions simulated is shown in the x-axis of Figure 4,

and the averaged uncertainty of tracking all the objects is shown in

the y-axis. Figure 4 confirms the conclusions made in Table I.

B. IS-RHC GPU implementation optimization

Fig. 5. Average Logarithmic Cost in Tracking 48 Target Objects as Number
of Action Sequences is Increased.

The IS-RHC technique GPU implementation has a group of

parameters that control the performance of the algorithm on the

GPU. These parameters can either enhance the performance of the

algorithm with a penalty of extra runtime, or reduce the runtime while

degrading the performance of the algorithm. In order to facilitate

finding the optimal settings to run the algorithm, we show the relation

between the quality of the results and runtime of the algorithm, as a

function of algorithm parameters. the operation of the algorithm.

Figures 5 and 6 show the average logarithmic cost in tracking

48 and 96 objects respectively. The x-axis shows the number of

simulations (i.e. action sequences), and the y-axis shows the average

logarithmic cost at the end of each run. The plots show the final cost

drops drastically as the number of action sequences increases to 48.


