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Spreadsheets are heavily 
used in accounting, mar-
keting, healthcare, engi-
neering, and many other 

domains because of their various 
advantages. They do not require code- 
development skills, can be modifed to 
match an organization’s culture, and 
provide a natural environment for 
model development. Domain experts 
can use spreadsheets at the level of 
complexity they need and rapidly 
obtain useful results.1

Spreadsheets support end-user 
computing, in which people focus on 
problem solving rather than on technology.2 Although 
end-user computing can often be ad hoc and amateur-
ish, spreadsheet development is a form of programming3 
and, as such, must be considered a professional activity 
subject to engineering rules—design, documentation, 
debugging, testing, maintenance, quality, and so on.4

A recent study estimated that the number of end-
user programmers is more than an order of magni-
tude greater than the number of mainstream pro-
grammers.5 The most widely used spreadsheet 
tool, Microsoft Excel, has been installed more than 
a billion times (http://money.cnn.com/2013/11/13 
/technology/enterprise/microsoft-office-google-docs). 
Although most users exploit only a fraction of Excel’s 

functionalities, this installation number demonstrates 
that the spreadsheet phenomenon deserves careful 
attention and that spreadsheet research could have a 
strong impact on the way companies do business.

Spreadsheets have evolved from personal office tools 
that improve productivity to enterprise-level tools that 
support collaboration and analytics, and provide a sim-
ple and flexible framework for collaborative model 
development.6 Spreadsheets have become the de facto 
standard for tabular data exchange over email and, with 
the advent of cloud computing, the reference tool for tab-
ular data sharing.

To support analytics, spreadsheets are used routinely 
in the personalized postprocessing and presentation of 
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data exported by software platforms, as 
the ubiquitous “export to Excel” com-
mand attests. The trend toward big data 
has created an even stronger need for 
a smart combination of cloud and end-
user computing as well as for effec-
tive techniques to move data between 
the cloud and data scientists’ local 
machines.7 To improve integration 
with software platforms, spreadsheets 
have recently incorporated features to 
support SQL queries,8 such as Microsoft 
Power Query and Google Docs Query, 
and have been proposed for real-time 
data access and visualization9 and data 
integration and mashup.10

However, none of these proposed 
features leverage the presence of cell 
references or links. To address that 
need, we at the Joint Research Center on 
Computer Platform Engineering (CIPI), 
established by the University of Genoa 
and the University of Padua, developed 
the Spreadsheet Space, a virtual space 
for tabular data exchange that exploits 
the typical permanent asymmetric 
cell links supported by spreadsheets. 
These links connect spreadsheets 
stored in different systems belonging 
to different users, crossing spread-
sheet boundaries through the Internet 
with no limitations. The Spreadsheet 
Space leverages spreadsheet intercon-
nection and composition technology11 
to open a set of opportunities for the 
development of new models for spread-
sheet use.

To gauge user acceptance, we ran a 
series of field experiments in a variety 
of application domains. We then com-
pared the Spreadsheet Space to other 
methods and established that it pro-
vides the power of cloud-based sharing 
while guaranteeing the security levels 
of desktop applications.

SPREADSHEET 
SYNCHRONIZATION
The idea of connecting spreadsheets 
over the Internet derives from the 
observation that spreadsheets are 
based on cell references, and that these 
references are suitable pointers to mul-
tiple files, possibly owned by different 
users and located in different adminis-
trative domains. In the same way that 
internal spreadsheet references denote 
dependencies among spreadsheet cells, 
cross-spreadsheet references denote 
dependencies among cells of differ-
ent spreadsheets. Because of cross- 
spreadsheet dependency, a cell update 
in a spreadsheet can trigger cell updates 
in other spreadsheets. Updating can be 
either direct, when spreadsheets refer-
ence the updated cell directly, or indi-
rect, when spreadsheets reference the 
updated cell through intermediate 
spreadsheets.

Required functionalities
Cross-spreadsheet dependency and 
direct and indirect updating are char-
acteristics of spreadsheet synchroni-
zation. At first glance, enabling this 
synchronization would simply be a 
matter of extending the reference syn-
tax, for example, by including a file 
name or URI to point to other spread-
sheets. Unfortunately, the problem is 
more complex. First, cross-spreadsheet 
references could point to spreadsheets 
belonging to different users and hosted 
in administrative domains that are 
not accessible to the referencing user. 
Second, cross-spreadsheet references 
could point to spreadsheets located in 
devices that are not always on and thus 
not permanently connected to a net-
work. Finally, spreadsheet cell updates 
rely on an event-management system 

that works only inside a single spread-
sheet and not among spreadsheets.

Because of these issues, a platform 
the supports spreadsheet synchroniza-
tion must include functionalities that

 › allow spreadsheet users to 
grant read-access rights on their 
spreadsheets at the cell level to 
specific individuals they identify,

 › allow spreadsheet users to create 
and maintain persistent copies of 
the cells made available for exter-
nal reference, and

 › trigger the update of a spread-
sheet cell when the cell of another 
spreadsheet is updated.

Supporting abstractions
The Spreadsheet Space provides the 
view and image abstraction to support 
these functionalities.

View. As Figure 1a shows, a view is a 
window on a user-created spreadsheet 
element. It is implemented as a per-
sistent copy of that element, is con-
stantly synchronized with the element, 
and is made available to a set of tar-
get users for external reference. Ele-
ments can be a cell, a cell range (a fixed-
size 2D cell array), or a table (a record 
sequence associated with formulas 
that automatically adapts to extension 
or contraction).

The view abstraction directly sup-
ports read-access and persistency. A 
view is controlled by the spreadsheet 
owner, and is associated with a spread-
sheet element rather than an entire 
spreadsheet. In the Spreadsheet Space, 
the view concept is different from the 
accepted idea of view in database the-
ory. In that context, a view is associ-
ated with the result of a predefined SQL 
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query, while in the Spreadsheet Space, a 
view is a window on a data set that can 
evolve over time.

Image. An image is a read-only local 
copy of an external view of a spread-
sheet element. As Figure 1b shows, an 
image maintains alignment with the 
corresponding view and, through it, 
with the spreadsheet element associ-
ated with that view. Users create images 
of remote views in spreadsheets and 
then reference cells belonging to other 
spreadsheets through internal refer-
ences to image cells. Spreadsheet syn-
chronization is the result of combin-
ing the synchronization of spreadsheet 
element and view (aligning views with 
the associated spreadsheet elements) 
and the synchronization of view and 
image (aligning the images with their 
corresponding views). An external con-
trol system orchestrates the combined 
action of these two synchronizations, 
and thus satisfies the third required 
functionality (triggering the update of 
a cell when a cell linked to it is updated).

A view can be associated with any 
tabular data, not just from spreadsheets. 
Consequently, any software platform 
can create views, and spreadsheets can 
include images of views created by soft-
ware platforms and maintain align-
ment with the software platform’s data. 
Because they essentially become clients 

of that software platform, spreadsheets 
of different vendors that use the plat-
form can interoperate.

Operational primitives
View-image operation is based on a 
control plane, which is in charge of 
view−image creation, and on a data 
plane, which is in charge of view−
image synchronization. Control-plane 
primitives include

 › expose—through which a user 
creates a view of a spreadsheet 
element, which is accessible to 
everybody or to a set of target 
users; and

 › join—through which a user cre-
ates a local image of a view.

Data-plane primitives include

 › update view—through which a 
spreadsheet uploads the current 
content of a spreadsheet element 
exposed through a view, and

 › update image—through which a 
spreadsheet downloads the cur-
rent content of a view to the cor-
responding image.

Exposing and joining views always 
requires explicit user intervention, but 
synchronization can be configured to 
be manual or automatic. In manual 

synchronization, users explicitly con-
trol the timing of view and image 
updates, while in automatic synchro-
nization, updating is immediate. Thus, 
the manual mode supports data version 
control, while the automatic mode sup-
ports real-time data distribution.

SPREADSHEET OVERLAY
Through these operational primitives, 
users can directly activate the Spread-
sheet Space functions. However, in 
workgroup collaboration, spreadsheet 
users often do not take the initiative to 
interact with other users or to retrieve 
data from software platforms unless 
they are requested to do so by the third-
party coordinating collaboration. The 
Spreadsheet Space supports this reli-
ance on a third party through the spread-
sheet overlay (SO), which uses the form 
abstraction—a formatted cell range that 
a spreadsheet user is requested to fill 
out and expose to other users as a view. 
Forms are prepared using spreadsheets 
and submitted to other spreadsheets 
through the Spreadsheet Space.

An SO, an example of which is shown 
in Figure 2, is a complete specification 
of a spreadsheet-based collaboration 
scheme that a coordinator creates and 
deploys in the Spreadsheet Space. In 
abstract terms, it is a directed graph in 
which nodes are SO participants (user 
spreadsheets, software platforms, or 

External access
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domain  

 
Spreadsheet element–view synchronization
View–image synchronization
Spreadsheet element X
View associated with X
Image associated with view
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FIGURE 1. Views and images. (a) A view is associated with a spreadsheet element (red rectangle), which can be a cell, cell range, or table. 
The associated view (yellow rectangle) is constantly synchronized with the element (green arrow) and is available for external access.  
(b) An image is associated with a view (dark blue box). Spreadsheets are synchronized through a combination of synchronizing spreadsheet 
elements and views (green arrow) and synchronizing views and images (blue arrow).
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both) and edges are forms. An SO’s life 
cycle consists of the creation, deploy-
ment, and operational stages.

To create an SO, the collaboration 
coordinator identifies the participants, 
prepares the forms that they need to fill 
out and exchange, and uses a graphical 
creation environment to enter an SO 
description similar to the one in Figure 
2. To deploy an SO, the software compo-
nent in charge of deployment sends an 
invitation to prospective participants, 
attaching the forms that each partic-
ipant has been requested to fill out or 
receive. Once all participants have con-
firmed their participation and have 
configured their spreadsheets to par-
ticipate, the SO enters the operational 
stage, during which synchronization 
takes place. The coordinator monitors 
deployment and operation through a 
software component that logs all data 
exchanges and presents the SO’s status 
adding dynamic annotations to the SO 
source description.

SPREADSHEET 
SPACE PLATFORM
The Spreadsheet Space relies on the 
distributed system shown in Figure 

3a, which includes the server and cli-
ent software components. The server 
takes care of persistency and synchro-
nization; the clients are associated with 
spreadsheets and software platforms so 
that they can participate in the Spread-
sheet Space.

Figure 3b shows how the control- 
plane and the data-plane components 
interact in a client and server. A possi-
ble control-plane interaction is one in 
which a source user exposes a view. The 
source client then uploads the view to 
the view repository, and uses the event 
manager to issue a “new view” event to 
target clients, which is essentially an 
invitation to join the view. (A view could 
also be exposed to the public instead of 
to specific users. In that case, update 
notifications would require a user sub-
scription.) The target clients receive the 
event notification, download the view 
from the view repository, and issue 
“view joined” events to the source client 
through the event manager.

A possible data-plane interaction is 
one in which a source client updates an 
existing view. The source client uploads 
the update to the view repository, and 
uses the event manager to issue a “view 

updated” event to the target clients to 
invite them to refresh their images. 
The target clients receive the event 
notification, download the update, and 
issue an “image updated” event to the 
source client through the event man-
ager to signal that they have acquired 
the update.

USER-ACCEPTANCE 
EVALUATION
The Spreadsheet Space is available as 
a free Internet service (www.spread-
sheetspace.net). To test user accep-
tance, we selected a set of application 
domains, identified appropriate partner 
organizations, teamed with the partner 
organizations’ experts to design use 
cases of interest, and performed several 
experiments. The experiments’ main 
goal was to detect acceptance prob-
lems stemming from a new interaction 
paradigm.12

Table 1 lists the use cases in the field 
experiments, which together involved 
nearly 100 Excel users. The experi-
ments led to the identification of three 
key factors to successful user accep-
tance: known interaction patterns, 
trust, and a sense of security.

 Account Balance 
Bank  1   
Bank  2   
Bank  3   
Total       0.00 

Sales Table  
 Jan. Feb.  … 
Prod. 1     
Prod. 2     
Prod. 3     
Total  0.00 0.00  

 PC Printers 
Lab. 1   
Lab. 2    
….   
Total  0.00  0.00 

Salary Table  
 Name 1 Name 2 
Jan.   
Feb.    
Mar.    
…   
Total         0.00         0.00  

Name  Address  

  
  
  
  

bob@bob.com
alice@alice.com

paul@paul.com

personnel@acme.com

accts@bank.comjim@jim.com

FIGURE 2. Spreadsheet overlay. A set of spreadsheet users—Bob, Alice, Jim, and Paul—are connected to each other as well as to two 
software platforms, personnel and accts. The arrows denote the relationships among users and between users and spreadsheet platforms. 
Each arrow is associated with a form, which describes the data structure that the source node makes available to the destination node.



82 C O M P U T E R    W W W . C O M P U T E R . O R G / C O M P U T E R

RESEARCH FEATURE

Known interaction patterns
The feedback from participants in 
the experiments confirmed our user- 
discomfort hypothesis, but we gained 
insight into acceptable interaction pat-
terns. Although users were reluctant to 
accept unstructured spreadsheet inter-
connection, they were inclined to accept 
simple and structured interaction pat-
terns that match known user relation-
ships, such as those shown in Figure 4. 
However, in the Spreadsheet Space such 
user relationships refer to spreadsheet 
synchronization rather than to the tra-
ditional data-exchange context.

Trust
Participants wanted a simple and 
friendly user interface that they could 
permanently control. The integration 
of enterprise services makes it easier 
for users who already trust their enter-
prise system to extend that trust to the 
Spreadsheet Space.

Security
Although the Spreadsheet Space offers 
end-to-end encryption, most partner 
organizations required the deploy-
ment of a Spreadsheet Space server in 
their private cloud, rather than as a ser-
vice in a public cloud. The goal was to 
enforce data protection, and the feed-
back strongly implied that the Spread-
sheet Space should evolve from a single 
space to a federation of private Spread-
sheet Spaces.

COMPARISON WITH 
OTHER MECHANISMS
We were also interested in how the 
Spreadsheet Space compared with 
other interconnection mechanisms 
both among spreadsheets and between 
spreadsheets and software platforms.

Spreadsheet interconnection
Table 2 lists the criteria we used to eval-
uate desktop and cloud spreadsheets 

against the Spreadsheet Space and the 
comparison results. We used Excel as 
the de facto standard for desktop spread-
sheets and Google Docs and Microsoft 
Excel Online as the reference systems 
for cloud spreadsheets.

Desktop Spreadsheets reference 
external spreadsheets by path name—
for example, =’[Spreadsheet_Path-Name]
Sheet_Name’!Sheet_Element in Excel. 
Cloud spreadsheets use a URL—for exam-
ple, =importrange(“Spreadsheet_URL”, 
“Sheet_Name! Sheet_ Element”) in Goo-
gle Docs. As Table 2 shows, some limita-
tions in desktop and cloud spreadsheets 
significantly restrict the use of cross- 
spreadsheet references. The Spreadsheet 
Space does not have these restrictions.

Scope. In desktop spreadsheets, the 
local path-name nature limits the scope 
of cross-spreadsheet references to the 
file system, while in cloud spreadsheets, 
which are based on URLs, scope is unlim-
ited. In the Spreadsheet Space, scope is 
also unlimited because of the nature of 
view as a global reference to a private 
spreadsheet element.

Propagation. Data propagation in 
spreadsheets relies on a publish/ 
subscribe mechanism through which 
cells subscribe to other cell updates. In 
desktop spreadsheets, the application 
provides this mechanism, which means 
that cross-spreadsheet data can be prop-
agated only within the same application 
instance. In cloud spreadsheets, propaga-
tion is possible only within the cloud pro-
vider’s perimeter, such as within Google. 
However, in the Spreadsheet Space, the 
propagation of cross- spreadsheet data 
has no limitations because the Spread-
sheet Space platform provides a central 
publish/subscribe mechanism.

Update, Refresh  

Expose, Join 

Software platform 
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Spreadsheet Space client Spreadsheet Space server

Event channel 

 
 

 
 

 

 
 

 
 

 
 

 

(a)  

(b)

 

 
 

 
 

Spreadsheet Space server

Spreadsheet 
Space client

Spreadsheet 
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Control-plane
manager

Control-plane
manager

Data-plane
manager

Data-plane
manager

Event
manager 

View repositoryElement and image repository

FIGURE 3. The Spreadsheet Space platform. (a) Clients (spreadsheets and software plat-
forms) and servers interact in the Spreadsheet Space through the Internet. (b) Control-plane 
and data-plane managers create, configure, remove, and update views and images in the 
element and image repository, and the event manager orchestrates operations between the 
client and server. The client activates all updates.
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Availability. Desktop spreadsheets 
are unavailable when the machines on 
which they reside are disconnected. By 
virtue of their residence in the cloud, 
cloud spreadsheets are permanently 
available. The Spreadsheet Space makes 
desktop data permanently available by 
maintaining views as persistent copies of 
spreadsheet elements in a permanently 
available server.

Privacy. Desktop spreadsheets reside 
in end-user systems, which provide 
maximum privacy, while cloud spread-
sheets reside and are processed in the 
cloud provider’s servers. Although 
cloud providers must comply with strict 
information- protection policies, geo-
graphically dispersed information is an 
inherent threat. The Spreadsheet Space 
implements view−image synchroniza-
tion over encrypted end-to-end chan-
nels, and all processing takes place in end 
systems. Consequently, privacy is sup-
ported to the same degree as with desk-
top spreadsheets.

Granularity. Desktop and cloud spread-
sheets manage read-access rights at the 
spreadsheet level. The Spreadsheet Space 
manages read- access rights down to the 
cell level, allowing spreadsheet elements 
to be exposed (cells, cell ranges, and 
tables) for external reference while pro-
tecting the rest of the spreadsheet.

Naming. Cross-spreadsheet references 
in both desktop and cloud spreadsheets 

include either coordinates or names 
defined in the source spreadsheet. Thus, 
to configure cross-spreadsheet refer-
ences, target users must be aware of the 
source spreadsheet’s internal structure. 
In the Spreadsheet Space, in contrast, 
view creation includes the generation 
of an external object, which the target 
users refer to when configuring cross- 
spreadsheet references.

Spreadsheet—platform 
interconnection
At present, interconnection between 

spreadsheets and software platforms is 
supported by native spreadsheet mech-
anisms, such as Microsoft Excel Con-
nections and Google Docs Query, as well 
as by spreadsheet extensions based on 
additional software components, such 
as add-ins (Microsoft) and add-ons (Goo-
gle). We focus our comparison on native 
mechanisms because add-ins and add-
ons are concerned with specific appli-
cation requirements, not spreadsheet 
interconnection in general.

The difference between native spread-
sheet mechanisms and the Spreadsheet 

TABLE 1. Use cases employed in Spreadsheet Space evaluation experiments.

Domain Partner profile Use case

Personal Stock exchange Portfolio management: integrate financial information provided by multiple sources (bank, stock 
exchange, and so on) in the desktop

Business University Budget consolidation: consolidate research-group budgets in global department budget

Marketing Enterprise Product-list management: synchronize regional product lists with the company’s central product 
list

Public administration Intermodal hub Open data: publish and process freight-traffic information

Accounting Accountant Balance reconciliation: reconcile balances of subsidiary companies that belong to the same 
holding

Big data Bank Hadoop spreadsheet integration: interactively analyze Hadoop query results

Spreadsheet
Space  

 

 
 

(a) (b)

(c) (d)

Spreadsheet
Space

Spreadsheet
Space

Spreadsheet
Space

FIGURE 4. Regular interaction patterns in the Spreadsheet Space. (a) Data distribution, in 
which spreadsheets maintain synchronization with a data source that exposes data through 
views. (b) Data collection, in which a data collector maintains synchronization with spread-
sheets that expose data through views. (c) Enterprise application integration, in which 
spreadsheets synchronize with software platforms and merge data in the desktop.  
(d) Data distribution chain, in which information propagates from a software platform 
through intermediate spreadsheets to an end user’s spreadsheets.
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Space is that while native mechanisms 
implicitly assume that spreadsheets 
act as clients of software platforms, as 
shown in Figure 5a, the Spreadsheet 
Space requires that software platforms 
expose data as views and that spread-
sheets access the exposed data through 
views, as shown in Figure 5b. The 
decoupling of spreadsheets and soft-
ware platforms has scalability, security, 
and control benefits.

Scalability. Decoupling improves scal-
ability by eliminating direct spread-
sheet access to software platforms. In 
the Spreadsheet Space, spreadsheets do 
not directly access software platforms, 
so the platform load is a function of the 

number of views, not the number of cli-
ents. The load thus moves from the soft-
ware platform, where it is critical, to the 
Spreadsheet Space, where it is not.

Security. Security improves because 
Spreadsheet Space authentication is 
decoupled from software platform 
authentication. Because spreadsheets 
never access software platforms 
directly, they need only Spreadsheet 
Space credentials for authentication, 
not software platform credentials. The 
improvement is significant because 
software platform access is typically 
critical, and, consequently, the wide-
spread distribution of software plat-
form credentials is insecure.

Control. Because spreadsheets are not 
dependent on the software platform, 
they are not subject to the platform pro-
vider’s restrictions. Both platform oper-
ators and data scientists have the power 
to configure views, to associate them to 
client spreadsheets, and to monitor and 
revoke access.

The Spreadsheet Space began 
as a way to extend internal 
spreadsheet references to cross- 

spreadsheet references over the Internet. 
Work has since evolved to spreadsheet 
synchronization—examining the feasi-
bility of synchronizing spreadsheets and 
software-platform data over encrypted 
channels regardless of where they are 
located. The ultimate goal is to provide 
global reachability and information con-
fidentiality at the same time.

Although compelling, the Spread-
sheet Space is nothing but an infrastruc-
ture waiting for widespread adoption, 
which could have implications for data 
localization, ownership, versioning, 
and auditability, as well as for business 
processes and interactivity in general. 
The challenge is to develop appropriate 
models and tools able to accompany the 
deployment of the Spreadsheet Space in 
organizations and to take advantage of 
the opportunities it provides. If success-
ful, these models and tools will be the 

TABLE 2. Comparison of desktop and cloud spreadsheet interconnection 
mechanisms with the Spreadsheet Space according to six criteria.

Criterion Definition Desktop Cloud Spreadsheet Space

Scope Boundaries of cross-spreadsheet 
references

Limited to file system Unlimited Unlimited

Propagation Boundaries of cross-spreadsheet data 
propagation

Limited to application 
instance

Limited to cloud provider Unlimited

Availability Accessibility of spreadsheets over time Limited to desktop 
connected

Permanent Permanent

Privacy Guarantee that unencrypted data never 
leaves end-user systems

Full privacy support Under cloud provider 
control

Full privacy supported

Granularity Possibility to grant read–access rights 
to spreadsheet elements

Coarse (spreadsheet level) Coarse (spreadsheet level) Fine (down to cell level)

Naming Support of an external namespace No support No support Support provided
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Software platform

 
 

 
 

Spreadsheets
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under software-
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Spreadsheet Space
client
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server

Spreadsheet Space
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Spreadsheet Space
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FIGURE 5. Decoupling of spreadsheets and software platforms. (a) In a native system, 
spreadsheets act as platform clients. (b) In the Spreadsheet Space, data is exposed as a 
view, and spreadsheets access data through the view.
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real innovation, while the Spreadsheet 
Space will be just an enabler. 

REFERENCES
1. T. Grossman, “Spreadsheet Engineer-

ing: A Research Framework,” Proc. 
European Spreadsheet Risks Interest 
Group Symp., 2002, pp. 21−34.

2. B.A. Nardi, A Small Matter of Program-
ming: Perspectives on End User Comput-
ing, MIT Press, 1993.

3. A.J. Ko et al., “The State of the Art in 
End User Software Engineering,” ACM 
Computing Surveys, vol. 43, 2011,  
pp. 21−44.

4. S. Erwig, “Software Engineering for 
Spreadsheets,” IEEE Software, vol. 26, 
no. 5, 2009, pp. 25−30.

5. C. Scaffidi, M. Shaw, and B. Myers, 
“Estimating the Number of End Users 
and End User Programmers,” Proc. 
IEEE Symp. Visual Languages and 
Human Centric Computing (VLHCC 05), 
2005, pp. 207−214.

6. H. Waqar and T. Clear, “Spreadsheets 
as Collaborative Technologies in 
Global Requirements Change Man-
agement,” Proc. IEEE 9th Int’l Conf. 
Global Software Eng. (ICGSE 14), 2014, 
pp. 74−83.

7. D. Fisher et al., “Interactions with Big 
Data Analytics,” ACM Interactions,  
vol. 19, no. 3, 2012, pp. 50−59.

8. J. Cunha et al., “Embedding 
Model- Driven Spreadsheet Que-
ries in Spreadsheet Systems,” Proc. 
IEEE Symp. Visual Languages and 
Human-Centric Computing (VL/HCC 
14), 2014, pp. 151−154.

9. K.S.P. Chang and B. Myers, “A Spread-
sheet Model for Handling Streaming 
Data,” Proc. 33rd ACM Conf. Human 
Factors in Computing Systems (CHI 15), 
2015, pp. 3399−3402.

10. Z. Obrenovic and D. Gasevic, 

“End-User Service Computing: 
Spreadsheets as a Service Composi-
tion Tool,” IEEE Trans. Services  
Computing, vol. 1, no. 4, 2008,  
pp. 229–242.

11. S. Mangiante, M. Maresca, and L. Ron-
carolo, “SpreadComp Platform: A New 
Paradigm for Distributed Spreadsheet 
Collaboration and Composition,” Proc. 
8th Int’l Conf. Collaborative Computing: 

Networking, Applications and Work-
sharing (Collaborate Com 12), 2012, 
pp. 297–305.

12. G. Currie and M. Kerrin, “The Limit 
of a Technological Fix to Knowledge 
Management: Epistemological, Polit-
ical, and Cultural Issues in the Case of 
Intranet Implementation,” Manage-
ment Learning, vol. 35, no. 9, 2012,  
pp. 9−29.

ABOUT THE AUTHOR

MASSIMO MARESCA is a professor of computer engineering at the University of 
Genoa, head of the Scientific Office at the Italian Consulate in San Francisco, and 
a visiting scholar at both the University of California, Berkeley, and the Interna-
tional Computer Science Institute. His research interests include distributed com-
puting, networking, computing services, and computer-supported cooperation. 
Maresca received a PhD in computer engineering from the University of Genoa. 
He is a member of IEEE. Contact him at massimo.maresca@unige.it.

On Computing
 podcast

www.computer.org/oncomputing


