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About This Guide 
This implementation guide discusses architectural considerations and configuration steps for 

deploying the Genomics Secondary Analysis Using AWS Step Functions and AWS Batch 

solution in the Amazon Web Services (AWS) Cloud. It includes links to an AWS 

CloudFormation template that launches and configures the AWS services required to deploy 

this solution using AWS best practices for security and availability. 

The guide is intended for IT infrastructure architects, administrators, bioinformatics 

scientists, software engineers, and DevOps professionals who have practical experience 

architecting in the AWS Cloud. 

Overview 
The Genomics Secondary Analysis Using AWS Step Functions and AWS Batch solution 

creates a scalable environment in AWS to develop, build, deploy, and run genomics 

secondary analysis pipelines, for example, processing raw whole genome sequences into 

variant calls. This solution builds Docker containers for pipeline tooling, provisions AWS 

Batch resources for job execution, and uses AWS Step Functions to orchestrate jobs into 

cohesive workflows. Amazon CloudWatch operational dashboards are deployed to monitor 

status and performance for pipelines and tools. Customers can deploy this solution for their 

genomics analysis and research projects. 

This solution includes continuous integration and continuous delivery (CI/CD) using AWS 

CodeCommit source code repositories and AWS CodePipeline for building and deploying 

updates to both the genomics workflows and the infrastructure that supports their execution. 

This solution fully leverages infrastructure as code principles and best practices that enable 

you to rapidly evolve the solution. After deployment, you can modify the solution to fit your 

particular needs, for example, by adding new containerized tools and creating new 

workflows. Each change will be tracked by the CI/CD pipeline, facilitating change control 

management, rollbacks, and auditing. 

Cost 
You are responsible for the cost of the AWS services used while running this reference 

deployment. As of the date of publication, the cost for running the example bioinformatics 

workflow and dataset included in this solution with default settings in the US East (N. 

Virginia) Region is approximately $0.20 per workflow execution. This cost estimate 

assumes the solution is processing 0.2 GB of data, uses three container images that are 200 

MB in size, and has a runtime of approximately 15 minutes on a single R4.8xlarge instance.  

http://aws.amazon.com/cloudformation/
http://aws.amazon.com/cloudformation/
https://aws.amazon.com/batch/
https://aws.amazon.com/batch/
https://aws.amazon.com/step-functions/
https://aws.amazon.com/cloudwatch/
https://aws.amazon.com/devops/continuous-integration/
https://aws.amazon.com/devops/continuous-delivery/
https://aws.amazon.com/codecommit/
https://aws.amazon.com/codecommit/
https://aws.amazon.com/codepipeline/
https://d1.awsstatic.com/whitepapers/DevOps/infrastructure-as-code.pdf?did=wp_card&trk=wp_card
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If you customize this solution to analyze your genomics dataset, the cost factors include the 

size of the data being analyzed, number and size of container images used, compute resources 

required for each step of the workflow, and duration of the workflow. For a more accurate 

estimate of cost, we recommend running a sample dataset of your choosing as a benchmark. 

Prices are subject to change. For full details, see the pricing webpage for each AWS service 

used in this solution.  

Architecture Overview 
Deploying this solution builds the following environment in the AWS Cloud. 

 

Figure 1: Genomics Secondary Analysis Using AWS Step Functions and AWS Batch  

architecture 

The AWS CloudFormation template creates four CloudFormation stacks in your AWS 

account including a setup stack to install the solution. The other stacks include a landing 

zone (zone) stack containing the common solution resources and artifacts, a deployment 

pipeline (pipe) stack defining the solution's CI/CD pipeline, and a codebase (code) stack 

providing the tooling, workflow definitions, and job execution environment source code. 
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The solution’s setup stack creates an AWS CodeBuild project containing the 

setup.sh script. This script creates the remaining CloudFormation stacks and 

provides the source code for both the AWS CodeCommit pipe repository and the 

code repository, once they have been created. 

 The landing zone (zone) stack creates the CodeCommit pipe repository, an 

Amazon CloudWatch event, and the AWS CodePipeline pipe pipeline (which 

defines the CI/CD pipeline for the genomics workflow). Once the landing zone 

(zone) stack completes its setup, the setup.sh script pushes source code to the 

CodeCommit pipe repository. This source code includes an example code for 

activating the CodePipeline pipe pipeline which deploys the deployment pipeline 

(pipe) CloudFormation stack. 

 The deployment pipeline (pipe) stack creates the CodeCommit code repository, 

an Amazon CloudWatch event, and the CodePipeline code pipeline. Once the 

deployment pipeline (pipe) stack completes its setup, the setup.sh script 

pushes source code to the CodeCommit code repository. This source code 

includes an example code for activating the CodePipeline code pipeline and 

defines the containerized tools (Dockerfiles), workflow definitions (such as 

Amazon States Language source for an AWS Step Functions state machine), and 

job execution resources (such as AWS Batch job definitions, job queues, and 

compute environments). 

 The CodePipeline code pipeline deploys the codebase (code) CloudFormation 

stack. After the AWS CodePipeline pipelines complete, the resources deployed in 

your account include Amazon Simple Storage Service (Amazon S3) buckets for 

storing object access logs, build artifacts, and workflow data; CodeCommit 

repositories for source code; AWS CodeBuild projects for building code artifacts 

(for example, container images); AWS CodePipeline pipelines for automating 

builds and deployment of resources; Amazon Elastic Container Registry (Amazon 

ECR) image repositories to hold example tooling containers; an example AWS 

Step Functions state machine; AWS Batch compute environments, job queues, 

and job definitions for executing workflow jobs; and an example Amazon 

CloudWatch dashboard for operational workload monitoring. 

The example code includes the resources needed to build a container image and definitions 

for tooling, including BWA-MEM, SAMtools, BCFtools, and others. The example code 

provides an AWS Step Functions state machine that integrates tooling into a genome-variant 

calling workflow that demonstrates how to invoke the workflow using the sample data. 

1 

2 

3 

4 

https://aws.amazon.com/codebuild/
https://docs.aws.amazon.com/step-functions/latest/dg/concepts-amazon-states-language.html
https://aws.amazon.com/s3/
https://aws.amazon.com/ecr/
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In total, this solution enables building and deploying updates to both the genomics 

workflows, and the infrastructure that supports their execution. 

Note: This solution can be deployed multiple times in your AWS account within one 
AWS Region. 

Solution Components 

CI/CD Pipeline 
A complete continuous integration and continuous deployment (CI/CD) pipeline is created 

when you launch the solution. This pipeline is built using AWS CodeCommit as the source 

code, AWS CodeBuild projects to build the solution’s artifacts (for example, container 

images), and an AWS CodePipeline pipeline to coordinate multiple build projects and 

automate deployment (using AWS CloudFormation) after the updated source code is 

published. 

The AWS resources that compose the CI/CD pipeline are defined in the 

Pipe/template_cfn.yml file. Changes to the solution requiring new artifacts to be built 

require an update to the CI/CD pipeline definition. For example, if you add new 

bioinformatics tool container images, you must define new CodeBuild projects and add them 

to the build stage in the CodePipeline pipeline. For information about customizing the CI/CD 

pipeline, see the Genomics Secondary Analysis Using AWS Step Functions and AWS Batch 

Developer Guide. 

Bioinformatics Tools 
This solution builds the following open source bioinformatics tools as container images and 

pushes the images to an Amazon Elastic Compute Cloud (Amazon EC2) Amazon Elastic 

Container Registry (Amazon ECR) in your account. These tools are used in a simple end-to-

end variant calling workflow to demonstrate the capabilities of the solution. 

• BWA–Burrows-Wheeler Genomic sequence aligner 

• SAMtools–Utilities for analyzing and manipulating genomics alignments 

• BCFtools–Utilities for variant calling and manipulating VCFs and BCFs 

These tools are built from source when their respective container images are created. They 

are publicly available under open source licenses (see Appendix A). 

https://s3.amazonaws.com/solutions-reference/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch/latest/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch-developer-guide.pdf
https://s3.amazonaws.com/solutions-reference/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch/latest/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch-developer-guide.pdf
https://aws.amazon.com/ec2/
https://aws.amazon.com/ecr/
https://aws.amazon.com/ecr/
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Bioinformatics Workflow 
This solution includes an AWS Step Functions state machine that implements a simple 

genomics variant calling workflow using BWA-MEM, SAMtools, and BCFtools. The workflow 

aligns raw FASTQ files to a reference sequence, and call variants on a specified list of 

chromosomes using dynamic parallelism. 

 

Figure 2: Simple secondary analysis state machine execution 

The workflow is defined using Amazon States Language (ASL) and deployed as an AWS Step 

Functions state machine using the /cfn/workflow-variantcalling-

simple.cfn.yaml AWS CloudFormation template in the CodeCommit code repository. 

The workflow is defined such that any errors encountered by steps in the workflow will cause 

the execution to exit to a FAILED state. If needed, you can add error handling to the 

workflow, such as task retries, as described in Error Handling in Step Functions in the AWS 

Step Functions Developer Guide.  

Amazon Simple Storage Service Buckets 
This solution creates the following Amazon Simple Storage Service (Amazon S3) buckets. 

Each bucket has encryption and logging enabled. 

https://docs.aws.amazon.com/step-functions/latest/dg/concepts-error-handling.html
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• Zone Bucket–Stores solution artifacts like nested templates, solution resources, build 

artifacts, and sample data 

• Logs Bucket–Stores bucket access logs for all solution buckets 

• Job Results Bucket–Stores job results from workflows 

These specific buckets can be found in the Outputs section for the landing zone (zone) and 

codebase (code) stacks created by the solution.  

Compute Resources 
Amazon EC2 Launch Template 
This solution uses an Amazon EC2 launch template to provision compute instances to run 

containerized jobs in the workflow. This template adds an Amazon Elastic Block Store 

Autoscale background service to ensure that the instance does not run out of space when 

working with large genomics datasets. 

The source code for Amazon EBS Autoscale is retrieved from its GitHub repository and 

installed when an instance is launched. If you plan to launch instances from within a VPC 

without access to the internet, you must update the launch template to retrieve a copy of 

Amazon Elastic Block Store Autoscale from a different source, such as an S3 bucket. 

AWS Batch 

This solution creates the following AWS Batch resources: 

• A compute environment using Spot Instances and optimal instance types (from the C, 

M, and R instance families) using a BEST_FIT allocation strategy. For information about 

configuring the compute environment for AWS Batch and allocation strategies, see 

Getting Started with AWS Batch and Allocation Strategies in the AWS Batch User Guide. 

• A compute environment using On-Demand Instances and optimal instance types (from 

the C, M, and R instance families) with a BEST_FIT allocation strategy. 

• A job queue with a low priority level with an ordered association with first the Spot 

Instance compute environment, then the On-Demand Instance compute environment. 

For information about the AWS Batch job queue priority parameter, see Job Queue 

Parameters in the AWS Batch User Guide. This job queue is intended for routine use and 

offers the most cost savings. 

• A job queue with a high priority level associated with the On-Demand Instance 

compute environment. This job queue is intended for critical jobs that are time sensitive 

and not constrained by cost. 

https://github.com/awslabs/amazon-ebs-autoscale
https://github.com/awslabs/amazon-ebs-autoscale
https://docs.aws.amazon.com/batch/latest/userguide/Batch_GetStarted.html
https://docs.aws.amazon.com/batch/latest/userguide/allocation-strategies.html
https://docs.aws.amazon.com/batch/latest/userguide/job_queue_parameters.html
https://docs.aws.amazon.com/batch/latest/userguide/job_queue_parameters.html
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This solution provides a configuration for compute resources that is cost optimized, and 

accommodates most bioinformatics workloads with tools that are either compute or memory 

constrained. The low priority queue is used by default for workflow jobs and is configured to 

preferentially schedule jobs onto Spot instances, which can provide up to 90% cost savings 

for compute resources. If needed, you can override the queue that a job is submitted to in the 

workflow definition. Since both queues share the On-Demand Instance compute 

environment, the priority level of each queue dictates scheduling of jobs. 

Note: If you plan to use tooling that relies on acceleration (for example, with GPUs or 
FPGAs), or have other specialized compute needs, you must create the appropriate 
compute environments and job queues accordingly. We do not recommend mixing 
compute C, M, and R instance families with accelerated P, G, and F instance families 
in the same AWS Batch compute environment or job queue. Doing so can result in 
draining accelerated instance capacity with jobs that only leverage CPU resources. 

Amazon CloudWatch Dashboard 
This solution creates a simple operational dashboard for the example workflow in Amazon 

CloudWatch. It includes the following widgets: 

• A table that lists counts of all AWS Batch jobs by log streams associated with the workflow. 

• Summary counts of workflows that have been Completed, Timed Out, and Failed 

Over in the past month. 

• A time series plotting the traces of: 

– Workflow executions by status 

– Workflow duration 

– Workflow execution starts 

Design Considerations 
The Genomics Secondary Analysis Using AWS Step Functions and AWS Batch solution fully 

leverages infrastructure as code principles and best practices that enable you to rapidly evolve 

the solution. Storing your workflow definition and environment definition as code also makes 

it easier to share, inspect for compliance, and reproduce. In addition, each change you make 

will be tracked by the CI/CD pipeline, facilitating change control management, rollbacks, and 

auditing. 

https://aws.amazon.com/ec2/instance-types/
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Regional Deployment 
This solution uses the AWS CodePipeline service which is currently available in specific AWS 

Regions only. Therefore, you must launch this solution in an AWS Region where this service 

is available. For the most current service availability by AWS Region, see AWS service 

offerings by region. 

AWS CloudFormation Template 
This solution uses AWS CloudFormation to automate the deployment of Genomics 

Secondary Analysis Using AWS Step Functions and AWS Batch in the AWS Cloud. It includes 

the following AWS CloudFormation template, which you can download before deployment. 

genomics-secondary-analysis-using-aws-step-functions-

and-aws-batch.template: Use this template to launch the 

solution and all associated components. The default configuration 

deploys an AWS CodePipeline deployment pipeline, an AWS CodeCommit repository for the 

pipeline code, an AWS CodeCommit repository for the solution code, an AWS Step Functions 

state machine, AWS Identity and Access Management (IAM) roles and policies, and AWS 

Batch jobs, queues, and compute environments. You can also customize the template based 

on your specific needs. 

Automated Deployment 
Before you launch the automated deployment, please review the architecture, configuration, 
network security, and other considerations discussed in this guide. Follow the step-by-step 
instructions in this section to configure and deploy the solution into your account. 

Time to deploy: Approximately 15 minutes. 

Prerequisites 
Before deploying this solution, verify that you have an administrator role in AWS Identity 

and Access Management (IAM) in your AWS account. See Appendix B for details on 

permissions used by this solution. For information about setting up an administrator user, 

see Creating Your First IAM Admin User and Group in the AWS Identity and Access 

Management User Guide. To create an AWS account, visit aws.amazon.com. 

What We’ll Cover 
The procedure for deploying this architecture on AWS consists of the following steps. For 

detailed instructions, follow the links for each step. 

View template

https://aws.amazon.com/about-aws/global-infrastructure/regional-product-services/
https://aws.amazon.com/about-aws/global-infrastructure/regional-product-services/
https://docs.aws.amazon.com/IAM/latest/UserGuide/getting-started_create-admin-group.html
https://aws.amazon.com/
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Step 1. Launch the Stack 

• Launch the AWS CloudFormation template into your AWS account. 

Step 2. Run a Workflow 

Step 3. View the Operational Dashboard 

Step 1. Launch the Stack 
This automated AWS CloudFormation template deploys the solution in the AWS Cloud. You 

must have the appropriate IAM permissions before launching the stack. 

Note: You are responsible for the cost of the AWS services used while running this 
solution. Refer to the Cost section for more details. For full details, see the pricing 
webpage for each AWS service you will be using in this solution. 

1. Sign in to the AWS Management Console and click the button to 

the right to launch the genomics-secondary-analysis-

using-aws-step-functions-and-aws-batch.template 

AWS CloudFormation template.  

You can also download the template as a starting point for your own implementation. 

2. The template launches in the US East (N. Virginia) Region by default. To launch this 

solution in a different AWS Region, use the Region selector in the console navigation bar.  

Note: This solution uses the AWS CodePipeline service, which is currently available 
in specific AWS Regions only. Therefore, you must launch this solution in an AWS 
Region where this service is available. For the most current service availability by AWS 
Region, see AWS service offerings by region. 

3. On the Create stack page, verify that the correct template URL shows in the Amazon 

S3 URL text box and choose Next. 

4. On the Specify stack details page, assign a name to your solution stack and provide a 

project name for the solution installation. Optionally, you can enable a smoke test 

during installation to verify operation. Enabling a smoke test adds an extra 15-20 

minutes to the installation process. 

5. Choose Next. 

6. On the Configure stack options page, choose Next. 

7. On the Review page, review and confirm the settings. Check the box acknowledging that 

the template will create AWS Identity and Access Management (IAM) resources. 

Launch  
Solution

file:///C:/Users/sindona/AppData/Local/Temp/need
https://aws.amazon.com/about-aws/global-infrastructure/regional-product-services/
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8. Choose Create stack to deploy the stack. 

You can view the status of the stack in the AWS CloudFormation Console in the Status 

column. You should see a status of CREATE_COMPLETE in approximately 15 minutes. 

Step 2. Run a Workflow 
This solution includes an example genomics variant calling workflow. You can run the 

workflow using either the AWS Command Line Interface (AWS CLI) or the AWS Step 

Functions console.  

To start the workflow using AWS CLI, run the following command. 

aws stepfunctions start-execution \ 

  --name GenomicsWorkflowCode-WorkflowBwa \ 

  --input file://input.json 

Enter the following data for the input.json file and choose Save. 

{ 

    "params": { 

        "queue": "GenomicsWorkflowLowPriority", 

        "environment": { 

            "REFERENCE_NAME": "Homo_sapiens_assembly38", 

            "SAMPLE_ID": "NIST7035", 

            "SOURCE_DATA_PREFIX": "s3://genomicsworkflowzone-

zonebucket-1u5tzl9d3bvsp/samples", 

            "JOB_OUTPUT_PREFIX": "s3://genomicsworkflowpipe-

jobresultsbucket-t9uvgkvx6hdr", 

            "JOB_AWS_CLI_PATH": "/opt/miniconda/bin" 

        }, 

        "chromosomes": [ 

            "chr19", 

            "chr20", 

            "chr21", 

            "chr22" 

        ] 

    } 

} 

Note: The actual state machine name has a unique hash ID appended. 

Use the following process to start the workflow in the AWS Step Functions console. 

1. Sign in to the AWS Step Functions console. 

https://console.aws.amazon.com/states/home?
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2. Choose State machines from the left navigation menu. On the State machines page, 

select the name of the example state machine—GenomicsWorkflowCode-

WorkflowBwa. 

3. Choose Start Execution. 

4. In the New execution window, copy the following JSON code and paste it into the 

Input – optional text field. 

{ 

   "params": { 

      "queue": "arn:aws:batch:<your-AWS-Region>:<account-ID>:job-

queue/<Project-Name>LowPriority", 

      "environment": { 

         "REFERENCE_NAME": "Homo_sapiens_assembly38", 

         "SAMPLE_ID": "NIST7035", 

         "SOURCE_DATA_PREFIX": "s3://<project-name-lowercase>-

zonebucket-<zonebucket-ID>/samples", 

         "JOB_OUTPUT_PREFIX": "s3://<project-name-lowercase>-

jobresultsbucket-<jobresultsbucket-ID>", 

         "JOB_AWS_CLI_PATH": "/opt/miniconda/bin" 

         }, 

   "chromosomes": [ 

      "chr19", 

      "chr20", 

      "chr21", 

      "chr22" 

      ] 

   } 

} 

Replace <account-ID> and <Project-Name> with your specific account ID and 
project name. Replace <project-name-lowercase> with your specific project name 

using only lower case letters. Replace <zonebucket-ID> and <jobresultsbucket-
ID> with the hash ID for your specific installation. The <zonebucket-ID> is listed as 

the ZoneBucket output for the landing zone (zone) stack. The <jobresultsbucket-
ID> is listed as the JobResultsBucket output in the codebase (code) stack. 

5. Choose Start Execution. 

 

Step 3. View the Operational Dashboard 
AWS Step Functions and AWS Batch produce a variety of operational metrics and events that 

can be used to monitor workflow status and performance, and alert if there are issues that 

require remediation. This solution provides Amazon CloudWatch dashboards that plot these 

metrics over time and provide counter widgets for each metric. To view the operational 
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dashboard, go to the CloudWatch console and open the GenomicsWorkflowCode-

DashboardBwa dashboard.  

 

Figure 3: Amazon CloudWatch console operational dashboard 

Security 
When you build systems on AWS infrastructure, security responsibilities are shared between 

you and AWS. This shared model can reduce your operational burden as AWS operates, 

manages, and controls the components from the host operating system and virtualization 

layer down to the physical security of the facilities in which the services operate. For more 

information about security on AWS, visit the AWS Security Center. 

Security Groups 
The security groups created in this solution are designed to control and isolate network traffic 

for AWS Batch jobs to your AWS account. We recommend that you review the security groups 

and further restrict access as needed after the deployment is up and running. 

IAM Roles 
AWS Identity and Access Management (IAM) roles enable you to secure tools running in 

containers, on compute instances, in batch environments, and as data transfer to and from 

Amazon Simple Storage Service (Amazon S3). All of the IAM roles in this solution have been 

http://aws.amazon.com/security/
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defined with least privileges. Refer to Appendix B for details about roles and permissions 

used in this solution. 

Additional Resources 
• AWS CloudFormation  

• Amazon Simple Storage Service 

• AWS Step Functions 

• AWS Batch 

• Amazon Elastic Container Registry 

• Amazon Elastic Compute Cloud 

• Amazon CloudWatch 

• AWS CodeCommit 

• AWS CodePipeline 

• AWS CodeBuild 

 

Appendix A: Open Source Licenses 
This solution builds the following open source bioinformatics tools as container images and 

pushes the images to an Amazon Elastic Compute Cloud (Amazon EC2) Amazon Elastic 

Container Registry (Amazon ECR) in your account. These tools are built from source when 

their respective container images are created. They are publicly available under open source 

licenses as provided in the following table. Ensure that these license specifications meet with 

your organizational requirements. 

Tool Name Description License 

BWA Burrows-Wheeler Aligner for short-read 
alignment. 
https://github.com/lh3/bwa 

 

GPL-3.0 

samtools Utilities for the Sequence Alignment/Map (SAM) 

format. 
https://github.com/samtools/samtools 
 

MIT 

bcftools Utilities for variant calling and manipulating VCFs 
and BCFs. 
https://github.com/samtools/bcftools 
 

MIT / GPL-3.0 

 

Appendix B: Solution Roles and Permissions 
This solution uses AWS CodeBuild, AWS CloudFormation, and AWS CodePipeline for 

Continuous Delivery (CD) and AWS Step Functions and AWS Batch to run bioinformatics 

workflows. Review the following CodeBuild, AWS CloudFormation, CodePipeline, AWS Step 

http://aws.amazon.com/documentation/cloudformation/
https://aws.amazon.com/s3/
https://aws.amazon.com/step-functions/
https://aws.amazon.com/batch/
https://aws.amazon.com/ecr/
https://aws.amazon.com/ec2/
https://aws.amazon.com/cloudwatch/
https://aws.amazon.com/codecommit/
https://aws.amazon.com/codepipeline/
https://aws.amazon.com/codebuild/
https://github.com/lh3/bwa
https://github.com/samtools/samtools
https://github.com/samtools/bcftools


Amazon Web Services – Genomics Secondary Analysis Using AWS Step Functions and AWS Batch  

Page 17 of 38 

Functions, and AWS Batch permissions to ensure you have the appropriate permissions 

enabled. 

Zone Deployment Pipeline Permissions 
Use AWS Identity and Access Management (IAM) to manage access to the CodeBuild jobs, 

CloudFormation stacks, and CodePipeline used in the deployment of the zone pipeline. 

CodeBuild jobs and the CodePipeline zone pipeline have their own IAM roles and IAM 

policies attached to them. 

The following code examples show the IAM roles and supporting IAM policies defined in the 

zone/main.cfn.yml file, including CodeBuildRole, CodePipelineRole, 

CloudFormationRole, and SourceEventRole. 

CloudFormation Role 
CloudFormationRole defines the permissions needed for AWS CloudFormation to 

provision IAM roles, Amazon Simple Storage Service (Amazon S3) buckets, AWS 

CodeCommit repositories, and an Amazon CloudWatch event to trigger the deployment 

pipeline. AWS CloudFormation is run using the CloudFormation action type in AWS 

CodePipeline. 

   CloudFormationRole: 

    Type: AWS::IAM::Role 

    Properties: 

      Path: / 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Effect: Allow 

            Action: 

              - sts:AssumeRole 

            Principal: 

              Service: 

                - cloudformation.amazonaws.com 

      Policies: 

        - PolicyName: CloudFormationRolePolicy 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - iam:GetRolePolicy 

                  - iam:CreateRole 

                  - iam:DeleteRole 

                  - iam:UpdateRoleDescription 

                  - iam:PutRolePolicy 

                  - iam:DeleteRolePolicy 
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                  - iam:AttachRolePolicy 

                  - iam:DetachRolePolicy 

                  - iam:UpdateAssumeRolePolicy 

                  - iam:PassRole 

                  - iam:GetRole 

                  - iam:GetInstanceProfile 

                  - iam:CreateInstanceProfile 

                  - iam:DeleteInstanceProfile 

                  - iam:AddRoleToInstanceProfile 

                  - iam:RemoveRoleFromInstanceProfile 

                Resource: 

                  - !Sub 

arn:aws:iam::${AWS::AccountId}:role/${Project}* 

                  - !Sub arn:aws:iam::${AWS::AccountId}:instance-

profile/${Project}* 

              - Effect: Allow 

                Action: 

                  - s3:ListBucket 

                  - s3:CreateBucket 

                  - s3:DeleteBucket 

                  - s3:GetObject 

                  - s3:PutObject  

                  - s3:PutEncryptionConfiguration 

                  - s3:PutBucketPublicAccessBlock 

                  - s3:PutBucketLogging 

                  - s3:PutBucketAcl 

                Resource: 

                  - !Sub "arn:aws:s3:::${ProjectLowerCase}*" 

                  - !Sub "arn:aws:s3:::${ProjectLowerCase}*/*" 

              - Effect: Allow 

                Action: 

                  - s3:ListBucket 

                  - s3:GetObject 

                Resource: 

                  - !Sub ${ZoneBucket.Arn} 

                  - !Sub ${ZoneBucket.Arn}/* 

              - Effect: Allow 

                Action: 

                  - codecommit:GetRepository 

                  - codecommit:CreateRepository 

                  - codecommit:DeleteRepository 

                Resource: 

                  - !Sub arn:aws:codecommit:*:*:${Project}* 

              - Effect: Allow 

                Action: 

                  - codecommit:ListRepositories 

                Resource: 

                  - "*" 

              - Effect: Allow 

                Action: 

                  - codebuild:BatchGetProjects 

                  - codebuild:CreateProject 

                  - codebuild:DeleteProject 
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                  - codebuild:UpdateProject 

                Resource: 

                  - !Sub arn:aws:codebuild:*:*:project/${Project}* 

                  - !Sub 

arn:aws:codebuild:*:*:project/${ProjectLowerCase}* 

              - Effect: Allow 

                Action: 

                  - codepipeline:GetPipeline 

                  - codepipeline:CreatePipeline 

                  - codepipeline:DeletePipeline 

                  - codepipeline:UpdatePipeline 

                  - codepipeline:GetPipelineState 

                Resource: 

                  - !Sub arn:aws:codepipeline:*:*:${Project}* 

                  - !Sub 

arn:aws:codepipeline:*:*:${ProjectLowerCase}* 

              - Effect: Allow 

                Action: 

                  - events:PutRule 

                  - events:EnableRule 

                  - events:DeleteRule 

                  - events:DescribeRule 

                  - events:PutTargets 

                  - events:RemoveTargets 

                Resource: 

                  - "*" 

CodeBuild Role 
CodeBuildRole defines the permissions needed for the AWS CodeBuild service to run a 

code build job that writes needed assets to S3 buckets. The CodeBuild job is run using the 

CodeBuild action type in AWS CodePipeline. 

  CodeBuildRole: 

    Type: AWS::IAM::Role 

    Properties: 

      Path: / 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Effect: Allow 

            Action: 

              - sts:AssumeRole 

            Principal: 

              Service: 

                - codebuild.amazonaws.com 

      Policies: 

        - PolicyName: CodeBuildServiceRolePolicy 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 
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              - Effect: Allow 

                Action: 

                  - logs:CreateLogGroup 

                  - logs:CreateLogStream 

                  - logs:PutLogEvents 

                Resource: 

                  - !Sub 

arn:aws:logs:${AWS::Region}:${AWS::AccountId}:log-

group:/aws/codebuild/${Project}* 

                  - !Sub 

arn:aws:logs:${AWS::Region}:${AWS::AccountId}:log-

group:/aws/codebuild/${Project}*:* 

                  - !Sub 

arn:aws:logs:${AWS::Region}:${AWS::AccountId}:log-

group:/aws/codebuild/${ProjectLowerCase}* 

                  - !Sub 

arn:aws:logs:${AWS::Region}:${AWS::AccountId}:log-

group:/aws/codebuild/${ProjectLowerCase}*:* 

              - Effect: Allow 

                Action: 

                  - s3:ListBucket 

                  - s3:GetObject 

                  - s3:GetObjectVersion 

                  - s3:PutObject 

                  - s3:GetBucketVersioning 

                  - s3:DeleteObject 

                Resource: 

                  - !Sub ${ZoneBucket.Arn} 

                  - !Sub ${ZoneBucket.Arn}/* 

   

CodePipeline Role 
CodePipelineRole defines the permissions needed for AWS CodePipeline to run a 

deployment pipeline that provisions the solution’s CI/CD pipeline. 

CodePipelineRole: 

    Type: AWS::IAM::Role 

    Properties: 

      Description: !Sub ${Project}-Zone CodePipeline Role 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Action: 

              - sts:AssumeRole 

            Effect: Allow 

            Principal: 

              Service: 

                - codepipeline.amazonaws.com 

      Path: / 

      Policies: 

        - PolicyName: CloudFormationAccess 
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          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Action: 

                  - cloudformation:CreateStack 

                  - cloudformation:DescribeStacks 

                  - cloudformation:UpdateStack 

                Effect: Allow 

                Resource: !Sub 

arn:aws:cloudformation:${AWS::Region}:${AWS::AccountId}:stack/${Proj

ect}Pipe/* 

        - PolicyName: IamAccess 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Action: 

                  - iam:PassRole 

                Effect: Allow 

                Resource: !Sub ${CloudFormationRole.Arn} 

        - PolicyName: S3Access 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - s3:GetObject 

                  - s3:GetObjectVersion 

                  - s3:GetBucketVersioning 

                  - s3:DeleteObject 

                  - s3:PutObject 

                Resource: 

                  - !Sub ${ZoneBucket.Arn} 

                  - !Sub ${ZoneBucket.Arn}/* 

        - PolicyName: CodeBuildAccess 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - codebuild:StartBuild 

                  - codebuild:BatchGetBuilds 

                Resource: 

                  - !Sub "arn:aws:codebuild:*:*:project/${Project}*" 

                  - !Sub 

"arn:aws:codebuild:*:*:project/${ProjectLowerCase}*" 

        - PolicyName: CodeCommitAccess 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - codecommit:UploadArchive 

                  - codecommit:GetBranch 
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                  - codecommit:GetCommit 

                  - codecommit:GetUploadArchiveStatus 

                Resource: 

                  - !Sub 

arn:aws:codecommit:${AWS::Region}:${AWS::AccountId}:${Project}* 

                  - !Sub 

arn:aws:codecommit:${AWS::Region}:${AWS::AccountId}:${ProjectLowerCa

se}* 

Source Event Role 
SourceEventRole defines the permissions needed for an Amazon CloudWatch event to 

trigger the deployment pipeline. 

  SourceEventRole: 

    Type: AWS::IAM::Role 

    DependsOn: CodePipeline 

    Properties: 

      Description: IAM role to allow Amazon CloudWatch Events to 

trigger AWS CodePipeline execution 

      AssumeRolePolicyDocument: 

        Statement: 

          - Action: sts:AssumeRole 

            Effect: Allow 

            Principal: 

              Service: 

                - events.amazonaws.com 

      Policies: 

        - PolicyName: CloudWatchEventPolicy 

          PolicyDocument: 

            Statement: 

              - Action: 

                  - codepipeline:StartPipelineExecution 

                Effect: Allow 

                Resource: 

                  - !Sub 

arn:aws:codepipeline:${AWS::Region}:${AWS::AccountId}:${Project}* 

                  - !Sub 

arn:aws:codepipeline:${AWS::Region}:${AWS::AccountId}:${ProjectLower

Case}* 

 

 

 

Code Deployment Pipeline Permissions  
You can use IAM to manage access to AWS CodeBuild jobs, AWS CloudFormation stacks, 

and the AWS CodePipeline code pipeline. CodeBuild jobs and the CodePipeline code 

pipeline have their own IAM roles and IAM policies attached to them. Adding new build jobs 

to build new bioinformatics tools should not require any changes to the following policies as 
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long as the new CodeBuild job resources are named using the ${Project} prefix, as is the 

case for current code build resources. 

The following code examples show the IAM roles and supporting IAM policies defined in the 

code/main.cfn.yml file; including CodeBuildRole, CodePipelineRole, 

CloudFormationRole, and SourceEventRole. 

CloudFormation Role 
CloudFormationRole defines the permissions needed for AWS CloudFormation to 

provision IAM roles, S3 buckets, AWS Batch resources, an AWS Step Functions state 

machine, a Virtual Private Cloud (VPC), and Amazon Elastic Compute Cloud (Amazon EC2) 

resources needed to run bioinformatics workflows. AWS CloudFormation is run using the 

CloudFormation action type in the CodePipeline. 

 

  CloudFormationRole: 

    Type: AWS::IAM::Role 

    Properties: 

      Path: / 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Effect: Allow 

            Action: 

              - sts:AssumeRole 

            Principal: 

              Service: 

                - cloudformation.amazonaws.com 

      Policies: 

        - PolicyName: CloudFormationRolePolicy 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - batch:DescribeComputeEnvironments 

                  - batch:DescribeJobDefinitions 

                  - batch:DescribeJobQueues 

                  - batch:CreateComputeEnvironment 

                  - batch:UpdateComputeEnvironment 

                  - batch:DeleteComputeEnvironment 

                  - batch:CreateJobQueue 

                  - batch:UpdateJobQueue 

                  - batch:DeleteJobQueue 

                Resource: '*' 

              - Effect: Allow 

                Action: 

                  - batch:RegisterJobDefinition 



Amazon Web Services – Genomics Secondary Analysis Using AWS Step Functions and AWS Batch  

Page 24 of 38 

                  - batch:DeregisterJobDefinition 

                Resource: 

                  - !Sub 

arn:aws:batch:${AWS::Region}:${AWS::AccountId}:job-

definition/${Project}* 

                  - !Sub 

arn:aws:batch:${AWS::Region}:${AWS::AccountId}:job-

definition/${ProjectLowerCase}* 

              - Effect: Allow 

                Action: 

                  - ec2:DeleteInternetGateway 

                Resource: !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:internet-gateway/* 

              - Effect: Allow 

                Action: 

                  - ec2:AssociateSubnetCidrBlock 

                  - ec2:AssociateRouteTable 

                  - ec2:AttachInternetGateway 

                  - ec2:CreateVpc 

                  - ec2:CreateInternetGateway 

                  - ec2:CreateSecurityGroup 

                  - ec2:CreateRouteTable 

                  - ec2:CreateSubnet 

                  - ec2:DeleteSubnet 

                  - ec2:DeleteVpc 

                  - ec2:DescribeSecurityGroups 

                  - ec2:DescribeVpcs 

                  - ec2:DescribeRouteTables 

                  - ec2:DescribeAvailabilityZones 

                  - ec2:DescribeInternetGateways 

                  - ec2:DescribeVpcAttribute 

                  - ec2:DescribeAccountAttributes 

                  - ec2:DescribeSubnets 

                  - ec2:DetachInternetGateway 

                  - ec2:DisassociateRouteTable 

                  - ec2:ModifySubnetAttribute 

                  - ec2:ModifyVpcAttribute 

                  - ec2:CreateLaunchTemplate 

                  - ec2:DescribeLaunchTemplates 

                  - ec2:DescribeLaunchTemplateVersions 

                Resource: '*' 

              - Effect: Allow 

                Action: 

                  - ec2:allocateAddress 

                  - ec2:DescribeAddresses 

                  - ec2:AssociateAddress 

                  - ec2:DisassociateAddress 

                  - ec2:ReleaseAddress 

                Resource: '*' 

              - Effect: Allow 

                Action: 

                  - ec2:AuthorizeSecurityGroupEgress 

                  - ec2:AuthorizeSecurityGroupIngress 
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                  - ec2:DeleteSecurityGroup 

                  - ec2:RevokeSecurityGroupEgress 

                  - ec2:RevokeSecurityGroupIngress 

                Resource: !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:security-group/* 

              - Effect: Allow 

                Action: 

                  - ec2:CreateRoute 

                  - ec2:DeleteRouteTable 

                  - ec2:DeleteRoute 

                Resource: !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:route-table/* 

              - Effect: Allow 

                Action: 

                  - ec2:CreateTags 

                  - ec2:DescribeTags 

                  - ec2:DeleteTags 

                Resource: 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:subnet/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:route-table/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:dhcp-options/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:security-group/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:vpc/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:internet-gateway/* 

              - Effect: Allow 

                Action: 

                  - ec2:DeleteVpcEndpoints 

                  - ec2:CreateVpcEndpoint 

                  - ec2:ModifyVpcEndpoint 

                Resource: 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:vpc-endpoint/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:subnet/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:route-table/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:security-group/* 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:vpc/* 

              - Effect: Allow 

                Action: 

                  - ec2:DescribeVpcEndpointServices 

                  - ec2:DescribeVpcEndpoints 

                Resource: "*" 

              - Effect: Allow 

                Action: 
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                  - ec2:CreateNatGateway 

                  - ec2:DeleteNatGateway 

                  - ec2:DescribeNatGateways 

                Resource: '*' 

              - Effect: Allow 

                Action: 

                  - ec2:DeleteLaunchTemplate 

                  - ec2:ModifyLaunchTemplate 

                  - ec2:DeleteLaunchTemplateVersions 

                  - ec2:CreateLaunchTemplateVersion 

                Resource: 

                  - !Sub 

arn:aws:ec2:${AWS::Region}:${AWS::AccountId}:launch-template/* 

              - Effect: Allow 

                Action: 

                  - iam:GetRolePolicy 

                  - iam:CreateRole 

                  - iam:DeleteRole 

                  - iam:PutRolePolicy 

                  - iam:DeleteRolePolicy 

                  - iam:AttachRolePolicy 

                  - iam:DetachRolePolicy 

                  - iam:UpdateAssumeRolePolicy 

                  - iam:PassRole 

                  - iam:GetRole 

                  - iam:GetInstanceProfile 

                  - iam:CreateInstanceProfile 

                  - iam:DeleteInstanceProfile 

                  - iam:AddRoleToInstanceProfile 

                  - iam:RemoveRoleFromInstanceProfile 

                Resource: 

                  - !Sub 

arn:aws:iam::${AWS::AccountId}:role/${Project}* 

                  - !Sub arn:aws:iam::${AWS::AccountId}:instance-

profile/${Project}* 

              - Effect: Allow 

                Action: 

                  - s3:GetObject 

                  - s3:PutObject 

                  - s3:CreateBucket 

                  - s3:DeleteBucket 

                  - s3:ListBucket 

                  - s3:PutEncryptionConfiguration 

                  - s3:PutBucketPublicAccessBlock 

                  - s3:PutBucketLogging 

                  - s3:PutBucketAcl 

                Resource: 

                  - !Sub arn:aws:s3:::${ProjectLowerCase}code* 

                  - !Sub arn:aws:s3:::${ProjectLowerCase}code*/* 

              - Effect: Allow 

                Action: 

                  - s3:ListBucket 

                  - s3:GetObject 
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                  - S3:PutObject 

                Resource: 

                  - Fn::Sub: 

                      - "arn:aws:s3:::${ZONE_BUCKET}" 

                      - ZONE_BUCKET: 

                          Fn::ImportValue: 

                            !Sub ${ZoneStackName}-ZoneBucket 

                  - Fn::Sub: 

                      - "arn:aws:s3:::${ZONE_BUCKET}/*" 

                      - ZONE_BUCKET: 

                          Fn::ImportValue: 

                            !Sub ${ZoneStackName}-ZoneBucket 

              - Effect: Allow 

                Action: 

                  - states:DescribeStateMachine 

                  - states:CreateStateMachine 

                  - states:UpdateStateMachine 

                  - states:DeleteStateMachine 

                  - states:TagResource 

                Resource: !Sub 

arn:aws:states:${AWS::Region}:${AWS::AccountId}:stateMachine:* 

              - Effect: Allow 

                Action: 

                  - cloudwatch:PutDashboard 

                  - cloudwatch:GetDashboard 

                  - cloudwatch:DeleteDashboards 

                Resource: 

                  - !Sub 

arn:aws:cloudwatch::${AWS::AccountId}:dashboard/${Project} 

                  - !Sub 

arn:aws:cloudwatch::${AWS::AccountId}:dashboard/* 

              - Effect: Allow 

                Action: 

                  - cloudwatch:ListDashboards 

                Resource: '*' 

    Metadata: 

      cfn_nag: 

        rules_to_suppress: 

          - id: W11 

            reason: AWS Batch requires * resources. 

cloudwatch:ListDashboards and 30 ec2 actions require * for 

resources. 

CodeBuild Role 
CodeBuildRole defines the permissions needed for CodeBuild to run a code build job that 

builds bioinformatics tools and deploys them to Amazon Elastic Container Registry (Amazon 

ECR). The CodeBuild job is run using the CodeBuild action type in the CodePipeline. 

  CodeBuildRole: 

    Type: AWS::IAM::Role 
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    Properties: 

      Path: / 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Effect: Allow 

            Action: 

              - sts:AssumeRole 

            Principal: 

              Service: 

                - codebuild.amazonaws.com 

      Policies: 

        - PolicyName: CodeBuildServiceRolePolicy 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - logs:CreateLogGroup 

                  - logs:CreateLogStream 

                  - logs:PutLogEvents 

                Resource: 

                  - !Sub 

arn:aws:logs:${AWS::Region}:${AWS::AccountId}:log-

group:/aws/codebuild/${Project}* 

                  - !Sub 

arn:aws:logs:${AWS::Region}:${AWS::AccountId}:log-

group:/aws/codebuild/${Project}*:* 

                  - !Sub 

arn:aws:logs:${AWS::Region}:${AWS::AccountId}:log-

group:/aws/codebuild/${ProjectLowerCase}* 

                  - !Sub 

arn:aws:logs:${AWS::Region}:${AWS::AccountId}:log-

group:/aws/codebuild/${ProjectLowerCase}*:* 

              - Effect: Allow 

                Action: 

                  - s3:ListBucket 

                  - s3:PutObject 

                  - s3:GetObject 

                  - s3:GetObjectVersion 

                  - s3:GetBucketVersioning 

                  - s3:DeleteObject 

                Resource: 

                  - Fn::Sub: 

                      - "arn:aws:s3:::${ZoneBucket}" 

                      - ZoneBucket: 

                          Fn::ImportValue: !Sub ${ZoneStackName}-

ZoneBucket 

                  - Fn::Sub: 

                      - "arn:aws:s3:::${ZoneBucket}/*" 

                      - ZoneBucket: 

                          Fn::ImportValue: !Sub ${ZoneStackName}-

ZoneBucket 
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              - Effect: Allow 

                Action: 

                  - ecr:GetAuthorizationToken 

                Resource: '*' 

              - Effect: Allow 

                Action: 

                  - ecr:CreateRepository 

                  - ecr:BatchCheckLayerAvailability 

                  - ecr:DescribeRepositories 

                  - ecr:DescribeImages 

                  - ecr:CompleteLayerUpload 

                  - ecr:InitiateLayerUpload 

                  - ecr:PutImage 

                  - ecr:UploadLayerPart 

                  - ecr:BatchGetImage 

                  - ecr:BatchDescribeImages 

                  - ecr:GetDownloadUrlForLayer 

                  - ecr:PutLifecyclePolicy 

                Resource: 

                  - !Sub 

arn:aws:ecr:${AWS::Region}:${AWS::AccountId}:repository/${ProjectLow

erCase}* 

    Metadata: 

      cfn_nag: 

        rules_to_suppress: 

          - id: W11 

            reason: Need * for GetAuthorizationToken. 

CodePipeline Role 
CodePipelineRole defines the permissions needed for CodePipeline to run a deployment 

pipeline that builds and deploys bioinformatics tools to Amazon ECR and provisions the AWS 

Step Functions and AWS Batch resources needed to run the bioinformatics pipelines. 

  CodePipelineRole: 

    Type: AWS::IAM::Role 

    Properties: 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Action: 

              - sts:AssumeRole 

            Effect: Allow 

            Principal: 

              Service: 

                - codepipeline.amazonaws.com 

      Path: / 

      Policies: 

        - PolicyName: CloudFormationAccess 

          PolicyDocument: 

            Version: 2012-10-17 
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            Statement: 

              - Action: 

                  - cloudformation:CreateStack 

                  - cloudformation:DescribeStacks 

                  - cloudformation:UpdateStack 

                Effect: Allow 

                Resource: !Sub 

arn:aws:cloudformation:${AWS::Region}:${AWS::AccountId}:stack/${Proj

ect}Code/* 

        - PolicyName: IamAccess 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Action: 

                  - iam:PassRole 

                Effect: Allow 

                Resource: !Sub ${CloudFormationRole.Arn} 

        - PolicyName: S3Access 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - s3:ListBucket 

                  - s3:GetObject 

                  - s3:GetObjectVersion 

                  - s3:GetBucketVersioning 

                  - s3:DeleteObject 

                  - s3:PutObject 

                Resource: 

                  - Fn::Sub: 

                      - "arn:aws:s3:::${ZoneBucket}" 

                      - ZoneBucket: 

                          Fn::ImportValue: !Sub ${ZoneStackName}-

ZoneBucket 

                  - Fn::Sub: 

                      - "arn:aws:s3:::${ZoneBucket}/*" 

                      - ZoneBucket: 

                          Fn::ImportValue: !Sub ${ZoneStackName}-

ZoneBucket 

        - PolicyName: CodeBuildAccess 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - codebuild:StartBuild 

                  - codebuild:BatchGetBuilds 

                Resource: 

                  - !Sub "arn:aws:codebuild:*:*:project/${Project}*" 

                  - !Sub 

"arn:aws:codebuild:*:*:project/${ProjectLowerCase}*" 

        - PolicyName: CodeCommitAccess 
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          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - codecommit:UploadArchive 

                  - codecommit:GetBranch 

                  - codecommit:GetCommit 

                  - codecommit:GetUploadArchiveStatus 

                Resource: 

                  - !Sub 

arn:aws:codecommit:${AWS::Region}:${AWS::AccountId}:${Project}* 

                  - !Sub 

arn:aws:codecommit:${AWS::Region}:${AWS::AccountId}:${ProjectLowerCa

se}* 

Source Event Role 
SourceEventRole defines the permissions needed for an Amazon CloudWatch event to 

trigger the deployment pipeline. 

  SourceEventRole: 

    Type: AWS::IAM::Role 

    Properties: 

      Description: IAM role to allow Amazon CloudWatch Events to 

trigger AWS CodePipeline execution 

      AssumeRolePolicyDocument: 

        Statement: 

          - Action: sts:AssumeRole 

            Effect: Allow 

            Principal: 

              Service: 

                - events.amazonaws.com 

            Sid: 1 

      Policies: 

        - PolicyName: CloudWatchEventPolicy 

          PolicyDocument: 

            Statement: 

              - Action: 

                  - codepipeline:StartPipelineExecution 

                Effect: Allow 

                Resource: 

                  - !Sub 

arn:aws:codepipeline:${AWS::Region}:${AWS::AccountId}:${Project}* 

                  - !Sub 

arn:aws:codepipeline:${AWS::Region}:${AWS::AccountId}:${ProjectLower

Case}* 
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AWS Step Functions and AWS Batch Permissions 
You can use IAM to manage access to the AWS Batch queues, job definitions, compute 

environments, and AWS Step Functions state machines used to orchestrate the 

bioinformatics workflows. AWS Batch and AWS Step Functions resources have their own 

IAM roles and IAM policies attached to them. Adding new workflows or batch jobs should 

not require any changes to the following roles or policies as long as you add those resources 

with the ${Project} prefix, as is the case for existing resources. 

The following code examples show the IAM roles and supporting IAM policies defined in the 

code/cfn/core/iam.cfn.yml file, including BatchInstanceRole, 

BatchInstanceProfile, SpotFleetRole, BatchServiceRole, and 

StatesExecutionRole. 

Batch Instance Role 
BatchInstanceRole defines the permissions needed for AWS Batch to use Amazon Elastic 

Container Service (Amazon ECS) to run batch jobs and the permissions needed for jobs to 

get and put objects in Amazon S3 buckets. 

This role should be updated to get or put objects in additional S3 buckets in your AWS 

account or S3 buckets in other accounts, such as the Broad Genome References from the 

Registry of Open Data on AWS. 

  BatchInstanceRole: 

    Type: AWS::IAM::Role 

    Properties: 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Effect: Allow 

            Principal: 

              Service: 

                - ec2.amazonaws.com 

            Action: 

              - sts:AssumeRole 

      Policies: 

        - PolicyName: S3Access 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - s3:ListBucket 

                  - s3:GetObject 

                  - s3:GetObjectVersion 

                  - s3:PutObject 

https://registry.opendata.aws/broad-references/
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                Resource: 

                  - !Sub arn:aws:s3:::${JobResultsBucket} 

                  - !Sub arn:aws:s3:::${JobResultsBucket}/* 

              - Effect: Allow 

                Action: 

                  - s3:ListBucket 

                  - s3:GetObject 

                Resource: 

                  - arn:aws:s3:::broad-references 

                  - arn:aws:s3:::broad-references/* 

                  - !Sub arn:aws:s3:::${SamplesBucket} 

                  - !Sub arn:aws:s3:::${SamplesBucket}/* 

        - PolicyName: EBS-Access  # permissions for amazon-ebs-

autoscale on instances 

          PolicyDocument: 

            Version: 2012-10-17 

            Statement: 

              - Effect: Allow 

                Action: 

                  - "ec2:createVolume" 

                  - "ec2:attachVolume" 

                  - "ec2:deleteVolume" 

                  - "ec2:modifyInstanceAttribute" 

                  - "ec2:describeVolumes" 

                Resource: 

                  - arn:aws:ec2::*:volume/* 

                  - arn:aws:ec2::*:instance/* 

Batch Instance Profile Role 
The BatchInstanceProfile role is the Amazon EC2 instance profile container that 

Amazon EC2 uses to pass role information to an EC2 instance when the instance starts. 

  BatchInstanceProfile: 

    Type: AWS::IAM::InstanceProfile 

    Properties: 

      Roles: 

        - !Ref BatchInstanceRole 

      InstanceProfileName: !Ref BatchInstanceRole 

Spot Fleet Role 
SpotFleetRole provides Amazon EC2 the permissions needed to provision EC2 Spot 

Instances. 

  SpotFleetRole: 

    Type: AWS::IAM::Role 

    Properties: 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 
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          - Effect: Allow 

            Principal: 

              Service: 

                - spotfleet.amazonaws.com 

            Action: 

              - sts:AssumeRole 

      ManagedPolicyArns: 

      - arn:aws:iam::aws:policy/service-

role/AmazonEC2SpotFleetTaggingRole 

Batch Service Role 
BatchServiceRole provides the permissions needed for AWS Batch to run batch jobs. 

  BatchServiceRole: 

    Type: AWS::IAM::Role 

    Properties: 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Effect: Allow 

            Principal: 

              Service: 

                - batch.amazonaws.com 

            Action: 

              - sts:AssumeRole 

      ManagedPolicyArns: 

      - arn:aws:iam::aws:policy/service-role/AWSBatchServiceRole 

States Execution Role 
StatesExecutionRole provides the permission needed from AWS Step Functions to run 

the bioinformatics state machine workflows. This role provides Step Functions the 

permission needed to interact with AWS Batch. 

  StatesExecutionRole: 

    Type: AWS::IAM::Role 

    Properties: 

      AssumeRolePolicyDocument: 

        Version: 2012-10-17 

        Statement: 

          - Effect: Allow 

            Principal: 

              Service: 

                - !Sub states.${AWS::Region}.amazonaws.com 

            Action: 

              - sts:AssumeRole 

      Policies: 

        - PolicyName: BatchAccess 

          PolicyDocument: 

            Version: 2012-10-17 
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            Statement: 

              - Effect: Allow 

                Action: 

                  - batch:SubmitJob 

                  - batch:DescribeJobs 

                  - batch:TerminateJob 

                Resource: '*' 

              - Effect: Allow 

                Action: 

                  - events:PutTargets 

                  - events:PutRule 

                  - events:DescribeRule 

                Resource: 

                  - !Sub 

arn:aws:events:${AWS::Region}:${AWS::AccountId}:rule/StepFunctionsGe

tEventsForBatchJobsRule 

    Metadata: 

      cfn_nag: 

        rules_to_suppress: 

          - id: W11 

            reason: Resources-level permissions are not available 

for Batch resources. 

 

 

Appendix C: Customization Considerations 
When the AWS CloudFormation template is deployed in your AWS account, it creates a 

sample project named GenomicsWorkflow. This project name is used as the prefix when 

labeling the resources that are deployed. If you customize this solution, the stack name you 

created is used as the prefix. For guidance to customize this solution to your needs, see the 

Genomics Secondary Analysis Using AWS Step Functions and AWS Batch Developer Guide. 

Appendix D: Uninstall the Solution 
You can uninstall the Genomics Secondary Analysis Using AWS Step Functions and AWS 

Batch solution using the AWS Management Console, the AWS Command Line Interface 

(AWS CLI), or uninstall manually. 

Note: Uninstalling the solution deletes the Amazon Simple Storage Service (Amazon 
S3) solution buckets and the data in those buckets; container images in the Amazon 
Elastic Container Registry (Amazon ECR); AWS CodeCommit repositories and the 
code in them; the AWS Step Functions state machines that define workflows; and all 
AWS Batch job definitions, job queues, and compute environments. 

https://s3.amazonaws.com/solutions-reference/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch/latest/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch-developer-guide.pdf


Amazon Web Services – Genomics Secondary Analysis Using AWS Step Functions and AWS Batch  

Page 36 of 38 

Using the AWS Management Console 
1. Sign in to the AWS CloudFormation console.  

2. Select this solution’s installation stack (do not select any stack named *Zone, *Pipe, or 

*Code–these are removed automatically).  

3. Choose Delete. 

Using AWS CLI 
Determine whether AWS CLI is available in your environment. For installation instructions, 

see What Is the AWS Command Line Interface in the AWS CLI User Guide. After confirming 

the AWS CLI is available, run the following command. 

$ aws cloudformation delete-stack --stack-name <installation-stack-

name> 

Uninstalling Manually 
To manually uninstall this solution you must delete the related AWS CloudFormation stacks 

using the following procedure, in the specified order. 

1. Delete all <project-name>-*bucket Amazon S3 bucket contents. 

2. Delete the <ProjectName>Code stack. 

Note: Wait for deletion to complete successfully before proceeding. 

3. Delete the <ProjectName>Pipe stack. 

Note: Wait for deletion to complete successfully before proceeding. 

4. Delete the <ProjectName>Zone stack. 

Note: Wait for deletion to complete successfully before proceeding. 

5. Delete the solution’s installation stack. 

6. Delete the <ProjectName>Code AWS CodeCommit repository. 

7. Delete the <ProjectName>Pipe AWS CodeCommit repository. 

8. Delete all <project-name>-* image repositories in Amazon ECR. 

 

https://console.aws.amazon.com/cloudformation/home?
https://docs.aws.amazon.com/cli/latest/userguide/cli-chap-welcome.html
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Appendix E: Collection of Operational Metrics 
This solution includes an option to send anonymous operational metrics to AWS. We use this 

data to better understand how customers use this solution and related services and products. 

When enabled, the following information is collected and sent to AWS: 

• Solution ID: The AWS solution identifier 

• Unique ID (UUID): Randomly generated, unique identifier for each solution 

deployment  

• Timestamp: Data-collection timestamp 

• Instance Data: Count of the state and type of instances that are managed by the EC2 

Scheduler in each AWS Region  

Example data: 

Running: {t2.micro: 2}, {m3.large:2} 

Stopped: {t2.large: 1}, {m3.xlarge:3}  

 

Note that AWS will own the data gathered via this survey. Data collection will be subject to 

the AWS Privacy Policy. To opt out of this feature, complete one of the following tasks: 

1. Modify the AWS CloudFormation template mapping section as follows: 

"Send" : { 

   "AnonymousUsage" : { "Data" : "Yes" } 

}, 

to 

"Send" : { 

   "AnonymousUsage" : { "Data" : "No" } 

}, 

OR 

2. After the solution launches, find the serverless-image-handler function in the Lambda 

console and set the SEND_ANONYMOUS_DATA environment variable to No. 

 

  

https://aws.amazon.com/privacy/
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Source Code 
You can visit our GitHub repository to download the templates and scripts for this solution, 

and to share your customizations with others.  

Revisions 
Date Change 

April 2020 Initial release 

April 2021 Release version 1.0.2: bug fixes; for more information, refer to the CHANGELOG.md file in 

the GitHub repository. 

May 2021 Release version 1.0.3: bug fixes; for more information, refer to the CHANGELOG.md file in 

the GitHub repository. 

 

 

Notices  

Customers are responsible for making their own independent assessment of the information in this document. 

This document: (a) is for informational purposes only, (b) represents current AWS product offerings and 

practices, which are subject to change without notice, and (c) does not create any commitments or assurances 

from AWS and its affiliates, suppliers or licensors. AWS products or services are provided “as is” without 

warranties, representations, or conditions of any kind, whether express or implied. The responsibilities and 

liabilities of AWS to its customers are controlled by AWS agreements, and this document is not part of, nor 

does it modify, any agreement between AWS and its customers. 

The Genomics Secondary Analysis Using AWS Step Functions and AWS Batch is licensed under the terms of 

the Apache License Version 2.0 available at https://www.apache.org/licenses/LICENSE-2.0. 

© 2021, Amazon Web Services, Inc. or its affiliates. All rights reserved. 

https://github.com/awslabs/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch
https://github.com/awslabs/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch/blob/master/CHANGELOG.md
https://github.com/awslabs/genomics-secondary-analysis-using-aws-step-functions-and-aws-batch/blob/master/CHANGELOG.md
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