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About This Guide 
This implementation guide discusses architectural considerations and configuration steps for 

deploying the Analyzing Text with Amazon Elasticsearch Service and Amazon Comprehend 

solution in the Amazon Web Services (AWS) Cloud. It includes a link to an AWS 

CloudFormation template that launches and configures the AWS services required to deploy 

this solution using AWS best practices for security and availability. 

The guide is intended for IT infrastructure architects, administrators, and DevOps 

professionals who have practical experience architecting in the AWS Cloud. 

Overview 
Many companies have large volumes of unstructured data such as customer calls, support 

tickets, and online customer feedback. But setting up a data pipeline and a natural language 

processing (NLP) engine to extract meaningful insights from this data can be a costly, labor-

intensive process. 

To help customers more easily set up a data pipeline and NLP engine, AWS offers Analyzing 

Text with Amazon Elasticsearch Service and Amazon Comprehend. This automated reference 

implementation deploys a cost-effective, end-to-end solution for data ingestion and text 

https://aws.amazon.com/cloudformation/
https://aws.amazon.com/cloudformation/
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analysis. The solution leverages Amazon Comprehend, an NLP service that uses machine 

learning for text analysis, and Amazon Elasticsearch Service (Amazon ES) for indexing and 

analyzing unstructured text.  

The solution also creates a pre-configured Kibana dashboard for the visualization of extracted 

entities, key phrases, syntax, and sentiment from uploaded documentation. 

Cost 
You are responsible for the cost of the AWS services used while running this solution. As of 

the date of publication, the cost for running this solution in the US East (N. Virginia) Region 

is approximately $0.775 per hour. This cost estimate includes the cost for running five 

Amazon ES on-demand m4.large.elasticsearch instances.  

Note that the total cost for running this solution depends on the amount of time of running 

the Amazon ES cluster, and the amount of data being processed, stored, and presented. For 

full details, see the pricing webpage for each AWS service you will be using in this solution.  

Architecture Overview 
Deploying this solution builds the following environment in the AWS Cloud. 

 

Figure 1: Analyzing Text with Amazon Elasticsearch Service and Amazon Comprehend architecture on AWS 
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The AWS CloudFormation template deploys an Amazon API Gateway to invoke the proxy 

microservice (AWS Lambda function). The microservice provides the business logic to 

manage the preprocessing configuration, native indexing, and other native search 

capabilities. The microservice interacts with Amazon Comprehend for text analysis, Amazon 

CloudWatch Logs for logging and metrics, and Amazon Elasticsearch Service (Amazon ES) 

for indexing documentation. 

When the API receives an authorized request, the proxy microservice sends the request to 

Amazon Comprehend for text analysis. A call is made to Amazon ES which indexes the data, 

and publishes logs and metrics to CloudWatch. 

You can visualize the indexed data on the solution’s pre-configured Kibana dashboard. 

Solution Components 

Amazon ES Proxy Service 
The Amazon Elasticsearch Service (Amazon ES) proxy microservice is an AWS Lambda 

function that provides the business logic for all APIs. The Lambda function assumes an AWS 

Identity and Access Management (IAM) role with least-privilege access to perform actions. 

The solution is compatible with the native Elasticsearch API, including the document API 

with the built-in Amazon Comprehend service preprocessing module, the cluster API, and 

the search API. The solution also supports a document preprocessing configuration API that 

instructs the Elasticsearch document API on preprocessing using Amazon Comprehend. 

Kibana Dashboard 
Sub-dashboard for Entity 
Amazon Comprehend provides the capability of detecting different entity types. The pre-

configured entity sub-dashboard has six entity type visualization graphs as a tag cloud. This 

will give you an overview of a group of entity texts associated with different entity types. For 

more information on entity types, see Detect Entities in the Amazon Comprehend Developer 

Guide.  

https://aws.amazon.com/api-gateway/
https://aws.amazon.com/lambda/
https://aws.amazon.com/comprehend/
https://docs.aws.amazon.com/AmazonCloudWatch/latest/logs/WhatIsCloudWatchLogs.html
https://docs.aws.amazon.com/AmazonCloudWatch/latest/logs/WhatIsCloudWatchLogs.html
https://aws.amazon.com/elasticsearch-service/
https://docs.aws.amazon.com/comprehend/latest/dg/how-entities.html
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Figure 2: Kibana sub-dashboard for entities 

Sub-dashboard for Sentiment 
The sentiment sub-dashboard provides four visualization metrics: different sentiment count 

over time, histogram of different sentiment types, and the top ten positive scores and top ten 

negative scores with corresponding text.  

 
 Figure 3: Kibana sub-dashboard for sentiment 

 

Sub-dashboard for Key Phrases 
The key phrases sub-dashboard provides two metrics: one as a tag cloud to illustrate the key 

phrases that are detected, and another that shows a key phrases heatmap over time.  
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Figure 4: Kibana sub-dashboard for key phrases 

 

Sub-dashboard for Syntax 

The syntax sub-dashboard provides the following two metrics: the VERB and NOUN text tag 

cloud.  

 

 
Figure 5: Kibana sub-dashboard for syntax 

 

Considerations 

Regional Deployment 
This solution uses the Amazon Comprehend service, which is currently available in specific 

AWS Regions only. Therefore, you must launch this solution in an AWS Region where 

Amazon Comprehend is available. For the most current availability by region, see AWS 

service offerings by region. 

AWS CloudFormation Template 
This solution uses AWS CloudFormation to automate the deployment of the Analyzing Text 

with Amazon Elasticsearch Service and Amazon Comprehend solution in the AWS Cloud. It 

includes the following AWS CloudFormation template, which you can download before 

deployment: 

analyzing-text-with-amazon-elasticsearch-service-and-

amazon-comprehend: Use this template to launch the solution 

and all associated components. The default configuration deploys Amazon API Gateway, 

View template

https://s3.amazonaws.com/solutions-reference/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend/latest/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend.template
https://aws.amazon.com/about-aws/global-infrastructure/regional-product-services/
https://aws.amazon.com/about-aws/global-infrastructure/regional-product-services/
https://s3.amazonaws.com/solutions-reference/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend/latest/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend.template
https://s3.amazonaws.com/solutions-reference/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend/latest/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend.template
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AWS Lambda, Amazon Elasticsearch Service, Amazon CloudWatch, Amazon Comprehend, 

and AWS Identity and Access Management roles and policies, but you can also customize 

the template based on your specific network needs. 

Automated Deployment 
Before you launch the automated deployment, please review the considerations discussed in 

this guide. Follow the step-by-step instructions in this section to configure and deploy the 

Analyzing Text with Amazon Elasticsearch Service and Amazon Comprehend solution into 

your account. 

Time to deploy: Approximately 20 minutes  

What We’ll Cover 
The procedure for deploying this architecture on AWS consists of the following steps. For 

detailed instructions, follow the links for each step.  

Step 1. Launch the Stack 

• Launch the AWS CloudFormation template into your AWS account. 

• Enter values for required parameter: Stack Name, Domain Name  

• Review the other template parameters, and adjust if necessary.  

Step 2. Index Documents Using the Elasticsearch Proxy API 

• Configure and index sample documents 

Step 3. Open the Pre-Configured Kibana Dashboard 

• View the Kibana dashboard 

Step 1. Launch the Stack 
This automated AWS CloudFormation template deploys the Analyzing Text with Amazon 

Elasticsearch Service and Amazon Comprehend solution in the AWS Cloud.  

Note:  You are responsible for the cost of the AWS services used while running this 
solution. See the Cost section for more details. For full details, see the pricing webpage 
for each AWS service you will be using in this solution.  

 Sign in to the AWS Management Console and click the button to 
the right to launch the analyzing-text-with-amazon-

elasticsearch-service-and-amazon-comprehend AWS 

Launch  
Solution

https://console.aws.amazon.com/cloudformation/home?region=us-east-1#/stacks/new?&templateURL=https:%2F%2Fs3.amazonaws.com%2Fsolutions-reference%2Fanalyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend%2Flatest%2Fanalyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend.template
https://console.aws.amazon.com/cloudformation/home?region=us-east-1#/stacks/new?&templateURL=https:%2F%2Fs3.amazonaws.com%2Fsolutions-reference%2Fanalyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend%2Flatest%2Fanalyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend.template
https://console.aws.amazon.com/cloudformation/home?region=us-east-1#/stacks/new?&templateURL=https:%2F%2Fs3.amazonaws.com%2Fsolutions-reference%2Fanalyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend%2Flatest%2Fanalyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend.template
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CloudFormation template.  
You can also download the template as a starting point for your own implementation. 

 The template is launched in the US East (N. Virginia) Region by default. To launch the 
solution in a different AWS Region, use the region selector in the console navigation bar.  

Note: This solution uses the Amazon Comprehend service, which is currently 
available in specific AWS Regions only. Therefore, you must launch this solution in an 
AWS Region where Amazon Comprehend is available. For the most current 
availability by region, see AWS service offerings by region. 

 On the Create stack page, verify that the correct template URL shows in the Amazon 

S3 URL text box and choose Next. 

 On the Specify stack details page, assign a name to your solution stack. 

 Under Parameters, review the parameters for the template and modify them as 
necessary. This solution uses the following default values. 

Parameter Default Description 

Domain Name <Requires Input> The name of the Amazon ES domain that 

this template will create 

Instance Type m4.large.elasticsearch The instance type for Amazon ES 

Number of Instances 2 The number of Amazon ES cluster 

instances the template will create  

Enable VPC false Choose whether to enable Amazon VPC 

for Lambda and Amazon ES 

IP to Access Kibana Dashboard 

 

10.0.0.0/16 Enter an IP address or CIDR block to 

access the Kibana dashboard. You can 

find your IP address here.  

Note: If you choose not to 
enter your IP address, you 
will be denied access to the 
Kibana dashboard after you 
launch the solution. 

API Gateway Authorization 

Type 

NONE Choose the authorization type of the API 

Gateway for access control. Choose NONE 

or AWS_IAM.  

Note: If you select NONE, the 
API will be accessible without 
any authorization. If you 
select AWS_IAM, the request 
must be signed using IAM 
users or roles who have 

https://s3.amazonaws.com/solutions-reference/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend/latest/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend.template
https://aws.amazon.com/about-aws/global-infrastructure/regional-product-services/
http://checkip.amazonaws.com/
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Parameter Default Description 

permission to access proxy 
APIs. 

VPC CIDR Block 10.0.0.0/16 Enter the CIDR block for the VPC. This 

value will not be used if you selected false 

to EnableVPC.  

Public Subnet01 Block 10.0.0.0/24 Enter the CIDR block for public subnet1 

located in AZ1. This value will not be used 

if you selected false for EnableVPC. 

Public Subnet02 Block 10.0.1.0/24 Enter the CIDR block for public subnet2 

located in AZ2. This value will not be used 

if you selected false for EnableVPC. 

Private Subnet01 Block 10.0.2.0/24 Enter the CIDR block for private subnet1 

located in AZ1. This value will not be used 

if you selected false for EnableVPC. 

Private Subnet02 Block 10.0.3.0/24 Enter the CIDR block for public subnet2 

located in AZ2. This value will not be used 

if you selected false for EnableVPC. 

Enable Encryption at Rest true Choose whether to enable Amazon ES 

domain encryption at rest  

Enable Node to Node 

Encryption 

true Choose whether to enable Amazon ES 

node to node encryption 

Enable EBS true Choose whether to disable an EBS storage 

type for Amazon ES 

EBS Volume Type standard The EBS volume type for the Amazon ES 

cluster  

EBS Volume Size 10 The Amazon ES EBS storage size in GBs 

per node 

Enable Dedicated Master true Choose whether to enable dedicated 

master node for the Amazon ES cluster 

Dedicated Master Count 3 The number of dedicated master nodes 

for the Amazon ES cluster 

Dedicated Master Type 

 

m4.large.elasticsearch 

 

The instance type for Amazon ES cluster 

master node 

Enable Zone Awareness 

 

true Choose whether to enable zone awareness 

for the Amazon ES cluster 

Stage <Optional Input> Enter the stage name of the API Gateway 

Elasticsearch Service Role <Optional Input> Choose whether the Service-Linked Role 

for the Elasticsearch VPC already exists. 
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Parameter Default Description 

Note: Set the parameter to 
true if you have an already 
created VPC access for the 
ES domain. For more 
information see Service-
Linked Roles.   

 Choose Next. 

 On the Configure stack options page, choose Next. 

 On the Review page, review and confirm the settings. Be sure to check the box 
acknowledging that the template will create AWS Identity and Access Management 
(IAM) resources. 

 Choose Create stack to deploy the stack. 

You can view the status of the stack in the AWS CloudFormation Console in the Status 

column. You should see a status of CREATE_COMPLETE in approximately 20 minutes. 

Step 2. Index Documents Using the Elasticsearch Proxy API 
When the solution has successfully deployed, you can begin creating the preprocessing 

configuration, and indexing and searching documents using proxy API. Use the following 

procedure to begin indexing documents. 

Find the proxy endpoint from AWS CloudFormation output 
 

 In the AWS CloudFormation console, navigate to the stack Outputs tab. 

 Find and copy the proxy endpoint value of the ProxyEndpoint key. 

Setup preprocessing configurations 

In your terminal window, use the following example code to setup preprocessing 

configurations. 

curl -XPUT <proxy_endpoint>/preprocessing_configurations -d '{ 

  "comprehendConfigurations": [ 

    { 

      "indexName": "news", 

      "fieldName": "content", 

      "comprehendOperations": [ 

        "DetectSentiment", 

        "DetectEntities", 

        "DetectKeyPhrases", 

        "DetectDominantLanguage", 

        "DetectSyntax" 

      ], 

https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/slr-es.html
https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/slr-es.html
https://console.aws.amazon.com/cloudformation/home/
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      "languageCode": "en" 

    } 

  ] 

} 

' 

Upload a single document 
In your terminal window, use the following example code to upload a single document. 

curl -XPUT <proxy_endpoint>/news/_doc/1 -H 'Content-Type: 

application/json' -d ' 

{ 

  "content": "Amazon.com, Inc., is an American multinational 

technology company based in Seattle, Washington that focuses on e-

commerce, cloud computing, digital streaming, and artificial 

intelligence. It is considered one of the Big Four technology companies 

along with Google, Apple, and Facebook" 

} 

' 

Upload documents in bulk 

In your terminal window, use the following example bulk documents code, and save it as 

bulk_news.json file. 

{ "index" : { "_index": "news", "_type" : "_doc", "_id" : "2" } } 

{"content": "Alice does not like the rainy day"} 

{ "index" : { "_index": "news", "_type" : "_doc", "_id" : "3" } } 

{"content": " I love living in New York City"} 

{ "index" : { "_index": "news", "_type" : "_doc", "_id" : "4" } } 

{"content": " Bob hates that movie"} 

Then, run the following command to index the bulk_news.json file: 

curl -XPOST <proxy_endpoint>/_bulk --data-binary @bulk_news.json -H 

'Content-Type: application/json' 

Search documents 
Once documents are indexed into the Amazon Elasticsearch Service domain, you can search 

the document using the extended Amazon Comprehend fields.  

Run the following command to search for document with positive sentiment: 

curl -XGET <proxy_endpoint>/news/_search?pretty -H 'Content-Type: 

application/json'  -d ' 

{ 
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    "query" : { 

        "bool" : { 

            "must" : [ 

                { "match" : {"content_DetectSentiment.sentiment" : 

"POSITIVE"} } 

            ] 

        } 

    } 

} 

' 

Run the following command to search for documents with negative sentiment: 

curl -XGET <proxy_endpoint>/news/_search?pretty -H 'Content-Type: 

application/json'  -d ' 

{ 

    "query" : { 

        "bool" : { 

            "must" : [ 

                { "match" : {"content_DetectSentiment.sentiment" : 

"NEGATIVE"} } 

            ] 

        } 

    } 

} 

' 

Run the following command to search for documents containing the entity type LOCATION 

where the score is more than 0.9: 

curl -XGET <proxy_endpoint>/news/_search -H 'Content-Type: 

application/json'  -d ' 

{ 

    "query": { 

        "nested" : { 

            "path" : "content_DetectEntities.entities", 

            "query" : { 

                "bool" : { 

                    "must" : [ 

                    { "match" : 

{"content_DetectEntities.entities.type" : "LOCATION"} }, 

                    { "range" : 

{"content_DetectEntities.entities.score" : {"gt" : 0.9}} } 

 

                    ] 

                } 

            }, 

            "score_mode" : "avg" 

        } 

    } 
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} 

' 

Step 3. Open the Pre-Configured Kibana Dashboard 
The solution comes with a pre-configured Kibana dashboard powered by the data provided 

by Amazon Comprehend. The dashboard is pre-loaded as part of the PUT 

/preprocessing_configuration API. When data is indexed, you will be able to view a 

dashboard for each index and field name combination. Use the following procedure to view 

the indexed documents results. 

 In the AWS CloudFormation console, navigate to the stack Outputs tab. 

 Select the KibanaDashboardURL, and switch to dashboard view to review indexed 
results.  

 
Figure 6: Example entity Kibana dashboard view 

 

Note: AWS recommends indexing documents before accessing the pre-configured 
Kibana dashboard. 

Use the following procedure to verify that the Kibana dashboard is configured correctly and 

indexed document fields are detected.  

 Navigate to the Kibana dashboard, and select the Management tab. 

 Select Index Patterns, and select the corresponding index pattern. 

 Then, select the refresh field list button on the top right. 

 
 

Figure 7: Kibana dashboard index pattern  

https://console.aws.amazon.com/cloudformation/home/
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Security 
When you build systems on AWS infrastructure, security responsibilities are shared between 

you and AWS. This shared model can reduce your operational burden as AWS operates, 

manages, and controls the components from the host operating system and virtualization 

layer down to the physical security of the facilities in which the services operate. For more 

information about security on AWS, visit the AWS Security Center. 

Access Control 
Customers who have a restricted network connection requirement can set the EnableVPC 

AWS CloudFormation template parameter to true. This allows customers to enable and 

configure the Amazon Virtual Private Cloud (Amazon VPC) for AWS Lambda and the 

Amazon Elasticsearch Service cluster to secure the network.  

By default, the solution allows everyone to call the proxy Amazon API Gateway without 

signing the request. This enables you to quickly interact with the proxy API by using curl or 

other HTTP libraries. You can control access to the proxy API by setting 

APIGatewayAuthorizationType template parameter to AWS_IAM. This ensures callers 

sign the HTTP request with credentials of an IAM user or role who has permissions to invoke 

the proxy API. 

The solution also creates a managed policy with minimal permissions and provides an 

example IAM role with an attached policy to help customers create AWS Identity and Access 

Management (IAM) users and roles. These users and roles have limited permissions to invoke 

the proxy endpoint. You can find the managed policy and example IAM role in the stack 

Outputs tab with key name of ProxyAccessPolicyArn and 

ExampleProxyAccessRoleArn. 

For an example of signing the HTTP Request to Proxy Service, see Appendix D. 

Additional Resources 

AWS services 

• AWS CloudFormation  

• AWS Lambda 

• Amazon Elasticsearch Service 

• Amazon Comprehend 

http://aws.amazon.com/security/
http://aws.amazon.com/cloudformation/
https://aws.amazon.com/lambda/
https://aws.amazon.com/elasticsearch-service/
https://aws.amazon.com/comprehend/
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• Amazon API Gateway 

Appendix A: Example of Streaming Data from S3 
This solution provides a proxy endpoint that allows you to stream data from different sources 

into the Amazon Elasticsearch Service (Amazon ES) domain.  

This section provides an example of how to stream data from Amazon Simple Storage Service 

(Amazon S3). When new data is uploaded in an Amazon S3 bucket, an event notification is 

triggered, and an AWS Lambda function runs your custom code to perform the indexing.  

A Python sample code is provided below to index one JSON document per line file. 

Create an S3 bucket 
Use the following AWS CLI command to create an Amazon S3 bucket. Replace <aws-

region> and <bucket-name> with the applicable values. 

aws --region <aws-region> s3api create-bucket --bucket <bucket-name> 

--create-bucket-configuration LocationConstraint=<aws-region> 

Create a Directory 

Use the following example to write logic to handle an Amazon S3 event and stream it to the 

Amazon ES domain via the proxy endpoint, and create a directory. 

Note that in this code sample, we use the name s3-to-es, then create a file in the directory 

named example.py. Make sure that you enter the applicable values into the region, 

endpoint, and index variables. 

import boto3 

import re 

import requests 

import json 

from requests_aws4auth import AWS4Auth 

 

endpoint = '' # the proxy endpoint, including https:// 

region = '' # e.g. us-west-1 

index = '' # index name 

 

service = 'execute-api' 

credentials = boto3.Session().get_credentials() 

awsauth = AWS4Auth(credentials.access_key, credentials.secret_key, 

region, service, session_token=credentials.token) 

url = endpoint + '/' + index + '/_doc' 

 

https://aws.amazon.com/api-gateway/
https://aws.amazon.com/s3/
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headers = { "Content-Type": "application/json" } 

 

s3 = boto3.client('s3') 

 

# Lambda execution starts here 

def handler(event, context): 

    for record in event['Records']: 

 

        # Get the bucket name and key for the new file 

        bucket = record['s3']['bucket']['name'] 

        key = record['s3']['object']['key'] 

 

        # Get, read, and split the file into lines 

        obj = s3.get_object(Bucket=bucket, Key=key) 

        body = obj['Body'].read() 

        lines = body.splitlines() 

 

        for line in lines: 

            document = json.loads(line) 

            r = requests.post(url, auth=awsauth, json=document, 

headers=headers) 

            print(r) 

Install Dependencies 
Install requests and requests_aws4auth libraries. Run the following command: 

pip install requests -t . 

pip install requests_aws4auth -t . 

Package the Application Code and Dependencies 
Run the following command: 

zip -r lambda.zip * 

Create a Lambda function with Python3.7 as runtime 
 Create a trust-lambda-policy.json using the following JSON document. 

{ 

  "Version": "2012-10-17", 

  "Statement": [ 

    { 

      "Effect": "Allow", 

      "Principal": { 

        "Service": "lambda.amazonaws.com" 

      }, 

      "Action": "sts:AssumeRole" 

    } 
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  ] 

} 

 Use the following command to create a Lambda execution role with permissions.  

aws iam create-role --role-name s3-to-es-test-role --assume-role-

policy-document file://trust-lambda-policy.json 

 

aws iam attach-role-policy --policy-arn 

arn:aws:iam::aws:policy/AmazonS3ReadOnlyAccess --role-name s3-to-es-

test-role 

 

aws iam attach-role-policy --policy-arn 

arn:aws:iam::aws:policy/AmazonAPIGatewayInvokeFullAccess --role-name 

s3-to-es-test-role 

 

aws iam attach-role-policy --policy-arn 

arn:aws:iam::aws:policy/service-role/AWSLambdaBasicExecutionRole --

role-name s3-to-es-test-role 

 Use the following command to create a Lambda function. Make sure that you replace 
<lambda-role-arn> with the role created with previous command. 

aws lambda create-function --function-name s3-to-es-test-lambda --

runtime python3.7 --role <lambda-role-arn> --handler example.handler 

--zip-file fileb://lambda.zip --timeout 300 

 Use the following command to allow Amazon S3 to invoke a Lambda function. Verify 
that the <bucket-name> and <your-account-id > are replaced with your 
information. 

aws lambda add-permission --function-name s3-to-es-test-lambda --

statement-id allows3 --action "lambda:InvokeFunction" --principal 

s3.amazonaws.com --source-arn "arn:aws:s3:::<bucket-name>" --source-

account <your-account-id> 

Put S3 Bucket Notification Configuration  
Use the following JSON code to create a file named 

bucket_lambda_notification_config.json with the following content. Make sure 

that you replace <lambda-function-arn> with your Lambda ARN. 

{ 

  "LambdaFunctionConfigurations": [ 

    { 

      "Id": "s3-to-proxy-es", 

      "LambdaFunctionArn": "<lambda-function-arn>", 

      "Events": ["s3:ObjectCreated:*"], 

      "Filter": { 



Amazon Web Services – Analyzing text with Amazon Elasticsearch Service and Amazon Comprehend     September 2019 

Page 19 of 27 

        "Key": { 

          "FilterRules": [ 

            { 

              "Name": "prefix", 

              "Value": "news" 

            } 

          ] 

        } 

      } 

    } 

  ] 

} 

Run the following command to attach the notification to the bucket. 

aws s3api put-bucket-notification-configuration --bucket <your-

bucket-name> --notification-configuration 

file://bucket_lambda_notification_config.json 

Create a sample.json File  
Use the following command to copy the following example content into a file and name it as 

sample.json. 

{"content": "Bob enjoys working as a software engineer in Amazon.com 

since 2000"} 

{"content": "Alice does not like the weather in Seattle"} 

{"content": "Alice like shopping at Amazon.com"} 

Run the following command to put the sample.json file into the Amazon S3 bucket under 

corpus prefix. 

aws s3 cp sample.json s3://<your-bucket-name>/news/sample.json  

file://///bucket_lambda_notification_config.json
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Appendix B: API Syntax 
The Analyzing Text with Amazon Elasticsearch Service and Amazon Comprehend solution 

creates the following API to configure the preprocessing.  

Preprocessing Configuration API 
Create and Update Preprocessing Configurations API 
Create and update preprocessing configurations for built-in document preprocessing logic 

using Amazon Comprehend operations.  

Create Request Syntax 

PUT /preprocessing_configurations 

{ 

  "comprehendConfigurations": [ 

    { 

      "indexName": "string", 

      "fieldName": "string", 

      "comprehendOperations": [ 

        "string" 

      ], 

      "languageCode": "string" 

}, 

… 

  ] 

} 

Update Request Syntax 

PUT /preprocessing_configurations/_update 

{ 

  "comprehendConfigurations": [ 

    { 

      "indexName": "string", 

      "fieldName": "string", 

      "comprehendOperations": [ 

        "string" 

      ], 

      "languageCode": "string" 

}, 

… 

  ] 

} 

Objects Types Required  Description 

indexName 

 
String Yes  The name of the index 
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Objects Types Required  Description 

fieldName 

 

String Yes  This syntax indicates which 

value in a JSON document 

needs to be preprocessed by 

Amazon Comprehend. 

Note: If multiple 
Amazon 
Comprehend 
configuration 
objects are present 
in the request, the 
fieldName for 
each Amazon 
Comprehend 
configuration object 
must be unique. 

comprehendOperations List of Strings Yes List of supported Amazon 

Comprehend operations. 

Allowed values are 

DetectDominantLanguage, 

DetectSentiment, 

DetectKeyPhrases, 

DetectEntities, Detect 

Syntax. 

languageCode String Yes The language of the 

corresponding field’s value in 

the JSON document. Allowed 

values are en, es, fr, de, it, 

pt. 

  

Response Syntax 

The example response syntax is as follows: 

{ 

  "_index": ".comprehend", 

  "_type": "config", 

  "_id": "0", 

  "_version": 5, 

  "result": "updated", 

  "_shards": { 

    "total": 2, 

    "successful": 2, 

    "failed": 0 

  }, 

  "_seq_no": 4, 

  "_primary_term": 1 
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} 

Get preprocessing_configurations API 
Request Syntax 

GET /preprocessing_configurations 

Response Syntax 

The API response should mimic the following example: 

{ 

  "_index": “. comprehend", 

  "_type": "config", 

  "_id": "0", 

  "_version": 3, 

  "_seq_no": 2, 

  "_primary_term": 1, 

  "found": true, 

  "_source": { 

    "comprehendConfigurations": [ 

      { 

        "fieldName": "foo", 

        "comprehendOperations": [ 

          "DetectSentiment" 

        ], 

        "languageCode": "es" 

      } 

    ] 

  } 

} 

Delete Configuration API 
Request Syntax 

DELETE /preprocessing_configurations 
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Appendix C: Data Format 
This solution implements built-in preprocessing logic to invoke Amazon Comprehend to help 

customers extract insight from indexed documents. Before the document is indexed in 

Amazon Elasticsearch Service (Amazon ES), the original document is converted to another 

format with the Amazon Comprehend result. This section provides detailed information 

about the extended document format. 

For example, an original uploaded document may have the following JSON structure: 

{ 

  "timestamp": string, 

  "transcript": string 

} 

By default, the following Amazon Comprehend operations values are used to preprocess the 

original document.  You can modify these operations based on your specific business needs.  

1. DetectDominantLanguage 

2. DetectSentiment 

3. DetectEntities 

4. DetectSyntax 

5. DetectKeyPhrases 

When the original document is preprocessed with the Amazon Comprehend operations, the 

document will be extended into the following structure: 

{ 

  "timestamp": string, 

  "transcript": string, 

  "transcript_DetectDominantLanguage": nested, 

  "transcript_DetectSentiment": object, 

  "transcript_DetectEntities": nested, 

  "transcript_DetectKeyPhrases": nested, 

  "transcript_DetectSyntax": nested 

} 

The value of the extended field retains the original Amazon Comprehend API response. For 

example, DetectEntities will look as follows: 

  "transcript_DetectEntities": { 

   "Entities": [  

https://docs.aws.amazon.com/comprehend/latest/dg/API_DetectEntities.html#comprehend-DetectEntities-response-Entities
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      {  

         "BeginOffset": number, 

         "EndOffset": number, 

         "Score": number, 

         "Text": "string", 

         "Type": "string" 

      } 

   ] 

} 

For more detailed information about the Amazon Comprehend API response, see  API 

Reference in the Amazon Comprehend Developer Guide. 

Note that for Amazon Comprehend operations (with the exception of DetectSentiment), 

the original response returns an array of objects. The solution also creates a mapping as a 

nested datatype to maintain each array object independently. For more details, see 

Elasticsearch nest datatype.  

If Amazon Comprehend operations fail, the original document will be extended to show the 

error information. 

{ 

  "timestamp": string, 

  "transcript": string, 

  “transcript_DetectDominantLanguage_Error”: object 

  “transcript_DetectSentiment_Error”: object, 

  “transcript_DetectEntities_Error”: object, 

  “transcript_DetectKeyPhrases_Error”: object, 

  “transcript_DetectSyntax_Error”: object 

} 

The following error shows the syntax. 

 “transcript_DetectDominantLanguage_Error”: { 

  “statusCode”: String, 

  “errorCode”: String, 

  “errorMessage”: String, 

  “requestId”: String 

} 

https://docs.aws.amazon.com/comprehend/latest/dg/API_Entity.html#comprehend-Type-Entity-BeginOffset
https://docs.aws.amazon.com/comprehend/latest/dg/API_Entity.html#comprehend-Type-Entity-EndOffset
https://docs.aws.amazon.com/comprehend/latest/dg/API_Entity.html#comprehend-Type-Entity-Score
https://docs.aws.amazon.com/comprehend/latest/dg/API_Entity.html#comprehend-Type-Entity-Text
https://docs.aws.amazon.com/comprehend/latest/dg/API_Entity.html#comprehend-Type-Entity-Type
https://docs.aws.amazon.com/comprehend/latest/dg/API_Reference.html
https://docs.aws.amazon.com/comprehend/latest/dg/API_Reference.html
https://www.elastic.co/guide/en/elasticsearch/reference/current/nested.html
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Appendix D: Signing the HTTP Requests to Proxy 

Service 
If you enable the API access control, you must sign proxy API requests. This section shows 

an example of how to send signed HTTP requests to a proxy service endpoint using Amazon 

Elasticsearch clients and other common libraries.  

Note: For instruction on how to sign requests, see Signing HTTP Requests to the 
Amazon Elasticsearch Service (Amazon ES) in the Amazon Elasticsearch Service 
Developer Guide.  To sign the HTTP Requests to this solution’s proxy service, you 
must update the service name from es to execute-api. 

You must also install the Elasticsearch client for Python (elasticsearch-py) 
using pip. If you choose to use  Requests, installing the requests-aws4auth, and AWS 
SDK for Python (Boto 3) packages can help simplify the authentication process.  

From the terminal, run the following commands: 

pip install boto3 

pip install elasticsearch 

pip install requests 

pip install requests-aws4auth 

The following sample code establishes a secure connection to the specified proxy endpoint 

and indexes a single document using the _index API. Note that you must provide values 

for proxy endpoint, region, and host. 

from elasticsearch import Elasticsearch, RequestsHttpConnection 

from requests_aws4auth import AWS4Auth 

import boto3 

 

proxy_endpoint = '' # For example, foo.execute-api.us-east-

1.amazonaws.com/prod 

endpoint_parts = proxy_endpoint.split('/') 

host = endpoint_parts[0] # For example, foo.execute-api.us-east-

1.amazonaws.com 

url_prefix = endpoint_parts[1] 

region= '' # us-east-1 

 

service = 'execute-api' # IMPORTANT: this is key difference while 

signing the request for proxy endpoint. 

 

credentials = boto3.Session().get_credentials() 

awsauth = AWS4Auth(credentials.access_key, credentials.secret_key, 

region, service) 

https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/es-request-signing.html
https://docs.aws.amazon.com/elasticsearch-service/latest/developerguide/es-request-signing.html
https://pypi.python.org/pypi/pip
https://2.python-requests.org/en/master/
https://pypi.org/project/requests-aws4auth/
https://aws.amazon.com/sdk-for-python/
https://aws.amazon.com/sdk-for-python/
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es = Elasticsearch( 

    hosts = [{'host': host, 'url_prefix': url_prefix, 'port': 443}], 

    http_auth = awsauth, 

    use_ssl = True, 

    verify_certs = True, 

    connection_class = RequestsHttpConnection 

) 

 

document = { 

  "content": "Bob has been living in Seattle for more than ten years" 

} 

 

es.index(index="news", doc_type="_doc", id="5", body=document) 

 

print(es.get(index="news", doc_type="_doc", id="5")) 

If you choose not to use elasticsearch-py, you can still make standard HTTP requests 

using the following code example. Note that you must provide values for proxy 

endpoint, region, and host. 

from requests_aws4auth import AWS4Auth 

import boto3 

import requests 

 

proxy_endpoint = '' # https://foo.execute-api.us-east-

1.amazonaws.com/prod/ 

path = '/transcript/_doc/6' # the Elasticsearch API endpoint 

region = '' # For example, us-east-1 

 

service = 'execute-api' # It is important to specify the service as 

‘execute-api’ 

credentials = boto3.Session().get_credentials() 

awsauth = AWS4Auth(credentials.access_key, credentials.secret_key, 

region, service) 

 

url = proxy_endpoint + path 

 

# The JSON body to accompany the request (if necessary) 

payload = { 

  "timestamp": "2018-04-26T09:17:12.917188", 

  "transcript": "hi i'm calling to say how totally blase i am about 

your product it is a middle of the road effort if ever i have seen one 

thanks i guess do you have an issue no not at all just wanted to say 

that" 

} 

 

r = requests.put(url, auth=awsauth, json=payload) # requests.get, 

post, and delete have similar syntax 

print(r.text) 
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Source Code 
You can visit our GitHub repository to download the templates and scripts for this solution, 

and to share your customizations with others.  

Document Revisions 

Date Change 
 

September 2019 Initial release 

 

 

 

Notices  

Customers are responsible for making their own independent assessment of the information in this document. This 

document: (a) is for informational purposes only, (b) represents AWS current product offerings and practices, which are 

subject to change without notice, and (c) does not create any commitments or assurances from AWS and its affiliates, 

suppliers or licensors. AWS products or services are provided “as is” without warranties, representations, or conditions of 

any kind, whether express or implied. AWS’s responsibilities and liabilities to its customers are controlled by AWS 

agreements, and this document is not part of, nor does it modify, any agreement between AWS and its customers. 

 

The Analyzing Text with Amazon Elasticsearch Service and Amazon Comprehend solution is licensed under the terms of 

the MIT No Attribution at https://spdx.org/licenses/MIT-0.html 

© 2019, Amazon Web Services, Inc. or its affiliates. All rights reserved. 

https://github.com/awslabs/analyzing-text-with-amazon-elasticsearch-service-and-amazon-comprehend
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