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Figure 2: Denoising of an example natural image by a CNN and its bias-free counterpart (BF-CNN),
both trained over noise levels in the range � 2 [0, 10] (image intensities are in the range [0, 255]).
The CNN performs poorly at high noise levels (� = 90, far beyond the training range), whereas
BF-CNN performs at state-of-the-art levels. The CNN used for this example is DnCNN (Zhang et al.,
2017); using alternative architectures yields similar results (see Section 5).

In the past decade, purely data-driven models based on convolutional neural networks (LeCun et al.,
2015) have come to dominate all previous methods in terms of performance. These models consist of
cascades of convolutional filters, and rectifying nonlinearities, which are capable of representing a
diverse and powerful set of functions. Training such architectures to minimize mean square error
over large databases of noisy natural-image patches achieves current state-of-the-art results (Zhang
et al., 2017; Huang et al., 2017; Ronneberger et al., 2015; Zhang et al., 2018a).

3 NETWORK BIAS IMPAIRS GENERALIZATION

We assume a measurement model in which images are corrupted by additive noise: y = x+n, where
x 2 RN is the original image, containing N pixels, n is an image of i.i.d. samples of Gaussian noise
with variance �2, and y is the noisy observation. The denoising problem consists of finding a function
f : RN ! RN , that provides a good estimate of the original image, x. Commonly, one minimizes
the mean squared error : f = argming E||x � g(y)||2, where the expectation is taken over some
distribution over images, x, as well as over the distribution of noise realizations. In deep learning, the
denoising function g is parameterized by the weights of the network, so the optimization is over these
parameters. If the noise standard deviation, �, is unknown, the expectation must also be taken over a
distribution of �. This problem is often called blind denoising in the literature. In this work, we study
the generalization performance of CNNs across noise levels �, i.e. when they are tested on noise
levels not included in the training set.

Feedforward neural networks with rectified linear units (ReLUs) are piecewise affine: for a given
activation pattern of the ReLUs, the effect of the network on the input is a cascade of linear trans-
formations (convolutional or fully connected layers, Wk), additive constants (bk), and pointwise
multiplications by a binary mask corresponding to the fixed activation pattern (R). Since each of
these is affine, the entire cascade implements a single affine transformation. For a fixed noisy input
image y 2 RN with N pixels, the function f : RN ! RN computed by a denoising neural network
may be written

f(y) = WLR(WL�1...R(W1y + b1) + ...bL�1) + bL = Ayy + by, (1)

where Ay 2 RN⇥N is the Jacobian of f(·) evaluated at input y, and by 2 RN represents the net bias.
The subscripts on Ay and by serve as a reminder that both depend on the ReLU activation patterns,
which in turn depend on the input vector y.

Based on equation 1 we can perform a first-order decomposition of the error or residual of the neural
network for a specific input: y�f(y) = (I�Ay)y�by . Figure 1 shows the magnitude of the residual
and the constant, which is equal to the net bias by, for a range of noise levels. Over the training
range, the net bias is small, implying that the linear term is responsible for most of the denoising (see
Figures 9 and 10 for a visualization of both components). However, when the network is evaluated at
noise levels outside of the training range, the norm of the bias increases dramatically, and the residual
is significantly smaller than the noise, suggesting a form of overfitting. Indeed, network performance
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Simplest case: additive white Gaussian noise (AWGN)

Note: Prior predictive density is a blurred version of the prior:
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“Wiener filter” (1942)
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For photographic images (and many other natural signals), 
bandpass filter responses are not Gaussian
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Sparse/heavy-tailed prior => least-squares estimator is nonlinear:

[Simoncelli & Adelson 96]
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[Donoho & Johnstone 94] 
soft threshold hard threshold
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Figure 2: Denoising of an example natural image by a CNN and its bias-free counterpart (BF-CNN),
both trained over noise levels in the range � 2 [0, 10] (image intensities are in the range [0, 255]).
The CNN performs poorly at high noise levels (� = 90, far beyond the training range), whereas
BF-CNN performs at state-of-the-art levels. The CNN used for this example is DnCNN (Zhang et al.,
2017); using alternative architectures yields similar results (see Section 5).

In the past decade, purely data-driven models based on convolutional neural networks (LeCun et al.,
2015) have come to dominate all previous methods in terms of performance. These models consist of
cascades of convolutional filters, and rectifying nonlinearities, which are capable of representing a
diverse and powerful set of functions. Training such architectures to minimize mean square error
over large databases of noisy natural-image patches achieves current state-of-the-art results (Zhang
et al., 2017; Huang et al., 2017; Ronneberger et al., 2015; Zhang et al., 2018a).

3 NETWORK BIAS IMPAIRS GENERALIZATION

We assume a measurement model in which images are corrupted by additive noise: y = x+n, where
x 2 RN is the original image, containing N pixels, n is an image of i.i.d. samples of Gaussian noise
with variance �2, and y is the noisy observation. The denoising problem consists of finding a function
f : RN ! RN , that provides a good estimate of the original image, x. Commonly, one minimizes
the mean squared error : f = argming E||x � g(y)||2, where the expectation is taken over some
distribution over images, x, as well as over the distribution of noise realizations. In deep learning, the
denoising function g is parameterized by the weights of the network, so the optimization is over these
parameters. If the noise standard deviation, �, is unknown, the expectation must also be taken over a
distribution of �. This problem is often called blind denoising in the literature. In this work, we study
the generalization performance of CNNs across noise levels �, i.e. when they are tested on noise
levels not included in the training set.

Feedforward neural networks with rectified linear units (ReLUs) are piecewise affine: for a given
activation pattern of the ReLUs, the effect of the network on the input is a cascade of linear trans-
formations (convolutional or fully connected layers, Wk), additive constants (bk), and pointwise
multiplications by a binary mask corresponding to the fixed activation pattern (R). Since each of
these is affine, the entire cascade implements a single affine transformation. For a fixed noisy input
image y 2 RN with N pixels, the function f : RN ! RN computed by a denoising neural network
may be written

f(y) = WLR(WL�1...R(W1y + b1) + ...bL�1) + bL = Ayy + by, (1)

where Ay 2 RN⇥N is the Jacobian of f(·) evaluated at input y, and by 2 RN represents the net bias.
The subscripts on Ay and by serve as a reminder that both depend on the ReLU activation patterns,
which in turn depend on the input vector y.

Based on equation 1 we can perform a first-order decomposition of the error or residual of the neural
network for a specific input: y�f(y) = (I�Ay)y�by . Figure 1 shows the magnitude of the residual
and the constant, which is equal to the net bias by, for a range of noise levels. Over the training
range, the net bias is small, implying that the linear term is responsible for most of the denoising (see
Figures 9 and 10 for a visualization of both components). However, when the network is evaluated at
noise levels outside of the training range, the norm of the bias increases dramatically, and the residual
is significantly smaller than the noise, suggesting a form of overfitting. Indeed, network performance
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Denoising with CNNs

Example: DnCNN (Zhang et al., 2017)    
20 layers, with 64 channels, each using a 3x3 filter, batchNorm, ReLU 
~700,000 parameters (convolution kernels + additive constants) 
Trained on {y, x} pairs.  Images x from Berkeley image dataset. 
State-of-the-art performance (2017).
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Given trained denoising CNN,  

    Analysis: properties of learned mapping 

  Interpretation: what is the implicit “prior”? 

  Generalization: Can we use this prior to solve other problems? 

[Mohan etal., ICLR 2020]

[Kadkhodaie & Simoncelli,  ArXiv 2020]
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Analysis: Generalization to other noise levels

Noisy test image Denoised 

Wiener filter

… but, doesn’t generalize 
beyond training range

Universal blind 
denoising …

[Mohan etal., ICLR 2020]
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Analysis: Adaptive affine transformation 
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2017); using alternative architectures yields similar results (see Section 5).
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cascades of convolutional filters, and rectifying nonlinearities, which are capable of representing a
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over large databases of noisy natural-image patches achieves current state-of-the-art results (Zhang
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these is affine, the entire cascade implements a single affine transformation. For a fixed noisy input
image y 2 RN with N pixels, the function f : RN ! RN computed by a denoising neural network
may be written

f(y) = WLR(WL�1...R(W1y + b1) + ...bL�1) + bL = Ayy + by, (1)

where Ay 2 RN⇥N is the Jacobian of f(·) evaluated at input y, and by 2 RN represents the net bias.
The subscripts on Ay and by serve as a reminder that both depend on the ReLU activation patterns,
which in turn depend on the input vector y.

Based on equation 1 we can perform a first-order decomposition of the error or residual of the neural
network for a specific input: y�f(y) = (I�Ay)y�by . Figure 1 shows the magnitude of the residual
and the constant, which is equal to the net bias by, for a range of noise levels. Over the training
range, the net bias is small, implying that the linear term is responsible for most of the denoising (see
Figures 9 and 10 for a visualization of both components). However, when the network is evaluated at
noise levels outside of the training range, the norm of the bias increases dramatically, and the residual
is significantly smaller than the noise, suggesting a form of overfitting. Indeed, network performance

3

x̂(y)y f✓(y)

Denoiser is a cascade of (adaptive) affine transformations:

no
rm
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Removing bias enables generalization

Noisy training image, 
σ = 10 (max level)

Noisy test image,  
σ = 90

Test image, denoised  
by DnCNN

Bias- free CNN (BF-CNN): 

Test image, denoised  
by BF-CNN
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Removing bias also allows interpretation: Adaptive filtering

Noisyσ

10

Weighting functions:

Pixel 1 Pixel 2 Pixel 3Denoised

30

100

fBF(y) = Ayy
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fBF(y) = Ayy = USV T y =
NX

i=1

si(V
T
i y)Ui

1

Interpretation: Projection onto adaptive signal subspace

9 images:

Example noisy image
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Denoising is achieved with cascades of convolution and rectification. 
How do this achieve such highly adaptive shrinkage?   

Can we improve denoising (and embedded prior) with a modified 
architecture? 

How can we incorporate desired properties of invariance or symmetry? 

ToDo 

https://github.com/LabForComputationalVision/bias_free_denoising 

Robust and interpretable blind image denoising via bias-free 
convolutional neural networks.  
S Mohan, Z Kadkhodaie, EP Simoncelli, C Fernandez-Granda.    
Int’l Conf Learning Representations (ICLR) 2020.  

Software implementation, including 4 different BF CNNs:
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Manifold prior hypothesis
• Visual images lie on a low-dimensional 

surface (manifold), spanned by various 
natural deformations 

• Images on this manifold are (approximately) 
equally probable - at least locally

[from Freeman & Ziemba, 2011]

BF-CNN analysis suggests

• Local manifold tangents are proper subspaces 

• Local subspace determined (adaptively) by binary settings of ReLUs 

• Subspaces are continuously connected

Geometry: a generalized cone
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Published as a conference paper at ICLR 2020

Noisy training image,
� = 10 (max level)

Noisy test image,
� = 90

Test image, denoised
by CNN

Test image, denoised
by BF-CNN

Figure 2: Denoising of an example natural image by a CNN and its bias-free counterpart (BF-CNN),
both trained over noise levels in the range � 2 [0, 10] (image intensities are in the range [0, 255]).
The CNN performs poorly at high noise levels (� = 90, far beyond the training range), whereas
BF-CNN performs at state-of-the-art levels. The CNN used for this example is DnCNN (Zhang et al.,
2017); using alternative architectures yields similar results (see Section 5).

In the past decade, purely data-driven models based on convolutional neural networks (LeCun et al.,
2015) have come to dominate all previous methods in terms of performance. These models consist of
cascades of convolutional filters, and rectifying nonlinearities, which are capable of representing a
diverse and powerful set of functions. Training such architectures to minimize mean square error
over large databases of noisy natural-image patches achieves current state-of-the-art results (Zhang
et al., 2017; Huang et al., 2017; Ronneberger et al., 2015; Zhang et al., 2018a).

3 NETWORK BIAS IMPAIRS GENERALIZATION

We assume a measurement model in which images are corrupted by additive noise: y = x+n, where
x 2 RN is the original image, containing N pixels, n is an image of i.i.d. samples of Gaussian noise
with variance �2, and y is the noisy observation. The denoising problem consists of finding a function
f : RN ! RN , that provides a good estimate of the original image, x. Commonly, one minimizes
the mean squared error : f = argming E||x � g(y)||2, where the expectation is taken over some
distribution over images, x, as well as over the distribution of noise realizations. In deep learning, the
denoising function g is parameterized by the weights of the network, so the optimization is over these
parameters. If the noise standard deviation, �, is unknown, the expectation must also be taken over a
distribution of �. This problem is often called blind denoising in the literature. In this work, we study
the generalization performance of CNNs across noise levels �, i.e. when they are tested on noise
levels not included in the training set.

Feedforward neural networks with rectified linear units (ReLUs) are piecewise affine: for a given
activation pattern of the ReLUs, the effect of the network on the input is a cascade of linear trans-
formations (convolutional or fully connected layers, Wk), additive constants (bk), and pointwise
multiplications by a binary mask corresponding to the fixed activation pattern (R). Since each of
these is affine, the entire cascade implements a single affine transformation. For a fixed noisy input
image y 2 RN with N pixels, the function f : RN ! RN computed by a denoising neural network
may be written

f(y) = WLR(WL�1...R(W1y + b1) + ...bL�1) + bL = Ayy + by, (1)

where Ay 2 RN⇥N is the Jacobian of f(·) evaluated at input y, and by 2 RN represents the net bias.
The subscripts on Ay and by serve as a reminder that both depend on the ReLU activation patterns,
which in turn depend on the input vector y.

Based on equation 1 we can perform a first-order decomposition of the error or residual of the neural
network for a specific input: y�f(y) = (I�Ay)y�by . Figure 1 shows the magnitude of the residual
and the constant, which is equal to the net bias by, for a range of noise levels. Over the training
range, the net bias is small, implying that the linear term is responsible for most of the denoising (see
Figures 9 and 10 for a visualization of both components). However, when the network is evaluated at
noise levels outside of the training range, the norm of the bias increases dramatically, and the residual
is significantly smaller than the noise, suggesting a form of overfitting. Indeed, network performance

3

Can we use this prior to solve other inverse problems?

x̂(y)y

Trained DNN denoisers contain an (implicit) image prior…

[Kadkhodaie and Simoncelli, arXiv, Jul 2020]
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ry p(y) =
1

�2

Z
(x� y)g(y � x)p(x)dx =

1

�2

Z
(x� y)p(y, x)dx.

p(y) =

Z
p(y|x) p(x) dx /

Z
e�ky�xk2/2�2

p(x) dx

Prior predictive density (assuming AWGN), is blurred prior:

Miyasawa’s Empirical Bayes formulation (1961)

�2ry p(y)

p(y)
=

Z
xp(x|y)dx�

Z
yp(x|y)dx = x̂(y)� y.

x̂(y) =

Z
x p(x|y) dxBLS estimator:

x̂(y) = y + �2ry log p(y)=>

• Equivalent to the BLS estimator (no approximations) 
• Suggestive of gradient ascent, but non-iterative 
• Prior is implicit (in blurred form) in the prior predictive density

[see Raphan & Simoncelli (2011) for generalization to many other noise processes]
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BLS solution, with a manifold prior

prior (manifold)

distribution of noisy observationsp(y)

p(x)

x̂(y)y noisy / denoised pairs

�large �medium �small

x̂(y) = y + �2ry log p(y) [Miyasawa, 1961]
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Carlo (MCMC) scheme, combining gradient steps derived from Score-matching and injected noise in
a Langevin sampling algorithm to draw samples from a sequence of densities p�(y), while reducing
� in discrete steps, each associated with an appropriately trained denoiser. In contrast, starting from a
random initialization, y0, we aim to find a high-probability image (i.e., an image from the manifold)
using a simpler and more efficient stochastic gradient ascent procedure.

We compute gradients using the residual of a bias-free universal CNN denoiser, which automatically
adapts to each noise level. On each iteration, we take a small step in the direction specified by
the denoiser, which moves closer to the image manifold, thereby reducing the amplitude of the
effective noise. As the effective noise decreases, the observable dimensionality of the image manifold
increases [30], allowing the synthesis of detailed structures. Since the family of observation densities,
p�(y) forms a scale-space representation of p(x), the algorithm may be viewed as an adaptive form of
coarse-to-fine optimization [35–38]. Assuming the step sizes are adequately-controlled, the procedure
converges to a point on the manifold. Figure 10 illustrates this process in two dimensions.

Each iteration operates by taking a deterministic step in the direction of the gradient (as obtained
from the denoising function) and injecting some additional noise:

yt = yt�1 + htf(yt�1) + �tzt, (5)

where f(y) = x̂(y)� y is the residual of the denoising function, which is proportional to the gradient
of p(y), from Eq. (4). The parameter ht 2 [0, 1] controls the fraction of the denoising correction
that is taken, and zt ⇠ N (0, I) is a sample of white Gaussian noise, scaled by parameter �t, whose
purpose is to avoid getting stuck in local maxima. The effective noise variance of image yt is:

�2
t = (1� ht)

2�2
t�1 + �2

t , (6)

where the first term assumes that the denoiser successfully reduces the variance of the noise in yt�1

by a factor of (1� ht), and the second term is the variance arising from the injected noise. To ensure
convergence, we aim to reduce the effective noise variance on each time step, which we express in
terms of a parameter � 2 [0, 1] as:

�2
t = (1� �ht)

2�2
t�1.

Combining this with Eq. (6) allows us to solve for �t:

�2
t =

⇥
(1� �ht)

2 � (1� ht)
2
⇤
�2

t�1

=
⇥
(1� �ht)

2 � (1� ht)
2
⇤
kf(yt�1)k2 /N, (7)

where the second line assumes that the magnitude of the denoising residual provides a good estimate
of the effective noise standard deviation, as was found in [30]. This allows the denoiser to adaptively
control the gradient ascent step sizes, reducing them as the result approaches the manifold (see
Figure 10 for a visualization in 2D). We found that initial implementations with a small constant
fractional step size ht produced high quality results, but required many iterations - a form of Zeno’s
paradox. To improve convergence speed, we introduced a schedule for increasing the step size
according to ht = h0t

1+h0(t�1) , starting from h0 2 [0, 1]. The sampling algorithm is summarized below
(Algorithm 1), and is laid out in a block diagram in Figure 9 in the appendix. Example convergence
behavior is shown in Figure 11.

Algorithm 1: Coarse-to-fine gradient ascent method for sampling from the implicit prior of a
denoiser, using denoiser residual f(y) = x̂(y)� y.
parameters: �0, �L, h
initialization: t = 1, draw y0 ⇠ N (0.5, �2

0I)
while �t�1  �L do

dt = f(yt�1);
yt  yt�1 + hdt;
t t + 1

end

4

0

Sampling from the implicit prior… 

• Use denoiser-defined gradient to iteratively ascend probability 

• On each step, effective “noise” decreases, and effective prior is 
less blurred   

• This “coarse-to-fine” optimization procedure converges to a 
point on the manifold

[related: Bengio etal 2013;  Romano, Elad, Milanfar 2017;  Bigdeli, Jin, Zwicker 2017; 
              Saremi & Hyvarinen 2019;  Song & Ermon 2019]

21 deepMath-CCM-8dec2020 - December 14, 2020



Iterative coarse-to-fine sampling

prior (manifold)

distribution of noisy observationsp(y)

p(x)

x̂(y)y noisy / denoised pairs

Example trajectories
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Two example image synthesis sequences 
(different random initializations)

t = 0 t = 50
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no noise (� = 1.0)some noise (� = 0.1)

Algorithm 1: Coarse-to-fine stochastic ascent method for sampling from the implicit prior of a
denoiser, using denoiser residual f(y) = x̂(y)� y.
parameters: �0, �L, h0, �
initialization: t = 1, draw y0 ⇠ N (0.5, �2

0I)
while �t�1  �L do

ht = h0t
1+h0(t�1) ;

dt = f(yt�1);
�2

t = ||dt||2
N ;

�2
t =

�
(1� �ht)2 � (1� ht)2

�
�2

t ;
Draw zt ⇠ N (0, I);
yt  yt�1 + htdt + �tzt;
t t + 1

end

Figure 1: Sampling from the implicit prior. Each row shows a sequence of images, yt, t =
1, 9, 17, 25, . . ., from the iterative sampling procedure, with two different initializations, y0, and
no added noise (� = 1).

some cases, detailed texture regions. The right panel in Figure 2 shows a set of samples drawn with
more substantial injected noise (� = 0.1). The additional noise helps to avoid local maxima, and
arrives at images that are smoother and higher probability, but still containing sharp boundaries. As
expected, the additional noise also lengthens convergence time (see Figure 11). Figure 13 shows a set
of samples drawn from the implicit prior of a denoiser trained on the MNIST dataset of handwritten
digits.

Figure 2: Samples arising from different inializations, y0. Left: A moderate level of noise (� = 0.5)
is injected in each iteration. Right: A high level of injected noise (� = 0.1).

5

Enhancement 1: Inject noise on each iteration, 
to achieve higher local maxima 

C Visualization of Universal Inverse Sampler on a 2D manifold prior

Figure 10: Two-dimensional simulation/visualization of the Universal Inverse Sampler. Fifty example
signals x are sampled from a uniform prior on a manifold (green curve). First three panels show,
for three different levels of noise, the noise-corrupted measurements of the signals (red points), the
associated noisy signal distribution p(y) (indicated with underlying grayscale intensities), and the
least-squares optimal denoising solution x̂(y) for each (end of red line segments), as defined by
Eq. (2), or equivalently, Eq. (3). Right panel shows trajectory of our iterative coarse-to-fine inverse
algorithm (Algorithm 2, depicted in Figure 9), starting from the same initial values y (red points) of
the first panel. Algorithm parameters were h0 = 0.05 and � = 1 (i.e., no injected noise). Note that,
unlike the least-squares solutions, the iterative trajectories are curved, and always arrive at solutions
on the signal manifold.

D Convergence

Figure 11 illustrates the convergence of our iterative sampling algorithm, expressed in terms of
the effective noise standard deviation � = ||dt||p

N
averaged over synthesis of three images, for three

different levels of the stochasticity parameter �. Convergence is well-behaved and efficient in all
cases. As expected, with smaller � (larger amounts of injected noise), effective standard deviation
falls more slowly, and convergence takes longer.

Figure 11: Convergence of � for three synthesized patches with different values of �. Injecting more
noise in each iteration (i.e., smaller �) slows down the convergence.

In addition to the total effective noise, we can compare the evolution of the removed noise versus
injected noise. Figure 12 shows the reduction in effective standard deviation, ht�t = ht

||dt||p
N

in each
iteration, along with the standard deviation of the added noise, �t. The amount of noise added relative
to the amount removed is such that effective noise drops as �t = (1 � �ht)�t�1. When � = 1, the
addedtive noise is zero, �t = 0, and the convergence of �t is the fastest. When � = 0.01, a lot of
noise is added in each iteration, and the convergence is the slowest.

14

Convergence:

iterationlots of noise (� = 0.01)
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Moderate injected noise Substantial injected noise

Synthesized images, different initializations

(� = 0.5) (� = 0.1)
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Figure 12: Temporal evolution of the amplitude of removed (solid) and injected (dashed) noise for
the same patches as in Figure 11. � = 1 corresponds to zero added noise (�t = 0), hence the fastest
convergence, while � = 0.01 corresponds to a high level of added noise, hence slower convergence.

E Sampling from the implicit prior of a denoiser trained on MNIST

Figure 13: Training BF-CNN on the MNIST dataset of handwritten digits [45] results in a different
implicit prior (compare to Figure 2). Each panel shows 16 samples drawn from the implicit prior,
with different levels of injected noise (increasing from left to right, � 2 {1.0, 0.3, 0.01}).

15

Samples from denoiser trained on the MNIST dataset 
(handwritten digits)

no noise (� = 1.0) (� = 0.3) (� = 0.01)some noise lots of noise
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3 Solving linear inverse problems using the implicit prior

Many applications in signal processing can be expressed as linear inverse problems - deblurring, super-
resolution, estimating missing pixels (e.g., inpainting), and compressive sensing are all examples.
Given a set of linear measurements of an image, xc = MT x, where M is a low-rank measurement
matrix, one attempts to recover the original image. In Section 2, we developed a stochastic gradient-
ascent algorithm for obtaining a high-probability sample from p(x). Here, we modify this algorithm
to solve for a high-probability sample from the conditional density p(x|MT x = xc).

3.1 Constrained sampling algorithm

Consider the distribution of a noisy image, y, conditioned on the linear measurements, xc = MT x,

p(y|xc) = p(y|yc)p(yc|xc)

where yc = MT y. Without loss of generality, we assume the measurement matrix has singular values
that are equal to one (i.e., columns of M are orthogonal unit vectors, and thus MT M = I). It follows
that M is the pseudo-inverse of MT , and that matrix MMT can be used to project an image onto the
measurement subspace. As with the algorithm of Section 2, we wish to obtain a local maximum of
this function using stochastic coarse-to-fine gradient ascent. Applying the operator �2r log yields

�2ry log p(y|xc) = �2ry log p(y|yc) + �2ry log p(yc|xc).

The second term is the gradient of the observation noise distribution, projected into the measurement
space. If this is Gaussian with variance �2, it reduces to M(yc � xc). The first term is the gradient
of a function defined only within the subspace orthogonal to the measurements, and thus can be
computed by projecting the measurement subspace out of the full gradient. Combining these gives:

�2ry log p(y|xc) = (I �MMT )�2ry log p(y) + M(xc � yc)

= (I �MMT )f(y) + (Mxc �MMT y). (8)

Thus, we see that the gradient of the conditional density is partitioned into two orthogonal components,
capturing the gradient of the (log) noisy density, and the deviation from the constraints, respectively.
To draw a high-probability sample from p(x|xc), we use the same algorithm described in Section 2,
substituting Eq. (8) for the deterministic update vector, f(y) (see Algorithm 2, and Figure 9).

Algorithm 2: Coarse-to-fine stochastic ascent method for sampling from p(x|MT x = xc), based on
the residual of a denoiser, f(y) = x̂(y)� y. Note: e is an image of ones.
parameters: �0, �L, h0, �, M , xc

initialization: t=1; draw y0 ⇠ N (0.5(I �MMT )e + Mxc, �2
0I)

while �t�1  �L do
ht = h0t

1+h0(t�1) ;
dt = (I �MMT )f(yt�1) + (Mxc �MMT yt�1);
�2

t = ||dt||2
N ;

�2
t =

�
(1� �ht)2 � (1� ht)2

�
�2

t ;
Draw zt ⇠ N (0, I);
yt  yt�1 + htdt + �tzt;
t t + 1

end

3.2 Linear inverse examples

We demonstrate the results of applying our method to several linear inverse problems. The same
algorithm and parameters are used on all problems - only the measurement matrix M and measured
values MT x are altered. In particular, as in section 2.1, we used BF-CNN [30], and chose parameters
�0 = 1, �L = 0.01, h0 = 0.01, � = 0.01. For each example, we show a row of original images (x),
a row of direct least-squares reconstructions (MMT x), and a row of restored images generated by
our algorithm. For these applications, comparisons to ground truth are not particularly meaningful, at

6

Enhancement 2:  Incorporate a linear constraint

We can use this to solve any linear inverse problem! 
Note: no further training, or reliance on Gaussian noise assumption

MTx = xc, with M a low-rank matrix

Sample from conditional                   instead of            … p(y|xc) p(y)
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Example trajectories 

Iterative coarse-to-fine sampler,  
with linear constraint
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Figure 3: Inpainting example. Left: original image. Next: corrupted image. Right three images:
Restored examples, with different random initializations, y0.

Figure 4: Inpainting examples. Top row: original images (x). Middle: Images corrupted with blanked
region (MMT x). Bottom: Images restored using our algorithm.

least when the measurement matrix is low-rank. In these cases, the algorithm relies heavily on the
prior to "hallucinate" the missing information, and the goal is not so much to reproduce the original
image, but to create an image that looks natural while being consistent with the measurements. Thus,
the best measure of performance is a judgement of perceptual quality by a human observer.

Inpainting. A simple example of a linear inverse problem involves restoring a block of missing
pixels, conditioned on the surrounding content. Here, the columns of the measurement matrix M are
a subset of the identity matrix, corresponding to the measured (outer) pixel locations. We choose a
missing block of size 30 ⇥ 30 pixels, which is less than the size of the receptive field of the BF-CNN
network (40 ⇥ 40), the largest extent over which this denoiser can be expected to capture joint
statistical relationships. There is no single correct solution for this problem: Figure 3 shows multiple
solutions, resulting from different initalizations. Each appears plausible and consistent with the
surrounding content. Figure 4 shows additional examples.

Random missing pixels. Consider a measurement process that discards a random subset of pixels.
M is a low rank matrix whose columns consist of a subset of the identity matrix corresponding to the
randomly chosen set of preserved pixels. Figure 5 shows examples with either 30% or 10% of pixels
retained. Despite the significant number of missing pixels, the recovered images are remarkably
similar to the originals.

Spatial super-resolution. In this problem, the goal is to construct a high resolution image from a low
resolution (i.e. downsampled) image. Downsampling is typically performed after lowpass filtering,
which determines the measurement model, M . Here, we use a 4 ⇥ 4 block-averaging filter. Figure 6
shows examples.

Deblurring (spectral super-resolution). The previous applications were based on partial mea-
surements in the pixel domain. Consider a blurring operator that operates by retaining a set of
low-frequency coefficient in the Fourier domain, discarding the rest. In this case, M consists of the
preserved low-frequency columns of the discrete Fourier transform, and MMT x is a blurred version
of x. Examples are shown in Figure 7.

Compressive sensing. Compressive sensing [39, 40] provides a set of theoretical results regarding
recovery of sparse signals from a small number of linear measurements. Specifically, if one assumes

7

Linear inverse example 1:  “Inpainting” (fill in a hole)

Original Missing square Restored sample 1 Restored sample 2 Restored sample 3

Additional examples   (Top: original,   Middle: missing square,   Bottom: restored)
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Linear inverse example 2:  Random pixel dropping

Figure 5: Recovery of randomly selected missing pixels. First three columns: 30% of pixels retained.
Last three columns: 10% of pixels retained.

Figure 6: Spatial super-resolution. Resolution reduced by averaging over 4x4 blocks (dimensionality
reduction to 6.25%).

that signals can be represented with at most k << N non-zero coefficients in a known basis, they can
be recovered from a measurements obtained by projecting onto a surprisingly small number of axes
(approaching k log(N/k)), far fewer than expected from traditional Shannon-Whitaker sampling
theory. The theory relies on the sparsity property, which corresponds to a “union of subspaces” prior
[41], and on the measurement axes being incoherent (essentially, weakly correlated) with the sparse
basis. Typically, one chooses a sensing matrix containing a set of n << N random orthogonal axes.
Recovery is achieved by solving the sparse inverse problem, using any of a number of methods.

Photographic images are not truly sparse in any fixed linear basis, but they can be reasonably
approximated by low-dimensional subsets of Fourier or wavelet basis functions, and compressive
sensing results are typically demonstrated using one of these. The manifold prior embedded within
our CNN denoiser corresponds to a nonlinear form of sparsity, and analogous to sparse inverse
algorithms used in compressed sensing, our stochastic coarse-to-fine ascent algorithm can be used to
recover an image from a set of linear projections onto a set of random basis functions. Figure 8 shows
four examples of images recovered from random projections using our denoiser-induced manifold
prior, versus a sparse discrete cosine transform (DCT) prior. In all cases, the denoiser-recovered
images exhibit sharper edges, more detail, and fewer artifacts. Numerical performance, in terms of
both PSNR and SSIM, is consistent with the perceptual comparison.

8

30% dimensionality (70% dropped) 10% dimensionality (90% dropped)

Top: original.    Middle: pixel measurement.    Bottom: recovered using our method.
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Linear inverse example 3:  Super-resolution (4x4 block averaging)

Figure 5: Recovery of randomly selected missing pixels. First three columns: 30% of pixels retained.
Last three columns: 10% of pixels retained.

Figure 6: Spatial super-resolution. Resolution reduced by averaging over 4x4 blocks (dimensionality
reduction to 6.25%).

that signals can be represented with at most k << N non-zero coefficients in a known basis, they can
be recovered from a measurements obtained by projecting onto a surprisingly small number of axes
(approaching k log(N/k)), far fewer than expected from traditional Shannon-Whitaker sampling
theory. The theory relies on the sparsity property, which corresponds to a “union of subspaces” prior
[41], and on the measurement axes being incoherent (essentially, weakly correlated) with the sparse
basis. Typically, one chooses a sensing matrix containing a set of n << N random orthogonal axes.
Recovery is achieved by solving the sparse inverse problem, using any of a number of methods.

Photographic images are not truly sparse in any fixed linear basis, but they can be reasonably
approximated by low-dimensional subsets of Fourier or wavelet basis functions, and compressive
sensing results are typically demonstrated using one of these. The manifold prior embedded within
our CNN denoiser corresponds to a nonlinear form of sparsity, and analogous to sparse inverse
algorithms used in compressed sensing, our stochastic coarse-to-fine ascent algorithm can be used to
recover an image from a set of linear projections onto a set of random basis functions. Figure 8 shows
four examples of images recovered from random projections using our denoiser-induced manifold
prior, versus a sparse discrete cosine transform (DCT) prior. In all cases, the denoiser-recovered
images exhibit sharper edges, more detail, and fewer artifacts. Numerical performance, in terms of
both PSNR and SSIM, is consistent with the perceptual comparison.
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6.25% dimensionality (1/16)

Top: original.    Middle: block measurements.    Bottom: recovered using our method.
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Linear inverse example 4:  Blurring (discard high frequencies)

30% dimensionality 10% dimensionality

Figure 7: Deblurring (spectral super-resolution). Left three columns: Images blurred by retaining
only 30% of low frequencies. Right three columns: retaining 10% of low frequencies.

4 Discussion

We’ve described a general method of transferring the prior embedded in a denoiser to solve inverse
problems. Specifically, we developed a stochastic coarse-to-fine gradient ascent algorithm that uses
the denoiser to draw high-probability samples from its implicit prior, and a constrained variant that
can be used to solve any linear inverse problem. The derivation relies on the denoiser being optimized
for mean squared error in removing additive Gaussian noise of unknown amplitude. Denoisers can
be trained using discriminative learning (nonlinear regression) on virtually unlimited amounts of
unlabeled data, and thus, our method extends the power of supervised learning to a much broader set
of problems, without further training.

Our method is similar to recent work that uses Score Matching to draw samples from an implicit prior
[14–17], but 1) our derivation is direct and simpler, exploiting a little-known result from the classical
statistical literature on Empirical Bayes estimation, 2) our method assumes a single (universal) blind
denoiser, rather than a family of denoisers trained for different noise levels, 3) our algorithm is
efficient, since it uses stochastic gradient ascent to maximize probability, rather than MCMC methods
to draw proper samples from a sequence of densities, and step sizes are effectively adapted by the
denoiser to be proportional to the distance to the manifold. Finally, we demonstrate the generality of
our algorithm by applying it to five different linear inverse problems.

The performance of our method on linear inverse problems should ultimately be quantified by
experiments with human observers, but we also plan to measure it using a no-reference perceptual
quality metric (e.g., [43]). Handling of nonlinear inverse problems with convex measurements (e.g.
recovery from quantized representation, such as JPEG) is a natural extension of the method, in which
the algorithm must be modified to incorporate projection onto convex sets. Finally, our method for
image generation offers a means of visualizing and interpreting implicit prior of a denoiser, which
arises from the combination of architecture, optimization, regularization, and training set. As such, it
offers a means of experimentally isolating and elucidating the effects of these components.
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Linear inverse example 5:  Random projections
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