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ON WHOLE-EA: SAMPLE


This is a sample of the content from the Tetradian On Whole-EA anthology.


This anthology from the Tetradian weblog highlights part of the work that we did to break enterprise-architecture out of the IT-centric box, and restructure it to support the whole enterprise. Whole-enterprise architecture, or Whole-EA, provides a literal ‘the architecture of the enterprise’, connecting everything together as ‘equal citizens’, across every type of content or context, for every scope and scale.


This sample contains around one-tenth of the content from the full anthology. The complete book includes about 35 posts and 95 images from the weblog, and is split into three sections:



  	
Whole-EA: Principles, Tools and Methods - maps out some of the definitions, principles, tools, techniques and methods that are needed whilst working on architectures at a whole-of-enterprise level.

  	
Whole-EA: Examples - presents examples of how real-world questions and concerns can interweave across the many layers of a whole-of-enterprise architecture.

  	
Whole-EA: Challenges - highlights the impact of pushback from those who objected to any change in the role or scope of enterprise-architecture.







For further information on enterprise-architectures and more, visit the Tetradian weblog at weblog.tetradian.com. The weblog currently includes some 1400 posts and more than a thousand images, and is at present the world’s primary source on whole-enterprise architecture - methods, principles and practices for architectures that extend beyond IT to the whole enterprise.


For more ebooks and anthologies on enterprise-architecture and more, visit the Tetradian website on Leanpub at leanpub.com/u/tetradian. (Each anthology contains around 30-40 posts from the weblog.)


Some books are also available in print format, from all regular book-retailers. For more details, see the ‘Books’ section on the main Tetradian website at tetradian.com/books/.



  Unless otherwise stated, all text, images and other materials in this anthology are Copyright © Tom Graves / Tetradian 2006-2022.









Declaring the assumptions


Moving onward with this exploration of how I’m reframing the way I work, a key part is around identifying the constraints of that work: where and how the tools work, and - perhaps even more important - being clear about where they don’t. 


(A key reason it’s important is that, if I don’t describe those constraints properly, well, yeah, that in itself is likely to cause a lot of unwonted arguments, isn’t it?)


A key part of that process of framing the constraints revolves around declaring the assumptions upon which that work is based. Once we know what the assumptions are, we have a better chance of knowing where the tools are likely to work and not-work, and also what affordances might or might not become available if and when we use the tools in unexpected ways.


The trick, of course, is in finding ways to surface those assumptions - which ain’t always as easy as it might seem… 


(Also, and important, is that this does not imply that anyone who holds different assumptions is ‘wrong’. What it does imply is that people who hold or expect or demand different assumptions than those declared here may attempt to review or use my work in ways for which it was not designed, and hence may not get the results they expect.)


Anyway, here’s how I best understand my own core-assumptions, and the probable implied constraints that might arise:


– I assume that architecture is about how all the elements of a context work together. This includes both structure and story.


Implied constraint: Some of what I describe as architecture - in particular, the human or story-related aspects of architecture - may seem incomprehensible to those who assume that architecture is solely about structure.


– I assume that everything within a context ultimately depends on everything else. Every context or ‘system’ is itself part of a larger context, and also intersects with and/or is seemingly ‘composed of’ any number of other sibling-contexts or sub-contexts. These are foundational concepts in most systems-thinking models, in ecological/ecosystem models, and in cybernetics-oriented frameworks such as Viable System Model - on which, for example, my work on Enterprise Canvas is based.


Implied constraint: From that assumption, it might seem that, in order to do anything with anything, we first have to know everything about everything. That way madness lies… Instead, we acknowledge this as an impossible ideal, yet one we should always aim for, as guided by practical limits - the classic guideline of ‘Just Enough Detail’. The resultant constraint is that some of my work may be incomprehensible or misleading for those who do not have sufficient capability or experience to work with the implied uncertainties of ‘Just Enough Detail’.


– I assume that everywhere and nowhere is ‘the Centre’ of an architecture, all at the same time, and that every service within an architecture is necessary for the viability of that architecture.


Implied constraint: People who assume or assert that some point or domain will and must always be ‘the Centre’ of an architecture are likely to find key aspects of my work either problematic, or challenging in a political or other sense.


– I assume that every real-world context contains inherent-uncertainties, which must be explicitly acknowledged - see, for example, the ‘enterprise-architects’ mantra’ - and allowed-for in any architecture and design.


Implied constraint: Key aspects of my work may seem incomprehensible or misleading for those who demand or assume that everything can and must be provable and certain.


– I assume that every purported boundary is in part an arbitrary choice - that, for example, the boundary of a service is whatever we choose the boundary of ‘the service’ to be - and hence that boundaries themselves should always be considered a potential subject for review within any architectural assessment.


Implied constraint: This assertion may be considered problematic, unpopular, impertinent or downright unacceptable to some or many people - particularly those who have vested interests in the purported inviolability or absoluteness of certain boundaries, or who (as above) are uncomfortable with and/or intolerant of any form of uncertainties.


– I assume that, in enterprise-architecture, ‘the enterprise’ is, in essence, an idea or intent, separate and distinct from any organisation or structure set up to act on or with that idea (see slidedeck ‘What is an enterprise?’).


Implied constraint: Key aspects on my work on enterprise-architectures may seem incomprehensible to those who assume that ‘the enterprise’ and ‘the organisation’ are one and the same.


– I assume that, in enterprise-architecture, the term ‘the enterprise’ and its related architectures may relate to and denote any appropriate scope, rather than solely or exclusively some predefined scope. Rather than a fixed scope, I typically assume, or model in terms of, a pattern of relationships between elements in the architecture, with the relevant ‘the enterprise’ extending outward beyond the element currently in architectural focus: 




  
    [image: ]
    
  




This is in contrast to common assertions that ‘the enterprise’ and ‘the architecture’ relate solely or primarily to the broader or overall operations of a commercial organisation, and/or that the effective scope of enterprise-architecture is delimited by and centred solely around IT-specific architectures, as described, for example by the ‘BDAT stack’: 
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More generally, I also assume that the same principles of enterprise architecture can be applied at every scale, from ‘really-big-picture’, right down to a single web-service, and sometimes even-smaller scale than that.


Implied constraint: Key aspects of my work on enterprise-architectures may seem incomprehensible to those who assume the inevitability and exclusivity of some predefined scope and/or scale.


– I assume that architectures may be usefully described in terms of fractal-like patterns, such as the Enterprise Canvas and its use as a checklist for service-viability at any scope or scale: 
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Or the Five Elements pattern that describes the recursive structure of the project-lifecycle and suchlike: 
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Or the SCAN framework for fractal-oriented sensemaking and decision-making: 
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I also assume that any practitioner who uses my work will have - if perhaps with some assistance - the competence and experience needed to adapt such ‘meta-patterns’ into the requisite instantiations for context-specific use.


Implied constraint: People who expect predefined step-by-step instructions for everything, or assume that models must always be different in different contexts, are likely to find key aspects of my work somewhat problematic, or possibly incomprehensible.


– I assume that, when fractal patterns are in use, there may be distinct terminology that follows the pattern more than any context to which the pattern is applied - see the post ‘Fractals, naming and enterprise-architecture’. For example, in Enterprise Canvas, terms such as ‘asset’, ‘function’ and ‘capability’ have specific meanings that are consistent in every usage of that pattern, but may seem inconsistent when compared with local terminology used in specific business-contexts, because the latter is itself highly inconsistent.


Because of this, I also assume that any practitioner who uses my work has the competence and experience needed to ‘translate’ a fractal-oriented terminology into the terminology used within any given local context.


Implied constraint: People who expect that context-specific terminology will not need ‘translation’ when used in other contexts, or who insist that specific meanings for terms are ‘the truth’, may well find key aspects of my work problematic, or possibly incomprehensible.





There’s plenty more I could say, of course, but that’ll probably do for now.


Once again, this doesn’t mean that people who hold different assumptions are ‘wrong’: it’s just that their assumptions may make it difficult for them to get the best use or sense out of my work.


And likewise I’m not asserting that my assumptions are ‘right’, other than in the specific sense that my work does have proven applications and validity in such contexts as these assumptions might apply.


Conversely, other people may be able to see where I’m misinterpreting their work because of these assumptions that I hold, as per above.


Either way, declaring the assumptions does make misinterpretations a whole lot easier to identify and resolve. That’s my experience, anyway. :-)
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Hybrid-thinking, enterprise architecture and the US Army


Might seem a somewhat strange mix, but the link between them is Gartner’s ‘new line of research’ in the enterprise-architecture/business-transformation space.


‘Hybrid thinking’ is a term that Nick Gall and others in Gartner’s enterprise-architecture team have adopted from a Fast Company article in August 2009 by Dev Patnaik, ‘Forget Design Thinking and Try Hybrid Thinking’. The idea is that the term ‘design thinking’ – currently sweeping the business-schools and elsewhere – is too limited, and supposedly only applies to product-design and the like. (As a qualified graphic-designer turned enterprise-architect, I think Patnaik and Gartner are kind of missing the point – for example, see the excellent BBC documentary ‘The Genius of Design: Blueprints for War’ [60 mins; UK only, until 11 June 2010]. But never mind – Gartner are obviously entitled to use a different term if they wish. :-) ) Hence a broader-based alternative, which they call ‘hybrid thinking’.


The Gartner article ‘Introducing Hybrid Thinking for Transformation, Innovation and Strategy’ may well fall behind their paywall by the time you read this; but there’s a link here to a PDF version [330kb] which may be available for longer, and also a slidedeck-plus-voiceover [video, 50mins] of Nick Gall’s presentation at the Gartner EA Conference in London in late May.


The Gartner paper defines ‘hybrid thinking’ as:



  An organic discipline for taking on wicked problems by iteratively implementing transformative, innovative and strategic change via the co-creative exploration of human-centered experiences that are culturally meaningful, technically feasible and economically sustainable.




Which is what many of us would call enterprise-architecture, of course – in its proper sense of ‘the architecture of the enterprise’, that is, rather than ‘IT-architecture with a purported enterprise-wide scope’, which is what Garner has been describing as ‘enterprise-architecture’ until now. (And still does, if you read the Gartner paper in depth.) But Gartner describe ‘hybrid thinking’ as a kind of metaphoric structure where a human-centred form of design-thinking sits at the centre-point of a group of six intersecting areas of interest:



  	enterprise-architecture [by which Gartner mean enterprise-wide IT-architecture]

  	wicked-problems

  	complex-adaptive systems

  	pattern-based strategy

  	resilience / panarchy


  	network science




They also assert that “hybrid thinkers must also exhibit particular characteristics and and attitudes, such as the following: creative, empathetic, integrative, comfortable with ambiguity, optimistic, experimental” – which again are themes that others have argued are essential for whole-of-enterprise architecture.


What’s perhaps surprising is one of the key sources referenced by Gartner for their new model: the US Army. (Perhaps it shouldn’t be so surprising, since much the same people were involved in the development of one of the most valuable tools in organisational learning, the After Action Review.) If we think about it, though, the Army often has to deal with a far more extreme version of the kind of conceptual conditions that we face in present-day business: the need to make fast, accurate, effective decisions in real-time in the midst of inherent uncertainty and inherent complexity, with limited resources and incomplete information, where one false move can send the situation spiralling far out of control and with far-reaching consequences.


So perhaps again it shouldn’t be a surprise that the Army have turned to design-thinking as a guide for action: what is a surprise is how completely they’ve turned to it, because they’ve actually rewritten the whole of their operations-manual on that basis. Although they still use the somewhat simplistic language of ‘command and control’ in a few places, almost everything else has a solid grasp of true complexity – including the enormous complexities of culture. Gartner, for example, include the following quote in their Hybrid Thinking paper:



  The introduction of design into Army doctrine seeks to secure the lessons of eight years of war and provide a cognitive tool to commanders who will encounter complex, ill-structured problems in future operational environments… As learned in recent conflicts, challenges facing the commander in operations often can be understood only in the context of other factors influencing the population. These other factors often include but are not limited to economic development, governance, information, tribal influence, religion, history and culture. Full spectrum operations conducted among the population are effective only when commanders understand the issues in the context of the complex issues facing the population. Understanding context and then deciding how, if, and when to act is both a product of design and integral to the art of command.




The exact same principles also apply to whole-of-enterprise architecture – hence the US Army materials will likely turn out to be a really valuable resource for enterprise-architects. Some examples include:



  	
home-page for the US Army Combined Arms Center’s ‘FM 5-0 The Operations Process’ manual

  	
FM 5-0 ‘Information Briefing’ [.PPT, 11.0Mb] – a very useful overview of the role of design-thinking in the new model

  	School of Advanced Military Studies: ‘Art of Design: Student Text v2.0’ [337pp; .PDF, 12.4Mb] – long but very useful




Most of the materials emphasise the warfighting role rather the civil-support/disaster-recovery role, which is a slight disappointment – the latter would probably have provided even better parallels for conventional enterprise-architectures. But what there is, is still a real eye-opener in many places, and a real breath of fresh-air for who’ve struggled for too many years with the stifling IT-centrism of so many other ‘enterprise’-architecture frameworks. Well worth a read, anyway.





Source (Tetradian weblog)



  	
Date: 2010/05/27

  	
URL: hybrid-thinking-ea-and-us-army


  	
Comments: 4

  	
Categories: Business, Complexity / Structure, Enterprise architecture

  	
Tags: design thinking, enterprise, Enterprise architecture, Gartner, hybrid thinking, methodology, strategy, US Army










“It’s not rocket-science”


“It’s not rocket-science, y’know…” - how often have we heard that phrase? Yeah, it kinda implies that almost anything is easier than rocket-science…
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Yet actually, that’s not true - because, for the most part, the science of ‘rocket-science’ is pretty simple. The core of it is just basic Newtonian physics: force equals mass times acceleration, or action gives rise to equal and opposite reaction - routine stuff like that. The core chemistry isn’t all that hard, either: much of it was worked out nigh on a century ago, and hasn’t changed all that much since then. It’s true that the materials-science is a lot harder, and the science behind control-system design, but yeah, ultimately, it ain’t rocket-science. Except it is, of course.


But rocket-technology? - that’s a lot harder than the rocket-science. A lot harder. So much harder that it’s kinda surprising - and certainly more than a little impressive - that the usual result is not still this:
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The science (or much of it, anyway) is simple; but the technology is not simple - and that’s been true since the very beginning. For example, my friend ‘Hans’ (I mentioned him in the post ‘Price, value, worth and cost’) said that in his youth he’d been a junior engineer in von Braun’s team at Peenemunde: their team succeeded in developing the required high-pressure fuel-pumps, but at first the plumbers didn’t - leading to some, uh, very interesting bangs on the launch-pad…


The technology is a key part of what realises - makes real - both the science and the vision or intent that drives them both. Yet even the technology itself is only one part of the overall system that implements that vision: there are key human elements as well - as indicated in this comment on a Russian satellite-launch failure: 



  “Space programs are very complex things. We are focusing very much now on technology, but when you look at the failures that have happened in space-launches across the world you are looking at the complex of relationship between the technology, the people, and the systems that are involved in managing the technologies,” Dr. Patrick Fullick, founder of Capital Science Connections told RT. At the heart of all these failures, he went on, “there is usually some kind of failure in system, some kind of failure in the decision-making.”




And Richard Feynman, of course, said much the same thing in his personal appendix to the Rogers Commission report on the Challenger disaster, ending with the stern warning: 



  For a successful technology, reality must take precedence over public relations, for nature cannot be fooled.




When we look at the overall field here - let’s call it ‘rocketry’ - it turns out that the science is relatively easy; the physical technology is hard; and the human element is harder still. Yet to get the results we need, somehow all of it has to work together as a unified system - and that integration, in practice, often turns out to be really, really, really hard.


The hard part of ‘rocket-science’ isn’t the rocket-science: it’s everything else. In the midst of the glamour about ‘rocket-science’, or the hype about ‘rocket-technology’, it’s perhaps all too easy to ignore, or gloss over, the other, much harder, parts of the overall system that make it all possible, and it make all work. We forget that fact at our peril…


And one of the all-too-easiest ways to forget that fact is to call it by the wrong name. Most of what we might think of as ‘rocket-science’ isn’t science at all - not in the formal sense, anyway. Of the rest, most of it isn’t even technology, in the colloquial ‘thing’-oriented sense of ‘technology’ - and nor is it that dangerous-misnomer of ‘applied science’, either. Instead, most of so-called ‘rocket-science’ is actually people, working together, in pursuit of an aim - and the same is exactly true of every enterprise, and its concomitant enterprise-architecture.


So when you next hear someone seemingly dismiss enterprise-architecture as some kind of trivial activity, saying that “It ain’t exactly rocket-science, y’know”, maybe they’ve kinda missed the whole point there? - and also missed why it’s a lot harder than it looks? Yeah, it ain’t rocket-science - but neither is rocket-science ‘rocket-science’, y’know… :-)


Yet another You Have Been Warned about the hard realities of everyday enterprise-architecture, methinks?
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Where is the information when we need it?


We boarded the plane, settled down in our seats, to await pushback from the gate – the usual ‘hurry up and wait’ of everyday air-travel. Seemed to take a bit longer than usual, though. Strange clonks and thumps from beneath my seat, down below in the cargo bay. We wait, and we wait.


[I won’t name the airline here: they probably did a better job than most, under the circumstances, and it certainly wasn’t bad enough to blame or shame. In any case, I want to focus on the overall theme here rather than a single incident.]


And we wait. After perhaps twenty minutes past our scheduled departure, a call from the cockpit: there’s a problem with the cargo-door, haven’t been able to fix it, engineers are on their way, apologies for the delay.


Twenty minutes later, with the clunking and clanking still going on below, I’m doing that calculation so common amongst experienced air-travellers: is my connection still possible? I can probably still make it across the terminal, but will my luggage make it too? Another polite apology from the flight-deck, but no actual news. And whatever they say, it’s not looking good.


An hour goes past. Still belted into our seats. Can perhaps just make that connection if we leave now. Another announcement: but it’s not the one I’d been hoping for… “first class and business class passengers can leave the plane and wait in our airline lounge; other passengers please wait here while we serve you a meal”. The meal, when it eventually arrives, consists of, uh, one plastic cup-a-soup. While another hour drifted away into nowhere. Like the flight, which is clearly going nowhere.


Another hour. “All passengers please disembark: please take all your belongings, we’ll call you when you can board again.” As we leave, it’s clear that the first-class and business-class passengers didn’t take their carry-on junk with them when they left earlier: it’s going to be chaos for them if we have to change planes. No information; no warnings about what to do with boarding-cards or the like. Three harassed staff at the gate, trying to field impossible queries in half a dozen different languages; no-one knows in any detail what’s going on, no suggestions on what to do about a myriad of by-now-lost connections other than the all-too-obvious platitudes of “we’ll sort it out later”.


Another hour, spent anxiously around the gate. At least the children are having fun, running up and down on the somewhat bouncy travelator. And then, suddenly, an announcement over the general system: plane’s fixed, please hurry up, we’re boarding now. The usual airline complaints about lost passengers – as if it’s the passengers’ fault that there’s a delay. No time to check boarding-cards, it seems – and a fair few passengers have left them on the plane anyway. But everyone’s in, seemingly on record time: and five hours after scheduled departure, and with somewhat of a struggle to find a slot in the lengthy queue for take-off, we’re finally on our way. Hooray.


A tedious seven hours later, we arrive at the airline’s hub. The only passengers who aren’t going to be affected by the delay are the relatively few who live here, and the fewer still who’d want to stay here: just about every onward connection will have been blown. Still, the airline’s ground-staff will have had almost twelve hours to plan for this: we’ll get it sorted out somehow. We decant from the plane into an almost empty airport, well after midnight, in fairly optimistic mood.


Which doesn’t last long. No plan, no information, no nothing. A chaos of queues at the transit desk. Nothing happens, very slowly. One lucky soul eventually rushes away to catch one momentary slot. The line beside collectively groan when it becomes clear that there’s no possible flight to their destination for at least another day, and so many of them that it might take two or three days at least to find enough slots.


My name is called, followed by those of several others. In some confusion, I make my way forward to the desk – and am angrily challenged by the woman already there, whose name hadn’t been called – how come I’d been picked instead of her? I try to explain that I’m just following instructions, like everyone else, that it’s the airline’s choice, not mine, it’s not something I’ve done to her at all: slowly, slowly, she subsides, still simmering. Turns out that we’d been picked out to catch a flight that we’d already missed anyway. Another woman next to me had been given one of her boarding passes for a connection that now no longer exists. No-one seems to know what’s going on; perhaps least of all the ground-staff who are trying to sort out the mess.


Another hour of tired confusion, frazzled ground-staff, yet tempers still holding fairly well all round. No more connections for anyone today, but they do manage to assign hotels for everyone, with pick-up times and boarding-passes and coaches to take us to bed. At last.


Except the hotel doesn’t know we’re coming: no-one had told the reception-desk, at any rate. It’s gone 4am before we all manage to get that one sorted out and into bed. For a 6am wake-up to call to warn the people waiting for me at the other end that I won’t be there for another full day.


Where, eventually, we do indeed arrive. And my luggage, too. Wow. Amazing. Feels like a real bonus after all that struggle.


Looking back with an enterprise-architect’s eye, what are the lessons-learned here?


The incident itself was ‘just one of those things’: someone had been a bit too rough with the cargo-door, bent something just that bit too much out of shape. All fixed: it just takes time. Except time was what we didn’t have. For which we can’t blame the airline, or the airport, or anyone, really. Just one of those things.


What wasn’t good was the availability or use of information. The ground-staff where we started didn’t know what was going on. Which was why the passengers didn’t know what was going on. Which was why no-one could make any alternate plans, beyond perhaps passing on a warning to others further down the line. The screw-up over the non-‘meal’ was just a minor annoyance, really: a few people kicked up a minor fuss, but there wasn’t much point – because if everything’s run on a just-in-time model, there ain’t much redundancy anywhere in the system to cover anything like that.


Beyond the departure itself, the use of available information seemed even worse. The ground-staff at the hub should have known we were going to be late, and that connections would have been lost: they should, at the very least, had had the whole of our flight-time – seven hours or so – to prepare for alternatives. But amazingly, no-one seems to have had thought fit to warn them. Hence a lot of chaotic make-it-up-on-the-spot – not just for the passengers, but for all their separate checked-baggage too. Not the ground-staff’s fault, really, that so much of it was such a mess – they did remarkably well, under the circumstances. Likewise the hotel-staff, when we all arrived in the middle of the night, apparently without warning. But none of that chaos should have happened at all – if the airline and others had made proper use of their information. Which they didn’t. Which to me, frankly, seems bizarre – but there ‘tis…


Yet all of this was just one flight, with one well-rated airline. What happens when the whole airport is out of action? Or the whole transport network? An entire city, or an entire region? That’s when we most need the information-exchange to work. But instead, we see all too well the gaps in information…


What are the most common complaints these days in any kind of disruption? “They didn’t tell us anything.” “We had no way to find out what was going on.” Endless variations on the same theme: no information, or information not where it’s needed, or not available in a form that can be used. Which, even for the IT-centric of ‘enterprise’-architecture, should tell us straight away that there’s a real information-issue there that can probably only be addressed with any success via a whole-of-enterprise approach. And in each case the enterprise-in-scope needs to be larger than the organisation-in-scope.


To resolve each of those various problems on our flight, the information-scope was larger than the flight itself:



  	the initial attempt to repair the cargo-door was not via airline staff but the airport ground-crew


  	the damaged door needed attention from aircraft-engineers assigned to the airport by the aircraft manufacturer


  	the flight-delay required rescheduling for ground-control at the airport and for air-traffic control once in the air

  	the airline ground-staff at the departure-airport needed to consider the impact of the delayed flight at the arrival-airport


  	rescheduling before and on arrival needed real-time knowledge of other flights across the system, in some cases including other airlines’ flights, and links to the airport baggage-handling system to re-assign and/or hold checked baggage

  	overnight stays (a legal responsibility of the airline) required links to hotel-availability information, and also coach and driver information to transfer stranded passengers to and from the hotels

  	few if any of the stranded transit-passengers had visas for that country, so the off-airport overnight-stop needed passport-information links to immigration





Not much of which, it’s clear, worked particularly well – because if it had, we wouldn’t have experienced anything like the mess that we did.


(It definitely helped that immigration there were very laid-back about it all, though, compared to the the seemingly-insane rules and regulations of so many other ‘security’-obsessed countries these days: for example, why on earth does a transit-passenger from London to Mexico need a full [expensive] US visa and full immigration clearance just to pass through the sealed international-transit section of Dallas airport…??? No idea what would happen for those rare stranded-passengers whose countries or passports were incompatible: probably the only option would be to be locked up in a cell somewhere until their onward flight became available?)


All of those are large enough enterprise-architecture problems. But take the scale up a few notches, to the kind of issues that we’ve seen so often over the past few years:



  	an airline goes broke, stranding its passengers in random places across the globe: what information is needed to find them all, identify their needs (not just food and shelter, but medical and much else besides), assign the appropriate priorities, get them all to their required or alternate destinations as soon as possible

  	there’s a fire at a fuel depot, blocking the usual fuel supply-chain to the airport: what information do you need to get to airlines, to their passengers, to air-traffic control?

  	there’s a failure in the baggage-handling system: what information do you need in order to reunite the right passengers with their own baggage – and only their own baggage – when all the electronic records have been lost?

  	heavy snow closes the airport for several days: what information do you need to share with other modes of transport – rail, road, even by sea – in order to get the passengers moving onward? what information do they need in order to make the right choices? and how do you get that information to them in the most effective way?




On the surface, there are simple answers to all of those questions. But in practice, with present-day enterprise-architectures – few of which extend beyond the nominal scope of a single organisation – many of the essential links are fragile at best, or missing entirely. And the closer each system and sub-system moves to maximum ‘efficiency’, the less room there is for manoeuvre: Heathrow Airport, for example, at present often operates at or above 95% of its theoretical capacity, with each aircraft similarly close to its maximum load – hence even a single day of closure could take more than a month to clear if no other alternative transport-options exist. In essence, to make the system seem to work, we rely on people to take up the slack – abandoning their journeys, making alternate arrangements, whatever. Which kind of defeats the whole object of the extended-enterprise, namely to make it easy and convenient and reliable for people to travel as they need…


So in these days of obsessing over ‘efficiency’ and the like, how do we get back to enterprise-architecture – an architecture that provides proper support for the enterprise in context? What we’ve seen for information above applies to all other aspects of each enterprise: assets, people, process and everything else. So what do we need for the enterprise? How do we enable the requisite redundancy and resilience in the enterprise, to emphasise overall effectiveness rather than mere local ‘efficiency’? For that matter, what is ‘the enterprise’ in scope in each case – not just the organisation itself, but the broader context within which the organisation exists? How do we deliver on the real promise of enterprise-architecture, that “things work better when they work together”?


Happy Travels? Or unHappy Chaos? An interesting yet all too real challenge here for enterprise-architects and enterprise-architecture…
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The Really Big Picture for enterprise-architecture


The ‘Really Big Picture’ for enterprise-architecture is a sustainable world that works well for everyone.


Okay, that’s a bit of a bald statement. Let’s step back a bit.


To me, every enterprise-architecture is anchored in a vision of some kind – a descriptor for the aims of the overall enterprise. (One classic example of an enterprise-vision is the one used by the TED conferences: “ideas worth spreading”.) To achieve what I regard as the core aim of enterprise-architecture – that everything works better when they work together, on purpose – we use the vision as a stable reference-point to which everything in the enterprise can align. All fairly straightforward, both in principle and in practice.


Yet enterprises intersect and nest within each other: each enterprise that we might work on in EA also depends on the enterprises ‘above’ it in terms of scope. Those ‘higher-level’ enterprises provide part of the context for ‘our’ enterprise and its enterprise-architecture. So what is the highest-level enterprise-scope? And what is the implied vision for that enterprise – the Really Big Picture for our own enterprise-architecture? It seems to me that that tag-line above is about the closest we would find to a vision-descriptor for that highest-level enterprise: a sustainable world that works well for everyone.


(We could quibble about some aspects of that enterprise-descriptor: for example, it implies a human-oriented scope. But remember, we always develop an enterprise-architecture about an enterprise but for an organisation – and the ‘organisation’ in context at present is probably no broader in scope than ‘all humans, through all time’… :-) )


That’s the enterprise-architecture at the Really Big Picture level: technically speaking, everything else is a kind of ‘solution-architecture’, building on constraints that are imposed upon us by Reality Department, and other relatively-arbitrary constraints that we ourselves impose on the solution-design.


At that Really Big Picture level, the kind of constraints imposed by Reality Department include the fact that we live on a single very small ball of a planet with limited resources and a fragile overall ecosystem, and there aren’t any spare planets that we could plunder or run away to within conceivable reach at the present time. At the same Really Big Picture level, the self-imposed constraints mainly arise from what in causal layered analysis would be described as the ‘deep-myth’ layer: largely-unconscious assumptions and assertions about ‘how the world really works’. We see these latter constraints as the underpinnings of economics and politics – which combine and merge, for example, in the notion of ‘rights of possession’.


In principle, the enterprise-architecture discipline is a decision-support function, not a decision-making one. Yet it always ends up being somewhat normative, not least because that there are consequences that increase enterprise-risk every time we implement something that points away from the enterprise-vision. (My colleague Kevin Smith would describe that misalignment as increasing the ‘Enterprise Debt’ – and too much Enterprise Debt can kill the whole enterprise, or at the very least the organisation’s place within that enterprise.) So we need to advise our clients and stakeholders of those consequences, and research and explore alternatives that will still fit all of the unavoidable constraints, yet will also help to minimise – and preferably reduce – the overall long-term Enterprise Debt.


The hard part, for enterprise-architects, is that that process of research will often involve challenging some deep-seated myths and assumptions… which can make us very unpopular if we’re not very careful…


At the Really Big Picture level, what we have to face right now is that probably the core assumption of our entire mainstream economics – the concept of ‘right of possession’ – simply does not work. In an all too literal sense, we’re possessed by possession. (I’m not saying that possession is ‘wrong’, or ‘immoral’, or ‘evil’, or whatever: all I’m saying is that it doesn’t work – it doesn’t and cannot align with the survival-imperative of that Really Big Picture enterprise-vision – and therefore puts everyone at ever-increasing risk.) And if it’s clear that that doesn’t work, we face a literally fundamental re-architecting and redesign of just about everything that we currently think of as ‘normal’ in our economics, politics and pretty much everything else as well. Not an easy fact to face: to be blunt, it’s a very scary picture indeed. Yet to also be blunt, we don’t have much time in which to do it: the morass of indicators on key concerns such as resource-availabilities all tell us that we have perhaps only a few decades at most – if we’re lucky – in which to make that change. Which means that right now, whether we want to or not, we need to be taking that Really Big Picture into account in every aspect of our current everyday enterprise-architecture.


It’s urgent. Really urgent. Yet the scale is so huge, and the scale of change is so huge, that there’s no way we can do it all at once. Instead, like most other aspects of real-world architectures, it’s iterative, tens and hundreds and thousands and millions upon millions of small steps all slowly yet steadily converging on the same overall Really Big Picture vision, yet all happening in the small details of the everyday. In that sense, it’s just like any other form of enterprise-architecture: “challenging, confronting, and intensely political”. :wry-grin: But we do need to do it; and we do need to get started now.


So over the next few days I’ll write a series of posts summarising where I think we are now in terms of that Really Big Picture, various thought-experiments that we could explore to build a better sense of the implications, and how we can apply those understandings in our everyday work in enterprise-architectures and the like. (I’ll prefix each of these posts with ‘RBP-EA’ – Really Big Picture enterprise-architecture.) In reality this is about a fundamental shift in paradigm or worldview – the ways we think, the ways we interact with others, the ways we act on the world – but in practice it’s not that big a change, because we apply it in small adjustments to how we think and what we do in our enterprise-architectures and the like. Even at the end of this, everyday life will go on, much as before – because that is the way that things work. But those small tweaks will all help to re-align to the overall human enterprise, and help to reduce the overall human Enterprise Debt. And in the meantime, it should also lead to everyday enterprise-architectures that are more efficient and effective – which means that our existing architecture-clients will be happy, too. Everyone wins. :-)


That’s what we’re aiming for here, anyway.





Where did this start? In reality, I’ve been working on this for years – as you’ll see if you scroll back through the earlier posts in this weblog, for example. But this particular exercise was triggered off after trying to explain yet again on one of the LinkedIn enterprise-architecture lists that we need to think more broadly than monetary terms alone when developing even the business-oriented layers of an enterprise-architecture. For some reason, US folks in particular seem really to struggle with the idea that there can be any other form of value than money – perhaps because US corporate law all but enforces this sadly lethal form of mercantile myopia. This time, though, it was one of the more annoying British-based ‘enterprise-architecture’ trolls who laid into me about this, gleefully launching into mockery and petty personal put-downs as a shallow pseudo-substitute for any form of analysis or thought. (The pointless persistence of those pathetic trolls is one of the reasons I’ve all but abandoned LinkedIn these days. Oh well.) There’s never any point in trying to argue with a troll, of course: everyone on the net has learnt that lesson the hard way. But in any case the responses to those questions would take a lot more space than LinkedIn allows: hence bringing the discussion back to here, where we do also have some means to keep the trolls at bay.


There’s a lot of work to do, to make sense of the Really Big Picture level and its implications for enterprise-architectures. I certainly don’t claim to have ‘all the answers’: the best I can offer is some of the perhaps more useful questions, and some themes and thought-experiments around which new ideas and new options might start to coalesce. And as always, the devil will be in the details – and there’ll be a lot of detail here. But it should be a start, at the least. And constructive comments and suggestions would be very welcome, too.


More later, anyway: Watch This Space?
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