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HOW NOT TO FAIL IN EA: SAMPLE


This is a sample of the content from the Tetradian How Not To Fail in EA anthology.


This anthology from the Tetradian weblog demonstrates the importance of discipline and formal rigour in architectures - and what happens if the discipline fails, or the rigour is absent.


This sample contains around one-tenth of the content from the full anthology. The complete book includes about 35 posts and 70 images from the weblog. These posts are split into two groups:



  	
How Not To Fail: Concept-Critique - raises key questions about quality of formal-rigour, theory and discipline in current enterprise-architecture and beyond.

  	
How Not To Fail: Method-Critique - also raises key questions and concerns about quality and reliability of method in current enterprise-architecture and suchlike.







For more ebooks and anthologies on enterprise-architecture and more, visit the Tetradian website on Leanpub at leanpub.com/u/tetradian. (Each anthology contains around 30-40 posts from the weblog.)


Some books are also available in print format, from all regular book-retailers. For more details, see the ‘Books’ section on the main Tetradian website at tetradian.com/books/.



  Unless otherwise stated, all text, images and other materials in this anthology are Copyright © Tom Graves / Tetradian 2006-2022.









Skills-shortages and ‘the market’


What can we do about skills-shortages – the paucity of people with appropriate skills and experience for the needs of our organisation and enterprise? Is the market-mechanism of scarcity-pricing the right way to resolve this?


A quick bit of background: I’m currently retrieving all of my Tetradian blog-posts and reworking them into more structured form so that selected subsets can be republished as more-focused ebooks. It’s a long, tedious process that’ll probably take me at least a month, but it’s also helping me a lot in terms of reviewing where I’ve been, and re-exploring the, uh, rather large scope that I cover here.


Somewhen from late 2009, somewhere about the 310-post mark – out of just over 840 posts to date – I came across this real gem hidden away in the comments of an otherwise fairly innocuous post, pointing to articles I’d recently posted on my Sidewise blog. I’m not quite sure which of those Sidewise posts the commenter was responding to, but it’s probably this one:



  	
Where have all the good skills gone?: This article explore a rarely-acknowledged cause of the current ‘skills-shortage’: an incomplete understanding of the limits of automation.




Back over here on the Tetradian blog, someone named Untra Palkaoff came back with this remark:



  When you use the phrase “labor shortage” or “skills shortage” you’re speaking in a sentence fragment. What you actually mean to say is: “There is a labor shortage at the salary level I’m willing to pay.” That statement is the correct phrase; the complete sentence and the intellectually honest statement.


  Some people speak about shortages as though they represent some absolute, readily identifiable lack of desirable services. Price is rarely accorded its proper importance in their discussion.


  If you start raising wages and improving working conditions, and continue doing so, you’ll solve your shortage and will have people lining up around the block to work for you even if you need to have huge piles of steaming manure hand-scooped on a blazing summer afternoon.


  Re: Shortage caused by employees retiring out of the workforce: With the majority of retirement accounts down about 50% or more, most people entering retirement age are working well into their sunset years. So, you won’t be getting a worker shortage anytime soon due to retirees exiting the workforce.


  Okay, fine. Some specialized jobs require training and/or certification, again, the solution is higher wages and improved benefits. People will self-fund their re-education so that they can enter the industry in a work-ready state. The attractive wages, working conditions and career prospects of technology during the 1980’s and 1990’s was a prime example of people’s willingness to self-fund their own career re-education.


  There is never enough of any good or service to satisfy all wants or desires. A buyer, or employer, must give up something to get something. They must pay the market price and forego whatever else he could have for the same price. The forces of supply and demand determine these prices — and the price of a skilled workman is no exception. The buyer can take it or leave it. However, those who choose to leave it (because of lack of funds or personal preference) must not cry shortage. The good is available at the market price. All goods and services are scarce, but scarcity and shortages are by no means synonymous. Scarcity is a regrettable and unavoidable fact.


  Shortages are purely a function of price. The only way in which a shortage has existed, or ever will exist, is in cases where the “going price” has been held below the market-clearing price.




I’ll admit I was a bit underwhelmed at being told “What you actually mean to say is…”, and likewise the irksome arrogance around “the correct phrase … the intellectually honest statement” and suchlike. To be blunt, yes, I had indeed meant what I’d said in that post – not merely what Polkaoff had apparently wanted me to say – and I’d said it with good reason and a lot of careful thought, too. Oh well.


Anyway, what follows is a mildly-edited version of my reply there:





For basic-level skills – up to the 100-hour mark, and maybe even the 1000-hour mark – yes, I would probably agree with Polkaoff: the rather crude current concepts of ‘the market’ would probably provide a practical incentive, and enough of an incentive, for people to shift their skills-base.


But I fear Polkaoff may have badly missed the point for true skills capable of operating in the complex-space and above. There, one of the primary drivers for skills-shortages is not money, but time: it takes literally years to bring someone to that required level, and no amount of throwing money at the problem is going to change that. (Okay, there’ll be plenty of people who would claim to solve it with money alone, but I can guarantee that the skill-levels will be inadequate to the task.) And that, of course, assumes that the aptitude for the skill exists in the first place: for example, just how many people are there in the world who are even capable of understanding the deep-math of nuclear physics, or the subtleties of a financial market? For those tasks, and at those levels, the skills-shortage will always be real.


In some of the larger countries – such as the US, Germany or Britain – it’ll often seem that there are plenty of people with a high general-education level and a significant amount of experience, ready for retraining to whatever technology might be required. Yet in most of the countries I’ve worked, the technical-skills pool has always been very small – hence a constant problem of overload, frequently at risk of burnout, and, again, a very real skills-shortage which no amount of throwing money at the problem would resolve.


In short, I fear that those comments imply an over-idealised notion of the capabilities of ‘the market’, and perhaps not enough experience or understanding of the difference between training and skill, or what the development of real skills actually requires in real-world practice.


To give one very simple rule-of-thumb, if it’s possible to do a certification for the ‘skill’ by a multiple-choice exam, it’s not a skill: at best, it’s a training – and not capable of handling real-world complexity without experienced help. And whilst it is relatively easy, and quick, to train people up to do the same tasks that computer-systems already can, it is not easy, nor quick, to develop their skills beyond that point. In IT, for example, the people we need most are not those who merely operate the machines, but those who can define the capabilities for new computer-systems, and/or can take over beyond the capabilities of those computer-systems – in other words, can deal with the real world, rather than some convenient yet literally unrealistic pre-packaged Taylorist abstraction.


There are also several real challenges around motivation and risk-management. What’s often forgotten is that whilst personal opportunities may arise from a developing a new skill, there are also very real personal risks around opportunity-cost and the like – and also the risk of investing in a skill that, by the time we become competent in it, the skill itself has lost its market-value. Narrow specialist skills are in high demand, because that’s what gets things done: but the trap – and the risk – revolves around how long those specialist skills will remain in demand. When the skills-market is stable, over decades or more, those risks remain small, and it’s worth putting in the five years or so to become a truly competent specialist in some narrow domain. But when the technologies and context change not on that safe timescale of decades, but of years, months or even weeks, those risks loom very large indeed – and that fact definitely does affect how and why people choose to develop some skills rather than others. And for the skills that people don’t choose to develop, or for which there’s not been enough time for enough people to develop the required levels of skill, yes, there are going to be real skills-shortages – a real scarcity that crass notions of short-term ‘scarcity-pricing’ and suchlike will not be able to resolve.


An assertion that “Shortages are purely a function of price” betrays a serious lack of understanding or knowledge about how the real-world really works – such as understanding the complex intersections of the transaction-economy, attention-economy and trust/reputation-economy, as described in another of the SideWise posts. Of course, those who come out with such assertions would be in good company in that lack of real-world understanding, because it seems most current economists make much the same myopic mistakes – which is precisely why our current economy is in such a chaotic mess…


So apologies if this seems rude, but I truly do not believe that anyone who comes out with an assertion such as “Shortages are purely a function of price” can have thought about this in any depth at all, beyond the most simplistic of price-centred economic models: and hence they really should not inflict that lack of thought anyone else. There’s a crucial distinction here between competence, non-competence and incompetence: competence I deeply respect, wherever and in whatever form it occurs; for non-competence, I’ll happily help wherever I can; but I have no time or tolerance to waste on flagrant incompetence of that kind. I certainly cannot – and will not – take those kinds of critiques seriously, anyway.





Bah


Oh well.


Your comments, perhaps?
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Beware of ‘policy-based evidence’


The other day I spotted an interesting article (cite: BMJ 2014,349;g5538) in the print-edition of the British Medical Journal, about the dangers of premature decision-making based on what they described as ‘policy-based evidence’.


The article’s examples were in healthcare, of course, in particular about politicians declaring ‘success’ over some pet project, on the basis of noticeably-selective short-term ‘evidence’ - ‘success’ that in the longer term, when faced with more rigorous assessment, turned out to be of limited value at best, or, too many cases, expensively worse-than-useless.


Part of this is an inverse corollary of Gooch’s Paradox, that ‘things not only have to be seen to be believed, but also have to be believed to be seen’. In this case, only that which is believed becomes that which is seen - ‘evidence’, in its most literal sense of the term - with all counter-evidence ignored or dismissed from view precisely because the possibility of its existence is not believed.


It arises from any of a whole suite of cognitive-errors, ranging from excessive-zeal to groupthink to scientific-incompetence, and onward all the way to outright fraud. We need to be aware to expect it wherever there is some form of vested-interest, whether personal, social, commercial or whatever: hence, for example, the all-too-common dangers implied in the old warning of “never expect some to ‘get it’ if their income, job or status depends on not getting it”.


The real danger is that ‘policy-based evidence’ is frequently used to support policies based on circular-reasoning. In business, the more obvious examples include IT-centrism and managerialism - respectively, that ‘the answer’ to any business problem is more IT, or more managers and more managerial ‘control’. (The two are often blended together, of course, with IT providing the supposed means for ‘control’.) It also happens very often in social contexts, leading to racism, sexism, iniquitous ‘economics’ and more - though I’d perhaps best write a separate blog-post about that. 


(Perhaps the most extreme and egregious example of ‘policy-based evidence’ that I’ve come across over the years was the now-infamous national ‘Women’s Safety Survey’ commissioned by the Australian government’s Cabinet-level Office for the Status of Women (back in the late 1990s, as I remember?): they published the ‘official results’ of the survey, and set out all of the resultant ‘evidence-based’ policies, before Statistics Australia had had any chance even to start on designing the survey!)


The blunt reality is that, for viable policy and system-design, it’s essential to think in terms of whole systems, not arbitrarily-isolated linear-causalities - otherwise we will inherently exacerbate or even create ‘wicked-problems’. Instead, in circular-policy - policy based on circular-reasoning and ‘policy-based evidence’ - an arbitrary subset of a whole system is selected as ‘the problem’, and, very often, a single element interacting with or within that subset is arbitrarily selected as ‘the cause’. Attention is paid only to the impact of that ‘the cause’ on that ‘the problem’: this may be either positive (‘the cause is the only answer to the problem’) or negative (‘the cause is exclusively to blame for the problem’). From the outside, and from this specific perspective, it all seems to ‘make sense’, and fits well with the kind of linear, non-ambiguous, non-systemic models of causality that so many people still seem to prefer - whether or not they can actually be relied upon in any real-world context. Yet because attention is paid only to that one purported ‘the cause’, what we get from it is ‘policy-based evidence’ - that self-selected subset of the whole. And since the ‘evidence’ supports the assumptions of the policy - because it is selected to fit the assumptions of the policy - this is then taken as justification and ‘proof’ that the policy itself is correct. In other words, a perfect self-confirming circularity - explicitly excluding any means to test against a broader reality. Let’s take a classic example: bullying at work. The common notion is that there is a simple linear causality: hence, there’s a perpetrator of the bullying (person-A in the diagram below), and a victim (person-B). The bullying is assumed to be only one-way, from perpetrator to victim: to use a term first proposed by feminist theorist Starhawk (in either Dreaming the Dark, or Truth or Dare, as I remember?), the perpetrator applies ‘power-over’ to the victim, with person-A ‘propping self up by putting down the Other [person-B]’: 
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If we take that view, then we’d likely look for evidence that fits that model of bullying - in other words, ‘policy-based evidence’. On the basis of that, we’d seek, for example, to punish the person-A, as the ‘sole-perpetrator’, and provide succour and support for the person-B as the ‘the sole victim’. All of that ‘makes sense’ within the terms of that kind of model, and is a typical basis for many organisations’ policies on workplace-bullying. Unfortunately, it happens to be based entirely on circular-reasoning. If we use instead the overall power-model that Starhawk proposed (or, strictly speaking, a somewhat extended version of that power-model*), it’s systemic, not linear - that supposed one-way ‘power-over’ is merely one arbitrary-selected snapshot within a much more complex interweaving of several distinct forms or threads of power: 
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(* Note: ‘power-under’ - ‘offloading responsibility onto the Other without their engagement and consent’ - is not described in Starhawk’s original power-model, but is a necessary corollary to the nature of ‘power-over’, and also as implied in real-world observation of dysfunctional power-relations. The closest colloquial terms for power-over and power-under are ‘violence’ and ‘abuse’ respectively.)


Starhawk argues (and I’d agree with her on this) that in any human context, the only real source of power is from within the self - what she terms ‘power-from-within’. She also suggests that a core role of interactions between people is to assist each other in finding that ‘power-from-within’ - an interaction and relationship that she describes as ‘power-with’. In contrast, both power-over and power-under seek to suppress and/or co-opt the other’s power-from-within, following the common delusion that power can be ‘taken’ from others.


That power-model warns us that these power-interactions and power-dysfunctions are much more complex than a simple linear ‘A bullies B’: there can some very tangled twists, such that, in reality, person-A - the supposed ‘perpetrator’ - may actually be much more the victim of person-B, who is using power-under to ‘play victim’ in order to get others to bully person-A on their own behalf. If all we have is policy-based evidence, then that ‘evidence’ itself becomes a means of abuse of person-A - which would succeed only making things worse. But since the policy itself is circular, making things worse would be taken as ‘proof’ both that the policy itself is ‘correct’, and that more and more abuse should be piled upon person-A, ‘the perpetrator’ - eventually driving the whole mess into a non-recoverable death-spiral. Not wise at all - but depressingly common…


Okay, some people might object to that example, so let’s move to a somewhat less controversial one: the usual notions of ‘empowerment’, in the business-context and elsewhere. In those usual notions, person-A - the boss, for example - ‘empowers’ person-B to do something. Or, in short, person-A supposedly gifts person-B some of their power: 
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Again, we’ll often see ‘policy-based evidence’ at work here, ‘proving’ that person-A ‘gave’ person-B some of their power, and that person-B should therefore be grateful to person-A for their great gift, or some other such guffleblub. But in reality it’s just another example of self-congratulatory circular-reasoning - because if we reframe that context in terms of the power-model above, a very different picture emerges. As Starhawk says, the only source of power is from within the self: so if person B needs to find the power to do some task - following a physics-style notion that ‘power is the ability to do work’, though with ‘work’ being in the broadest possible sense - then the only source of the power to do that work is from within person-B. At most, all that person-A can do is apply power-with, to help person-B find their own power-from-within. What person-A provides as power-with to person-B is, arguably, indeed a gift, but it’s not power itself, power-from-within - a subtle yet often utterly crucial distinction: 
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We might note, though, that whilst ‘empowerment’ is largely a fiction, disempowerment is all too real - either actively suppressing the Other’s power through power-over, or, in the reverse direction, attempting to co-opt the Other’s power through power-under. In practice, ‘empowerment’ is often little more than a misleading code-word for person-A cutting back somewhat on their habitual power-over towards person-B, or person-B cutting back on their habitual dumping of responsibility onto person-A via power-under - both dysfunctions being extremely common in hierarchy-based ‘boss/worker’ or ‘superior/subordinate’ relationships.


In both of these examples - bullying, and ‘empowerment’ - any form of ‘policy-based evidence’ will invariably lead to and underpin policy-driven circular-reasoning, itself based on a linked chain of arbitrary and unexamined linear-assumptions in what is actually a non-linear systemic context. So watch for, and beware of, ‘policy-based evidence’: it’s sometimes hard to spot, often politically-problematic to critique, but if unchecked and unchallenged it will always make things worse. Yet another You Have Been Warned item for enterprise-architects, perhaps? 


Implications for enterprise-architecture


Enterprises and organisations of all kinds are riddled, flooded, with ‘policy-based evidence’ - so much so that it’s almost a sewer of misinformation in which we’re all forced to swim. The problem - particularly for enterprise-architects - is that, especially if left unchecked, every instance of ‘policy-based evidence’ has potential to cause serious damage to the overall enterprise. It is not something that we can safely ignore.


First, we need to be able to identify ‘policy-based evidence’. What makes this hard, and potentially problematic in a business-politics sense, is that ‘policy-based evidence’ is so much ‘the sewer in which we swim’ that it can seem ‘normal’, and/or that highlighting any example at all from that flood of effluent may itself be misinterpreted as some form of bias or prejudice on our part. (That latter point is a real concern, of course, and we’ll come back to it in a moment.) To make a start, though, look for some of the more blatant clues, where: 



  	
attention is continually dragged back to a single ‘the cause’ or ‘the solution’ - IT-centrism is a classic example of the latter

  	there is explicit rejection (or even active silencing) of counter-evidence or counter-examples - “that’s only a special-case, it never happens”, “the exception proves the rule”, etc

  	there are hints and more of ‘follow the money’ - the interests of a self-selected individual or sub-group have been arbitrarily prioritised over the aims and balances of the enterprise as a whole




Having identified a potential example of ‘policy-based evidence’, model the respective context as a mutually-interactive, mutually-interdependent system, so as to highlight hidden assumptions that underpin the purported ‘evidence’. However, it’s crucially important to: 



  	
model the system in an open and transparent manner, highlighting all assumptions made in the modelling process - to counter any accusation of bias or prejudice on our own part

  	
counter and resist all attempts to force the modelling back into a subset linear-causality frame - in some cases the pressures to give in on this point may be very large indeed, but surrendering to a linear-causality-only view of a systemic context will allow the hidden assumptions behind the ‘policy-based evidence’ to be re-concealed, and will defeat the entire object of the modelling exercise




For the modelling process itself, three frameworks I’d often suggest are Nigel Green and Carl Bate’s VPEC-T, Sohail Inayatullah’s Causal Layered Analysis, and one of the crossmaps for my SCAN framework. 
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In VPEC-T, we explore the context in terms of five dimensions: 



  	
values - “Identifies the important principles and goals in play, allowing conflicts that may cause confusion to be identified and resolved.”

  	
policies - “Identifies specific practices and guidelines that the system must adhere, allowing conflicts to be identified and resolved.”

  	
events - “Identifies the trigger points that indicate the change in state of processes or otherwise important milestones.”

  	
content - “The core content of the information-system” - more generally, the system as a whole, including all its content-dimensions - “is clearly identified and put into context of the desired outcome.”

  	
trust - “Trust relationships are identified. Existing areas of mistrust are identified and addressed. Opportunities to build trust are searched for.”
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In Causal Layered Analysis, we move up and down a ‘stack’ of layers of perspectives, worldviews and deep-story: 



  	
litany - the ‘surface’ layer of everyday-complaints, often laden with blame and counter-blame

  	
systemic - in practice, more like a meshwork of rarely-examined assumptions about linear-causality

  	
worldview - probably the core source of filters and assumptions about ‘how the world really works’, and hence what would be included in and excluded from a linear-causal ‘systemic’ model

  	
deep-myth - existential metaphors (e.g. ‘life is unfair’ etc) and deep-stories - often the only place where deep-change can take place
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In the sensemaking-keywords overlay for SCAN, we use the keyword-set as a checklist to guide ways of looking at the overall system and its context: 



  	
Simple: rotation - what perspectives are available from which to explore this context? how do we ensure appropriate balance of how we move between those perspectives?

  	
Simple: regulation - what mandatory rules apply? what arbitrary ‘rules’ do people seek to apply, and why? who benefits and/or loses from one-sided application of such ‘rules’?

  	
Complicated: reciprocation - how do the various factors and drivers balance up? if there is apparent asymmetry, what drives it? - and is it actually a real asymmetry, or only an apparent one because visibility of other counter-factors have become concealed?

  	
Complicated: resonance - what factors create feedback-loops, either positive or negative (damping)? in what ways does concealment of counter-balancing factors convert complex but natural ‘wild-problems’ into much more destructive ‘wicked-problems’?

  	
Ambiguous: recursion - in what ways do the same patterns repeat in self-similar forms at different levels and in different contexts? if they seem only to occur at one level or in one context, what is it that constrains it to just that one context?

  	
Ambiguous: reflexion - in what ways can we see the whole within each or any one small part of that whole? what do differences between those views indicate about our understanding of the whole?

  	
Not-known: reframe - in what ways does our view change as we look at the context from different perspectives and through different frames? how can we use those differences to highlight elements that are otherwise hidden by ‘policy-based evidence’?

  	
Not-known: rich-randomness - how can we use serendipity, random-events, or deliberately ‘stepping outside of our comfort-zone’, to trigger fresh insights about the context?




Do beware that this kind of exploration can be fraught - to say the least! - with all manner of political dangers: there are a lot of vested-interests behind any form of ‘policy-based evidence’, and those ‘interested-parties’ may well react, sometimes to the extreme, if their pseudo-evidence is questioned, or their (our!) beliefs and prejudices are challenged in any way. Done carelessly, or done wrong, this can be a real career-killer, or worse: for each one of us, from a personal perspective, it’s probably one of the most difficult and dangerous parts of enterprise-architecture work that there is.


The catch is that this work must be done, if the enterprise and its architectures are to succeed, be effective, on-purpose - a fact which puts us, as enterprise-architects, on an often-unintended, yet inherently necessary, direct collision-course with a lot of people. It’s somewhat of a bleak joke that one definition of ‘stakeholder’ is ‘anyone who can wield a sharp stake in our direction’: we’re likely to discover here just how accurate that bleak joke really is… In practice, often the only thing that can make this in any way safe (or safer, at any rate) is to be fully open and transparent in all of the assessment, and in all of the reasoning that goes into it - because doing so leaves aggressive stakeholders where an attack on the reasoning would itself expose their own unfounded prejudices.


Note too that the challenges, and the tactics we need to employ, are essentially the same regardless of the source of ‘policy-based evidence’ and the resultant architectural-challenges that we need to resolve. Whether what we’re dealing with is vendor-hype, political guffleblub, gender-blame, ethnic-stereotypes, or simply some stakeholder arbitrarily pushing their own preferred ‘solution’ in a system-design, it’s all much of a muchness, all much the same type of architectural or governance challenge. The analysis, assessment, modelling and identification of ‘missing factors’ are all straightforward enough, for any competent enterprise-architect: it’s only the politics of it, and the emotional loading behind all of that, that make it all so fraught. Oh well…


Not easy - but it does need to be done.


Hope this helps, anyway.
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Whuffie, currency and the ‘ready-fire-aim’ syndrome


Spent much of the past couple of days getting overly-involved in two great threads on Venessa Miemis’ ‘Emergent by Design’ blog:



  	Social Capital is not the same as Whuffie

  	What could the future of money look like?




The first thread started with a very necessary attempt to distinguish between social-capital and reputation-based ‘currencies’ such as Cory Doctorow’s imaginary ‘Whuffie’ (as described in his sci-fi novel “Down and Out in the Magic Kingdom” – the ‘magic kingdom’ being Disneyland, of course :-) ). The key distinction that Venessa drew – and I think she’s right – is that social-capital is collective, a ‘network effect’ of the social context, whereas reputation is an attribute within the frame of that social-network, typically attached or attributed to the individual: in other words, they’re not the same, and should definitely not be treated as being the same.


This lead to the second thread, about ‘the future of money’, because much of the discussion in the ‘Whuffie’ thread was about the supposed need for some kind of ‘alternative currency’. (Clearly some people in the thread had hoped that ‘Whuffie’ would be it, but despite the efforts of well-meant initiatives such as The Whuffie Bank, it became evident quite quickly that it wouldn’t and couldn’t work in a ‘currency-like’ way.) There was – and at present, still is – a lot of discussion about various ‘currency-like’ proposals, such as TimeBanks, ITEX cashless payment, ‘Quids’ alternate-currency, and so on.


But what I found immensely frustrating was that almost none of them were thinking in true economic terms – and I wasn’t very popular for pointing out this unfortunate fact. Instead of enquiring what an economy is, what it needs to do, what purpose it serves, and so on – what would seem to be essential first-principles concerns about the context – they’d all assumed automatically, without question, that some kind of currency was ‘the answer’, and hence rushed off to create it. In other words, exactly the same mistake as far too many IT-folks: “here’s the solution – how can we force your problem to fit it?”



  Ready? Fire!!! … aim…?



Oops…


Yeah… really frustrating…


No-one with any sense would doubt that there are serious problems with the present ‘money-economy’ – not so much ‘serious problems’ as ‘close to catastrophic failure’, in fact. Everyone in that conversation recognised this – which is why they were pushing so hard for alternatives. But the catch was that none of the alternatives actually resolved the core reasons why a money-economy won’t work; most of the proposed ‘solutions’ not only replicated those problems, but actually made some of them worse. What was so frustrating was that in each case it took no more than a couple of minutes’ analysis not only to show that it wouldn’t work, but why it wouldn’t work. Yet no-one, it seemed, wanted to hear this: instead, off they want, charging off down their respective blind-alleys in the blind certainty that they’d found ‘the solution’.


What’s wrong with money, then? Short answer is: a lot. To give just a few examples:



  	It only deals with point-to-point transactions, not network-effects – especially at a societal level.

  	It’s designed to work with ‘alienable’ physical objects, but now no longer has any actual anchor in the real world – instead, we have literally trillions of supposed ‘money’ in imaginary ‘derivatives’ sloshing around the globe.

  	It’s very easy to ‘game’ via artificially-constructed price/value mismatches.

  	The implied ‘gravitation’ structure of money-based capital means that it tends to create ‘winner-takes-all’ accumulations – exacerbating social imbalances, often in the extreme, requiring separate action to try to redress the balance.

  	Attempts to link ‘intellectual property’ into the money-system have resulted in a system which purports to match finite ‘alienable’ entities (physical ‘things’) with potentially-infinite ‘non-alienable’ entities (information) – which by definition cannot balance.

  	Many organisations – particularly banks – are legally ‘entitled’ to invent money from nowhere, in effect assigning themselves an ever-increasing share of the society’s resources.

  	A currency, by definition, relies on trust in the institutions that manage that currency, which in this case is the banks – yet much of that trust has been lost, and at present remains at an all-time low (hence the strong societal interest in options for ‘alternative currencies’).

  	There are no built-in mechanisms to manage assignment of resources to those ‘outside’ of the monetary exchange-system (particularly children, parents, elderly, disabled and their carers, but also artists, scientists, thinkers, futurists, ‘creatives’ of any kind) – these stakeholders can only be served by ‘external’ mechanisms such as taxation (which are clunky and kludge-ridden at best), or by forcing them to do work within the money-economy (which means that their actual needed work can no longer be done).

  	There is a very strong tendency towards short-termism.

  	There is a very strong tendency to try to force everything into a crude, ludicrously-simplistic ‘double-entry life-keeping’.

  	There is a very strong tendency to assume that ‘value’ exists only in monetary terms, as ‘valuations’ of ‘resources’ – hence, for example, a forest supposedly has no value until it is cut down, a mountain has no value until mined for its minerals, and so on.

  	There is a very strong tendency to assume that anything which cannot be counted and ‘valued’ in monetary terms either does not matter or does not exist.




The societal impacts of these problems are rapidly approaching catastrophic levels. Yet none of the proposed ‘alternative currencies’ tackle more than a minute fraction of that list: most offer at best a localised kludge that might address a couple of issues whilst creating several more.


Let’s be blunt about this: the present system does not work. It actually never has – and that’s not surprising, because it was only ever intended to deal with point-to-point ‘trade’-transactions between fairly large groups (tribes, communities etc), hence it’s bit unfair to expect it to be able to run the entirety of an economy. But to create something that does work, we do need to go right back up to the level of the entire economy, and work our way back down from there. Which, yes, might – might – include some kind of ‘currency’ to tackle specific types of transactions: but not as the core of the economy itself.


This is actually no different from any other whole-of-enterprise architecture. (The only distinction is that it’s an ‘enterprise’ at the scale of an entire society, but that’s all.) So we would use the same overall approach:



  	Who (and/or what) are the stakeholders in this enterprise?

  	What are the core values? What is ‘value’ in this context? What is valued, and by whom? In other words, what determines ‘appropriate’ in this enterprise?

  	What are the assets, functions, locations, events, capabilities and decisions within this enterprise? – in other words, the resources of the enterprise that need to be managed, distributed, shared and used in the most appropriate manner.

  	What are the value-propositions that this enterprise needs to offer to and with its stakeholders?

  	What mechanisms and responsibilities would be needed to create, deliver and monitor those value-propositions?

  	What governance would be needed to ensure that all activities within the enterprise are optimised to be ‘on purpose’?

  	…and so on.




To me, every attempt at a currency will inherently fail because it cannot take network-effects into account: by its nature, a currency is a mechanism for governance of point-to-point transactions, without any direct means to link to whole-of-system impacts. So I honestly believe that all of these attempts at ‘alternative currencies’ are a waste of time: we should be far better served by putting the same effort into understanding how an economy actually works.


And the key to that, to my mind, comes down to perhaps the scariest fact of all: there are no rights. ‘Rights’ are a social fiction; but the mutual, interlocking responsibilities that underpin those purported ‘rights’ are a social reality. If we want those purported ‘rights’, where we need to start is with creating a better understanding the ways in which those real responsibilities need to interlock: a focus on ‘rights’, like a focus on ‘currency’, is at best an unhelpful distraction from this requirement.


Where this gets gets scarier still is that our entire present economic model is based on a concept of ‘right of possession’ – hence a ‘right to personal property’. But there are no rights: only responsibilities are real. And in a network, there is no ‘personal’: only the network is real. Right at the fundamentals of economics, ‘personal property’ is just another fiction – and a very dangerous fiction at that. Yet personal responsibilities for societal resources – the appropriate management, maintenance and use of those resources – are real. And as with ‘rights’, those interlocking responsibilities result in something that looks almost exactly the same as ‘personal property’ – but we now know how we get there, via those responsibilities.


If we turn it this way round, we end up with something that looks very similar to what we have at present: but it resolves all of the structural flaws of a ‘money-type’ economy, and we also know exactly how we get there.


Once we know that that’s what we need to aim for, then we can start talking about ‘intermediate currencies’ and the rest, as part of a transitional ‘roadmap’ towards that more workable model. But those ‘alternative currencies’ are only an intermediate step, and we don’t start from there.


That’s what would change these sad attempts at ‘Ready? Fire! Aim…’ into a more viable ‘Ready? Aim? Fire!’ – and rekindle the fire in our social economy.
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Broken


It started with an anguished Skype-call from a colleague: “Have you seen this?”, he said. He was pretty upset about it: and after reading the post he’d pointed to, so was I. One of the major consultancies – a self-styled ‘thought-leader’ for the profession – not only promoting methods and tactics that they know are broken and are known to cause significant longer-term damage wherever they’re applied, but presenting them as if they’re something new, a ‘good idea’.


(Although this is about a real incident that’s taken place over the past couple of days, it’s merely one example amongst way too many across just about every industry at present, and it would be unfair to single out just that one organisation. What follows is an enterprise-architecture example, but the same problems apply right across the board: I’ve had painfully-expensive first-hand experience of this from a large accountancy-firm, for example. Several of the players in this case are also people I know and deeply respect: I’ll challenge erroneous thinking, but I won’t attack the person. So I won’t name names here, I won’t provide a link, and although I’ll quote from the original article and comments, I’ll de-identify them somewhat. Fair enough?)


Let’s start with some quotes from the initial article:



  Do you want your strategies to succeed? You’ll need the gentleman on the left. He designs your business. … He’s an obscure executive called an Enterprise Architect (EA) and he works for your CIO. … [Y]ou don’t want your strategies following spaghetti roads — you want them moving through your company on logical, straight highways…


  Why does he work for the CIO? Because the roads in your company are paved with technology — so the best way to ensure that they are straight is to build and control the tech. Techies invariably screw up the business; business guys screw up the tech. For decades we’ve looked for someone to span both — and that’s what Enterprise Architects do.




Well, perhaps we need to go have a quiet cry in a corner somewhere, because just about every statement in that quote is misleading or wrong – at the least, wrong enough to cause serious damage somewhere. So let’s start from the top, shall we?


First, enterprise-architects do not design the business: they work alongside and with the people who design the business, but that’s not the same at all. To see why we need to be careful about this point, just consider this: the article is saying that some “obscure executive” who “works for your CIO” is the guy who “designs your business” – just how well you think that assertion is going to go down with anyone who works outside of IT?


Second, strategies do follow ‘spaghetti roads’ – that’s the blunt reality, whether we like it or not. By their very nature, strategies are wicked-problems: implementation of a strategy changes the context of that strategy, which means that tactics and plans also need to change dynamically in order to keep track to the aims of the strategy. Strategies also impact on and are implemented by real people – and that’s a whole stream of wicked-problems just in itself. The notion that strategies are predictable tame-problems that can “mov[e] through your company on logical, straight highways” is a product of the kind of Taylorist fantasy of ‘control’ that is guaranteed to fail in real-world practice: is it really a good idea to promote that kind of delusion?


Third, there is a lot more to a business than just its technologies. (To be blunt, the remainder of that paragraph merely repeats the same Taylorist errors: “straight roads”, “build and control the tech”, and so on.) ‘Business’ here seems to mean ‘anything not under the CIO’s mandate’, or, in the classic IT-centric view of EA, ‘anything not-IT that might affect IT’: it ignores the complex relationships and interdependencies between all the other domains across the enterprise, many of which may involve technologies either only peripherally or not at all. Is it a wise move to promote a model that supposedly “designs your business” yet implicitly ignores most of the business of the business?


Fourth, most businesses use many technologies that would not come under the CIO’s remit – for example, see my post ‘The egg-sorting machine’. For most organisations, the article’s argument actually makes somewhat more sense with the CTO (Chief Technology Officer) than CIO (Chief Information Officer) – but it still doesn’t make sense anyway, whichever domain the EA role is placed in, for all of those reasons above. And yes, I do know that this specific consultancy is trying to rebadge the CIO as having a broader ‘all business technologies’ remit – but it still wouldn’t work, because the EA’s authority would still be constrained to the CIO’s domain. Surely by now people should understand that there’s more to a business than just the infamous ‘business/IT-divide’?


And fifth, the dreaded ‘Naming Problem’: ‘enterprise-architecture’ literally means ‘the architecture of the enterprise’ – so don’t use that term for anything less than a whole-enterprise scope. Enterprise-architectures are only viable when they use whole-system awareness, where everything and nothing is ‘the centre’, all at the same time: we can work within a narrower scope, and in practice we usually do, but that practice must remain aware of the whole at all times. In practice, that systemic-awareness invariably breaks as soon as we place the EA role ‘under’ any specific domain – whether CIO, CTO, CFO or whatever – because the practice becomes centred in and around that specific domain. Given that we know an EA will break if it’s constrained to a single domain, and that doing so will cause damage and/or loss of value for the business, surely we should not promote that kind of approach any more?


Anyway…


But that was just start of it. Unsurprisingly, that consultant’s colleagues dived in to defend him and their firm: and yes, it got worse, as they came up with more and yet more fundamental errors.


For example, we were treated to a classic example of circular-reasoning: their survey of ‘enterprise-architects’ had supposedly showed that 93% of them reported to the CIO, which was purported to prove their assertion that EA belonged under the CIO. But they’d actually surveyed people with the job-title of ‘enterprise-architect’ – without checking what kind of work those people did. If we compare this to the usual ‘title-inflation’ and mislabelling of domain-specialists that’s endemic in recruitment and elsewhere, what we actually find is that almost all of these people are specialist IT-architects – not cross-functional enterprise-architects – and those IT-architecture roles are constrained to a remit that rarely extends anywhere beyond ‘anything not-IT that might affect IT’. In other words, it’s frighteningly like the circular scam that we saw throughout the domestic-violence ‘industry’: here, there’s an arbitrary unverified assumption that it’s only about the business/technology relationship, so support-services are provided exclusively for those concerns, and since only technology-oriented people use or provide those services, therefore that proves that it’s all about technology. In short, not only meaningless, but fundamentally wrong in many different senses – inherently broken, even before it starts – and guaranteed to cause more problems than it solves.


And from there the arguments just went further and further downhill:



  What is the most practical approach for the 93% of of our clients that have EA practices whose epicenter is IT? Do we advise them that their EA rolled up to CIO model is hopelessly broken and there is nothing they can do until they fix that (which is a board level decision that many businesses aren’t even remotely ready for)? Heck no…that position is untenable. Do we advise them to have a conversation with their boss (usually the CIO) about the future of ‘architecting the enterprise’ and business technology? Sure, but that doesn’t help them with the problems they have now, it only influences toward a notional future that is still not totally proven.


  I repeatedly hear from clients that they come to [our consultancy] because we provide practical answers to immediate pressing problems – so while I think you guys have a point and an idealistic vision about what should be, let’s be good architects and address both the practical, tactical now while keeping the aspirational future square in our sights.




So as with the original post, let’s take this apart in a bit more detail:


– “Let’s be good architects”. Surely the point here is that good architects must “address both the practical, tactical now” with methods and models that are not inherently broken…? Surely it’s not an “idealistic vision”, but a clear business responsibility, to deliver services that actually are fit-for-purpose? Somehow that point seems to have been forgotten there…


– “Do we advise them that their EA rolled up to CIO model is hopelessly broken?”. Short answer: yes. Don’t beat about the bush on this: it’s broken. Everyone in EA knows it’s broken. Even the strongly IT-oriented Open Group says it’s broken. It really is long past time that we started to be honest about this, and instead tackle the issues in ways that do work.


There are some obvious business corollaries that follow from this. If something is broken, and we know it’s broken, we don’t sell that ‘something’ to others when we know it’s not fit-for-purpose. Apart from anything else, there are serious ethical and legal issues around selling something that we know is broken without advising the client that it’s broken….


Even if the client says they want it, our professional duty-of-care still applies: we must not supply something that we know will cause them damage – especially if that service conceals its own dysfunctionality so as to create an unhealthy addictive dependency on that service. I’m well aware that that’s a very popular business-model for many big consultancies and IT-vendors, but it’s actually the same business-model as a drug-pusher, which is definitely illegal… There are serious business-ethics issues here that are not being acknowledged, let alone addressed: it’s time to stop pretending about that as well.


— “There is nothing they can do until they fix that (which is a board level decision)”. This is simply not true: all those EAs need do is shift perspective, and start doing it properly instead of wrongly. That’s not “a board-level decision”: it’s just a matter of shifting the mindset, from technology-centric to everywhere-centric, and from inside-out to outside-in. It’s not hard to do that shift: but the first requirement is that we have to stop pretending that the old approaches aren’t broken.


– “Heck no… that position is untenable.” ‘Untenable’ from whose perspective? – that’s the point that worries me most. If it’s ‘untenable’ to not sell something that we know doesn’t work, what the heck happened to business-ethics? If it’s ‘untenable’ to not disabuse people of destructive delusions such as IT-centrism and the like, how the heck can we describe ourselves as consultants? If we know that people are driving themselves straight into a ditch with the tactics that they’re using, is it ‘untenable’ to warn them of this? That’s so, so wrong that would take many weeks to explain just why it’s so wrong: but what worries me is that it’s probable the respective people still wouldn’t get it anyway – and yet as Elisabeth Murdoch warned, in a recent speech on the travails of the media-industries, “profit without purpose is a recipe for disaster”. That worries me a lot. Oh well.


Anyway, to sum up:



  	“[the EA] works for your CIO”: that’s IT-centrism – which is definitely broken

  	“the roads in your company are paved with technology”: that’s technology-centrism – which is definitely broken

  	“you want [your strategies] moving through your company on logical, straight highways”: that’s linear-paradigm Taylorism – which is definitely broken

  	“that’s untenable … to advise them that their EA rolled up to CIO model is hopelessly broken”: that’s explicit avoidance of a business-ethics problem – which is also definitely broken




And if it’s broken, don’t pretend that it isn’t - that’s all that we’re asking here. Is that really too much to ask?
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Fail, to learn


“Ya gotta fail fast”, he said, striding back and forth with intense energy, from up in front of the podium. “If ya gonna be Agile, ya gotta learn ta fail fast”.


But… I do that all the time already, don’t I? I mean, I fail lots. I’ve been failing to write this blog-post for two days now: how could failing to do it faster actually help in this? All it’d do is get me even more depressed about it, even more quickly…


Which might kinda suggest there’s a key concept missing in that whole ‘Agile is about failing fast’ meme?


So here it is: it’s not about failing, it’s about learning.


What we really aim to do in Agile is to test the boundaries. If something breaks, it means that we’ve gone somewhat too far beyond some kind of boundary. It might be our own boundary - our lack of skill; or it may be something about the world ‘out there’. And we need to know the difference, know what it means in practice in our context, know what to do about it. Either way, we’ve just had some potentially-useful feedback from Reality Department - something from which we can learn. And yes, doing all of that , faster, quite probably is a good idea. Yet it’s not actually about the failure alone: it’s not actually about ‘fail fast’ as such, is it?


In an unknown context, a ‘failure’ is a crucial signal-event that we can use within a sense / make-sense / decide / act loop. If we’re trying to find out which way to go, which way to push our skills, then yes, we do kind-of want to fail - but only in the context of learning, and for the purpose of learning.


In terms of formal-theory, it’s a direct corollary of the crucial distinction between finite-games and infinite-games. In a finite-game, we play to ‘win’ - and failing to ‘win’ is a disaster, a cause for shame, self-retribution, and worse. And there’s always another finite-game, so all that ego-laden angst is all a bit pointless anyway. But in an infinite-game, we play to learn - and James Carse argues that, ultimately, there is only one infinite-game, called ‘Life’. The Agile meme only makes sense in context of an infinite-game, a game-to-learn - but in business especially, too many people still try to force it to fit the finite-game delusions of ‘the market’, and more. Which is why, too often, it just doesn’t work…


In essence, then, that whole meme of ‘fail fast’ is about speeding up the rate at which we push the boundaries, the rate at which we ‘fail, to learn’ - but the comma in that phrase of ‘fail, to learn’ is crucially important. If we drop the comma, what we get is ‘fail to learn’ - we learn nothing, and hence, in all probability, keep failing. Not a good idea…


So note that crucial difference: ‘fail, to learn’ is not the same as ‘fail to learn’. As so often in enterprise-architectures and the like, a subtle distinction, but horribly important. You Have Been Warned, perhaps?
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