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THEORY: SAMPLE


This is a sample of the content from the Tetradian Theory in Enterprise Architecture anthology.


This anthology from the Tetradian weblog explores notions of theory in enterprise-architecture and the like, from mainstream IT-centric views to whole-enterprise architectures and beyond.


This sample contains around one-tenth of the content from the full anthology. The complete book includes about 40 posts and 65 images from the weblog. These posts are split into four groups:



  	
Theory: Patterns - reviews the underlying concepts and definitions for a wide range of architecture concerns and patterns.

  	
Theory: Technology - assesses how problems in technology and architecture often arise from a poor grasp of underlying theory.

  	
Theory: Science - considers how we need to use science itself to test the science we use in our architectures and more.

  	
Theory: Scale - explores how theory itself can break down at different scales, and will need to be adapted to work well in those contexts.

  	
    

  




For further information on enterprise-architectures and more, visit the Tetradian weblog at weblog.tetradian.com. The weblog currently includes some 1400 posts and more than a thousand images, and is at present the world’s primary source on whole-enterprise architecture - methods, principles and practices for architectures that extend beyond IT to the whole enterprise.


For more ebooks and anthologies on enterprise-architecture and more, visit the Tetradian website on Leanpub at leanpub.com/u/tetradian. (Each anthology contains around 30-40 posts from the weblog.)


Some books are also available in print format, from all regular book-retailers. For more details, see the ‘Books’ section on the main Tetradian website at tetradian.com/books/.



  Unless otherwise stated, all text, images and other materials in this anthology are Copyright © Tom Graves / Tetradian 2006-2022.









Identifier, identity, persona and Mask


Who or what is ‘I’? How do others recognise that ‘I’? How does that ‘I’ express itself? – with what voice does that ‘I’ speak? And how do others recognise that voice?


Yeah, I know, sounds like philosophy and stuff – woefully abstract, deep and pointless. Yawn.


But those ‘pointless’ questions are the core – the heart – of a lot of really important everyday concerns for enterprise-architecture: privacy, security, sales and marketing, just to name a few. The core of ‘enterprise’ itself. Abstract, yes; yet also just about as pragmatic as it gets. Hmm…


Where this got started was a post by Brian Hopkins, on his Forrester blog:



  	
practicingEA: 2012 Predictions – Technology Will Shape Who We Are As People And Businesses





The post itself is a quick summary of some key themes happening in the IT side of enterprise-architecture at the moment: the fading of ‘Big IT’, a new focus on data, the convergence of social, mobile and local, and the ongoing hype around cloud. Fair enough: interesting to IT-oriented folks, certainly. The comments, though, focussed in on questions about identity in that space – and that’s where things got really interesting…


In essence, we ended up with those questions above. There’s a lot in those comments on Brian’s post, and I won’t repeat it all here: go look at it in the original, it’s well worth the read, especially the notes by Stephen Wilson on on digital-identity. What I’d like to pick up on briefly here are four of those themes:



  	identity is simple, complicated, complex, ambiguous, unknowable – all at the same time

  	identifier and identity are not the same

  	identity and persona are not the same

  	identity is filtered through many layers of persona




Identity is complex – that’s the shorthand version, anyway. It’s fluid, it stays the same: we can recognise friends after thirty years’ absence, we barely recognise our own face in the mirror each morning. For me, it changes with the clothes I wear, both in my own sense of identity, and how others seem to see and interact with me. I am my car, my house, my phone, my ideas, my memories: I think I possess them, but they also possess me.


Identity is like a hologram: blurry, muddled, indistinct – until the light shines on it in just the right way. For a brief instant, identity is certain, crystal-clear – and then vanishes again. Until the light shines on it from another direction, showing a different facet, a different face – yet of what is still the same hologram of identity.


Identity is multi-faceted, bewildering, chaotic. There’s one sense I have of ‘I’ when I’m at home, another in the office, another when I’m on stage at a conference, yet another with friends or colleagues in the cafe, and different again when chatting online, or chatting with the ‘checkout chick’ at the market or the mall. On the surface, and from the ‘the inside’, those can be very different people: so which one is me? Which one is real? Which is the myth? And when two or more of those myths collide – meeting work-colleagues at home, for example – there’s a kind of ‘mythquake’, where for a brief panicked moment nothing seems real at all. Is everything just an act, a mask? Is there anything real behind all of those masks? And yet there is a single unitary ‘I’ in there somewhere, the one voice behind all of those different voices – otherwise we couldn’t recognise it as ‘I’. To quote the Cluetrain Manifesto:



  …These markets are conversations. Their members communicate in language that is natural, open, honest, direct, funny and often shocking. Whether explaining or complaining, joking or serious, the human voice is unmistakably genuine. It can’t be faked.




Yet Cluetrain is also about another kind of identity-clash: the distinction between individual and collective, the identity of ‘I’ versus the identity of ‘We’. When I’m part of ‘We’, where is ‘I’? Which one is real? Which one is the mask, the myth?


Confusing, to say the least. And if that’s at the core of so much of enterprise-architecture, it’s no wonder that that’s complex too. Too complex: hence no surprise that so many people try to make it out to be simpler than it is – and that’s where things get messy…


Identifier and identity are not the same - an identifier is not identity, it’s a proxy for identity, for when we don’t have other means to recognise identity. An identifier is just information - and information about something is not the same as the thing itself. It seems this should be obvious, yet evidently it isn’t –  especially to many of those who work on Digital Identity and suchlike, designing IT-systems that seemingly assume they are the same.


We talk about ‘identity-theft’, yet in most cases – perhaps all? – it’s theft of identifier, not identity. An identifier links not to identity, but to a persona associated with that identity – the identity as a role, a set of rights, responsibilities, authorities, tasks. In a possession-based culture, an identifier provides ‘rights’ of access to resources, ‘the right to know’, the right to use: if the identifier is hijacked, those ‘rights’ are hijacked too. That’s what all the worry is about: loss of access to resources, loss of control, loss of concealment for key information. That matters, obviously. But it’s identifier-theft, not identity-theft: the distinction is important.


Going the other way, identity is not identifier. I may put on a company-uniform to identify myself to others as a member of the company; my business-card carries both my own name (a personal identifier) and the company-name (a collective identifier); but that doesn’t mean that I am the company, or that the company ‘is’ me. I use the company-identifier as a persona, and others may recognise me via that persona: yet it isn’t who I am. That distinction is important, too.


(A side-note here: in terms of asset-dimensions, relational-assets link to identity, whereas aspirational-assets mostly to the persona - concrete versus abstract. For more on this, see the post ‘Relational-assets are not ‘possessions’ ’.)


Identity and persona are not the same – a persona is an overlay of identity, in exactly the same sense that my clothes are an overlay on myself. A persona is literally ‘that through which I sound’ – a filter, a mask. Online, we have many different personas – not just as represented by distinct avatars and the like, but every online account is in a sense a persona, a ‘that through which I sound’ to or with the respective application.


And the same the other way: the application presents a different persona – a different interface – for us depending on whether we’ve logged in or not, and in some cases (such as the Amazon website) may even adapt itself over time to match the changing history of the relationship. Note the ‘identity-confusion’ that can occur when we present a mismatched persona – such as entering the wrong username / password combination, or using the same avatar in different social contexts.


So too in the offline world. Almost everything is or can be used as a persona: clothes, props, language, body-stance, the way we may drive differently in a rental-car compared to a car we consider ‘ours’. And it’s not just one-way, from us outward: we feel different in different clothes, in different cars, in different climates. There’s an interaction between people and place, and the place has choices too – certainly in a metaphoric sense, perhaps in a literal sense as well.


Identity is filtered through many layers of persona. Persona is ‘that through which I sound’ – a Mask. Each of us has layer upon layer of Masks, some of them seemingly our choice, others less conscious, and yet others sort-of imposed by culture, by context, by the impacts of advertising and the like. It’s complicated… complex…


[One of the best sources to get a sense of of all of this is in impro-theatre: for example, see Keith Johnstone’s classic ‘Impro: improvisation and the theatre’ - particularly the later section on Masks.]


In enterprise-architecture, one of the more useful concerns is provide conditions under which the distinctions between identity and persona become more visible – are ‘surfaced’, to use the psychology-jargon. When people become aware of those distinctions, they also become aware that they can choose the extent to which they identify themselves with a persona – and can let it go and choose an alternative that is a better fit to a changing context. Often we might intentionally set up some kind of ‘ritual’ to mark the boundary: for example, donning a safety-helmet on a building site also triggers a more safety-aware persona.


There’s a lot more to explore here, of course :-) – anyone interested in taking it further?





Source (Tetradian weblog)
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Function, capability and affordance


What can our business-capabilities do? As our business-needs and business-context change, what options do we have to re-purpose and re-use those capabilities?


These questions came up for me from a brief yet excellent LinkedIn thread on affordances. To me that thread seems to make more sense – or at least is more usable – if we link it to that previous work on the relationships between services, functions and capabilities.


Back in that post, I said that if we take the view that ‘everything is a service’, then:



  	a function provides an interface and protocols for a service (‘black-box’ perspective)

  	a capability provides a means to execute the ‘promise’ of the service (‘white-box’ perspective)




Within the service, we can use different capabilities to implement the same function – though perhaps with somewhat different service-levels:




  
    [image: ]
    
  




And we also can re-use the same capabilities to deliver different functions. It all depends on how we choose to combine functions and capabilities (and assets and all the other service-content elements) into our required services.


But what exactly are ‘capabilities’? In the service-content model, we’d describe these as combinations of several closely-related themes, of which the key items in that model include the assets to be acted on, the agent that will execute that action, and the skill-level (decision-characteristics) that would guide the execution. It’s actually recursive, because we also need to take account of the functions and capabilities and services and suchlike that would be used within those same capabilities, but we can summarise it visually as follows:


[[image: ]


The usual way to describe a capability is in terms of what it should deliver, or how it’s expected or designed to be used. Which, in effect, is very little different from describing the capability itself as a set of predefined services.


The idea of affordances turns all of that on its head, and focusses not on what the item is expected to do, but on what it can do – which can sometimes be radically different.


For example, we might expect that a hammer should be used to hammer a nail into place, but it can be used to force a screw into place, too, or to reshape a metal surface, or to jolt two components apart when they’re stuck together. A pencil should be used to write something, or draw something, but it can be used as a drumstick, or a toy boat, or a placeholder amidst a pile of papers, whilst its sharp point can be used to punch a hole in a sheet of paper or in the cling-film over your ready-to-microwave meal.


We invent affordances by using something in ways that we create. Given a new object, or new capability, a child will first try to eat it, then (usually) try to make a noise with it. An adult’s first response might be to use it to build something, or to mend something, or to use it as a weapon, or try to have sex with it. (We can tell a lot about people by the affordances they choose…  )


These are all additional capabilities that the item can ‘afford’, beyond those that it was designed to deliver. It may not do them as well – as efficient, reliable, elegant or whatever – as an item that’s designed to do the job: but the fact that it can do them may well be significant – as illustrated by the classic scene in the real-life story of Apollo 13, where engineers on the ground had to devise a viable air-filter only from parts that were available on the crippled spacecraft.


There’s a really simple key here: if an item can be used in some specific way, someone will use it in that way, at some point in some context. In effect, it’s a variant of Murphy’s Law, and one that has huge implications for security and safety and suchlike: most system-designers will have gone through the agonising experience that “each time we make the system fool-proof, along comes a better fool!” – one form of fool being the hackers who hunt endlessly for new ways to be a nuisance to others, just because they can.


Yet, as with the often-unacknowledged upside of Murphy’s Law, these same affordances can also present us with huge opportunities too – if we notice those opportunities as opportunities. The classic example is Twitter: its #hashtags and @address-mentions first arose as unexpected and un-designed-for affordances that became key conventions in the Twitter user-interface and user-experience. Yet the same is true of every platform, and just about every type of asset: innovation – and often the most valuable use – arises from bringing things together in ways that we don’t at first expect.


In short: affordances are the real capabilities of our capabilities. So it’s useful to know how to explore them – and, even more, how to use them.


Implications for enterprise-architecture practice


To make sense of this, assume a service-oriented approach to enterprise-architecture, based on the assertion that ‘everything is or represents a service’.


Use the service-content checklist (the matrix-diagram above) to explore the context. Probably the key here is to dump the expectations of the ‘Why’ or ‘Decision/reason’ column – or at least, play down their importance – and see what happens as we play around with everything else:


– Given an asset, what can we do with it? How do we want it to be used? How do we not want it to be used? In each case, why? Why not?


– Given a function (an interface or protocol), what happens when we change the underlying assets or capabilities or other service-content or context? What else could that interface afford? What actions do we want to encourage, or dissuade? (For example, we redesigned a bank’s internal cash-management system to encourage people to use the regular schedule-based cash-requests and dissuade them from using the [costly and over-used] ad-hoc cash-order functions by moving the schedule to front-and-centre of the interface and burying the ad-hoc order interface three levels furthe3r down.)


– Given a location, what options does this place afford, or not afford? In what ways is this different from other places – physical virtual, social or whatever? (for example, Iceland presents the affordances of cold climate, large amounts of geothermal and/or hydro-electric energy, yet also on or close to major international data-routes: a very useful combination for energy-hungry data-centres!)


– Given an event, what assets and capabilities are at present assumed for this? What other assets, capabilities or functions could be used to respond to this event? (Think of the Apollo 13 example.) How and with-what do we not want to respond to this event? Why? Or why not?


– Explore capabilities in terms of affordances, weaving across those three strands of capability:



  	
action: what types of assets can this capability act upon? (What changes when we change the assets to be acted upon with the same capability?)

  	
agent: through what agents can this capability be enacted? (What changes when we change the agent?)

  	
skill-level: what competencies and skill-levels can this capability require? (What changes as we change the competencies and/or skill-levels?)




Probably the key word here is play: new affordances are usually found through ‘playing about’ with something, especially in unexpected ways. Hence, via recursion, there’s also another real architectural issue we need to address here: the architecture of ‘play’ in the enterprise context – because if we don’t plan for it, someone else certainly will do it, whether we like it or not!


Just another interesting architectural-challenge to explore, perhaps?





Source (Tetradian weblog)
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Technology-adoption and time-horizons


This one’s a follow-up to a recent post, ‘Technology-adoption, Wardley-maps and Bimodal-IT’, which adds the theme of time-horizons for strategy.


The starting-point was a kind Tweet-comment by Ralph-Christian Ohr about that post of mine: 



  	RT @ralph_ohr Great post by @tetradian on why we have to think tri-modal, rather than dual #innovation - similarities to my model. bit.ly/2a5D0P8





To which Jairo H Venegas sent a quick Tweet-response: 



  	RT @jairohvenegas: @ralph_ohr we may apply bidirectional bridge H2 to solve the puzzle #3Horizons #Innovation #Strategy cc @tetradian https://t.co/ykxVC2mVF3




His Tweet points to this modified version of one of the graphics from that previous post of mine: 
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I’ll admit that at first I just went “What the…???” - and then realised that I needed to do a decent search on ‘3 Horizons Strategy’, because I didn’t have a clue what it was. Oops…


‘Oops’ indeed - I certainly should have known about this one, because it seems to be one of the core models for mainstream strategy: 



  	McKinsey: ‘Enduring Ideas: The three horizons of growth’

  	
Paul Hobcraft: ‘The three-horizon approach to innovating’

  	
Tim Kastelle: ‘Linking Innovation to Strategy, part 3’




The ‘Three Horizons’ idea seems to have started with a 1999 book, Alchemy of Growth, by Meghai, Coley and White, and is perhaps summarised in its simplest form by this graphic from Paul Hobcraft: 
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Often there are other tags or attributes put on these time-horizons, and even specific times too: 



  	
Horizon 1: Extend; Current products; Short-term; 0-18 months

  	
Horizon 2: Build; Next-generation products; Medium-term; 12-36 months

  	
Horizon 3: Create; Emerging products; Long-term; 24-72 months




But those time-distances in months are all a bit blurry and uncertain, and some writers argue that the horizons should be seen as relative rather than absolute anyway, so we probably don’t need to go into any depth on that.


Which leaves us with Venegas’ four labels and his link-arrows and bridges across the Rogers and Wardley roles.


The labels themselves - Classical, Adaptors, Shappers and Visionaries - do all sort-of make sense relative to each other (though I’m presuming here that ‘Shappers’ is actually ‘Shapers’). Likewise the link-arrows and bridges do (mostly) make sense; and likewise too for ‘Exploration’ with Unorder, and ‘Exploitation’ with Order.


The catch, though, is that the mapping to the underlying Rogers technology-lifecycle doesn’t work - and that kind of invalidates the whole thing…


The most obvious problem is that Venegas has placed the Adaptors role in the space denoted by Geoffrey Moore’s ‘the Chasm’. But the catch is that the Chasm isn’t a role - it’s a dysfunctional artefact of a dysfunctional response to the dysfunctional excess of hype developed in the Horizon 3 area, Rogers’ role of Innovators: 




  
    [image: ]
    
  




The point here is that if the hype is kept properly at bay, there’s no ‘the Chasm’: 
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Which, in turn, would mean that if things were done properly, there would therefore be no Adaptors in Venegas’ mapping. Which doesn’t quite make sense.


What also wouldn’t make sense would be to cross-map the Adaptors with the ‘big-consultancy bridge’ over the Chasm: 
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The reason why that one doesn’t make sense is that, as explained in the ‘Bimodal-IT’ post, the one thing that the big-consultancies try to avoid having to do is context-specific adaptation - they make their money by putting pre-scripted cookie-cutter ‘solutions’ in place, not point-by-point customisations.


Either way, that mapping just doesn’t work as-is. Sorry…


Another option, though, would be to move the mapping one step further, over on the far side of the (preferably-nonexistent) Chasm, to give us this: 



  	‘Visionaries’ : Innovators : Pioneers

  	‘Shapers’ : Early Adopters : Settlers

  	‘Adaptors’ : Early Majority : Town-Planners

  	‘Classical’ : Late Majority : Exploiters




And to me at least, that does make sense. Definitely useful.


The other question is about the time-horizons themselves. Assuming that, as per the other ‘Bimodal-IT’ article, the group we’re really talking about here are the executives who are supposedly responsible for strategic choices. Their natural habitat is in the world infested by the big-consultancies - namely the Early-Majority / Town-Planners space. A key characteristic of this group is that they’re always desperately hungry for The Next New Shiny Thing that might give some kind of competitive-advantage - which is why they’re such easy targets for big-vendor hype - but they’re also deeply change-averse - because they’re supposed to hit their predicted ‘targets’, quarter after quarter, in what is in reality an increasingly-unpredictable world. To be blunt, these are the people who’ve actually killed anything resembling real-strategy in most large organisations. And the one thing they don’t have is a realistic concept of time - or, in particular, of the future, or of futures, with all of its inherent-uncertainty.


Hence, for example, the typical depiction of those time-horizons would be roughly as follows: 



  	
Horizon 3: 24-72 months

  	
Horizon 2: 12-36 months

  	
Horizon 1: 0-18 months

  	
Horizon 0: NOW! to past




(The Horizon 0 maps to the ‘Classical’ group, the Exploiters, the people focussed on ‘keeping the lights on’ and suchlike. Also a more realistic view of how long it takes to develop a new technology could well be five to ten times longer than those periods listed above, but they’ll do for now.)


Yet with those executives, we’re not dealing with a sensible, structured, Rogers-like relationship between distinct roles and responsibilities, each passing the baton from one stage to the next. Instead, to be blunt, in too many cases we’re dealing with people who have the distractability of a two-year-old hyped-up on red food-dye, and - if we’re lucky - an attention-span that’s maybe as much as that of a gnat. And their concept of the Three Horizons would usually be - at best - something more like this: 



  	
Horizon 0: forget it, it’s Somebody Else’s Problem

  	
Horizon 1: current quarter

  	
Horizon 2: next quarter

  	
Horizon 3: whenever the next annual planning-cycle might be




In other words, their notion of ‘Horizon 3’ wouldn’t stretch out even halfway towards any ‘normal’ Horizon 1, let alone towards anything more realistic. There’s no way that a real-world technology-adoption lifecycle will even begin to make sense for a mindset like that. And yes, these are the people who are supposedly in charge of ‘strategy’ in most large organisations - the kind of people who seriously believe that “Last year plus 10%” is a genuine strategy.


Yeah. Ouch…


So the short answer to all of this is that yes, Venegas’ mapping is definitely nice, and clever, and pretty, and maybe even useful for crazies like us in enterprise-architecture and the like. Yet right now, exactly as with so much of my own work, it’s unlikely to help much, if at all, with the people who really need to understand and act on what that mapping says - namely those so-called ‘strategic’-executives. And the reason why it won’t help is that they just won’t get it. Not just won’t get it, but can’t get it; or even more, dare not get it - because their status, jobs, income and bonuses. in so many cases, will depend on not-getting it, but in focussing instead solely on the supposedly-‘controllable’ short-term.


So whilst Venegas is not ‘wrong’ as such, I don’t see any easy way out of this one. There’s a thin chance that some of those executives might eventually start to understand some of the more accessible types of practical tools, such as Wardley maps; I’m hoping that I might soon be able to add some of my tools such as SCAN and SCORE into that category too. But the reality, I fear, is that the only thing we can do is wait it out, in the same bleak sense that it’s sometimes said that “science proceeds by funerals” - maybe not literal funerals as such, in this case, but at least until evolution takes enough of a toll amongst the short-termist dross. Whether any of us can afford to wait that long is another question, of course…


Oh well.


Comments, anyone, perhaps?
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Hypotheses, method and recursion


What methods do we need for experiment and research in enterprise-architecture and the like? Should and must we declare exactly what our hypothesis will be before we start?


Those are some of the questions that Stephen Bounds triggered off for me with this tweet, a couple of days back: 



  	
smbounds: All sciences should preregister their hypotheses, but esp soft sciences like #psychology and #km Guardian: Psychology’s ‘registration revolution’





I duly read the article, which, yes, all seemed fair enough on the surface. But I do have some severe reservations about how well those kinds of ideas actually work in real-world practice, as summarised in the post that I referenced in my reply-tweet: 



  	
tetradian: “all sciences should register their hypotheses” - yes, sort-of… e.g. see my ‘The science of enterprise-architecture’ #entarch




Which triggered off a really nice back-and-forth on Twitter: 



  	
smbounds: A good read & the uncertainty of a single event is worth emphasizing. But playing the odds still pays off in the long run. // so scientific method is still important for EA and KM, even if it is just making predictions in the aggregate.

  	
tetradian: strong agree scientific-method important in #entarch - yet must also beware of its limits - eg. see also ‘Enterprise-architect – applied-scientist, or alchemist?’  // relationship b/w repeatable (‘scientific method’) and non-repeatable (not suited to method) is fractal & complex in #entarch etc // not using scientific-method where it fits is unwise; (mis)using it where it doesn’t fit is often catastrophic (e.g BPR) #entarch

  	
smbounds: scientific method is not about repeatability or cause & effect. It is about testing hypotheses in a way that minimises our bias.

  	
tetradian: oops… scientific-method is exactly about repeatability and predictability - that’s its entire basis and raison-d’être… :-) // confirmation-bias and other cognitive-errors are real concerns - yet ultimately it’s all about repeatability // re science limits, recommend ‘Art Of Scientific Investigation’ and ‘Against Method’

  	
smbounds: disagree: the method needs to be repeatable, but the hypothesis could be one of non-repeatability

  	
tetradian: “the method needs to be repeatable” - this is where it gets tricky :-) - method vs meta-method, fractal-recursion in method etc // probably best I blog on this (method and meta-method in #entarch etc)




I asked for permission to quote the tweets above, which Stephen kindly gave - hence this post.


The first part of my response would be to quote from the Wikipedia page on Paul Feyerabend’s book ‘Against Method’: 



  The abstract critique is a reductio ad absurdum of methodological monism (the belief that a single methodology can produce scientific progress). Feyerabend goes on to identify four features of methodological monism: the principle of falsification, a demand for increased empirical content, the forbidding of ad hoc hypotheses and the consistency condition. He then demonstrates that these features imply that science could not progress, hence an absurdity for proponents of the scientific method.




(See the Wikipedia page for the respective page-numbers in the original printed book.)


The relevant point here is that one of the key assertions that’s made in that Guardian article is a requirement for “the forbidding of ad-hoc hypotheses” - and yet, as in the quote above, that is explicitly one of the four foundation-stones of ‘scientific method’ whose validity Feyerabend demolishes in Against Method. Beveridge, in The Art of Scientific Investigation, perhaps isn’t quite so extreme as Feyerabend, but not far off: there’s a whole chapter on hypothesis, anyway, including a section on ‘Precautions in the use of hypothesis’ (pp. 48-52). In short, it’s nothing like as clear-cut as the Guardian article makes it out to be - and a lot more problematic than it looks, too.


One of the things that makes problematic is a fundamental trap I’ve mentioned here a few times before now, known as Gooch’s Paradox: that “things not only have to be seen to be believed, but also have to be believed to be seen”. That’s where those cognitive-errors such as confirmation-bias arise: our beliefs prime us to see certain things as ‘signal’, and dismiss everything else as ‘noise’. Defining an a priori hypothesis is, by definition, a belief: that there is something to test, and that this chosen method and context of experimentation is a (or the) way to test it. Which, automatically, drops us straight into the trap of Gooch’s Paradox: and if we don’t deliberately compensate for the all-too-natural ‘filtering’, we won’t be able to see anything that doesn’t fit our hypothesis. Oops…


And, yes, I’m going to throw in a SCAN frame at this point, because it’s directly relevant to the next part of the critique: 
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In practice, predefined a priori hypotheses will only make sense with ‘tame-problems’ that stay the same long enough to test an hypothesis against them. Which, in SCAN terms, pretty much places us well over to the left-hand side of SCAN’s ‘boundary of effective-certainty’. There can be quite a bit of variation - in fact the variation is exactly what an hypothesis should test, and test for - yet even that variation itself has to be ‘tame’ enough to test.


In the mid-range of the hard-sciences - between the near-infinitesimally-small and the near-infinitely-large - things do tend to stay tame enough for a priori hypotheses to work, or at least be useful. yet outside of that mid-range, and even more so in the ‘soft sciences’ such as psychology and large parts of knowledge-management - the two areas mentioned in Stephen’s initial tweet - we’re much more likely to be dealing with wild-problems rather than tame-problems: in other words, more often over to the right of that ‘boundary of effective-certainty’. Where, courtesy of Gooch’s Paradox, those a priori hypotheses are more likely to lead to exactly the kind of circular self-referential ‘junk science’ that this ‘registration revolution’ is intended to prevent…


The other real trap here is fractal recursion - that, to use SCAN terminology again, we have elements of the Simple, Complicated, Ambiguous and Not-known themselves within things that might seem to ‘be’ only Simple, Complicated, Ambiguous or Not-known. (See my post ‘Using recursion in sensemaking for a worked-example of this, using the domain-boundaries of the SCAN frame itself.) No real surprise there, I’d guess: to my mind, it should be obvious and self-evident once we understand the real implications of experiential concepts such as ‘every point contains (hints of) every other point’. And the reason why this is such a trap is that a priori hypotheses will sometimes work even in the most extreme of the Not-known, but then suddenly make no sense - which is what we’d more likely expect out in that kind of context, but confuses the heck out of someone who does assume that it’d continue working ‘as expected’.


I’m glad to see that there is some hint of awareness of this in the Guardian article: 



  The reasoning behind [the ‘registration’ initiative] is simply this: that by having scientists state at least part of what they’re going to do before they do it, registration gently compels us to stick to the scientific method.




It does at least acknowledge some of the uncertainties, in that point about “at least part of”, rather than an assertion of ‘must’, or ‘always’. Yet what there still doesn’t seem to be there, in that quote, is enough awareness of the very real limits of the ‘scientific method’…


As Stephen says, there is a real need for consistent method. Yet given that there are real limitations to the validity and usefulness of the classic scientific-method, what’s more needed instead is meta-method, generic or abstract methods for creating other context-specific methods dynamically according to the nature of the context. For example, if we again use the SCAN frame as a base-reference, we can use one of its cross-maps, of typical ‘themes’ in each of the SCAN domains, to suggest appropriate techniques to work with and use for tests in each type of context: 
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As described in the posts ‘Sensemaking and the swamp-metaphor’ and ‘Sensemaking - modes and disciplines’, the ‘swamp metaphor’ provides another worked-example: 
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Which in turn links up with the classic scientific-method sequence of ‘idea, hypothesis, theory, law’: 
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The crucial part in both of these examples is that we use the respective cues to select methods that match up with the underlying criteria of the respective domain: don’t mix them up! Which, unfortunately, is very easy to do, particularly when we’re dealing with fractal-recursion…


To get another view on how meta-methods work, perhaps take a look at some of the posts here on metaframeworks, such as ‘On metaframeworks in enterprise-architecture’, and the series of posts starting with ‘Metaframeworks in practice - an introduction’.


Overall, though, the key point here is that a single method will not be sufficient to cover all of the different types of context that we deal with in enterprise-architecture and the like - perhaps especially for the ‘soft-sciences’ elements of the practice. And yes, that ‘no single method’ constraint does apply to the fabled ‘scientific method’ too: trying to use it where its assertions and assumptions inherently do not and cannot apply is not a wise idea!


Leave it there for now: over to you for comments, perhaps?
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Scalability and uniqueness


What actually do we mean by ‘scalability’ in enterprise-architecture? What can and can’t we scale within the architecture, or the process of architecture itself?


These questions came up for me in thinking about a comment by Dave Duggal to the previous post ‘The craft of knowledge-work, the role of theory and the challenge of scale’, and in particular to this one line of Dave’s:



  Scalability (efficient repeatability or automation) is based on theory (models of an activity)




This isn’t really about what Dave said as such, but more about the implications of that definition above: that scalability is linked only with “efficient repeatability or automation” – or, to put it the other way round, that only repeatable or automatable things can be scaled. But is that true? Or is it just an assumption, and that we need to do some serious rethink here?


My gut-feel is that it’s not merely a circular assumption – that scalability and repeatability are linked to each other in that way solely because we choose to see it that way – but worse, it’s actually a term-hijack: that that choice of definition explicitly blocks us from seeing scalability in any other way. To get further than this, we need to challenge that term-hijack, and expand the meaning of ‘scalability’ to something quite a lot broader.


Yes, it’s easy to see that highly-repeatable things, automatable things – things that sit well over to the left on the SCAN frame – will scale well, and often scale fast. In SCAN, repeatability at large scale – and, especially, at high speed – would place that concern (metaphorically speaking) right down in the lower-left corner of the frame, keeping everything as Simple and straightforward as can be, following only the simplest of rules:
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Easy, obvious – no question about it, that’s what we’d usually prefer to do if we need to do something at scale. Yet the reality is that that isn’t the only kind of thing we need to scale:  in many business-contexts, we also need handle uniqueness at scale, too. And that’s when things get a whole lot trickier…


Examples of where we need to manage uniqueness at scale would include:



  	healthcare

  	customer-service

  	clothing and fashion

  	sales and market-design

  	information-search

  	farming – weather and micro-climate

  	city-planning – topography, geography and particularity





In each case, what we have is a mixture of ‘same and different’: not just one or the other, but always both together. In many of those examples, the common factor enforcing a requirement to address uniqueness is the fact that we have to deal with ‘people-difference’, but it’s not the only factor: sometimes – as with weather and micro-climate – we’re dealing with other types of natural high-variation and uniqueness.


What doesn’t work well is if we try to scale solely by enforcing repeatability and ‘sameness’: if we do that, we’re likely to end up with a ‘one size fits none’.


What also doesn’t work well is trying to scale uniqueness itself – because almost by definition, pure-uniqueness means there’s no equivalence of any kind between items, and hence nothing that we can scale.


What does work is applying scalability to the parts of ‘uniqueness’ that are ‘repeatable’ in some sense, yet without breaking the integrity of the uniqueness itself.


To make this work, we need to understand uniqueness in a somewhat different way. In practice, ‘uniqueness’ is always a blend of ‘same and different’, but as a unified whole.


One way to think of the relationship between ‘same’ and ‘different’ is like a Cantor dust:
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When we first look at a context, it probably seems that everything is unique – a ‘chaos’ of uniqueness, to use the colloquial term. Everything’s different – as represented by the black line in the graphic above.


Then as we look a little closer, we’ll probably be able to identify a rule of ‘sameness’ that seems to apply to some part of it – represented by a white gap in the black line in that Cantor-dust graphic.


As we explore more deeply, we’ll find further ‘sameness’ rules that apply to some part of a remaining region of uniqueness; and more rules, and more rules, and yet more rules, until it might seem to the unobservant eye that everything is covered by some rule or other.


And if it is covered by a rule, we can control it, it seems, with absolute precision, absolute certainty. What a relief! – an easy way to scale, with certainty! Even better, if we can find enough rules, then we can control everything! – that’s the belief that Taylorists and IT-obsessives and vendors of ‘business-rules engines’ and the like all so actively promote, anyway.


Which is wrong.


Sorry.


It’s wrong. It’s indisputably wrong, all the way down to fundamental physics. (Which, given that we now know this to be true, also means it’s ethically and, often, legally wrong to pretend otherwise for business purposes – a little fact about which a lot of IT-system vendors need to be a lot more careful…) No matter how much we try to strip it away, some form of ‘noise’ will always exist – everywhere. There is no way to force everything to sameness – which means there is also no way that we can ever bring everything ‘under control’.


If this isn’t obvious yet, take another glance at the Cantor-dust graphic. Follow the logic: keep dividing each remaining black line into three parts – black, white, black. The further we go into this structural-decomposition, the more white – the more ‘sameness’ – there will seem to be: yet some black, some uniqueness, will always remain – and become harder and harder to see. In the midst of a sea of sameness, there will always be some uniqueness – all the way to infinity.


And yet one of the fundamentals of chaos-mathematics is sensitivity to initial conditions. Hence, for example, if a process starts from one of these seemingly invisible bits of uniqueness, its outcome will be inherently unpredictable – especially if we try to force it to follow the rules. Hence the notion of ‘control’ is not merely a delusion – it’s a dangerously misleading delusion…


Ouch…


Just to make things even worse, that metaphor of the Cantor-dust is a huge over-simplification of what happens in the real world. First, unlike in that repetitive pattern of the Cantor-dust, we often have no way to tell when something actually is unique and different, other than by the fact that it doesn’t work as expected according to our ‘rules’ – which can sometimes be a bit too late, especially if we’d assumed everything will follow ‘the rules’. And contexts can also change dynamically over time – a reality I’ve described elsewhere as ‘variety-weather’.


So if we were to believe that scalability is only possible with sameness, we’d be in serious trouble: we’d either be trying to force-fit everything into some kind of repeatability-oriented frame such as Six Sigma – which really doesn’t work for any kind of uniqueness – or else we’d just give up and say that scalability is impossible.


Yet if we look around us – especially at those examples above, such as health-care and retail and search – it’s clear that those are indeed being handled at scale. Sometimes at very large scale indeed, such as in the NHS or any large general-hospital (healthcare), Amazon or just about any everyday large supermarket (retail), or Google and other online search-providers (search). So clearly it is possible to design and develop some kind of scalability in contexts where, by definition, there’s an inherently-uncertain mix of sameness and difference.


The most common method for dealing with this is implicit in the design of every supermarket: the store provides the sameness, whilst customers are left to deal with all of the difference. It does work quite well in a supermarket: each person has their own needs, but they can sort it out for themselves, making their own selections from the standardised aisles, and helping the store keep everything in balance via scanning and link-up to inventory at the standardised checkout.


No doubt it all looks like it works well, from the service-provider’s (organisation’s) perspective; yet when we view the system as a whole, it’s clear that it only works because the service-users (the customers) are taking up the slack – and that part may not be scalable. If it isn’t scalable – or if we put too much of a load on the service-users – then the system as a whole ceases to be scalable, too.


Hence if the organisation is concerned about overall scalability, it’s definitely in the organisation’s interest to view the system as a whole – outside-in as well as inside-out – and clean up its interfaces, and the relationships between those interfaces, so as to minimise friction across the whole space. To give an example of where this doesn’t work well, see the comment by Sally Bean on my post ‘Control, complex, chaotic’:



  I spent the early part of this week navigating between my GP, a private insurance company (courtesy of my husband’s employee healthcare scheme), my physiotherapist and a local diagnostic centre to get an ultrasound scan and ensure the results of it end up in the right place. This requires the patient to actively steer herself through it, by remembering to ask the right questions of each health practitioner they meet about what happens next, and working to the constraints that are in play.




Once again, look at this from a SCAN perspective. Yes, at first glance, SCAN might look like a crude two-axis categorisation-framework, but that isn’t how we’d use it here. Instead, any given context always has elements that can be anywhere within the frame: any combination of real-time versus ‘step back and consider’, and sameness versus uniqueness (or high-repeatability versus low- to no-repeatability) – and often changing dynamically in apparent-location within that frame as well.


The point that SCAN makes here is that with each element, we need to use the tactics that match that element’s respective ‘location’ on the frame: rules for high-repeatability at real-time, principles for low-repeatability at real-time, and so on.
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Now apply the same kind of thinking as with the Cantor-dust: identify any ‘sameness’ amidst all of the ‘difference’ – especially where such ‘sameness’ lends itself to automation and any of the other Simple tactics for scalability. And - again as with the Cantor-dust - remember that this is fractal: it recurs in self-similar forms at every level and every scale, yet rarely so in quite the same way each time.


At first glance this process might look like a standard service-decomposition, but there’s a subtle yet crucial difference:



  	always look for the samenesses within apparent difference

  	always look for the differences within apparent sameness

  	always maintain the view of the whole as whole – samenesses and differences, together




In other words, we don’t do what happens far too often in IT-projects and other automated ‘business-process reengineering’, namely design only for the easily-automatable bits and discard the rest as ‘Somebody Else’s Problem‘… Yes, we do do a sort-of-partitioning into sort-of parts, yet it’s also always a whole-as-whole, to provide a seamless, joined-up customer-journey and suchlike.


Perhaps the crucial point to understand is that scalability depends on applying the right tactics to each element in the respective element-mode at that time – Simple, Complicated, Ambiguous, Not-known. We can’t scale if we treat everything as different, unique; but we also can’t scale if we try to apply ‘sameness’ to things that aren’t the same, because the resultant failures and ‘failure-demand’ will slow everything right down to a crawl. And, of course – just to make this even more fun – many of these ‘right tactics’ will change dynamically over time as well. In other words, not easy: but a lot easier – and also a lot more efficient, more reliable, more effective – than pretending that the need for that balance doesn’t exist.


So, the quick summary:



  	scalability is easiest to apply with automation, which in general works best with things that remain always the same

  	in that sense, much of scalability does depend on sameness

  	anything involving real people or real-world contexts will always incorporate some significant extent of uniqueness

  	since sameness is inherently and inextricably interwoven with uniqueness, the challenge is to tease out the samenesses, and apply scaling to those samenesses, without disrupting the integrity of the whole-as-whole




The next part, then, is to take that challenge further, into what we need to design and do in order to achieve real and reliable scalability in real-world contexts.


Practical implications for enterprise-architecture


Before going further, you might find it useful to read some of my previous posts on these themes, such as:



  	
Tackling uniqueness in enterprise-architectures (June 2010)

  	
Inside-in, inside-out, outside-in, outside-out (June 2012)

  	
Same and different (October 2012)

  	
On chaos in enterprise-architecture (November 2012)

  	
Control, complexity and chaos (December 2012)

  	
Metrics for qualitative requirements (April 2013)

  	
Requisite-fuzziness (April 2013)




Thence, some key principles for assessment and design:


– Acknowledge the reality of difference - don’t pretend that everything is the same, or can somehow be reduced solely to sameness. If we delude ourselves into thinking that difference doesn’t exist, we set ourselves up for guaranteed failure at some supposedly-‘unexpected’ or ‘unpredictable’ point in the system. (To be frank, it’s terrifying just how many process-designers – especially in the IT-oriented space – fall flat at this very first hurdle…)


– Acknowledge different types of difference – it perhaps sounds obvious, but many people somehow seem to package all difference into one basket, as if it’s just a different kind of sameness. Every type of difference needs to be handled in a somewhat different way – which implies that there would need to be an infinity of ways to handle each context, and which in turn might seem to imply that scalability is impossible. In practice, though, we’re helped by two key points:



  	there are ‘samenesses’ within the range of difference – as implied in the Cantor-dust diagram – that can be leveraged to enable some forms of scalability

  	the more that a process or mechanism supports self-adaptation for tolerance to variation, the more difference it will be able to absorb, and the more scalability it will thence enable




An everyday example of self-adaptation is in the feed-mechanism for an office printer: it has to be able to cope with paper or card with a range of different thicknesses, different textures, different weights, different dimensions, and so on. In general, the more variance it can cope with, the more useful it becomes.


By contrast, many IT-systems, and especially most IT-modelling notations, allow for precisely zero variance in descriptions, inputs and outputs. In practice, the only way they can deal with real-world variance is by externalising it elsewhere, as Somebody Else’s Problem. That externalisation thus becomes an invisible brake on scalability of the overall system.


– Acknowledge the need to manage samenesses and differences as a unified whole – don’t attempt to split them apart, or just do the ‘easy bits’ of sameness and ignore everything else. (The same risks around IT-centrism and suchlike apply here too.)


– Identify the impact of each type of difference on scalability – and thence the design-options that they enable or prevent within the overall system-design.


For example, the core principle of a supermarket is that it provides a wide range of choice, for a wide range of people, with the minimum friction for the customer in the overall process – in other words, high-scalability of high-variation. It does this by focussing on managing the differences in the pre-retail supply-chain, and simplifying them down into the samenesses within the store itself – logistics, store-layout, aisle-labelling, in-store collection (basket or trolley), checkout – whilst leaving the differences of individual selections to the customers themselves. (This is different from, say, a fast-food retailer, where the store achieves scalability by constraining the choices that customers can make.)


However, part of the usual supermarket business-model consists of getting people to buy more than they need. One of the popular tactics to trick people into doing this is to move things around in the store, so that customers are forced to hunt around for what they need, and hence might ‘accidentally’ be enticed into making other purchases. In effect, the supermarket changes its own apparent trade-off between sameness and difference in the customer-experience, by introducing more difference over time. This sort-of works, commercially speaking, but there’s a high risk that the balance can go too far onto the difference side: the loss of repeatability from the customer’s perspective can easily translate into confusion, frustration and annoyance, and quite a few cases they will give up coming to the store at all. (For food-purchases, my elderly mother has largely switched from Marks&Spencer to Waitrose for exactly this reason.)


In short, there are trade-offs and impacts here that we need to understand, if we wish to avoid the wrong kind of ‘unintended consequences’…


– Identify types of change in each context, and their impacts on scalability – particularly the less-visible types of change such as pace-layering and variety-weather. The point here is to work with the variance of variance itself: pace-layering is about the way in which different elements of a context have different rates of change, whilst the concept of ‘variety-weather’ extends this to include a stronger understanding of how a context can seem predictable at one time but be highly variable at another – variability not just in change over time, but variability in the rate of change itself.


– Identify methods for design to adapt to the respective variance – these will depend on the needs and content of the context, of course, but the key point is to design for variance, rather than pretend that it doesn’t exist.


– Identify methods and designs to minimise friction from variance – for which tactics such as user-centred design, outside-in modelling, user-experience modelling and customer-journey mapping will all be essential.


One recent article I liked on this is Justin McDowell’s ‘Enterprise Architecture In The Wild – Scaling Pinterest’:



  “In the span of two years they’ve grown from zero to tens of billions of page views per month and from 2 founders and one engineer to over 40 engineers. How do you scale for that growth, how does your architecture rapidly evolve, and what lessons can you learn from the experience?”




(What I particularly liked about the article was that it explored the technical aspects of scaling and the human aspects: “all enterprises (and enterprise architectures) fail in a similar manner, particularly when they are not designed for humans.”)


I’d also strongly recommend Milan Guenther’s book ‘Intersection’ as an excellent overview of the whole scope of disciplines and methods that can brought to bear on an overall context.


– Identify methods to guide and manage the activities in the context – the key point here being that these need to align with the respective types of scalabilities and uncertainties in that context, and not try to force everything to fit one single model of algorithms or rules.


Here, unfortunately, we hit up against a century’s-worth of assumptions about how business operates – assumptions about ‘control’ and the like’ that do work well when everything is very stable and very predictable, but  don’t work well for anything that doesn’t happen to fit within those particular contraints. Of which the latter happens to be the case in most of present-day business…


‘Control’ is the core concept behind Taylorism and most current approaches to management. Unfortunately, as we’re now discovering the hard way, ‘control’ is a myth: it doesn’t ever exist in the real-world – at least, not in the sense that those business-models and methods seem to expect. Which is why we get landed with fundamentally wrong-headed ideas such as “our strategy is last year +10%”, or ‘target-based performance-management’. As soon as we’re dealing with uniqueness, the concept of prediction ceases to make sense: it really is as simple as that. But it’s not easy to get most control-oriented managers to understand this… and the consequences are frequently dire.


The real problem with ‘control’ and ‘prediction’ and the like is that not only does it inherently tend to fail, but it then assumes that the reason for the failure is ‘not enough control’ – which is exactly what not to do in that type of context. (In SCAN terms, a failure by definition shunts us over to the right-hand or ‘not-known’ side of the frame, for which we need to apply techniques for the ‘not-known’ space - not those that only work with repeatability on the far-left side of the frame.) By refusing to relinquish ‘control’ when ‘control’ can’t work, conventional management-techniques not only cause failure, but prevent access to techniques that can work in those contexts – driving a downward-spiralling descent into a full-blown disaster-area, yet without ever understanding why…


Probably the classic error here is misuse of targets – which seems endemic throughout almost every organisation, especially in the public sector. On why targets are a really bad idea in contexts with high inherent-uniqueness, see Ian Gilson, ‘What Poses More Danger To The NHS; Dirty Data Or Dumb Leadership?’. As Ian suggests, see also just about anything by John Seddon’s Vanguard Group, the brilliantly wry ‘Systems Thinking For Girls’, or the irrepressible and always-amusing Simon Guilfoyle, aka ‘Inspector Guilfoyle’. To get out of that kind of mess – or preferably avoid it in the first place – we need to identify metrics that actually mean something, and that don’t collapse back into meaningless ‘targets’: for good advice on this, see Simon Guilfoyle’s post ‘Spot the difference’.


– Always provide methods to handle variances that don’t fit expectations – because (to take a somewhat Fortean view) Reality Department indicates that there will always be something that doesn’t fit…


Although there will always be limits on resources and limits on time for scalability, probably the key takeaway from all of this is that the primary limit on scalability is failure and failure-demand: each time something fails, we have to slow down or stop to tidy up the mess, and the failure also uses resources that could otherwise have been used to improve efficiency and/or effectiveness at scale.


And in turn, the primary cause of failure and failure-demand is attempts to use ‘control’-type methods in contexts that are inherently complex, chaotic or unique. It won’t work; it doesn’t work; by definition it cannot work; and yet people still try to do it, time after time after time. An interesting example in itself of misplaced ‘sameness’, perhaps?


Leave it at that for now: over to you for comment, perhaps?
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