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PEOPLE-THEMES: SAMPLE


This is a sample of the content from the Tetradian Poeople-Themes anthology.


This anthology from the Tetradian weblog explores how to make sense of how people interact and interrelate with enterprise-architecture, and where people fit within the overall enterprise-story.


This sample contains around one-tenth of the content from the full anthology. The complete book includes about 40 posts and 50 images from the weblog. These posts are split into three groups:



  	
People-Themes: Theory - outlines some of the core theory about how to include people-themes within enterprise-architectures.

  	
People-Themes: Practice - provides worked-examples on how to tackle people-themes in enterprise-architectures.

  	
People-Themes: Big-Picture - shows how to adapt these principles and practices to people-themes that extend beyond the organisation and outward to the broader social-enterprise.







For further information on enterprise-architectures and more, visit the Tetradian weblog at weblog.tetradian.com. The weblog currently includes some 1400 posts and more than a thousand images, and is at present the world’s primary source on whole-enterprise architecture - methods, principles and practices for architectures that extend beyond IT to the whole enterprise.


For more ebooks and anthologies on enterprise-architecture and more, visit the Tetradian website on Leanpub at leanpub.com/u/tetradian. (Each anthology contains around 30-40 posts from the weblog.)


Some books are also available in print format, from all regular book-retailers. For more details, see the ‘Books’ section on the main Tetradian website at tetradian.com/books/.



  Unless otherwise stated, all text, images and other materials in this anthology are Copyright © Tom Graves / Tetradian 2006-2022.









People, assets, relationships and responsibility


A great meetup yesterday with Shawn Callahan (@unorder) and Kevin Bishop (@kevinbishop) of Australian consultancy Anecdote, and their upcoming launch of Zahmoo – a new web-based tool to manage stories and narrative-knowledge, for organisations, communities and families.


Over lunch the conversation wandered onto my work on enterprise-architecture and the Enterprise Canvas, and my latest book Mapping the Enterprise. We talked about how to describe assets in modelling an enterprise-architecture – during which we touched on one of my hobbyhorses, that the often well-meant phrase “our people are our greatest asset” is actually a very dangerous thing to say. Shawn tweeted that part of the conversation as follows:



  	
unorder: “The only time people are an asset is when they are slaves.” @tetradian great lunch with Tom Graves and @kevinbishop




Which is a bit unfortunate, as it half-implies that I think that people are slaves (or worse, should be slaves) within a business context – which isn’t what I mean at all… The point I need to make here is that, in architecture especially, the person should never be viewed as an ‘asset’: instead, it is the relationship with that person that is the asset – and it is a real asset to the enterprise that needs to be managed as an asset, much as with any other type of asset. It’s clear, though, that there’s a lot of confusion around this point, and a lot of understandable anger, too, as can be seen in the Twitter-exchange that followed:



  	
tetradian @unorder people are not assets – it is the relationship with those people that is the asset (and a real asset, too)

  	
emovere: @tetradian @unorder …and “the relationship” is always two! relationships: A>B and B>A. So… there are two “assets” to deal with!

  	
unorder: @emovere @tetradian @kevinsbishop said that in one of the corporates he worked in the UK they often said “we need to sweat the assets.” Yuk!

  	
ImaginaryTime: @tetradian Even that has a nasty ring to it. Relationships should be motivated by what you can contribute, not by what you can gain.

  	
tetradian: @emovere re relationship as asset, disagree slightly: not two assets ‘A>B’ ‘B>A’, but one asset ‘A:o:B’ maintained by both parties A B

  	
tetradian: @ImaginaryTime agreed re ‘nasty ring’ of term ‘asset’ i/r/t real people, but for #entarch relationships are real assets 

  	
ImaginaryTime: @tetradian I’d just not use words like ‘asset’ at all when talking about human beings. ‘Human Resources’ is gauche enough, don’t you find?

  	
tetradian: @ImaginaryTime using relationship as asset helps us not treat people as possessed-‘assets’ – will write blog-post on this later today




I’ve written about this a fair bit now, such as in the post ‘The relationship is the asset’ on my Sidewise blog, from back in mid-2009, but it’s worthwhile doing it again, to explain a bit more about my current thinking on this crucial architecture-issue.


I usually take a service-oriented approach to architectures – see The Service-Oriented Enterprise or Mapping the Enterprise – in which everything in the enterprise is a service that is (or should) deliver value in terms of the vision and values of that extended-enterprise. Even the organisation as a whole can be viewed as a service in that sense. This then draws on and/or leads to the following assertions or definitions:



  	a service implements the interface of a function (business-function, infrastructure-function, whatever) in accordance with an appropriate ‘contract’ or service-level-agreement, by linking that function to an appropriate capability [the service is also triggered via specific events at specific locations, but we don’t need to go into that detail here]

  	a function delivers identifiable changes to assets – for example, the CRUD (create, read, update, delete) actions often associated with information-assets – in accordance with appropriate business-rules, algorithms, metrics etc

  	a capability acts on specific categories of assets with a specific degree of competence or skill-level [associated with categories of decision-types - rule-based, algorithmic, guideline-based or principle-based, though again we don’t need to go into that detail here], delivered via an agent


  	an agent is an active entity with the requisite capability, embedded in and/or accessed via an asset


  	an asset is a resource of any type for which the service is responsible




There are four distinct categories of assets:



  	
physical – objects, material ‘things’

  	
virtual – data, information, ideas, so-called ‘intellectual property’

  	
relational – linkage between two tangible entities, usually but not necessarily real-people

  	
aspirational – linkage between a tangible entity (usually a real-person) and a virtual entity (such as a belief, an idea, a brand etc)




A ‘primitive’ is an asset of only one category; many (most?) real-world assets are actually composites of more than one type – a book, for example is a bundling of ideas (virtual) in a physical object (the book). There are fundamental differences between the categories: for example, physical-assets are ‘alienable’ (if I give it to you, I no longer have it) whereas virtual-assets are ‘non-alienable’ (if I give it to you, I still have it – in fact it’s quite difficult to not still have it). Relational and aspirational assets are different from physical and virtual in that they exist between two entities – not as characteristics of the entities themselves.


Many of the reasons why enterprise-related architectures – particularly organisation-architectures, security-architectures, business-architectures and business-models – so often get into such a mess come down to two core mistakes:



  	trying to manage non-physical assets as if they’re physical (or otherwise attempting to manage assets in ways to do not align with their ‘natural’ constraints)

  	using a possession-based approach to assets, rather than a responsibility-based approach




Many intellectual-property models and related business-models fail because they try to treat information as if it’s physical. This is why the business-models currently preferred by much of the media industry are inherently doomed to fail. Their old models depended on physical bundling (a physical book, a physical record, a physical seat in a physical cinema), but the moment their ‘product’ becomes all-virtual (i.e. data) it has to operate by the rules for virtual-assets, not physical-assets. Trying to force the virtual-world to fit physical-world constraints – such as via DRM and the like, or even via laws and regulations – is just not going to work: by their nature virtual-assets are transferred by making copies, so ‘copy-protection’ and the like will not only always fail somewhere, but will also inherently act against the object of the exercise of ‘use by copy’. The result is that companies often end up making ‘pirated’ copies the preferable solution for end-users, not just in terms of end-user cost, but also in terms of greater usability: not a wise move…


(A related example of confusion about asset-types is the whole concept of pricing or valuation. What we think of as ‘money’ is actually a composite of virtual-asset [numbers] and aspirational-asset [a belief about ‘worth’]. As a virtual-asset, it is, almost by definition, infinite. Pricing, however, frequently relates to physical resources – which are not infinite. This mismatch leads directly to problems such as inflation, bubble-valuations (tulip-mania, anyone?) and the very serious dangers of the current ‘financial-derivatives’ markets, which have no anchor in any physical reality at all…)


The same frequently applies to relational-assets, typically ignoring the real asset (the relationship) and instead treating the real-person as ‘possessed property’. Employees are treated as (disposable) ‘human resources’ – hence that obnoxious expression above, about ‘sweating the assets’ – whilst clients and customers are described and even derided as ‘consumers’, with companies fighting over the ‘market share’ of those purported ‘possessions’. Nowhere in this model is much if any understanding of people as people: instead, people are regarded either as objects to be controlled, and/or as subjects that ‘should’ place themselves as subject to the corporate will.


A possession-based model of economic relations is essentially the mindset of a two-year-old: ‘Mine!!!” (It’s kind of embarrassing to realise that most of ‘capitalist economics’ is little more than a pseudo-adult version of the possessive temper-tantrums of the ‘terrible twos’…) But whilst mainstream economics depends on delusions of possession, we already know that those delusions don’t work and should not apply within much of the business context. A process-owner or project-owner, for example, is not the person who ‘possesses’ that business-entity, but is the one who is responsible for its appropriate operation – in fact it’s when someone tries to to claim exclusive ‘possession’ of it that everything goes wrong.


In essence, a possession-based model tries to split an entity into ‘property’ (that which is desired, and therefore held onto, sometimes literally to death), and ‘anti-property’ (that which is undesirable, and therefore dumped onto others as quickly as possible – hence a two-year-old’s attitude to an ice-cream wrapper, for example). By contrast, a responsibility-based model accepts responsibility for the entity as a whole – because at a whole-of-system level, that’s the only way that works. Responsibility may and often will be transferred, but in each case it should ideally be explicit, a transfer of responsibility rather than partial ‘possession’ – because again anything less than that will not work over the longer term.


Resources are entities that are available and that could be used and/or useful in some way. Resources become assets by taking responsibility for those assets. Resources often rapidly become ‘anti-assets’ – causing more harm than good to the overall enterprise – wherever someone tries to take a partial ‘possession’ of a resource without acknowledging full personal responsibility for every aspect of that resource. Architecturally, every resource needs an identified ‘owner’ who is responsible for the use of that entity as an asset – other words, a complete architecture would include a dynamic RACI matrix for everything that is described in that architecture.


Relational-assets are usually links between real-people; aspirational-assets are typically links between a real-person and an ‘idea’ such as a brand, or ‘belongingness’ in relation to a community, a work-team or an overall enterprise. The keyword here is ‘between’: in effect, the asset is the responsibility of both parties, and will cease to exist if either party drops it. CRM (‘customer relationship management’) systems are meaningful only if the views of both parties are maintained within the system: in most cases only the view from the organisation’s side is maintained, and, worse, the other end is often viewed as a ‘possessed’ object or subject – which bluntly makes the whole thing meaningless, and in many cases succeeds only in damaging the relational asset. (How much spam-mail churned out by some so-called ‘CRM system’ has actually been relevant to you? What happened to your side of the relationship with that organisation as a result?) The asset is the relationship; and the relationship only exists if both parties maintain it. That’s an absolutely crucial understanding that needs to be embedded in every aspect of the enterprise-architecture.


It’s slightly different with aspirational assets, because the linkage is more directional: ‘to’ than ‘between’. Yet if the ‘to’ end does not exist, or is dropped, the relationship is lost: and since relational-assets are often strongly bundled with aspirational-assets (e.g. a sense of connection with a company – company-as-idea, as aspirational-asset – rather than solely a single person in that company, as relational-asset), the organisation needs to be careful to maintain those entities to which people will attach aspirational links. Hence the importance of brands and the like, in marketing to ‘outsiders’; but also, very much, the importance of vision and identity in providing aspirational anchors for employees and other ‘insiders’. Each of those aspirational-anchors represents a responsibility on the part of the organisation: because without that responsibility, those links will be lost. But again, those aspirational-anchors are not ‘possessions’ that can be bought and sold (as in the largely delusory concept of ‘goodwill’ and the like); instead, they exist because of and as an expression of the responsibility itself. If the responsibility is dropped, or not treated with appropriate respect, the links will dissipate rapidly – sometimes overnight, as can be seen with many ‘brand-disasters’.


The other point here is the role of relational-assets in context of the agent in a service-architecture. The agent carries and enacts the capability. We often refer to agents as ‘assets’, but in reality all agents are connected to the service via relational-links of some kind. Where the agent is a physical machine or an IT-box, the relational-link is embedded in configuration – the physical and/or virtual placement of the agent and its capability within within a system. A ‘configuration management database’ (CMDB) is actually a record of relational links of assignment: the active-resource (machine or IT-box) is viewed as an ‘asset’, although that term should really apply only to the static physical and/or virtual entities in which the capability is embedded, not the active capability. It’s the routine and largely unconscious bundling here that causes so many architectural problems.


Importantly, though, a machine or IT-box is not capable of taking responsibility, or expressing choice in its assignment (‘configuration’): that’s one of the reasons why it’s so easy to ignore the relational-asset in this context. However, real-people do have the ability to take responsibility, and do have choice – and hence the relational-asset needs to be explicit in the architecture. (The human equivalent of the CMDB is the work-roster, for example.) Hence, in turn, the crucial point that although the requisite capability is embedded in that real-person, in terms of how that capability is linked into a service it is the relationship that is the asset, not the person. Architecturally, the skills and responsibilities of real-people should never be embedded directly in the architecture: they must always be linked only via an explicit relational-asset. Where human skills and competencies are involved, the available capability is determined by the strength of that relationship, the integrity of the relational-asset. And that relational-asset is the responsibility of both parties: if either side drops it, or damages it – such as via the company describing those people themselves as ‘assets’ to be ‘sweated’ – the available capability will be reduced, perhaps even to nothing, even though the nominal capability of that ‘asset’ remains unchanged.


Hence whilst we may describe agents as ‘assets’, architecturally it’s actually quite dangerous to do so, even with physical-machines and IT-boxes, let alone real-people. The key asset in each case is the relationship via which the agent is linked to the service, and hence enacts and enables the delivery of that service. And although each of these ‘between’-assets involves two parties, there is only one asset in each case (not two), with matching responsibilities on both sides of the relationship.


Apologies if this has been a bit long and a bit pedantic – but this is one of those cases where that kind of pedantry really matters, because although it may seem abstract at first, it has real and often severe consequences in real-world practice.


Hope it’s of use to someone, anyways. 
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The social construction of process


That previous post on process was, yes, I’ll admit it, a bit long: but the key point is that the term ‘process’ is necessarily a bit blurred, and that we get into trouble if we try too hard to sharpen up its definition.


Yet there’s still a lot of pushback on that point – and no doubt there always will be. The real sticking-point comes back again and again to our old adversary: the linear-paradigm’s need for certainty, even where such certainty may not ever exist.


There are places, though, where that need for certainty is inevitable, and does need to be respected. Alexander Samarin brought this up in a comment to that previous post:



  Process is explicitly-defined coordination of activities to create a particular result (outcome); process template is abstract description of a process; process instance is enactment of a process template. … Ideally, processes should be explicit and executable (to reduce the wickedness).




(The last comment, in parenthesis, is a reference back to my post ‘Enterprise-architecture is wicked’.)


It’s true that in general, processes that are run on any kind of automated system – physical-machine, electronics, IT, or any combination of those – or Taylorist-style pseudo-automation – a rigid rule-based ‘work-instruction’ – will indeed need to be explicit, in order to be executable in a predictable, certain way. The whole point is that if they’re not explicit, we’re likely to get unintended results in unpredictable ways.


Yet that’s actually a circular-definition: processes that need to be explicit and executable by automation are those processes that should be explicit and executable by automation. It doesn’t mean that all processes are necessarily explicit; nor does it mean that all processes are necessarily executable by automated systems. ‘Explicit and executable’ is a special-case - a subset of ‘process’, not the whole. If we try to assert that ‘process’ applies only to those activities that are explicit and executable, we’re then left with a term-hijack that allows us no way to describe any activity that falls through its filter – including all of the activities in a customer-journey or suchlike that link between those ‘explicit and executable processes’ that run on automated systems.


The whole point about machine-processes is that they need to be explicit.


The whole point about human processes is that they can deal with the parts that aren’t explicit.


In short, ‘explicit and executable’ is a special-case: we still need a term that describes the whole of what ‘process’ might mean.


There’s a real reason why we need an open, blurry, always-somewhat-implicit always-somewhat-uncertain not-quite-a-definition of ‘process’ – and that’s because what we’re dealing with here is actually a social construction of reality. In a nicely necessary recursion, exploring and answering the question ‘What is the process?’ is itself part of the process.


Which is why we can’t have a pre-definition of process: the definition arises from the context of the process, and only makes sense within the bounds of that context. And since, ultimately, everything is connected to everything else, the boundaries for the context are what we choose to be the bounds for that context.


Which is why, if we’re not careful about this, yep, it’s rabbit-hole time again…


Which is also why the only viable definition of ‘process’ is that infamous, ubiquitous answer of the experienced enterprise-architect: “It depends…”



  Process is a process that always includes the social construction of its own definition of process.



Makes sense, I hope? Or not? Over to you for comments, anyway.
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Power and politics in enterprise-architecture


Anyone who’s involved in any form of enterprise-architecture would know that it’s best described as ‘relentlessly political’: seems almost everything we deal with turns out to be some kind of tortuously-intransigent wicked-problem.


Which in turn seem so often to be rooted in some kind of power-play or other power-problem. There’s almost always some kind of power-problem behind each anti-client issue, for example.


But if so, what is ‘power’, anyway? And how does it cause those power-problems that plague us in enterprise-architecture?


Over the years I must’ve looked at dozens of definitions of power, particularly in relation to politics and the like. Yet to me, almost none of them have made much sense, especially over the whole of that huge scope that we cover in EA: they’ve depended too often on too many special-cases, special-pleadings, or down-and-dirty term-hijacks and the like. So the definition I keep coming back to is one that’s drawn from formal physics:



  	Power is the ability to do work




And ‘work’, in turn, is ‘the rate at which energy is expended’.


That’s it. Completely flat, symmetric, no special-cases, no special-pleadings. Just power as ‘the ability to do work’.


In essence, that’s a functional definition of ‘power’. It’s what we see in mechanical systems, for example, in relation to mechanical work.


It’s what we also see in human systems, in relation to human work: the only difference is that humans expend energy across a much broader range of types of work – physical mental, relational, aspirational and so on.


And once we link it to some notion of purpose or intent, we can derive metrics of efficiency and effectiveness: how much energy is expended on something other than the intent, for example, or how much it’s kept on-track to purpose. Again, that’s essentially the same for mechanical systems and human ones too – in principle, anyway.


Yet how come it so often goes so badly wrong in the human context? How is it that human interactions and systems are so often so spectacularly inefficient or ineffective – in terms of almost anyone’s intent or purpose?


The short answer is that that happens whenever anyone uses not the functional definition of ‘power’, as above, but the dysfunctional one:



  	Power is the ability to avoid work




Oops…


For enterprise-architects, the implications and conflict between those two definitions set out almost everything you need to know about power-problems in the enterprise… It applies sometimes to relationships between mechanical systems; it often applies to relationships between IT-systems; but applies especially to relationships in human-systems. A lot. Far, far more often than would like; and probably far more often than most of us might expect.


Which is why getting some clarity around these issues will help a heck of lot in getting to systems that actually work.


Kind of important, then…


Let’s step back a bit. Somewhen around a decade ago, I developed a power-diagnostic called SEMPER, based on the conflict between those two definitions. This gave us a five-point scale to assess ‘available ability-to-do-work’, which in practice was a scale of maximum effectiveness within a given context:



  	
actively-dysfunctional – destructive competition and suchlike

  	
passively-dysfunctional – ignorance of evasion of responsibility

  	
neutral – best that can be achieved with command-and-control

  	
local-effective – control is dropped, enabling local self-adaptation

  	
system-effective – command is also dropped, enabling autonomous systemic-adaptation




The scale is applies in much the same way to all types of systems – machine, human and/or IT – but for the moment let’s focus just on human systems.


In most business contexts we’ll find that level-5 is fairly unusual – in part because of the motivation-dilemma – and even when we find it, tends to be somewhat unstable, decaying back to a level-4 unless rigorous attention is paid to keep it going. Level-4 is achievable and maintainable just from system-design, though: and given that most organisations seem to get by on a muddled mixture of level-2 and level-3, a stable level-4 across large areas of an organisation represents a huge difference in enterprise-effectiveness – reflected in much higher productivity and profitability overall.


So how does this work in practice? And how do we use such concepts of power and power-metrics to guide the design for enhanced effectiveness of human-systems?


A couple of assertions first. (There’s a lot of psychology and suchlike to back up these assertions, but I’ll skip over that depth of detail for now.) These are:



  	
the only source of human power is from within the self (‘power-from-within’)

  	
individual people can assist each other in finding that power-from-within (‘power-with’)




(There’s also the obvious point that conversion of food to energy, and suchlike, will play a significant part in individual ability-to-do-work, but I want here to concentrate on the power-issues that arise from how people interact with each other.)


That’s the functional side of power. And one of the most important points here is that power in this sense is a personal responsibility (literally, ‘response-ability’): it actually can’t be ‘taken’ from anyone else. But therein lie the roots of a huge variety of interpersonal confusions, because there’s very strong delusion and desire that power can be ‘taken’ from others which is exactly what underpins the dysfunctional definition of power as ‘the ability to avoid work’. Instead of power with others, it becomes power used against others, in an inherently-futile attempt to ‘take’ those others’ power. In practice this comes out in two distinct forms:



  	
offload responsibility onto the Other without their engagement or consent (‘power-under’ – colloquially known as abuse)

  	
prop Self up by putting Other down (‘power-over’ – colloquially known as violence)




Those are the ‘win/lose’ versions. Although somewhat less common, there are also ‘lose/win’ versions – respectively, ‘take on responsibility from the Other without engagement or consent’, and ‘put Self down to prop Other up’ – which are, however, arguably no less dysfunctional than the ‘win/lose’ forms.


In practice, whenever power-under becomes predominant in a context – “it’s not in my job-description, it’s not my responsibility” – we see SEMPER level-2 ineffectiveness; and whenever power-over becomes predominant in a context – “it’s dog-eat-dog out here” – we see SEMPER level-1 ineffectiveness.


Worse, it tends automatically to fall into a downward vicious-spiral: the minor dysfunctionalities and irritations of level-3 ‘neutral’ tend to drive level-2 silo-based responsibility-avoidance, which then spirals downward into full-on level-1 blame-fests and the like. Not fun, for anyone…


The trap here is that the attempt to ‘take’ power from others doesn’t actually work: the needed work either isn’t done at all, or is at best done with low overall effectiveness. And because it looks like we’ve been able to force the Other to do our work for us, yet it doesn’t actually work, it’s highly addictive: exactly the same drivers, in fact, as for any other type of addiction.


The blunt reality is that there is no such thing as ‘win/lose’ or ‘lose/win’: they’re both illusory forms of ‘lose/lose’. In every interaction, the only functional choice we have is to ensure that everyone wins – otherwise everyone loses. And that’s a requirement that applies everywhere, to everything – not just to human relations and human-systems, but to machine- and IT-systems too.


In my understanding, that needs to become a fundamental design-principle for any form of enterprise-architecture: that we must always assess a context for potential power-issues, and we must always design for an identifiable ‘win/win’.


In future posts I’ll explore in more depth what this looks like in real-world practice, and how we can incorporate that design-principle into real-world architecture contexts. And if this is of immediate practical concern for you, perhaps take a look at the earlier post ‘Power, people and enterprise-architecture’, or the ‘manifesto’ reference-sheet on power and responsibility, for a summary on how this plays out in more general terms within the workplace.


For now, though, I hope this is enough for you to get started with? Over to you for comments, anyway.
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The relationship is the asset


“Our people are our greatest asset!”


How often have you heard that phrase? How often have you used that phrase yourself? But how often have you stopped to think about what it means? – and what it implies in real business practice?


No doubt it’s intended as a compliment, a statement of collective pride and purpose. Yet this well-meant platitude can conceal a fundamental flaw in business reasoning – a flaw so serious that it can easily destroy an entire enterprise. The key is that it all depends on what we mean by ‘asset’ – which in turn depends on what we mean by ‘ownership’.


An asset is an item of value that is owned. Yet there are two fundamentally different concepts of ownership: possession, and responsibility. In most common usage – especially in business – it’s the former meaning that applies: to ‘own’ something is to possess it; “possession is nine-tenths of the law”, and suchlike expressions.


Which is a problem. If ‘our’ implies possession, and we then say “Our people are our greatest asset”, it becomes all too easy to view people as assets that we possess. Objects – or subjects, perhaps – that we have an inherent, inalienable right to exploit in any way we need, just as with any other asset. That way madness lies…


The only time that people are ‘assets’ is when they are slaves. So to describe people as ‘assets’ is not a compliment: it’s more like an insult, an overt declaration of intent to enslave. Not exactly a wise move in present-day business – especially if we need the continued commitment, collaboration and cooperation of those people in the collective enterprise. People are not assets. Repeat it again: people are not assets – ever.


Yet there is a real asset there; and it’s one that does need our active promotion and protection, just as with any other business asset. To get there, though, we need to do some serious sidewise thinking.


First, drop the idea that ownership equates to possession: in this context at least, it doesn’t, and it can’t. The only kind of ownership that works here is responsibility-based: to ‘own’ something is to acknowledge and act on one’s personal responsibilities to, toward and for that ‘something’.


Next, we move back up one step. The person is not the asset: it is the relationship with that person that is the asset.


The relationship is the asset. Or rather, there are two distinct forms of relationship here that are ‘the asset’: the links between people and the collective – the enterprise, the corporation, business-unit, department, work-team – and the specific person-to-person links between individuals. (One illustration of this distinction is the phrase “people join companies and leave people”: they create a relationship that is an asset they share with the company, but leave because person-to-person relationships with others in the company – an overly-demanding manager, for example, or a bullying co-worker – have changed from positive-value assets to negative-value liabilities.)


These assets are fundamentally different from physical assets (conventional ‘property’) and virtual assets (‘intellectual property’). Not only can they never be ‘possessed’ as such, but they actually exist only as responsibilities, in the sense of ‘response-ability’. In both cases, they’re strongly dependent on feelings – probably far more so than anything concrete, in fact. The relationship with the collective is an odd kind of ‘one-way’ link from the person to the company or whatever, which depends on abstract feelings about reputation and ‘belonging’ and the like; there is nothing that we within the company can do directly to change that (though a great deal that we can do indirectly to change it – especially if we’re not aware of the relational impact of what we do and don’t do). The person-to-person link is more direct, often literally visceral, and importantly depends on the responsibility of both parties to maintain it: if either party drops their end of the relationship, the link is lost.


People only become ‘our’ people when those relationships exist: abstract links with the shared enterprise, and personal links with the other people in the enterprise with whom they interact. The connection with the enterprise – and hence the ability to engage in and contribute to the enterprise – depends almost entirely on the strength of those relationships. Physical presence may mean almost nothing: ‘presenteeism’ is endemic in most large organisations. Likewise virtual presence: as the dot-com debacle demonstrated all too well, ‘eye-balls’ do not automatically equate to actual sales. It’s only when people are emotionally present that things start to happen: and they can only be emotionally present if the relationships exist to enable them to do so.


The relationship is the asset.


So treat it as an asset. Exactly like any other business asset: 



  	how do you measure the value of the asset?

  	how do you convert a liability (negative-value) to an asset (positive-value), and prevent an asset from becoming a liability?

  	how do you monitor depreciation, wear, and other forms of erosion of value of the asset?

  	how do you maintain the asset itself, in order to maintain the value of the asset?




You already do much of this in a sales-development process, from prospect to contact to pre-sales to sales-point to after-sales to maintenance and follow-up. A continuing sales-relationship is a high-value asset, as long as it remains of value to both parties. (That last point is where many so-called ‘customer-relationship management’ systems will fail: they only check the value from the company’s perspective, not the clients’, and hence pester ‘high-value’ clients to the extent that the latter will drop the relationship from their end – a fact that will not, however, be noticed by the system, because it has no means to do so.) Note though, that this only works if we take a responsibility-based approach to the asset: the moment we think that we ‘possess’ the customer is where it all starts to go horribly wrong…


The same is true for employee-relationships. People are not assets: the assets are the relationships through which employees feel themselves to belong as ‘our people’. To be ‘our’, to be a member of ‘us’, is a relationship with and as one of ‘us’. The relationship is the asset through which we connect with ‘our people’, through which employees are ‘our people’. So how do you measure that asset? How do you measure its value? – because if you don’t measure the value, from both directions, you have no means to identify when that asset is at risk of becoming a liability. How do you monitor changes in that value? How do you monitor potential and actual depreciation and wear? What actions do you take to maintain the asset, and the value of that asset? Much as for virtual-assets, how are these relational assets created, reviewed, updated, destroyed? – and why and for what purpose would you do each of these actions?


And there are other, more subtle issues around those two different types of relational assets: person-to-person, versus person-to-collective. The purpose of a brand, for example, is to provide an anchor for the latter type of asset: without the brand, or some other means to identify (and identify with) the collective, the only relationships that people can have with a company or other collective will be person-to-person. A key concern of personal-service firms, for example, is to link customer-relationships with the company rather than with the person providing the service – otherwise if and when that person moves on, the company’s nominal relationships with clients will move with the person, rather than remain with the company. In a similar way, if a manager or co-worker damages or destroys a person-to-person relationship with an employee – such as through bullying, for example – the employee probably move on; but whilst the person-to-person connection then ceases to exist, the company is left with an active liability in terms of damage to reputation and other aspects of that person’s relational link with the collective – which may well fester and infect others’ relationships with the company if nothing is done to repair the damage. The opposite is true, too: good reputation extends itself, virally, automatically helping to create high-value relational-assets without additional direct effort by the company and its representatives. Relationships are assets; relationships matter.


So make a habit, perhaps, to view relationships as assets, in exactly the same way as any other asset. Employees, customers, shareholders, everyone else: no person is an asset. Ever. But every relationship with those people is an asset. And if we fail to take care of that asset, it risks becoming a liability that can drag us down – just as with every other type of asset. The asset is the relationship – and, as an asset, it’s always our reponsibility to maintain it.


People are not assets: it is the relationship with each person that is the asset.


The asset is the relationship – not the person.


(Topic suggested by comments in an article on business-storytelling by Peter Bregman, on the Harvard Business website: “A good way to change corporate culture”.) 






  [Note: This post was originally published on my now-defunct Sidewise blog on 12 July 2009 as ‘The relationship is the asset’. I’m republishing it here because it’s still very much relevant to whole-enterprise architecture and the like. I’ve had to do some very minor re-edits to remove references to other now-inaccessible posts on that now-defunct website.]
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