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ARCHITECTURE EXAMPLES: SAMPLE


This is a sample of the content from the Tetradian Enterprise-Architecture: Worked-Examples anthology.


This anthology from the Tetradian weblog provides practical, real-world examples of the thinking required to tackle architecture-issues, before diving down into the specific details of implementation.


This sample contains around one-tenth of the content from the full anthology. The complete book includes around thirty-five posts and seventy images from the weblog. These posts are split into two groups:



  	
Everyday Challenges - outlines typical processs and checks - often in step-by-step form - that are likely to be useful in tackling routine architecture-challenges.

  	
Problem-Cases - provides worked-examples of architecture-errors that could, will or already have caused disruption or damage, and describes what needs to be done to rectify those mistakes.







For further information on enterprise-architectures and more, visit the Tetradian weblog at weblog.tetradian.com. The weblog currently includes some 1400 posts and more than a thousand images, and is at present the world’s primary source on whole-enterprise architecture - methods, principles and practices for architectures that extend beyond IT to the whole enterprise.


For more ebooks and anthologies on enterprise-architecture and more, visit the Tetradian website on Leanpub at leanpub.com/u/tetradian. (Each anthology contains around 30-40 posts from the weblog.)


Some books are also available in print format, from all regular book-retailers. For more details, see the ‘Books’ section on the main Tetradian website at tetradian.com/books/.



  Unless otherwise stated, all text, images and other materials in this anthology are Copyright © Tom Graves / Tetradian 2006-2022.









How do regional differences impact EA?


Another great enterprise-architecture question that came in via Twitter, this time from Swedish EA consultant Jörgen Dahlberg (@greblhad):



  Have you ever experienced regional character in the expression of #entarch ?




My Twitter-sized answer was ‘yes’ – “IT ‘ent-arch’, not really; whole-of-ent arch, huge diffs” – to which Jörgen perhaps unsurprisingly asked for a better explanation – “can you share some insight as to what these diffs in WofEA where?”. Hence this. :-)


The not-quite-so-short summary is three words: environment, culture, politics. More precisely, the ways in which three themes interweave with each other, namely physical environment, social culture, and politics/economics.


Many purported ‘enterprise architects’ only work within the IT domain of the enterprise, but even there those three themes can have major impacts. By the time we get to the true whole-of-enterprise level the impacts are often much larger, though paradoxically often rather more subtle.



  Impact of environment



At least three sub-themes here: distance, climate and geology.


Distance: In Britain, distances are small: there’s nowhere in the country that’s more than 100km from the sea, and few places that have no wired connection to telecommunications. In Australia, distances can be huge: ‘urban’ is the same as anywhere else, but ‘suburban’ is much the same as most of Britain’s ‘rural’, much of ‘regional’ is what Britain would call ‘remote’, ‘rural’ often implies places that are hours apart, whilst ‘remote’ really does mean what it says. Australia’s ‘regional’ is often beyond the limits of cabling, and with frequent gaps in GSM coverage; much of its ‘rural’ is at the limits of the old longer-range analogue mobiles, whilst telecommunications in ‘remote’ often means a telephone-booth out the back-end of nowhere with a solar-powered satellite-phone. Quite apart from cultural implications – the social impact of even having some form of telecomms out there ‘beyond the black stump’ – this means that the technology-architecture needs to allow for a much more heterogeneous infrastructure.


Climate: Most IT equipment is designed to operate in the relatively balmy range of 5-35°C, <95% humidity – which means we need to do something to protect it as soon as we move outside of that range. Arctic regions frequently drop to temperatures where tyres will shatter; in tropical deserts, such as in Australia, ordinary tyres may even melt; but telecomms and power-transmission equipment still has to work. Solar flares and ionospheric effects are serious problems in places like Alaska; insect-attack on cabling and the like is a nightmare in places like Honduras and equatorial Africa. Tropical storms can make a serious mess of physical infrastructure, too; likewise bushfires, tornadoes and many other climate-driven disasters. On top of that, many of these places are seriously inaccessible. This means that your technology in these regions needs to be much more resilient and self-repairing, and have much better self-monitoring and self-reporting of potential or actual faults. Which means significant differences in the infrastructure-architecture, compared to the relatively ‘easy’ and uncomplicated temperate climates.


Geology: If you’re in an earthquake region, or one that that’s likely to suffer tsunamis or severe storms, your technology-infrastructure is going to need to be a_lot_ more resilient than elsewhere. Business-continuity and disaster-recovery planning will play a major part in your enterprise-architecture; many of your business-processes will need to be designed to allow for the  near-certainty that at times your IT may be inaccessible, or may even no longer exist. On the other side, modern data-centres can be placed anywhere in the world, but have huge demands for energy and cooling, in some cases almost on a par with an aluminium smelter – which places some interesting geological constraints on where it’s feasible to operate them. In temperate regions, big rivers are almost a must; naturally-cooler regions which also have copious amounts of natural power are even better. Hence Iceland is attracting a lot of interest from operators of very large data-centres: lots of hydroelectric power, less need for coolant anyway, physically remote (hence fewer physical-security risks) and a technically-literate population as well.



  Impact of culture



In my experience, culture mainly impacts the applications and business layers of the architecture, but also has some impacts on data and technology-infrastructure as well. The key themes I’ve seen are motivation and collaboration, but also some perhaps-unexpected issues such as gender-roles.


Motivation: The key distinction is that the US/Western model assumes individual/extrinsic motivation, whereas many other cultures assume collective and/or intrinsic motivation. (Spiral Dynamics is a useful lens to explore this, though note some caveats about how to apply it in whole-of-enterprise architecture.) One clear example was with a client in Latin America, where every one of the senior executives said that their own first priority was family, followed by church: we might see the same in the Bible Belt in the US, perhaps, but rarely so in most major US cities. Most Western-style systems (typically emphasising ‘Orange’, in Spiral terms) place recognition and rewards on the individual; but in ‘collective’ cultures in Latin America and elsewhere (emphasising ‘Purple’, ‘Blue’ or ‘Green’, in Spiral terms), over-emphasis on the individual causes social-fragmentation and can even be interpreted as personal punishment. This means that we need radically different approaches to performance-monitoring, reward-systems and much else – with significant impacts on overall application-architecture and business-architecture, as well as to how the organisation interacts with its broader enterprise.


Collaboration: The individual-versus-collective cultural-axis also impacts the trade-offs on how work is divided up and managed. IT systems that assume tasks are always assigned to individuals will result in major  off-system (and often undocumented) work-arounds in cultures that do or must spread the work across a more diffuse collective – which also has major impacts and implications for system-security. This applies not only to regional-cultures, but work-cultures in general: I came across problems of this kind with a CRM system that had been bodged-up to sort-of-work in a child-protection context. Getting the balance right, especially in a multinational or global organisation, will pose significant challenges across just about every aspect of an enterprise-architecture – though conventional IT-centric architectures are unlikely even to be aware that these problems exist.


Social culture: Religion and culture impact on any architectures in many ways, some of them obvious, some not. Most of these will affect business- and applications-architectures, but sometimes other architectures as well. One obvious example is language: for any multinational or multi-lingual organisation (often required by law in countries such Canada, Mexico, Australia, and increasingly the US too), the applications-architecture will need at least one extra service-layer to deal with presentation, translation and duplication across languages. (Presentation-architectures can get horribly complicated with left-versus-right, horizontal-versus-vertical orientations and the varying space taken up by texts in different languages.) Usage of icons and colours can be a socio-religious minefield for presentation-architectures; use of photos and avatars for identification can be tricky given that some cultures (particularly East Asian) have a strong aversion to displaying personal images. Addresses and even personal-names cause real headaches for data-architectures and presentation-architectures: for example, forename-first (Europe/US) versus family-name-first (East Asia), patronymic surname (UK/US), gendered patronymic surname (Russia, many Slavic countries), patronymic-plus-matronymic surname (many Latin American countries). Consider also the importance of seniority in many Asian cultures, gender in Muslim ones, or ‘citizen’ versus ‘gastarbeiter/non-citizen’ in almost every country: these can have major impacts on the way that business-processes and applications operate and present information – not to mention some significant impacts on security-architectures too.



  Impacts of politics and economics



The main themes I’ve seen revolve around control, money and property – particularly so-called ‘intellectual property’.


Control: At a basic level this is a key component of organisational culture, hence directly impacts organisational-architecture, business-architecture and more. Many orgs are still run on strict hierarchical/Taylorist lines, which is reflected right down to the technology-architecture – which is one reason why so many orgs have trouble with ‘Enterprise 2.0′ tools and techniques, even though the technology itself is a only minor variant of IT-systems that almost every organisation will already have in place. Conversely, orgs that base much of their work on self-organising teams will have real problems with classic monolithic IT-architectures. One of the key architectural themes is that an organisation is bounded by rules, whereas an enterprise is bounded by shared commitment; this means that control can (sort-of) work within an organisation, but must be replaced by negotiation and trust as soon as we move beyond organisational boundaries – which has huge implications for whole-of-supply-chain architectures, customer-centric business-models, security-architectures outsourced/distributed business/process-architectures and even technology-architecture issues such as use of cloud-services.


This gets a lot messier at the political level. Doing just about any kind of online business in China, for example, means that you must include a real-time censorship layer into your architecture, where part of control is passed to government agencies; since very few IT systems can handle the real-world complexity of censorship, this means that your process-architecture needs to handle rapid transits between IT-based and ‘manual’ process-components, often in near-real-time. (This isn’t just China, by the way: don’t forget Echelon and the like. Some while back I wrote a business-oriented article about ‘the rise of the business-anarchist’: I had a response from someone with a ‘.mil’ [US military] internet-address mere minutes later. A good conversation, I might add, but clearly something/someone was watching!) At the less overtly political level, Australia and many other countries now operate some kind of basic content-filtering over the entire internet-space, in the name of protecting children from ‘inappropriate’ content: this requires its own distinct layer in the respective IT-architecture, though that may occur at various levels within the overall applications/technology continuum.


Money: Any transaction that involves money will introduce significant complications into the architecture: distinct service-layers for identity-management, authorisation, funds-transfer, tax-reporting and much else besides. Every country and region is different in the way it handles this – which adds another whole layer of complexity for architectures in multinational organisations (or even those that handle transactions across states, as in the US). Transactions and cultures that don’t get lost in the time-wasting disaster-area that is the money-economy can use much simpler architectures.


Property: Mainstream Western cultures (and pretty much anyone else in the ‘globalised’ business-economy) operate on a possession-based model of property, usually described in terms of ‘property rights’. This sort-of works for property that is physical or ‘alienable’ (if I give it to you, I no longer have it), but doesn’t properly work for virtual-property that is ‘non-alienable’ (if I give it to you, I still have it – is the case for most forms of information or data), and really doesn’t work for relational-property and the like (for which I can create conditions under which it sort-of transfers, but can’t actually transfer it as such – as in business-goodwill or reputation). Unfortunately, mainstream economics assume that the physical model of property applies to everything, which creates huge complications for all architecture domains – not least because there’s no guaranteed way to enforce ‘alienability’ of naturally ‘non-alienable’ property. Every attempt at ‘digital rights management’ has created unwieldy complications, and together with some surprisingly arbitrary and questionable assertions of ‘rights’; in every case, some way has been found to circumvent it. The same goes for ‘need to know’ security: the nature of information is that it ‘non-alienable’ and hence by definition ‘wants to be free’ – hence the only tactics that actually work in practice are those that enhance that ‘non-alienability’, such as transparency and openness. Anything that attempts to enforce ‘proprietary rights is going to be messy and complicated at some if not most levels of the architecture; by contrast, openness makes the architecture a whole lot simpler. Cultures and sub-cultures which operate on a responsibility-based rather than possession-based model – such as the Open Source movement, video-pirate websites and most of the ‘grey economy’ in emerging-nations and elsewhere – make use of the architectural simplicity in a way which runs rings around any proprietary model.



  Combined impacts



Fairly obviously, these factors interact in many different ways. Some quick examples:


Geology and climate interact: If you’re in an area that’s prone to ‘natural disasters’, you need to be doubly certain that your architectures embed some very solid disaster-recovery planning, with very clear switchovers from IT-based processes to human-based ones (often paper-and-pencil), with clear mechanisms for recovery and update from the manual records back into the IT once the disaster is passed.


Culture, economics, distance and technology all interact: Infrastructure- and application-architects who are used to easy assumptions about guaranteed ‘always-on’ network connectivity could learn a lot from India, where there’ve been some brilliant solutions – especially in the medical-electronics space – to the local reality of unreliable power-supplies and extremely erratic bandwidth. Mobile-applications architects could look to Africa, where the most common banking interface is SMS on an entry-level mobile phone, and where even surgical instructions for shoulder-amputation may be sent by text-message.


In summary, simple technology-architectures might at first glance seem to be the same worldwide; but in practice, regional variations of environment, culture and politics create conditions that demand significant differences in the architectures we develop to work with them, at every level and in any domain of the enterprise. A true whole-of-enterprise architecture needs to be structured in such a way that these regional differences are clearly exposed within the architecture, so that adjustments can be made when applying the architecture in a different regional context.
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Upwards and sideways from business-model (short version)


As all-too-usual, the previous ‘how-to’ post ‘Upwards sideways from business-model’ – to complement the earlier post on transforming from Business Model Canvas to Archimate, to plan and verify the implementation – has turned out to be huge, because it included all of the explanation and context. Here’s a stripped-down version without any of the explanation – just the checklist-questions for the exploration and modelling.


This takes us from the core frame in Enterprise Canvas:




  
    [image: Enterprise Canvas: core plus flows]
    Enterprise Canvas: core plus flows
  




To the complete Enterprise Canvas frame, by including questions on investors and beneficiaries (below the core) and guidance-services for direction, coordination and validation (above the core):
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    Enterprise Canvas: the ‘kitchen sink’
  




Because the Enterprise Canvas is recursive, the questions here will apply not just to the overall business-model, but to every ‘child’-service and sub-service that we’ve previously identified and mapped in our Archimate models.


Investors and beneficiaries


Quick summary of suggested questions to use in this assessment:



  	What energies, resources or other items are or need to be invested in this service (business-model)? From what or whom (the investors) will these be provided, or made available? Via what relationships and transactions? Using a VPEC-T assessment, what values, policies, events, content and trust would apply to each of those relationships and transactions?

  	What energies, resources or other items are or need to be returned or extracted from this service (business-model)? To what or whom (the beneficiaries) will these be provided, or made available? Via what relationships and transactions? Using a VPEC-T assessment, what values, policies, events, content and trust would apply to each of those relationships and transactions?

  	In what ways are the invested energies and resources used and/or transformed within the service? In what forms is ‘excess value’ extracted and returned from the service as dividends to its beneficiaries?

  	What forms of assessment and governance are used to ensure that the balance of investment and dividend is acceptably ‘fair’ to all parties?




Guidance – direction-services


Quick summary of suggested questions to use in this assessment:



  	Who or what will provide run-time management for the business-model – such as to plan and manage the operations, allocate resources, and collate and interpret performance-reports, and make run-time tactical decisions?

  	Who or what will guide changes to the business-model – such as to research and report on the external environment, and develop strategy?

  	Who or what will keep the business-model on track to the vision and values of the organisation and of the overall shared-enterprise – such as to maintain policy, purpose and identity?

  	Via what means – the ‘How’ and ‘With-What’ of business-services and business-processes – will all of these requirements be enacted in practice?

  	Who or what will provide coordination and choreography for all of this?

  	Who or what will provide governance for all of this?




Guidance – coordination-services


Quick summary of suggested questions to use in this assessment:



  	Who or what will provide run-time coordination for this business-model, within the various components and processes of itself, with its customers, and with its suppliers and other partners?

  	Who or what will guide the execution of change to the business-model – such as via project-management?

  	Who or what will define, guide and coordinate longer-term change, to develop and adapt to changes in the broader context for the business-model – such as via portfolio- or programme-management?

  	Via what means – the ‘How’ and ‘With-What’ of business-services and business-processes – will all of these requirements be enacted in practice?

  	Who or what will define or provide the standards, protocols and policies to guide all of this?

  	Who or what will provide governance for all of this?




Guidance – validation-services


Quick summary of suggested questions to use in this assessment:



  	Who or what will identify the full set of value-themes that would apply to this business-model?

  	For each value-theme in scope, who or what will assist in creating awareness of this value-theme throughout the design, implementation and execution of this business-model, both within the organisation and with its customers, suppliers and other partners?

  	Who or what will assist in developing and/or embedding the skills and capability to execute run-time support for each value-theme in scope?

  	Who or what is responsible for executing the required support for each value-theme at run-time? Are they fully aware of and capable of enacting those responsibilities at run-time to the standards required? Via what means – the ‘How’ and ‘With-What’ of business-services and business-processes – will all of these requirements be enacted in practice?

  	Who or what will monitor and verify compliance (and more) to the required standards of support for each value-theme in scope?

  	Who or what is responsible for ‘closing the loop’ to support continuous improvement on each value-theme in scope?

  	Who or what will define or provide the standards, protocols and policies to guide all of this?

  	Who or what will provide governance for all of this?







Over to you: hope it’s useful, anyway.
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Costs of acquisition, retention, de-acquisition


How much does it cost to acquire a customer? To retain a customer? To lose a customer? And in what sense of ‘cost’? In part this one was triggered by reading through my relatively-new copy of Business Model You, and reflecting on the narrow money-only model of revenue and cost that pervades the original Business Model Canvas and its concept of ‘business-model’: 



  We defined ‘business model’ as ‘the logic by which an enterprise sustains itself financially’. Put simply, it’s the logic by which an enterprise earns its livelihood.




In reality, money is a form of cost, and a form of revenue - but in either case it’s by no means the only one. And the attempt to conflate all of those other types of cost or return solely into monetary form is a direct cause of all manner of otherwise-avoidable business-disasters. None more so, perhaps, in sales and marketing. Every salesperson or marketer would recognise that there is a cost to acquiring a new customer, and likewise a usually much-lower cost to retaining an existing customer. However, few seem to recognise that de-acquisition - losing an existing customer - can carry far higher costs than merely the financial opportunity-cost of foregone future trade: and those costs can sometimes be high enough to bring down the entire business. In other words, not something that’s wise to ignore… To make sense of this one, we need three things: 



  	a broader sense of ‘the enterprise’

  	a broader understanding of ‘value’ - beyond a solely monetary sense - and how it intersects with business-services

  	a broader understanding of where ‘cost’ and ‘profit’ arise in a business-service - and for whom




On the nature of enterprise, I use a much broader definition than that implied in Business Model Canvas: ‘the enterprise’ is not the organisation alone, but the overall business-domain or business-purpose within which the organisation operates. In essence, ‘the enterprise’ is a desire, a promise, an ‘ends’ that is shared with others; the organisation is merely a means via which, in working together, people can reach towards those desired-ends.


If we say that the organisation ‘is’ the enterprise, there’s nothing to share with anyone else, and hence no reason for anyone to do business with the organisation. Or, to put it the other way round, the idea that the organisation is not ‘the enterprise’ is what, for others, makes doing business with organisation both possible and, perhaps, desirable. I usually illustrate this by showing ‘the enterprise’ separated from the organisation first as its transactions with its supply-chain or value-web, then its overall market relationships, and then outward to a much broader shared-space bounded by interactions rather than transactions - which also includes its investors and beneficiaries: 
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The shared-enterprise is defined by that desire or idea or promise, which in turn identifies the values of the enterprise - and which in turn also imply success-metrics in relation to the promise and its values. To do business with others, an organisation presents a value-proposition - which in practice must be linked to the promise and values and success-metrics of the shared-enterprise.


Once we fully understand this, the distinctions between ‘values’ (enterprise) versus ‘value’ (that which is exchanged between services) versus money (merely one type of ‘cost of doing business’ within a money-based possession-economy) also become more clear, and hence the different service-relationships each service needs in order to keep these all in appropriate balance. Which we could summarise visually as:
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In practice, though, what often happens is that an organisation - or even an entire culture - fails to comprehend value in anything other than monetary terms, and hence uses money as a proxy for ‘value’ in all of its relationships with the shared enterprise. There are often huge pressures to do this if financial-investors are given too much weight, as ‘the owners’ - which gives rise to an often seriously-dysfunctional upside-down and back-to-front model of organisation-as-service, where monetary ‘shareholder-value’ and suchlike take priority over the values and value-flows that make the monetary-return possible in the first place: 
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To understand why this is so dysfunctional, we need to look at how service-relationships actually work. If we take a money-only concept of business, it’s easy to cut off the view at a very simplistic transaction-only notion of ‘the market’: we grab someone’s attention via marketing, do the transactions of the sales, take the profit, and loop back for the next punter:
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Even here there’s an attention-cost as well as a material (‘moneyable’) cost: every skilled salesperson knows that the wrong kind of attention-grabbing can cost sales, and hence hit the profit. It’s often easy enough to ignore that as a form of cost, though, and just hold the focus on ‘value-as-money-as-value’.


But the reality is that markets are much more than just transactions. As the Cluetrain Manifesto famously put it, “markets are conversations”; they also express and enact relationships, and shared-purpose too. And all of have their own roles and interactions across the shared-enterprise - which necessarily dictates a much broader view of the overall service-cycle. In somewhat simplified form:
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Reputation and trust provide the ground for respect and relations, which in turn provide the ground for attention and conversation about value, and hence a proposition about value, which in turn can form the basis for transaction. And at the end of the transaction, we need to ensure that all of these concerns are satisfied - not just the monetary aspects of transaction.


Everything revolves around value as defined by the ‘promise’ of shared-enterprise; and everything begins and ends with trust - not money.


(As an aside, an over-focus on money alone will almost always lead to the ‘quick-profit failure-cycle’: 
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In practice this short-cut version of the service-cycle slowly loses its connection not just to trust, but to any sense of purpose or values, any links to people either outside or within the organisation, and even any clear sense of policy or, eventually, any sense of legality. In short, it invariably devolves into a slow-suicide for the respective business: so don’t do it!)


When we look at this in terms of costs and revenues, we can reframe this service-cycle in terms of sets of related dimensions. (What follows is definitely over-simplified - in reality the dimensions always interweave with each other much more than is implied here - but this is probably the best way to describe the overall scope of the context.) Moving outward from the transaction-oriented core: 



  	
transaction-economy: primarily physical assets or ‘things’ (asset-characteristics: alienable, exchangeable) - implies resource-costs, ‘compensation’ for transfer of ‘right of possession’

  	
information-economy: primarily virtual assets or information and attention (asset-characteristics: non-alienable, exchange-via-copy) - implies potential costs of information-dilution or information-distortion, ‘compensation’ for ‘right of access’ to information

  	
attention-economy: mix of virtual assets and relational assets (characteristics: constrained by information, relationship and available time) - implies costs in terms of non-exchangeable and non-reimbursable attention and time

  	
relation-economy: primarily relational assets (asset-characteristics: non-alienable, non-exchangeable, exists between two real [physical] sentient parties) - implies costs in terms of time and of creation and maintenance of relationship, or opportunity-costs etc on loss of relationship

  	
purpose-economy: primarily aspirational assets (asset-characteristics: non-alienable, non-exchangeable, exists from real [physical] sentient party to [virtual] idea, belief, memory or sense of identity or belonging) - implies costs in terms of trust, purpose, ‘commitment-fatigue’, ‘change-fatigue’ or burnout

  	the attention-economy provides the crucial bridge between the parts of the service-cycle that deal primarily with exchange-based transactions (things, information) and those that deal primarily with interactions around non-exchangeable assets (relational, aspirational)




Yeah, I know - that lot all sounds a bit abstract. But to bring it back more towards the practical for the service-cycle - even if still somewhat abstract - reinterpret these in terms of the set of interactions that set up the core service-transaction, and the set of completions that close everything off after that core-transaction:


– set up reputation/trust: The service-provider (‘the organisation’) and service-consumer (‘the customer’) carry various costs in search and discovery to identify mutual interest and mutual values, typically as indicated by mutual alignment to the enterprise-vision. The linkage here is primarily in terms of aspirational-assets (‘purpose-economy’), via interactions through the ‘before‘-channels.


– set up respect/relations: The organisation and the customer identify shared understandings of value and success-metrics for any mutual service-transactions. Both parties carry various costs in value-identification. The linkage here is primarily in terms of relational-assets (‘relationship-economy’), via interactions through the ‘before‘-channels.


– set up attention/conversation: The parties engage in conversations to identify potential requirements for service that the customer needs and the organisation can deliver, described in terms of the previously-identified vision and values (‘value-proposition’). Both parties carry costs in terms of service-identification and conditions and expectations of service. The linkage here is primarily in terms of relational/virtual-assets (attention: ‘attention-economy’) and virtual-assets (conversation/information: ‘information-economy’), via interactions through the ‘before‘-channels.


– set up transaction/exchange: The parties engage in transactions that enact change-as-experienced (‘service’) and/or transfer of exchangeable-assets (‘product’). The linkage here is primarily in terms of physical-assets and/or virtual-assets (‘transaction-economy’), via interactions through the ‘during‘-channels (which may also create and/or change relational- and/or aspirational-assets - for example, to enable a business-relationship, or to create and confirm an individual’s membership of a group or community).


– completion of transaction-tasks: Everything is complete in terms of raw service-delivery - in other words, everything that goes through the ‘during’ channels of the Enterprise Canvas.


– completion for self (organisation’s profit): The balancing-return does come back from the customer via the ‘after‘-channels. The forms of value exchanged may not be - in fact often aren’t - the same as those in the ‘during’ channel (for example, monetary payment for ‘services rendered’). They may also be different forms the forms of value forwarded on as ‘dividend’ to service-beneficiaries. This means that there may be significant ‘value-translation’ required to move the returned-value into the respective forms. The difference between the overall operating- and transactional-costs and the returned-revenue represents the service’s effective ‘profit’ or ‘loss’.


– completion for customer: Together, provider and customer establish that the customer’s expectations for service-provision have been satisfied.


– completion for all: Together with other stakeholders - albeit often only implicitly - provider and customer establish that the whole service-cycle was appropriately aligned with and supported the success-criteria of the overall vision and values of the shared-enterprise.


Each of the ‘set up’ stages sets up expectations of quality-of-service, of the proposed value of the service (hence ‘value-proposition’) to the customer. Each of the ‘completion’ stages represents assessment of the actual quality and value of service-as-delivered and service-as-received. (Note that for Enterprise Canvas and the service-cycle, we usually remove the common distinctions between ‘product’ versus ‘service’ by saying that a product represents a kind of ‘proto-service’, a promise of future delivery of some actual service or self-service.)


If any of those assessments fails - if any party considers themselves ‘short-changed’ in terms of those expectations - then there is a non-monetary cost, in terms of damage to the aspirational- and/or relational-assets created or maintained during the set-up phases. To put it in simple business-terms, there is damage to the willingness to come back for repeat-business, and/or damage to reputation, such as in non-recommendations or anti-recommendations to other potential service-consumers and/or service-providers.


– incompletion of transaction: dissatisfied provider. Up till this point, the costs of the service - in time, resources, attention, effort, money, whatever - will usually have been borne by the service-provider (though this varies somewhat in prepayment-scenarios, where the ‘after‘-channel interactions sort-of come before some or most of those on the ‘during‘-channel). If the balancing-return (‘revenue’) doesn’t come back from the customer, those costs will be classed as ‘non-recoverable’ - nominally the organisation’s problem and organisation’s risk. If the return-transaction doesn’t happen, the relationship between provider and customer will probably be broken from the provider’s side, describing the customer as a ‘bad risk’ or suchlike - in other words, a refusal to engage in future attention, relations or shared-purpose.


– incompletion of attention: dissatisfied customer. This usually happens when the provider drops attention as return (payment etc) has been received through the back-channel (customer-to-provider ‘after‘-channels). In effect, the conversation is cut off before any check has been made as to whether the customer is satisfied with service-delivery. This kind of failure will often create betrayal-anticlients - former customers who feel ‘betrayed’ by the service-provider, and who will actively dissuade others from engaging in interaction or transaction with that organisation.


– incompletion of relations: dissatisfied customer and/or provider. This typically happens when either party simply ‘walks away’ after the interaction, without completing closures that would maintain the person-to-person or person-to-organisation relationships that would enable fast re-establishment of relations on a subsequent iteration of the service-cycle. The best outcome of this kind of failure is that, in effect, the client becomes a non-client, hence imposing on either or both parties the new-client acquisition-costs rather than the (usually much lower) existing-client retention-costs for the next service-cycle. At worst, customer and/or provider may become active betrayal-anticlients for each other.


– incompletion of purpose: dissatisfaction across the shared-enterprise. This typically happens in organisations with a ‘push-marketing’ model and a ‘sales at any cost’ culture: they try to acquire all and any possible customers, regardless of whether there’s an appropriate fit to the actual (i.e. values-based, not ‘feature’-based) value-proposition or to the values and success-criteria of the overall shared-enterprise. Failures of this kind not only create bad-client problems for the organisation, but also risk creating inherent-anticlient challenges against the provider and/or customer across the market-space and the whole shared-enterprise. Such inherent-anticlient challenges may be expressed in forms such as blacklisting, retroactive legislation, active constraints and even ‘pariah’ or ‘public-enemy’ status - as can be seen at present in common public attitudes towards ‘the 1%’ (at either end of the socioeconomic scales) and towards the banks and other financial institutions. 


Practical implications for enterprise-architecture


As usual (sorry…), all of that was perhaps a bit too abstract - mainly because I’m trying to cover the whole context in all of its possible forms. At a more concrete level, we can bring at least some of these down to some simple tests for service-design and service-completion: 



  	
Are the vision and values of the shared-enterprise identified and explicit? (Remember that this is the shared-enterprise to which the organisation aligns itself - not the organisation itself.) Failure to do so means that there’s means to establish criteria against which any value-proposition may be tested. [This is the first part of the ‘set up reputation / trust’ stage in the summary above.]

  	
Are the success-criteria for the shared-enterprise identified and explicit? Failure to do so means that the only apparent criteria for ‘success’ will be blurry notions of ‘customer-satisfaction’ and suchlike (which can sort-of be used to guide service-review and service-improvement), crude non-qualitative metrics such as short-term financial-‘profit’ (which can’t be used to guide service-design), or even more blurry externally-driven notions such as ‘shareholder-value’ (which definitely can’t be used as guides for service-design). [This is also part of the ‘set up reputation / trust’ stage.]

  	
Are the provider’s value-propositions aligned with the vision, values and success-criteria of the shared-enterprise? Failure to verify this means that the effective success-criteria will default to lowest-common-denominator types such as ‘cheaper’ - often entrapping the provider (and customers too) into a dysfunctional-competition ‘race to the bottom’. [This is another key part of the ‘set up reputation / trust’ stage.]

  	
Are both provider and customer clear that they share the same (or similar-enough) definitions of ‘success’ in relation to any provision of service? Failure to get clear on this means a near-certainty that one or other of the parties - or both - are going to be dissatisfied with the end-results of service-provision. [This is the end-point of the ‘set up reputation/trust’ stage and the start of the transition to the ‘set up ‘relations / respect’ stage.]

  	
Are both parties aware of the costs of setting up and maintaining a service-relationship, and willing and able to bear their part of those costs? (Remember that ‘cost’ here is defined in terms of the enterprise-vision, values and success-metrics: money is at best a poor-quality proxy for most such costs, and is not valid or usable at all for many types of cost - skills and competence, for example, or non-replaceable resources or lives.) Failure to clarify this at the start leads almost invariably to someone feeling that they’ve been ‘short-changed’ - and especially so if someone’s been foolish enough to try to use money as an inappropriate proxy for non-monetary costs. [This is a key part of the ‘set up relations/respect’ stage, also starting to transition to the ‘set up attention / conversation’ stage.]

  	
Are both parties aware of the need for and costs of ‘paying attention’, to clarify actual service-capabilities and service-needs? Failure to get clear on this before and during service-delivery usually leads to excess costs - of many different kinds - for one or both parties, and usually dissatisfaction-costs as well. (The requirement to pay attention during service-delivery arises because needs often change, or are discovered, only within and as a result of the interactions of service-delivery itself. Note also that there are strong reasons why the term ‘pay attention’ exists: it represents real non-monetary costs that cannot be avoided if service-delivery is to be successful.) [This represents the core of the ‘set up attention / conversation’ stage; coupled with cross-checks to agreement about the values in relation to the provider’s value-proposition, this also establishes the ground for the transition to the ‘set up transaction / exchange’ stage.]

  	
Are both parties able and willing to keep track of variances during service-delivery, and to compensate and adjust for them accordingly? There are real responsibilities here - literally ‘response-abilities’ - without which variance-costs are likely to become hidden until too late to rectify, again leading to dissatisfaction on one or both sides of the relationship. [This is a key part of the ‘set up transaction / exchange’ stage.]

  	
Are both parties able to identify and agree upon the start-point and end-point of expected and actual service-delivery, and act upon it accordingly? Failure on either side to identify these will lead to excess costs on one or both sides - and, again, dissatisfaction. [The start-point represents the end of the ‘set up transaction/exchange’ stage; the end-point represents ‘end of transaction-tasks’ in the summary above].

  	
Are both parties able to identify what needs to be done and/or delivered to bring the transactions and interactions to a full completion that will align with the enterprise-vision and reinforce mutual trust? Failure to get clear on that will all but guarantee that someone will be dissatisfied… [This clarifies what needs to get through the ‘after‘-channels, and sets up the rest of the ‘completions’ stages.]

  	
Once the provider has achieved satisfaction, do they then confirm that the customer has achieved satisfaction? Failure to do so is one of the most certain ways to create droves of active anticlients. (Note that this may need to be repeated at various intervals in order to verify longer-term satisfaction: a product that works well at first but fails earlier than expected is likely to lead to the customer feeling ‘short-changed’ - and becoming a ‘betrayal-anticlient’ as a result.) [This represents the ‘completion for self’ stage above, and the need to continue through to the ‘completion for customer’ stage.]

  	
Once both parties have achieved satisfaction relative to each other, do they then confirm that the overall end-results also fully align with the vision and values of the overall shared-enterprise? Failure to test for this risks creating a business - such as in much of the current ‘wealth-management industry’ - where providers and clients are (usually) happy with their respective services and service-relationships, but other stakeholders in the overall shared-enterprise feel increasingly betrayed: deep dissatisfaction here can eventually destroy an organisation’s (or even entire industry’s) ‘social licence to operate’. [This represents the ‘completion for all’ stage above.]




Yeah, I know: all of this has been way too long (as usual…). But the core takeaways would be these: 



  	Revenues and costs may occur in many different forms of value, not all of which should - or even can - be converted to monetary form. (To put it the other way round, money is often a very poor or even fundamentally-invalid proxy for many if not most forms of value: under no circumstance should money be allowed to be used as a proxy for all forms of value in an enterprise context.)

  	The definition of ‘value’ ultimately arises from the vision and values of the shared-enterprise. The shared-enterprise is not the same as the organisation itself, and is not under the organisation’s control.

  	Creating and maintaining reputation, trust, relations, respect, attention and conversation all incur real costs. These costs are typically referred to in business as ‘cost of acquisition’ and ‘cost of retention’. Note again that these costs often cannot be measured meaningfully in monetary terms.

  	Costs of acquisition are typically (much) higher than costs of retention. In any context where repeated service-delivery is likely and desirable, it is therefore in a organisation’s (and customer’s) interest to expend the costs of retention in order to avoid the higher costs of re-acquisition.

  	Failure to maintain reputation, trust, relations, respect, attention and conversation can lead either to significant ‘costs of de-acquisition’. If a customer simply becomes a non-client, the de-acquisition costs represent a combination of opportunity-cost (loss of future business) and re-acquisition cost (same or higher costs as for initial acquisition. If either party - or any party - becomes an active anticlient of another party, the risks of the costs becoming real steadily increase over time, often in the form of supposedly-‘unpredictable’ kurtosis-risks.




Anyway, I’ll stop there for now: hope it’s useful for someone?





Source (Tetradian weblog)



  	
Date: 2013/05/12

  	
URL: costs-acquisition-retention-deacquisition


  	
Comments: (none)

  	
Categories: Business, Enterprise architecture

  	
Tags: Business, business architecture, costs, economics, enterprise, Enterprise architecture, enterprise canvas, marketing, paradigm, sales, values










Where is the information when we need it?


We boarded the plane, settled down in our seats, to await pushback from the gate – the usual ‘hurry up and wait’ of everyday air-travel. Seemed to take a bit longer than usual, though. Strange clonks and thumps from beneath my seat, down below in the cargo bay. We wait, and we wait.


[I won’t name the airline here: they probably did a better job than most, under the circumstances, and it certainly wasn’t bad enough to blame or shame. In any case, I want to focus on the overall theme here rather than a single incident.]


And we wait. After perhaps twenty minutes past our scheduled departure, a call from the cockpit: there’s a problem with the cargo-door, haven’t been able to fix it, engineers are on their way, apologies for the delay.


Twenty minutes later, with the clunking and clanking still going on below, I’m doing that calculation so common amongst experienced air-travellers: is my connection still possible? I can probably still make it across the terminal, but will my luggage make it too? Another polite apology from the flight-deck, but no actual news. And whatever they say, it’s not looking good.


An hour goes past. Still belted into our seats. Can perhaps just make that connection if we leave now. Another announcement: but it’s not the one I’d been hoping for… “first class and business class passengers can leave the plane and wait in our airline lounge; other passengers please wait here while we serve you a meal”. The meal, when it eventually arrives, consists of, uh, one plastic cup-a-soup. While another hour drifted away into nowhere. Like the flight, which is clearly going nowhere.


Another hour. “All passengers please disembark: please take all your belongings, we’ll call you when you can board again.” As we leave, it’s clear that the first-class and business-class passengers didn’t take their carry-on junk with them when they left earlier: it’s going to be chaos for them if we have to change planes. No information; no warnings about what to do with boarding-cards or the like. Three harassed staff at the gate, trying to field impossible queries in half a dozen different languages; no-one knows in any detail what’s going on, no suggestions on what to do about a myriad of by-now-lost connections other than the all-too-obvious platitudes of “we’ll sort it out later”.


Another hour, spent anxiously around the gate. At least the children are having fun, running up and down on the somewhat bouncy travelator. And then, suddenly, an announcement over the general system: plane’s fixed, please hurry up, we’re boarding now. The usual airline complaints about lost passengers – as if it’s the passengers’ fault that there’s a delay. No time to check boarding-cards, it seems – and a fair few passengers have left them on the plane anyway. But everyone’s in, seemingly on record time: and five hours after scheduled departure, and with somewhat of a struggle to find a slot in the lengthy queue for take-off, we’re finally on our way. Hooray.


A tedious seven hours later, we arrive at the airline’s hub. The only passengers who aren’t going to be affected by the delay are the relatively few who live here, and the fewer still who’d want to stay here: just about every onward connection will have been blown. Still, the airline’s ground-staff will have had almost twelve hours to plan for this: we’ll get it sorted out somehow. We decant from the plane into an almost empty airport, well after midnight, in fairly optimistic mood.


Which doesn’t last long. No plan, no information, no nothing. A chaos of queues at the transit desk. Nothing happens, very slowly. One lucky soul eventually rushes away to catch one momentary slot. The line beside collectively groan when it becomes clear that there’s no possible flight to their destination for at least another day, and so many of them that it might take two or three days at least to find enough slots.


My name is called, followed by those of several others. In some confusion, I make my way forward to the desk – and am angrily challenged by the woman already there, whose name hadn’t been called – how come I’d been picked instead of her? I try to explain that I’m just following instructions, like everyone else, that it’s the airline’s choice, not mine, it’s not something I’ve done to her at all: slowly, slowly, she subsides, still simmering. Turns out that we’d been picked out to catch a flight that we’d already missed anyway. Another woman next to me had been given one of her boarding passes for a connection that now no longer exists. No-one seems to know what’s going on; perhaps least of all the ground-staff who are trying to sort out the mess.


Another hour of tired confusion, frazzled ground-staff, yet tempers still holding fairly well all round. No more connections for anyone today, but they do manage to assign hotels for everyone, with pick-up times and boarding-passes and coaches to take us to bed. At last.


Except the hotel doesn’t know we’re coming: no-one had told the reception-desk, at any rate. It’s gone 4am before we all manage to get that one sorted out and into bed. For a 6am wake-up to call to warn the people waiting for me at the other end that I won’t be there for another full day.


Where, eventually, we do indeed arrive. And my luggage, too. Wow. Amazing. Feels like a real bonus after all that struggle.


Looking back with an enterprise-architect’s eye, what are the lessons-learned here?


The incident itself was ‘just one of those things’: someone had been a bit too rough with the cargo-door, bent something just that bit too much out of shape. All fixed: it just takes time. Except time was what we didn’t have. For which we can’t blame the airline, or the airport, or anyone, really. Just one of those things.


What wasn’t good was the availability or use of information. The ground-staff where we started didn’t know what was going on. Which was why the passengers didn’t know what was going on. Which was why no-one could make any alternate plans, beyond perhaps passing on a warning to others further down the line. The screw-up over the non-‘meal’ was just a minor annoyance, really: a few people kicked up a minor fuss, but there wasn’t much point – because if everything’s run on a just-in-time model, there ain’t much redundancy anywhere in the system to cover anything like that.


Beyond the departure itself, the use of available information seemed even worse. The ground-staff at the hub should have known we were going to be late, and that connections would have been lost: they should, at the very least, had had the whole of our flight-time – seven hours or so – to prepare for alternatives. But amazingly, no-one seems to have had thought fit to warn them. Hence a lot of chaotic make-it-up-on-the-spot – not just for the passengers, but for all their separate checked-baggage too. Not the ground-staff’s fault, really, that so much of it was such a mess – they did remarkably well, under the circumstances. Likewise the hotel-staff, when we all arrived in the middle of the night, apparently without warning. But none of that chaos should have happened at all – if the airline and others had made proper use of their information. Which they didn’t. Which to me, frankly, seems bizarre – but there ‘tis…


Yet all of this was just one flight, with one well-rated airline. What happens when the whole airport is out of action? Or the whole transport network? An entire city, or an entire region? That’s when we most need the information-exchange to work. But instead, we see all too well the gaps in information…


What are the most common complaints these days in any kind of disruption? “They didn’t tell us anything.” “We had no way to find out what was going on.” Endless variations on the same theme: no information, or information not where it’s needed, or not available in a form that can be used. Which, even for the IT-centric of ‘enterprise’-architecture, should tell us straight away that there’s a real information-issue there that can probably only be addressed with any success via a whole-of-enterprise approach. And in each case the enterprise-in-scope needs to be larger than the organisation-in-scope.


To resolve each of those various problems on our flight, the information-scope was larger than the flight itself:



  	the initial attempt to repair the cargo-door was not via airline staff but the airport ground-crew


  	the damaged door needed attention from aircraft-engineers assigned to the airport by the aircraft manufacturer


  	the flight-delay required rescheduling for ground-control at the airport and for air-traffic control once in the air

  	the airline ground-staff at the departure-airport needed to consider the impact of the delayed flight at the arrival-airport


  	rescheduling before and on arrival needed real-time knowledge of other flights across the system, in some cases including other airlines’ flights, and links to the airport baggage-handling system to re-assign and/or hold checked baggage

  	overnight stays (a legal responsibility of the airline) required links to hotel-availability information, and also coach and driver information to transfer stranded passengers to and from the hotels

  	few if any of the stranded transit-passengers had visas for that country, so the off-airport overnight-stop needed passport-information links to immigration





Not much of which, it’s clear, worked particularly well – because if it had, we wouldn’t have experienced anything like the mess that we did.


(It definitely helped that immigration there were very laid-back about it all, though, compared to the the seemingly-insane rules and regulations of so many other ‘security’-obsessed countries these days: for example, why on earth does a transit-passenger from London to Mexico need a full [expensive] US visa and full immigration clearance just to pass through the sealed international-transit section of Dallas airport…??? No idea what would happen for those rare stranded-passengers whose countries or passports were incompatible: probably the only option would be to be locked up in a cell somewhere until their onward flight became available?)


All of those are large enough enterprise-architecture problems. But take the scale up a few notches, to the kind of issues that we’ve seen so often over the past few years:



  	an airline goes broke, stranding its passengers in random places across the globe: what information is needed to find them all, identify their needs (not just food and shelter, but medical and much else besides), assign the appropriate priorities, get them all to their required or alternate destinations as soon as possible

  	there’s a fire at a fuel depot, blocking the usual fuel supply-chain to the airport: what information do you need to get to airlines, to their passengers, to air-traffic control?

  	there’s a failure in the baggage-handling system: what information do you need in order to reunite the right passengers with their own baggage – and only their own baggage – when all the electronic records have been lost?

  	heavy snow closes the airport for several days: what information do you need to share with other modes of transport – rail, road, even by sea – in order to get the passengers moving onward? what information do they need in order to make the right choices? and how do you get that information to them in the most effective way?




On the surface, there are simple answers to all of those questions. But in practice, with present-day enterprise-architectures – few of which extend beyond the nominal scope of a single organisation – many of the essential links are fragile at best, or missing entirely. And the closer each system and sub-system moves to maximum ‘efficiency’, the less room there is for manoeuvre: Heathrow Airport, for example, at present often operates at or above 95% of its theoretical capacity, with each aircraft similarly close to its maximum load – hence even a single day of closure could take more than a month to clear if no other alternative transport-options exist. In essence, to make the system seem to work, we rely on people to take up the slack – abandoning their journeys, making alternate arrangements, whatever. Which kind of defeats the whole object of the extended-enterprise, namely to make it easy and convenient and reliable for people to travel as they need…


So in these days of obsessing over ‘efficiency’ and the like, how do we get back to enterprise-architecture – an architecture that provides proper support for the enterprise in context? What we’ve seen for information above applies to all other aspects of each enterprise: assets, people, process and everything else. So what do we need for the enterprise? How do we enable the requisite redundancy and resilience in the enterprise, to emphasise overall effectiveness rather than mere local ‘efficiency’? For that matter, what is ‘the enterprise’ in scope in each case – not just the organisation itself, but the broader context within which the organisation exists? How do we deliver on the real promise of enterprise-architecture, that “things work better when they work together”?


Happy Travels? Or unHappy Chaos? An interesting yet all too real challenge here for enterprise-architects and enterprise-architecture…
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