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Introduction


Why I Wrote This Book


In March 2019 I received an email from a recruiter preparing me for a
technical interview at a major sports streaming platform. The email contained
interview questions, coaching on how to structure my answers, and — most
valuably — verbatim feedback from a previous candidate who had failed the
same interview.


The recruiter, doing me a genuine favour, shared exactly what the previous
candidate had said, exactly what the interviewers concluded, and exactly
what I should avoid. It was blunt. The previous candidate had used AWS for
five years in production but lacked deeper understanding of the services he
claimed to know — the limitations, the cost implications, the edge cases
that only surface when you are running ten thousand requests per minute
against a service at two in the morning. He oversold his skills. When
challenged, he deflected rather than admitting the gap.


I got the job. I spent five years there, scaled the payment platform to ten
million daily transactions, and learned more about production systems than
in the previous fifteen years combined. In 2024 the company restructured,
moving engineering to India, and I was laid off along with the rest of my
team. I went on to found kdeps, an AI agent framework.


That email stuck with me. Not because it helped me pass one interview, but
because it crystallized something I had never seen written down: there is a
complete, learnable body of knowledge about how to navigate a software
engineering career, and almost none of it appears in technical books.


This book is that body of knowledge, from twenty-two years of actually doing
the job — including the parts that did not go as planned.


What This Book Is Not


It is not a programming book. There is no code to run, no repo to clone.
The companion books in this series handle the technical ground: the AWS
book covers cloud infrastructure and serverless architecture; the language
books cover Ruby, Go, TypeScript, and Rust. This book handles the career
— the part of the job that sits above the technology stack.


It is not a motivational book. I am not going to tell you to believe in
yourself or work harder than everyone else. The people who burned out working
eighty-hour weeks at their first startup often believed in themselves
intensely. What they lacked was a map.


It is not a universal theory. I built my career in a specific arc — from
Asia to Europe, from web development to infrastructure to AI — and my
perspective is shaped by that arc. Where my experience diverges from yours,
the pattern still applies even if the specifics do not.


Before you conclude that this is a book written by someone whose career
went well: I have also been fired. Not laid off in a restructuring —
asked to leave. I have been placed on a performance improvement plan.
I have had contracts not renewed. I have interviewed at FAANG companies
multiple times and was not offered a position. I have been in rooms with
engineers who were clearly sharper than I was at algorithmic thinking,
and I knew it while I was sitting there.


What I am good at — what I have always been good at — is opening my notes,
taking notes, and then re-evaluating what happened. Bulay-bulay, as we
say: to reflect, to sit with an experience, to let it steep until it
yields something useful. I don’t have a habit of posting my raw personal
notes as a blog. They are too personal, too emotional, too raw for that.
Instead, I spend time with them privately — re-evaluating, internalizing,
distilling. That habit is what this book is built on. My notes span 2019
to 2024. It is now 2026. What you are reading is the distillation of
those years — the patterns that survived the re-reading, the lessons
that held up under revisiting.


I am telling you this because books about career navigation are usually
written by people who make their careers sound inevitable in retrospect.
This one is not that. The twenty-two years include the years where the
direction was not clear, where I made the wrong call, and where the
outcome was not the one I wanted. The body of knowledge in this book
was built from those years as much as from the successful ones.


What This Book Is


It is a map.


Part 1 covers the work itself — what a software engineer actually does when
the job description is stripped away, what production systems demand, and
why ownership of those systems is the core skill that separates adequate
engineers from exceptional ones.


Part 2 covers getting hired — how to read a job description, how to navigate
technical interviews, what interviewers are actually testing beneath the
surface questions, and why the most common interview failures have nothing
to do with technical knowledge.


Part 3 covers being on the job — the first ninety days, the principles
behind building systems that survive production, how to handle incidents
and on-call responsibilities, and why communication is an engineering skill,
not a soft skill.


Part 4 covers the career arc — how to grow from junior to senior, how to
build influence without a title, how public work compounds over time, and
how to stay effective over decades rather than quarters.


Part 5 steps back from the individual career to the profession itself —
the ethical obligations that come with building systems other people
depend on, and what those obligations demand of you in an era of
AI-assisted engineering.


Who This Book Is For


You are somewhere in the first ten years of your software engineering career.
You can write code. You are competent enough to pass a technical screen but
not sure what happens after that. You may have been rejected from jobs and
not known why. You may be on the job but unsure how to grow. You may be
technically strong and professionally invisible.


This book is also for engineers past that first decade who have been
promoted by writing good code and now find themselves expected to lead, to
influence, to communicate with stakeholders — and have no model for how to
do those things because no one ever explained that they were coming.


It is not for people who want a career in software engineering without
becoming a software engineer. There are no shortcuts here for people who
want the title without the craft.


A Note on Names


Some stories in this book involve other people. Where the story reflects
well on someone, I have used their real name with their knowledge. Where
the story is instructive because something went wrong, I have changed
identifying details or composited events. The interview feedback story in
Chapter 7 is drawn from a real document; I have changed the candidate’s
name and stripped the employer from the account. The lesson remains intact.



  — Joel Bryan Juliano, Amsterdam, 2026









Part 1: The Work


Software engineers write code. That sentence is true the way “surgeons use
scalpels” is true — technically accurate, completely inadequate to describe
the job.


The actual work is making systems that other people depend on continue to
function reliably, securely, and with enough observability that when they
stop functioning, you can find out why. Everything else — the languages, the
frameworks, the cloud providers, the ceremonies — is scaffolding around
that core.


Part 1 is about the work before anything else: what the job actually demands,
what production teaches you that no tutorial does, and why ownership of
what you build is the quality that distinguishes the engineers who stay
relevant from the ones who plateau.










Chapter 1: The Job Description vs. The Job


The Posted Version


A job description for a backend engineer at a modern tech company says
roughly the same thing across every company and every year. You will build
and maintain scalable microservices. You will collaborate with product
managers and other engineers. You will deliver maintainable, robust, and
testable code. You will share knowledge and collaborate with developers
across the business. Experience with cloud-hosted services required. Ability
to write tests required. Track record of successful software delivery through
all phases of development required.


This is accurate the way a restaurant menu is accurate. The menu tells you
what you ordered. It does not tell you what dinner actually is.


The Actual Job


The actual job is making decisions under uncertainty, many times per day,
with incomplete information, in a codebase you did not design, on systems
that other people depend on and will not stop depending on while you work.


Every change you make to a production system is a decision. Every test you
choose not to write is a decision. Every alert threshold you set, every
retry policy you configure, every timeout value you accept from the default
— these are decisions. The job is not the code. The code is how the
decisions become permanent.


The permanent nature of production decisions is what separates professional
software engineering from the tutorials. In a tutorial, if something goes
wrong, you delete the directory and start again. In production, the data
has been there for three years. The customers are using it right now.
The migration you need to run to fix the schema will lock the table for
forty seconds and the SLA is two hundred milliseconds.


Autonomy and Its Weight


The job description at DAZN — one of the most honest I have read — put
it plainly: “We give you autonomy over the software you build and offer
you the freedom to choose the right tool for the job. In return, we expect
you to take ownership of the systems you build.”


That sentence should be printed on the wall of every engineering team.
Autonomy and ownership are the same transaction, both sides of the same
coin. The engineer who wants freedom to choose technologies but does not
want to be paged when those technologies fail at three in the morning has
misunderstood the offer.


Most engineers want the autonomy. Fewer are prepared for the ownership. The
gap between the two is where most early-career engineers plateau.



    Autonomy in engineering comes paired with accountability. You choose
the tools; you own what they do at 3 a.m. Engineers who want one
without the other consistently disappoint the teams that trust them
with both.




What “Scalable” Actually Means


Job descriptions use the word “scalable” as though it were a checkbox. Build
scalable services. The word means almost nothing without context.


A system that handles a hundred requests per minute and a system that handles
a million requests per minute are both “scalable” — if each was designed
appropriately for its load. The question is not “is this scalable?” but
“what does it need to scale to, and how does it fail when it reaches that
limit?”


At DAZN, the payment systems needed to handle ten million transactions per
day — roughly 116 per second on average, with peaks twenty times that during
major sporting events. The payment processor’s 500-millisecond timeout was
fine at baseline load. Under peak load with multiple retries, 500 milliseconds
became the thread that unravelled the entire downstream queue.


Scale is not a property of a system. It is a relationship between a system
and its load. The engineer’s job is to know which relationship they are
designing for, and to make that explicit — in the code, in the runbooks,
in the alerts.


What “Ownership” Actually Means


Ownership does not mean you wrote everything in the codebase. In any system
more than a year old, you will own things you did not write. Ownership means
you know the system well enough to reason about why it behaves the way it
does, to fix it when it breaks, and to improve it deliberately rather than
by accident.


Concretely, ownership means:



  	You know what the service does and what it depends on.

  	You know what normal looks like on the dashboards.

  	You can diagnose a production incident for your service without needing
to ask someone who wrote it three years ago.

  	You know the failure modes — what happens when the database is slow,
what happens when a downstream API stops responding, what the SQS dead
letter queue fills up with.

  	You improve the system over time, not just when it breaks.




The last point is the one most often dropped when teams are under pressure.
The incident happens, the fix goes in, the ticket closes. The underlying
fragility that made the incident possible remains because fixing it would
require a sprint and the sprint is full. The engineer who owns the system
tracks that debt, names it, and creates the space to address it — even when
no one is explicitly asking.


The Parts Nobody Posts


There are components of the software engineering job that never appear in
job descriptions but consume substantial time and energy for every engineer.


Communication takes more time than most engineers expect. You will write
tickets, comment in code reviews, explain decisions in design documents,
answer questions in Slack, present in tech guilds, and justify architectural
choices to stakeholders who do not share your context. An engineer who cannot
communicate clearly about what they built and why will hit a ceiling earlier
than their technically weaker colleagues who communicate well.


Context switching is the invisible tax. Real engineering sprints are
interrupted constantly — a production alert, a code review request, a
question from a junior developer, a product manager asking for a timeline.
Deep work and reactive work compete for the same hours. Managing the
boundary between them is a skill that takes years to develop.


Learning the codebase is never in the job description because companies
assume it is obvious. It is not obvious. Senior engineers in a new job spend
months building the mental model of systems that have grown over years.
There is no shortcut. There is only asking, reading, running, breaking,
and fixing things in a staging environment until the picture becomes clear.


Institutional knowledge is the code that is not in the repository.
It is the reason the retry count is seven instead of three (the third-party
API returns 503 on its fourth request before recovering, and seven was the
empirically discovered threshold). It is the reason the batch job runs at
three in the morning Amsterdam time (the downstream system’s maintenance
window is between one and four). This knowledge lives in the heads of the
people who have been on the system longest, and it walks out the door with
them when they leave. Building, writing down, and maintaining this knowledge
is part of the job — a part that only the engineers who think of themselves
as builders rather than coders ever do.



    When you learn why something is the way it is — why the retry
count is seven, why the batch job runs at three in the morning —
write it down immediately in the runbook, the PR description, or
the code comment. You will not remember it accurately in six months.
The next engineer will never know.




The Real Qualification


Job descriptions ask for experience with Node.js, AWS, microservices,
CI/CD pipelines. These are proxies for the actual qualification, which
no recruiter writes down because it sounds abstract: the ability to reason
about complex systems under uncertainty and make decisions that hold up
in production.


You build that ability by working on production systems, having them fail,
understanding why they failed, fixing them, and improving them. There is no
equivalent in a tutorial environment. Toy systems that do not have real load,
real data, or real consequences for failure will not teach you what you
need to know. They are useful for learning syntax. They do not teach
judgment.


This is why twenty years of experience on serious production systems
compounds differently than twenty years of experience on toy projects.
The compound is not the years. It is the accumulated decisions, and the
feedback loop that told you which ones were right.


The ACM Code of Ethics and Professional Conduct opens with a sentence
worth keeping: “Computing professionals’ actions change the world.” Not
might change. The obligation that follows from that fact — to act
responsibly, to maintain genuine competence, to consider who is affected
by the systems you build — is the formal version of what this book
describes in practical terms. Chapter 20 addresses the Code directly.


The Gap, Illustrated


In 2025 I was building batch automation systems at the Dutch Tax Office.
The job description was unambiguous about the technology stack and the
scope: Python scripts, Ansible pipelines, data transfers to thousands of
government servers.


What the job description did not say: the system I was building needed to
be compatible with a database migration that the organisation was planning
but had not started. Teradata was the current database. DB2 and PostgreSQL
were the future. The migration was years away and had no confirmed timeline.
But the systems I built would still be running when it happened.


So every design decision — the schema, the query patterns, the abstraction
layers between the application and the database — had to be evaluated not
only against what was needed now, but against what it would cost to change
when the migration reached us. That constraint was never in the requirements.
It came from understanding the context: who the users were, what the
organisation’s direction was, what the cost of a full rewrite would be
for a government system with no flexible sprint capacity.


No job description captures that kind of judgment. It is the gap between
what you are asked to build and what the organisation actually needs, and
bridging it requires knowing the context well enough to see beyond the
ticket.


The engineers who bridge that gap consistently are the ones whose work
ages well — who build systems that require revision rather than replacement
when the requirements change. The engineers who build only to the ticket
produce systems that are technically correct and strategically fragile.


Both approaches look identical on the pull request. The difference shows
up in three years.


What Changes and What Does Not


The technologies change constantly. The AWS services that did not exist
when I started my career include Lambda, DynamoDB, SQS, ECS Fargate, and
CloudWatch in its current form. The frameworks have entirely turned over.
The languages have evolved. The deployment patterns have transformed from
SSH-and-deploy to containerized pipelines.


What does not change: the relationship between a system and the people who
depend on it. Systems fail. People are affected when they fail. The engineer’s
job is to reduce the frequency and impact of that failure. That has been
true for as long as software has run in production. It will be true when the
current cloud providers have been replaced by whatever comes next.


Learn the technologies. Understand that you are learning them because they
are the current implementation of permanent problems. When the technology
changes — and it will — the problems remain.








Chapter 2: Production Is the Teacher


The Education That Cannot Be Replicated


There is a specific kind of knowledge you cannot acquire from documentation,
courses, or tutorials. You acquire it at two in the morning when an alert
fires, the dashboard shows traffic dropping, and the logs contain an error
message you have never seen before. You acquire it by tracing the request
through six services, identifying that the failure originated in a dependency
you do not own, escalating to the team that owns it while simultaneously
implementing a workaround in your own service to prevent further data loss.


By the time the incident is resolved, you understand your system at a depth
that no amount of reading would have produced. You know which logs matter
under pressure. You know where the system’s assumptions about its dependencies
break down. You know the sequence of checks to run when traffic drops suddenly,
and you know it in your hands, not just your head.


This is what production teaches.


The Difference Between Staging and Production


Staging environments exist to catch errors before they affect real users.
They are useful and necessary. They are also fundamentally different from
production in ways that matter.


Production has real data. Real data has edge cases that test data never
covers — the customer who created their account in 2011 with a username
format that was deprecated in 2014, the order with a quantity field that
somehow contains a float rather than an integer, the payment method that
is valid in exactly three countries and appears in your test data as a
hardcoded enum.


Production has real load. Real load surfaces timing issues, race conditions,
and resource exhaustion that never appear at low volume. A function that
runs fine under ten concurrent requests may behave unpredictably under ten
thousand. DynamoDB’s behavior under a hot partition is not something you can
meaningfully simulate in staging.


Production has real consequences. A bug in staging affects nobody. A bug in
production affects the people who depend on the system. This is not just a
moral point. It changes how you think. The engineer who has been responsible
for production incidents thinks differently about every change they make
than the engineer who has only ever worked in environments where mistakes
are reversible.


What Production Systems Require


Production systems have requirements that are never mentioned in the feature
specification.


Observability. You need to know what the system is doing at any given
moment without attaching a debugger. Logs, metrics, and traces are not
optional features — they are the interface between the system and the
people responsible for it. A system without observability is a system that
fails silently. You find out it was broken when a customer tells you, long
after the data was corrupted.


The practical requirement is this: given any observable symptom — traffic
drop, error rate spike, latency increase — you should be able to trace it
to a root cause within ten minutes. If you cannot, your observability is
insufficient.


Graceful degradation. When something fails, the question is not only
“did it fail?” but “how did it fail?” A payment service that returns a
generic 500 error when the payment processor’s API is slow has failed
badly. A payment service that detects the slowness, queues the request
for retry, returns a meaningful response to the client, and fires an alert
has failed well. The difference is designed-in degradation.


On resilience: when you have an outage, how do you make sure your service
continues working, even if not at one hundred percent capacity? The answer
requires having made the decision upfront about which failures are
acceptable and which are not — and building the logic to implement that
decision.


Runbooks. The person who is on call at three in the morning may not be
the person who built the system. They need to be able to diagnose and
resolve the most common failure modes without having to wake anyone up.
A runbook is the institutional knowledge made durable. It describes what
the alert means, what to check first, what the remediation steps are, and
when to escalate. Writing it forces you to understand your own system well
enough to explain it to a future you who remembers nothing.


Rollback. Every deployment needs a tested rollback path. “We can roll
back” is not sufficient. “We have run the rollback procedure in staging
and confirmed it takes less than five minutes and causes no data loss” is
sufficient. The teams that get into trouble are the ones that rely on
rollback as a safety net without ever verifying that the net holds weight.


The Production Mindset


The production mindset is a specific way of thinking about changes. Before
shipping anything to production, the engineer with this mindset asks:


What is the failure mode of this change? Not “can this fail?” — everything
can fail. “How does this fail, and what happens when it does?”


Is this change reversible? Some changes are not — schema migrations,
data deletions, message publications to external consumers. Irreversible
changes require additional care: feature flags, dual-write periods, explicit
rollback procedures that account for the irreversibility.


What would I look for to know this is working? If you cannot name the
metric or log pattern that would confirm success, you do not understand
the change well enough to ship it.


What would I look for to know this has broken something? Same question,
opposite direction. If the answer is “a customer complaint,” the answer is
wrong. The answer should be “error rate on the /orders endpoint rising
above two percent” or “messages in the payment DLQ” — something observable
before the customer notices.


This is not bureaucracy. These are the four questions that will save you
from the incidents that are hardest to recover from — not the crashes, which
are obvious, but the silent corruptions that accumulate undetected for days.



    The pre-ship checklist

  Before your next production change, write down answers to all four:

  
    	How does this fail, and what happens when it does?

    	Is this change reversible?

    	What metric or log pattern confirms this is working?

    	What would I look at to know this has broken something —
before a customer notices?

  


  If the answer to the last question is “a customer complaint,” the
observability work needs to happen before the feature ships.




Five Years at Scale


I joined DAZN in 2019. The payment platform was already handling millions
of transactions per day. By the time I was laid off in 2024 — the company restructured and moved
engineering to India — it was handling ten
million per day across more than two hundred countries. The growth was not
linear — it accelerated around major sporting events, particularly when
rights to new markets were acquired.


At that scale, the abstractions that work at ten thousand transactions per
day stop working. DynamoDB partition keys that are fine at low volume become
hot partitions at high volume. SQS queues that drain in seconds at low
volume can fall hours behind at peak. Lambda concurrency that is never
exhausted at baseline becomes the ceiling during events.


The education at that scale was specific and nontransferable in its details
but completely transferable in its shape. The lesson was not “configure
DynamoDB provisioned capacity at this specific value.” The lesson was:
understand the scaling limits of every service you depend on, know where your
traffic envelope sits relative to those limits, and have a plan for the day
you exceed them.


That plan, to be useful, needs to exist before the day of exceedance.


The Antivirus Years


Before the streaming platform, I spent three years at VIPRE Security building
antivirus engines. The scale was different — not high-volume API transactions
but high-throughput file analysis. The system processed large-scale malware
telemetry using Hadoop for threat detection pattern research.


The production lessons from that work were about a different failure mode:
data corruption in batch processing pipelines. A silent error in a batch
job that processes a million files per day will corrupt a million files
per day. The silent part is the problem. The failure that announces itself
is manageable. The failure that quietly produces wrong results is the one
that destroys trust.


The practical consequence: every batch pipeline needs a checksum or count
reconciliation at its output. “We processed five hundred thousand files”
is not sufficient. “We processed five hundred thousand files and the output
count matches the input count and the error log is empty” is sufficient.
The extra thirty seconds to add that check is worth it.


Learning Production Before You Inherit It


You will inherit production systems that you did not build. That is normal.
The question is how to learn them.


The fastest way is to trace a request end to end — pick a representative
request type, and follow it through every system it touches. Not by reading
the documentation, which is out of date. By reading the code and the logs.
Find where the request enters. Find every branch point. Find every external
call. Find every place where the request can fail and what the code does
when it does.


After you have done that for the system’s five most important request types,
you will have a working mental model. It will be incomplete. Fill the gaps
by asking the person who has been on-call the longest: “What has broken here
in the past year?” The answers will tell you more about the system’s actual
behavior than the architecture diagram.


This is the fastest route to genuine ownership. It is also the only route.
There is no shortcut around understanding the system at the level of how
requests flow through it.



    Two steps for learning an inherited system quickly: trace the five
most important request types end-to-end through the code and logs.
Then ask the engineer who has been on-call the longest: “What has
broken here in the past year?” That second answer reveals more about
actual system behavior than any architecture diagram.




Understanding the system is the technical prerequisite. The next chapter
is about what comes after understanding — the mindset that turns someone
who maintains a system into someone who owns it.








Chapter 3: The Ownership Mindset


Two Engineers, Same Codebase


Consider two engineers working on the same service. Both can read the code.
Both can implement features. Both pass code review. The difference becomes
visible when something breaks at eleven at night.


The first engineer opens the alert, looks at the dashboard, thinks “not
my area,” and escalates immediately. The second engineer opens the alert,
pulls up the logs, traces the failure, determines that the root cause is
in a dependency they do not own, escalates to the relevant team with a
concise summary of what they found, and simultaneously implements a
circuit breaker in their service to prevent the cascading failure from
spreading.


Same technical skills. Different relationship to the system.


The second engineer has the ownership mindset. The first has the employee
mindset. Both are common. Only one leads to seniority.


What Ownership Is Not


Ownership is not heroism. The engineer who stays until midnight every time
something breaks is not an owner — they are a crutch. A well-owned system
has runbooks, monitoring, and on-call rotations precisely so that any
competent engineer can handle an incident without the system’s original
author.


Ownership is not defensiveness. “That’s my service and I don’t want anyone
else changing it” is not ownership — it is territoriality. The owned system
has clear interfaces, documentation, and enough visibility that other teams
can contribute to it when needed.


Ownership is not credit. The engineer who insists that every decision be
attributed to them is optimizing for recognition rather than outcomes. Real
ownership means being more invested in the system working than in being seen
as the person who made it work.


What Ownership Is


Ownership is operational responsibility internalized as personal concern.


It is the difference between “the alert fired and I acknowledged it” and
“the alert fired and I care that it fired and I am going to understand why
and make it less likely to fire again.”


It is the difference between “I shipped the feature” and “I shipped the
feature, monitored it for the first forty-eight hours, verified the success
metrics, and added a comment to the ticket about the edge case I noticed
in the logs that is not causing problems now but might at higher load.”


It is proactive. The owner does not wait for something to break to improve
it. They improve it incrementally, continuously, because the system working
well is something they actually care about.


The Operational Health Criterion


When I joined DAZN, the engineering expectation was explicit: you are
responsible for the operational health of your services. This was not a
statement about on-call duty — though on-call was part of it. It was a
statement about mindset.


Operational health has specific components:


The service is observable. You can tell, from the dashboards, whether
the service is healthy. The key metrics — request rate, error rate, latency
at the P50, P95, and P99 percentiles — are instrumented and visible.
Alerts fire before customers notice problems, not after.


The failure modes are documented. The runbook exists, is accurate, and
has been used at least once by someone other than the author. It covers
the most common failure scenarios with specific diagnostic steps and
remediation procedures.


The dependencies are understood. You know what the service calls, what
it depends on, and what happens to your service when each dependency
becomes slow or unavailable. You have tested the failure paths — either
in staging or through chaos engineering — and confirmed the system
degrades gracefully rather than failing catastrophically.


The data is protected. You know where the service stores data, how
that data is backed up, what the recovery time objective is if the storage
layer fails, and whether the backup has ever been tested by actually
restoring from it.


If you cannot answer these for a service you own, you do not own it yet.
You are maintaining it. The difference matters.



    Run the ownership health check

  For each service you own, answer these four questions:

  
    	Can you tell from the dashboards whether the service is healthy
right now?

    	Does a runbook exist that another engineer has successfully used?

    	Do you know what happens to your service when each dependency
is slow or unavailable?

    	Do you know where the data lives, how it is backed up, and
whether the backup has been tested by restoring from it?

  


  Any “no” is the next improvement to make.




Improvement Without Permission


One practical marker of the ownership mindset is making improvements to
the system without being asked to.


Not large, risky improvements that change behavior or require architectural
decisions. Small, safe improvements: adding a log line that would have made
the last incident faster to diagnose, raising the timeout on a retry policy
that fires spurious alerts, adding a comment to a confusing piece of code,
fixing the runbook that references a service that was renamed six months ago.


None of these require a ticket. None of them require sign-off. They require
someone to notice the rough edge, care about it, and smooth it while they
are already in the code.



    Small safe improvements that never need a ticket: a log line that
would have shortened the last incident; a runbook reference to a
service that was renamed months ago; a retry timeout that fires
spurious alerts; a code comment explaining why a constant is
seven instead of five. None require permission. All are the job
done well.




Engineers who do this consistently are easy to recognize. After six months,
the services they own are visibly better than the services nobody owns in
the same way. The monitoring is tighter, the documentation is fresher, the
on-call incidents are shorter. The improvement is not the result of dedicated
effort — it is the byproduct of a different relationship to the work.


The Goals That Force Clarity


At DAZN, senior engineers set explicit professional development goals around
the ownership competencies. These were not generic goals like “improve
communication” — they were specific and measurable.


One goal I set was to improve the monitoring and alerting of the services
I owned. The specific form: work with the team on reviewing and suggesting
monitoring and alerting improvements, with emphasis on the effect of the
metric data and what takeaways and lessons we can get from those metrics.
Ensure proactive engagement with alerts and metrics, making actionable
decisions when something is wrong or needs adjustment.


The success criteria was explicit: the team should support any improvement
decision with the existing metrics, and documentation should be provided
on those improvements and changes.


This kind of goal forces clarity. It is not enough to “watch the dashboards
more carefully.” You need to make specific improvements, get the team to
agree they are the right improvements, and document what you changed and
why. The documentation is not bureaucratic overhead — it is what makes the
improvement durable when you leave the team.


Another goal: improve on-call support. The specific form: proactively work
and support the team, coordinate with other teams to resolve cross-team
issues, and ensure that any incidents are followed up with post-mortems and
recommendations on prevention.


The post-mortem requirement is the part most often skipped. The incident
resolves, the adrenaline drains, the team is tired and moves on. The
underlying cause that made the incident possible is not addressed. The same
incident, or a variant of it, happens again in six months. The team that
writes post-mortems and actually implements the recommendations does not
have this problem. The incidents become less frequent and less severe over
time because the system is being improved against the actual failure modes
rather than the imagined ones.


Ownership and Career Growth


The practical connection between ownership and career growth is this:
ownership is visible. The engineer who owns their systems has a body of
evidence — incidents diagnosed quickly, reliability improved measurably,
runbooks that work, documentation that is current — that is obvious to
anyone paying attention. They do not need to advocate for themselves
because the work speaks.


The engineer who does not own their systems has a different body of evidence:
incidents that took too long to diagnose, repeated failures of the same
type, documentation that no one updates, monitoring that fires on things
nobody looks at. They may have shipped many features. The features are not
the evidence that matters for promotion.


This is not a formula for political success in engineering organizations.
It is a formula for being genuinely useful, and in most organizations,
genuine usefulness and career advancement are aligned more often than not.


Where they are not aligned — where the organization rewards the appearance
of productivity over its substance — that misalignment is information about
the organization. Chapter 18 discusses what to do with that information.


Starting Where You Are


If you are reading this chapter and thinking that the services you own
do not meet the operational health criteria above, the good news is that
improving them is largely within your control.


Pick one service. Pick the observability gap — usually the easiest to start
with. Add the metrics that are missing. Tune the alerts that are misfiring.
Write the runbook for the failure that happened last month. Do it this week,
not this quarter.


After the observability is adequate, move to the failure mode documentation.
Trace the failure paths you have not tested. Find the dependency that has
no circuit breaker. Build it.


After that, find the piece of institutional knowledge that lives only in
the oldest team member’s head. Write it down. Put it where the next
on-call engineer will find it at two in the morning.


None of this requires permission. All of it is the job, done well.








Part 2: Getting Hired


Getting a software engineering job requires passing two separate evaluations:
the evaluation of your technical capability and the evaluation of your
professional fitness. Most candidates prepare only for the first and are
surprised by the second.


The technical evaluation is the one everyone talks about — algorithms,
system design, coding challenges. The professional evaluation is the one
that determines whether a technically capable candidate gets the offer.
It is an assessment of self-awareness, communication under pressure, and
the candidate’s relationship to the limits of their own knowledge.


Part 2 covers both. Chapter 4 explains how to read a job description and
extract what the company actually wants. Chapter 5 covers writing the CV
that gets you in the room. Chapter 6 covers the mechanics of the technical
interview. Chapter 7 examines what interviewers are actually testing beneath
the surface questions. Chapter 8 is the rehearsal — six specific failure
modes and how to practise avoiding each. Chapter 9 covers the offer: how
to evaluate it, negotiate it, and make the decision.


The goal of this part is not to help you perform competence you do not have.
Performances fail under pressure and the interviewers have seen thousands
of them. The goal is to help you demonstrate the competence you do have,
accurately and without undercutting yourself.










Chapter 4: Reading the Job Description


What the Job Description Is


A job description is a negotiation document written by a committee. It
reflects what the hiring manager wants, filtered through what HR approved,
modified by what the previous job description said, constrained by what
the company’s title hierarchy allows, and sometimes padded with aspirational
requirements that no current team member actually has.


Reading it as a literal specification of the candidate they want will lead
you astray. Reading it as a signal about the company’s culture, priorities,
and the team’s current state will serve you much better.


The Required/Preferred Split


Job descriptions divide requirements into required and preferred. Take this
split seriously on the required side and ignore it on the preferred side.


If the job requires five years of experience with a specific cloud provider
and you have two years, apply anyway if you are strong on the required
core skills. The requirement is an approximation of the experience level
they want. Demonstrated competence will matter more than the number.


If the job requires five years of experience and you have zero, do not apply.
The requirement reflects a seniority expectation that your application will
not meet.


The preferred section is a wish list. “Experience with Kafka a plus” means
one engineer on the team uses Kafka and would appreciate a colleague who does
not need to be taught it from scratch. It is not a prerequisite. Do not
filter yourself out of a job because you lack three items from the preferred
list.


The Technology Stack as Signal


The technologies listed in a job description tell you more about the team
than they do about the role’s requirements.


A job listing AWS Lambda, SQS, DynamoDB, and Serverless Framework is
describing a team that has gone fully serverless and invested in that
architecture. The work will involve operating and extending that architecture.
The question to ask in the interview is not “how do I learn these?” but
“what are the operational pain points in this architecture, and what are
we doing about them?”


A job listing microservices, Kubernetes, and Helm is describing a team that
has decomposed into services and is dealing with the operational complexity
that follows. The question is about how they manage service dependencies,
how they handle inter-service authentication, and what their incident
management looks like.


A job listing a monolith, a migration to microservices as a goal, and
“legacy code” as a known reality is describing a team in the middle of
a transformation with a messy codebase. The work will involve both adding
features and managing technical debt simultaneously. The question is about
the migration strategy and who owns it.


None of these is inherently good or bad. They tell you what the actual
daily work will be. The mistake is accepting a job based on the technologies
listed without asking about the actual state of those technologies in
production.


The Culture Signals


Job descriptions contain culture signals that most candidates ignore.


“You will have autonomy over the software you build” means the team does
not have a strong top-down architecture mandate. Engineers make technology
choices and live with them. This is attractive if you want to own your
decisions. It requires maturity if you are not yet ready to make good ones.


“We expect you to take ownership of the systems you build” immediately
after “you will have autonomy” means the autonomy is not free — it is
paired with accountability. The company will not rescue you from your
architectural choices. This is a healthy culture, but it is a specific
culture. Not every engineer thrives in it.


“Fast-paced environment” almost always means “sprint planning is aspirational
and the backlog is maintained inconsistently.” This is not a condemnation.
It is a reality of most product engineering teams. Know that you are
walking into it.


“Work-life balance is important to us” in a job description is a flag worth
examining in the interview. Ask specific questions about on-call rotations,
weekend deployments, and incident response expectations. The answer to
those questions is more informative than the statement in the job
description.


The Company Research That Actually Matters


Researching the company before an interview is obvious advice. The research
that most candidates do — reading the about page and the recent press
releases — is almost useless in technical interviews. The research that
matters is:


What does the company’s architecture actually look like? Engineering
blogs, conference talks, and open-source repositories give direct visibility
into how the company builds software. A company that has published blog
posts about their Kafka migration or their switch to event-sourced
architecture has told you what they care about. Engaging with that content
in the interview demonstrates a level of preparation that almost no
candidate achieves.


What problems is the company known for? This means the engineering
problems: performance at scale, geographic distribution, regulatory compliance,
real-time data requirements. At a payment company, the interesting engineering
problem is the distributed transaction. At a streaming company, it is
low-latency delivery with bursty load. At a government agency, it is security,
auditability, and interfacing with legacy systems. Know the engineering domain
before you walk in.


What are the recent engineering hires doing? LinkedIn shows you what
engineers at the company are building. If several engineers have recently
worked on data infrastructure, the team is growing in that direction and
the interview may lean toward data engineering topics. If engineers are coming
from companies known for large-scale distributed systems, the interview
likely tests for that specifically.


What has the company shipped recently? Not press releases — actual
product changes that reflect engineering investment. These tell you where
the team has been spending its capacity and signal where the interview may
focus.



    Thirty-minute pre-interview research routine

  Before any senior engineering interview: read at least three recent
posts on the company’s engineering blog, check LinkedIn for engineers
who joined or left in the past year and note what they worked on
before, and search for recent conference talks from the current team.
Arrive knowing the company’s architecture. The engineer who engages
with a company’s published technical decisions is rarely confused
with the engineer who only visited the about page.




The Hidden Requirement: Production Experience


Almost every backend engineering job description has an implicit requirement
that is never written down: you need to have operated software in production
and to be able to speak to that experience with specificity.


This means knowing the failure modes of the systems you have built. Not in
the abstract — not “Lambda can have cold starts” — but in the concrete: “Our
Lambda functions had cold starts that affected five percent of requests on
Monday mornings when the auto-scaling group warmed up after the weekend
traffic drop. We addressed it by using provisioned concurrency on the
critical path functions and pre-warming the others with a scheduled ping.”


Specificity signals genuine experience. Generality signals that you have
read about something but not run it under real conditions.


When you review your experience before an interview, do not review it by
listing technologies. Review it by recalling the specific problems you
solved, the specific failures you diagnosed, and the specific decisions
you made. Those are the stories that demonstrate production experience.


The job description asks for “experience with AWS.” What the interviewer
is actually testing is whether you know what breaks in AWS services when
you push them, and whether you have fixed it.


When the Job Description Is Wrong


Sometimes the job description is wrong. It lists requirements that the
role does not actually need. It omits skills that are central to the daily
work. It promises a greenfield project that is actually a legacy maintenance
assignment.


The interview is your opportunity to discover this. Ask direct questions:



  	“What does a typical sprint look like for this team?”

  	“What’s the biggest technical challenge the team is currently working on?”

  	“What does on-call look like for this role?”

  	“What would success look like in the first six months?”




The answers will tell you whether the job description describes the actual
job. If there is a significant gap between what you were hired to do and
what the job actually is, you will find out within weeks of starting.
It is better to find out in the interview.


Reading the Seniority Level


Job descriptions use titles — junior, mid-level, senior, staff — but the
titles are not calibrated consistently across companies. A “Senior Engineer”
at a two-person startup has different expectations from a “Senior Engineer”
at a company with five hundred engineers. The title is a starting point,
not a specification.


The actual seniority expectation lives in the responsibilities section.
Read it carefully.


Responsibilities that indicate junior or mid-level expectations: “build
features to specification,” “write tests for your code,” “participate
in code reviews,” “work with the product team to understand requirements.”
These describe execution work. They are the core of junior and mid-level
engineering.


Responsibilities that indicate senior expectations: “own the technical
direction for your domain,” “define architecture for new services,” “mentor
junior engineers,” “partner with product and design on roadmap,” “drive
reliability improvements across the stack.” These describe work that
multiplies the team’s output rather than contributing to it directly.


Responsibilities that indicate staff or principal expectations: “define
technical standards for the engineering organization,” “work across multiple
teams to resolve system-level technical problems,” “evaluate and adopt
new technologies,” “represent engineering in cross-functional leadership.”
These describe organizational scope.


Reading the responsibilities rather than the title tells you what level
of scope the company actually wants, independent of whatever label they
have attached to it.


The Compensation Signal


Job descriptions rarely include compensation in explicit terms. Many
companies have moved toward salary transparency in recent years, but the
majority still do not publish ranges until the interview process is
underway.


The compensation signal that is available in most job descriptions is
relative: what equity are they offering, and does the equity structure
suggest the company sees this as a strategic hire or a routine one?


Equity range in a job description is usually expressed as a percentage of
a total equity pool or a number of options. A wide range — the top of the
range being two to three times the bottom — indicates that the company is
willing to negotiate significantly based on seniority. A narrow range
indicates a more locked compensation structure.


The more useful signal is what the company does not include. A company
that does not mention equity at all for a senior role is either not
offering it or not yet at the stage where equity is a meaningful
part of compensation. Both are useful data about what kind of company
this is.


Compensation research belongs in your preparation, not the interview.
Know what the market rate is for the role you are applying to in the
geography and industry before the first conversation. Websites that
aggregate compensation data for engineering roles have made this
significantly more tractable in recent years. Go into the interview
knowing your number, and the moment to surface it is when the recruiter
asks, not before.


The Red Flags


Job descriptions contain red flags that most candidates, eager to find a
job, dismiss or rationalize.


“Wear many hats” in a startup job description sometimes means the team is
small and the work is genuinely varied — which is a good thing for engineers
early in their careers who want broad experience. It sometimes means the
company is understaffed and will expect one engineer to do the work of three.
Distinguishing between these requires talking to engineers at the company,
not reading the job description.


“Move fast” without any mention of reliability, on-call, or operational
excellence means the team is optimizing for speed over stability. This is
not necessarily wrong — it depends on the stage of the company and the
kind of work you want to do. But going in with eyes open is better than
discovering it on your first on-call shift.


“Rockstar developer” or “ninja engineer” in a job description is a reliable
signal about the company’s culture. These terms appeal to ego and suggest
a culture that values individual heroics over team capability. Teams that
use these terms consistently have specific dynamics. Know what those
dynamics are before you accept an offer.


“Unlimited PTO” deserves specific investigation. In companies where the
culture is genuinely supportive of taking time off, unlimited PTO can
mean more leave than a fixed policy. In companies with high-pressure
cultures, it can mean employees never feel safe taking leave because
there is no minimum guarantee. Ask the interviewer: “What does vacation
time actually look like for engineers on this team — how much time off
do people typically take?”


Reading a job description carefully tells you what to foreground in your
application. Chapter 5 covers how to write the CV that makes the right
things visible before anyone has decided to meet you.



    “Work-life balance is important to us” and “unlimited PTO” require
verification, not trust. Ask specifically: “How much time off do
engineers on this team typically take in a year?” and “What does
on-call look like — frequency, severity, nights and weekends?”
The answer to those questions is more informative than any
statement in the job description.










Chapter 5: Your CV


What a CV Is For


A CV is not a record of everything you have done. It is a targeted signal
to a specific reader that you are worth talking to.


Most engineers write their CV as a record — every job, every technology,
every responsibility, in chronological order. The result is a document
that accurately represents the engineer’s history and poorly communicates
whether they are the right person for this specific role.


The reader is not interested in your history. They are deciding, in the
first ten seconds, whether to invest another twenty minutes. Design the
document for that decision.


The Structure That Works


The order that works for experienced engineers: contact information,
summary, experience, skills, education.


Education goes at the bottom. After eight or nine years of professional
experience, your work history is a stronger signal than your degree. List
the degree; do not give it a third of the page. The engineer who graduated
in 2012 and has been building production systems since should not have the
university section competing with the DAZN section for space.


The summary at the top is the most read and most wasted section in most
engineering CVs. Generic summaries — “experienced software engineer with
a passion for building scalable systems” — communicate nothing the reader
does not already assume about anyone who applied.


Specific summaries do more work. “Five years building payment infrastructure
on AWS at DAZN, scaled from two million to ten million daily transactions.
Seeking a senior backend role at a company with a comparably complex
distribution or payments problem.” That sentence is specific enough that
a recruiter hiring for payment infrastructure will stop and read the rest.
A recruiter hiring for something different will correctly move on.


The summary’s job is to filter accurately, not to appeal broadly.


The Six-Second Scan


The first pass of a CV takes about six seconds. An experienced recruiter
or hiring manager will look at: your current or most recent title, the
company, the approximate tenure, and whether the technology names in your
skills section match what they are looking for.


If those four things produce a match, they read further. If not, the CV
goes in a different pile.


This does not mean stuffing the document with keywords. It means putting
the right information at the top in a form the reader can process quickly.
The most common failure is burying relevant experience: the engineer who
spent three years building serverless infrastructure has “AWS Lambda”
appearing in the third bullet point of the third job, below a list of
fourteen other technologies, after three sentences about team process.
The reader does not find it in six seconds.


Writing About Production Experience


Each role should describe what you produced, not what you were responsible
for.


“Responsible for the payment processing service” conveys that you were
near a payment service. “Designed and owned the SQS-based async payment
processing pipeline — reduced end-to-end transaction latency from 800ms
to 120ms and eliminated a class of duplicate charge incidents affecting
0.3% of transactions” conveys what you built, how it worked, and what
it changed.


The format that works: verb + subject + outcome. “Reduced SQS queue
processing latency 85% through batching and visibility timeout tuning.”
Verb (reduced), subject (SQS queue processing latency), outcome (85%
reduction, with the mechanism). Three components, one sentence.


Every bullet point should survive the question: “Walk me through this.”
If you cannot speak to a bullet for five minutes with specific technical
detail, it should not be on the CV or should be qualified to the level
you can actually speak to. The bullet that cannot survive the follow-up
is a liability rather than a credential.



    Verb + subject + outcome. “Reduced SQS queue processing latency
85% through batching and visibility timeout tuning.” Three components,
one sentence. Test every bullet by asking: “Walk me through this.”
If you cannot speak to it with specific technical detail for five
minutes, rewrite it to the level you can actually speak to — or
cut it.




Metrics do not need to be exact, but they need to be honest. “Roughly
10x improvement in throughput” is credible. “Improved performance
significantly” is not. Know the order of magnitude of what you shipped.


The Technology List Problem


Skills sections are the most overloaded and least trusted part of an
engineering CV. Every candidate lists the technologies they have used.
Many list technologies they used once. Some list technologies they have
read about.


Interviewers know this. They will ask about every technology you list.
If you cannot answer a follow-up question about something you claimed,
you have not added credibility — you have subtracted it. Chapter 7
covers this dynamic in detail: the claim and the demonstrated knowledge
must be aligned.


The discipline: list only technologies you can speak to from production
experience. Not a tutorial. Not a side project. Production — under real
load, with real consequences for failure, where you understood what broke
and why.


If you have used a technology in depth in production, list it first. If
you have used it in a meaningful side project, list it second with a note
if appropriate. If you have only read the documentation, do not list it.


A shorter, credible list is worth more than a comprehensive one that an
interviewer will probe and find shallow.



    List only technologies you have run in production under real load,
with real consequences for failure. Interviewers ask follow-up
questions about everything you list. A technology you cannot speak
to from production subtracts credibility — it does not add to it.




Tailoring to the Role


A CV that is not tailored to the role is a generic signal in a sea of
generic signals.


Chapter 4 described how to read a job description — what it tells you
about the company’s architecture, the team’s current problems, the actual
seniority level they want. That reading should directly shape the CV you
submit.


If the company is running serverless infrastructure on AWS and you have
serverless experience, lead with it. Put it in the summary, first in the
skills section, foregrounded in the experience bullets. The reader should
match your profile to their need before they have finished the second
paragraph.


If the company is migrating from a monolith to microservices and you have
done that migration before, that experience should be visible immediately
— not buried under a role from three jobs ago.


Tailoring takes thirty minutes per application. Most candidates do not
do it. That is exactly why it is worth doing.


When I applied to DAZN in 2019, the job description mentioned payment
systems, AWS, and high-availability architecture. I had all three from
my time at VIPRE Security — but they were distributed across the CV,
interspersed with other work. I spent an hour reorganising: the summary
led with payments infrastructure and the scale I had operated at, the
skills section put AWS first, and the experience bullets for the most
recent role were rewritten to lead with the distributed systems work
rather than the team process and tool descriptions I had written when
the CV was last updated. I did not add any experience I did not have.
I changed what the reader saw first.


The recruiter responded the same day. She told me later she had flagged
the application immediately because the payment systems experience was
visible in the first paragraph. She had been filtering for it specifically.
The previous version of that CV would have been in a different pile.


What to Cut


Jobs from more than fifteen years ago that do not demonstrate the
seniority you are applying for. List them with one line — company, title,
dates — if you need to show career continuity. Describing them in detail
dilutes the recent work.


Technologies you cannot speak to in production. As above.


Generic bullets. “Collaborated with cross-functional teams to deliver
software solutions” conveys nothing and implies you have nothing specific
to say about the work. Cut it.


Personal interests unless directly relevant. The reader does not need
to know about the hiking.


Length: two pages for engineers with ten or more years of experience.
Three is acceptable when the work genuinely requires it. One is
appropriate for engineers early in their career who do not yet have the
content to fill two. Anything beyond three pages is noise.


The Cover Letter


Send one when the application process allows it. Not a template — a
specific letter that names the company, the role, and the reason this
company is the right next environment for you, based on something specific:
what you read in their engineering blog, what you understand about their
scale problems, what in your experience is directly relevant.


Most candidates do not send cover letters. Most hiring managers notice
when one arrives. It is thirty minutes of work that distinguishes you from
candidates who submitted a CV and hoped for the best.


The letter should answer one question: why this company at this moment in
your career, specifically. If you cannot answer it specifically, that is
information worth attending to before you apply.


The CV and the cover letter get you to the conversation. What happens in
that conversation tests something different from the document — the ability
to reason under pressure, to acknowledge the limits of your knowledge
without losing credibility, to demonstrate that your experience is real
rather than curated. Chapter 6 covers what that test actually is.








Chapter 6: The Technical Interview


The Format Has Reasons


Technical interviews follow a format that feels arbitrary but reflects
deliberate choices by companies trying to evaluate a specific thing
in a short time.


The algorithm question is not about whether you can implement a binary
search tree from memory in production — you cannot, because you would use
a library. It is about whether you can think through a problem systematically,
communicate your reasoning, identify the tradeoffs between approaches, and
acknowledge the limitations of your solution. These are production skills
expressed through an academic problem.


The system design question is about whether you can take an ambiguous
problem, ask the right clarifying questions, make reasonable assumptions
when the information is unavailable, and produce a design that is defensible
— not perfect, but defensible. This is production engineering compressed
into forty minutes.


The behavioral question is about whether you can reflect accurately on your
own experience and communicate it clearly. This is also a production skill.
Engineers who cannot articulate what they did and why are engineers who
cannot write useful documentation, accurate post-mortems, or persuasive
design proposals.


Understanding what the format is testing changes how you approach each
phase.


The Architecture Question


Almost every senior engineering interview includes a question about your
favourite or most interesting piece of architecture you have worked on.
This question sounds conversational but is evaluating several things at
once.


Depth of understanding. Can you explain the system beyond the “we used
Lambda and DynamoDB” level? Can you describe why those choices were made,
what the tradeoffs were, what the failure modes are, and how the system
behaves under load?


Ownership. Does the candidate speak about the system as someone who
is responsible for it — who knows how it breaks, how to fix it, how to
improve it? Or do they describe it as a bystander?


Honest assessment. Does the candidate acknowledge the weaknesses of the
architecture? Or do they present it as purely successful? Real systems have
warts. The candidate who describes only the strengths of their architecture
is either describing someone else’s work or not being fully honest.


Communication. Can the candidate explain a complex system to someone
who was not part of building it? This is the test: can you bring me into
the understanding you have, efficiently and accurately?


Prepare for this question specifically. Pick one or two systems from your
experience that you understand deeply — not the most impressive-sounding
ones, the ones you can speak to most accurately and completely. Practice
explaining the system from requirements to architecture to failure modes
in five minutes. Then be ready to go deeper on any component when the
interviewer probes.



    Prepare your five-minute architecture story

  Pick the system you understand most deeply. Practice explaining it
in five minutes: the requirements, the architecture choices and why
you made them, the failure modes, and what you would do differently.
Then be ready to go deeper on any component — because the interviewer
will pick one and probe it. The probe is the real test.




The probe is the test. They will take whatever component you mention and
ask a follow-up question about it. If you mentioned that you used SQS for
async message processing, they will ask how you configured the visibility
timeout, what your dead-letter queue policy was, and how you handled
duplicate messages. If you cannot answer those questions specifically,
you indicated a depth you do not have.


The alternative is to be explicit about the boundary. “We used SQS for
the queue layer — I owned the consumer service, so I can speak to how we
handled the message processing and the DLQ policy, but the producer side
was owned by another team and I’d be giving you my understanding rather
than direct experience.” That is an honest answer. Interviewers can work
with it.


The Scalability Questions


Scalability is a recurring theme in backend engineering interviews. The
questions are variations on a small set of problems:


How do you scale when traffic grows? The answer requires distinguishing
between scaling the application layer (horizontal scaling, stateless services)
and scaling the data layer (read replicas, sharding, caching, choosing the
right database for the access pattern).


When do you scale out versus scale up? Scale up — adding more CPU or
memory to existing instances — is simpler and faster to implement but hits
a ceiling. Scale out — adding more instances — is more complex to manage
but has no practical ceiling. The decision depends on the cost curve, the
time available, and whether the bottleneck is CPU/memory bound (scale up
first) or I/O bound (scale out earlier).


How do you scale the database? This is where most candidates thin out.
The answer requires understanding read replicas (useful when reads dominate,
requires eventually consistent reads to be acceptable), sharding (distributes
both reads and writes, but requires a sharding key strategy and makes
cross-shard queries complex), and caching (useful for frequently read data
that changes slowly, requires cache invalidation strategy).


On database scaling specifically: know when to add replicas and when to
shard your data. Replicas address read volume. Sharding addresses write
volume and data size. If you are seeing read bottlenecks, add replicas.
If you are seeing write bottlenecks or are approaching storage limits,
sharding is the answer — but sharding is a significant architectural change
and should be deferred until it is actually necessary.


How do you handle the scaling of a service under a sudden traffic spike?
The answer combines auto-scaling configuration (appropriate thresholds,
warm-up time awareness), pre-warming for known events, and load shedding
for traffic that exceeds capacity. Load shedding — returning a 503 with a
Retry-After header rather than attempting to process a request you cannot
handle — is the correct pattern for maintaining partial availability under
extreme load. It is underused because it requires admitting that the service
has a capacity ceiling.


The Resilience Questions


Resilience questions ask how a system continues to function when one of
its components fails. This is a variation on the graceful degradation
principle from Chapter 2.


How do you make a service resilient to downstream failures? Circuit
breakers, timeouts, retries with exponential backoff and jitter, fallback
responses, and bulkheads. Know what each pattern is, when to apply it, and
what the tradeoffs are. A circuit breaker that trips too aggressively will
cause healthy downstream services to appear down. A retry policy without
jitter will cause a thundering herd that amplifies the failure it is trying
to recover from.


How do you handle an outage in one region? DNS failover to a standby
region, read-replica promotion, circuit breakers that divert traffic, and
data replication strategies. The answer requires knowing the recovery time
objective and the data consistency requirements — active-active multi-region
deployments and active-passive failovers have very different cost and
consistency profiles.


How do you maintain partial availability when a non-critical service is
down? Identify the critical path and the non-critical dependencies. Design
the critical path to degrade gracefully when non-critical dependencies are
unavailable. For example: if the user profile enrichment service is down,
return the order confirmation without the personalized upsell recommendations.
The order still processes. The revenue is not blocked. The failure is
contained.


The Observability Questions


“How do you know your service is healthy?” is a question that sounds simple
and contains several layers.


The first layer is metrics: request rate, error rate, latency. If you are
not measuring these on every service in production, you do not have
observability.


The second layer is the difference between measuring them and acting on them.
Metrics that nobody looks at until after an incident are not observability —
they are forensic evidence. Observability means the metrics are looked at
regularly, the baselines are known, and alerts fire when the metrics deviate
from baseline.


The third layer is distributed tracing. In a microservices architecture,
a single user request may touch six services. When that request fails,
the error may originate in any of those services. Distributed tracing —
propagating a trace ID through every service and correlating logs and spans
— is what makes it possible to diagnose a failure without having to ask
each service owner to check their logs independently.


Know which of these layers you have worked with and be specific about it.
“We used CloudWatch for metrics and X-Ray for distributed tracing, and we
set up alarms on the P99 latency for every Lambda function in the critical
path” is a specific answer. “We had good monitoring” is not.


The CI/CD Questions


CI/CD questions assess how you think about shipping software safely. The
relevant dimensions are:


How do you test before deployment? Unit tests, integration tests, and
end-to-end tests answer different questions. Unit tests verify that a
function produces the expected output for a given input. Integration tests
verify that a service behaves correctly when integrated with its
dependencies. End-to-end tests verify that the system produces the correct
user-visible outcome. Each has different speed and reliability tradeoffs.


How do you deploy without downtime? Blue-green deployments, canary
releases, and rolling updates each have tradeoffs around rollback speed,
resource cost, and visibility into deployment health. Know the patterns
and when to use each.


How do you validate that a deployment succeeded? Not “the deployment
ran without errors.” “The deployment succeeded and the key metrics — error
rate, latency, success rate — are within normal bounds, and the smoke tests
pass, and the canary percentage has been expanded to full traffic.” Define
your success criteria before the deployment, not after.


How do you roll back a bad deployment? Know the rollback procedure for
your deployment system. Know how long rollback takes. Know whether the
rollback is safe given the data changes the deployment may have made.


Technical Topic Reference


The areas below are the ones most probed in senior backend engineering
interviews at companies running significant cloud infrastructure. For each
topic, the question is not “do I know this?” — it is “can I speak to it
from production experience, and do I know where my knowledge boundary is?”


Chapter 11 covers the production side of these topics in full. This
reference is for interview calibration: what they are testing and where
the probes typically go.



  AWS Cloud Solutions



  	VPC structure: private vs public subnets, route tables, security groups, NACLs

  	Lambda: cold start causes (VPC attachment particularly), provisioned concurrency, concurrency limits, memory as the CPU lever, execution role

  	DynamoDB: partition key design and hot partitions, GSI vs LSI (LSIs defined at table creation; GSIs can be added later), provisioned vs on-demand capacity, eventual consistency

  	SQS: visibility timeout and what happens when it expires, dead-letter queues, standard (at-least-once, unordered) vs FIFO (exactly-once, ordered, lower throughput) — know what values you set and why

  	IAM: least-privilege execution roles, identity-based vs resource-based policies, cross-account access





  Concurrency



  	Race conditions: read-modify-write cycles and why they fail under concurrency

  	Solutions: locking, optimistic concurrency control, atomic database operations

  	Distributed locks: Redis SET NX EX pattern, the expiry requirement (a lock that never expires blocks forever if the holder crashes)

  	Queue semantics: at-least-once delivery requires idempotent processing; at-most-once will lose messages under failure

  	Lambda async invocations: retried up to twice on failure — idempotency is not optional




Security (full treatment in Chapter 11)


  	Secrets: AWS Secrets Manager or Parameter Store SecureString — never in environment variables or version control

  	Encryption at rest: know whether it was enabled on every service you operated

  	Encryption in transit: TLS everywhere, including internal service-to-service

  	IAM least privilege: what specific permissions did your execution roles have?

  	API security: authentication (JWT, API keys, Cognito) vs authorization (IAM policies, scope-based token claims)





  Load Balancing



  	ALB (Layer 7): HTTP/HTTPS, path/header-based routing, Lambda as a target

  	NLB (Layer 4): non-HTTP protocols, extreme throughput, preserves client IP

  	Health checks: path, interval, failure threshold — too aggressive removes healthy instances; too lenient keeps unhealthy ones in rotation

  	Connection draining (deregistration delay): in-flight requests complete before an instance is removed; default 300 seconds — know if this matched your request duration

  	DNS-based load balancing: Route 53 weighted routing — simpler but no health-check-based failover




Before the Interview


Three preparation steps that work better than algorithm grinding for most
senior engineering interviews:


Inventory your production experience specifically. For every system
you have worked on seriously, write down: what the system did, what the
architecture was, what the failure modes were, what incidents you handled
and how, and what you would do differently. This inventory is the material
for architecture and behavioral questions.


Know the topics you are weak on. If you are a backend engineer who
has not worked with DNS, load balancers, or network security, those are
gaps that may be tested. Review them at the concept level. You do not need
deep expertise in every area, but you need to be able to discuss the
concepts and acknowledge the gap honestly when it is probed.


Prepare questions for the interviewer. Thoughtful questions signal
genuine interest and give you information you need to evaluate the offer.
“What’s the biggest operational challenge the team is dealing with right
now?” and “How are incidents handled and what does on-call look like?” are
questions that every candidate should ask and most do not.



    Pre-interview production inventory

  For each system you plan to discuss, write down before the interview:

  
    	What the system did and what the architecture was

    	The failure modes — what breaks and under what conditions

    	Two or three incidents you handled: symptom, tool that showed it,
root cause, fix

    	What you would do differently

  


  This is the material for every architecture and behavioral question.
Produce it before the interview, not in the room.




Knowing the format is preparation. The next chapter is about what happens
when the questions start — what interviewers are actually testing beneath
the surface, and why the most common interview failure has nothing to do
with technical knowledge.








Chapter 7: What They Are Actually Testing


The Question Beneath the Question


Technical interviews have a surface layer and a depth layer. The surface
layer is the question: “Describe a system you have architected.” The depth
layer is what the interviewer is evaluating through your answer: Are you
honest about the limits of your knowledge? Do you own the system you’re
describing? Can you handle a follow-up question that probes beyond your
prepared answer?


Most candidates prepare only for the surface layer. They have a good story
about the system they worked on. They run into trouble when the story ends
and the probe begins — when the interviewer picks a specific component and
asks for more depth than the candidate actually has.


The surface story is necessary. It is not sufficient.


The Insider Account


In March 2019 I was preparing for an interview at a major sports streaming
company. The recruiter who placed me — a professional with years of
experience preparing candidates for exactly these interviews — sent me a
detailed briefing. It was the most useful interview preparation I have ever
received, not because it was comprehensive, but because it was specific.


The briefing included feedback from a previous candidate — call him Marcus
— who had interviewed for the same role a few months earlier and had not
been offered a position. The recruiter shared the interviewers’ assessment
of what went wrong.


I am going to share the substance of that assessment, because it is the
clearest account I have seen of what senior engineering interviewers are
actually looking for.


What Marcus Got Wrong


The interviewers’ assessment of Marcus contained two separate concerns.
The first was about technical depth. The second was about professional
character.


On the technical side, the interviewers noted that Marcus had used AWS for
five years in production, but his knowledge was shallower than his
experience level suggested. He had used EC2 but did not understand VPCs
and the networking layer. He had worked with DynamoDB, Lambda, and S3, but
lacked deeper knowledge of their limitations, cost implications, and the
edge cases you deal with when running these services under real production
load. On scalability and resilience, he lacked experience in building
scalable APIs, strategies for scaling the data layer, load balancing, DNS
routing and failover scenarios, and best practices for monitoring
microservice-based APIs. He also lacked experience with automating builds,
testing, and deployments.


This is the technical assessment. It is not a list of missing skills — it
is a specific description of the gap between claimed experience and
demonstrated knowledge. Marcus claimed five years of production AWS
experience. The interviewers concluded he lacked the depth that five years
of production experience should produce. The claim and the evidence were
not aligned.



    Before listing any technology in an interview or on your CV, ask:
“What is the deepest follow-up question someone with five years of
production experience could ask me about this?” If you cannot answer
it specifically, qualify the claim upfront — “I used DynamoDB for
the primary datastore and can speak to schema design and partition
key strategy, but I haven’t worked deeply with the operational side”
is credible. Confident guessing under probing is not.




On the professional side, the interviewers found that Marcus’s self-evaluation
of his skills was not aligned with his actual experience — he oversold his
skills. When challenged on difficult questions, he responded with additional
questions rather than answering. He questioned the interviewers’ architecture
and had strong opinions about things rather than being honest about not
knowing or showing willingness to learn.


Let me be direct about what this assessment is saying. Marcus was not rejected
for being technically insufficient. He was rejected because his performance
in the interview suggested he was someone who would be difficult to work
with in a team setting — someone who overstated his capabilities, became
defensive when challenged, and substituted confident opinions for honest
acknowledgment of limits.


What the Debrief Said About Me


The recruiter sent me the Marcus assessment before the interview so I knew
what the failure modes looked like. After the interview, he sent me the
debrief — the interviewers’ assessment of how it went.


They flagged three things positively. First, production AWS depth: several
years of experience designing and operating highly available and complex
systems, keeping them secure over time. Second, infrastructure as code:
they noted I understood CloudFormation and how IaC works at DAZN’s scale,
and that I applied the same principles — even where my prior stack had
some variance in the specific tools. Understanding the concept correctly
mattered more than having used the identical service. Third, and the thing
I think was actually decisive: I was honest when I did not know something,
and I followed up with a direction.


The recruiter’s summary put it this way: he was humble around not knowing
the answers to direct questions, and followed up with a potential approach.
That phrase — “followed up with a potential approach” — is worth
understanding precisely. It does not mean “said I don’t know.” It means:
here is the gap, here is how I would fill it, and here is what I would
look at first. The gap is named; the path forward is offered. That is
what honest engagement looks like under pressure.


This is the direct contrast to what Marcus did. He encountered the same
kind of knowledge boundary and guessed. The interviewers spent part of
the interview probing the distance between his claimed experience and his
demonstrated knowledge. I encountered the same boundary and named it.
They moved on to something I could speak to.


What Pedro Got Right


A few months before that interview, the recruiter had shared feedback on
another candidate — call him Pedro — who had interviewed for a similar
role at a different company. The feedback described his experience as
mixed: solid on AWS components and production systems, essential but not
deep on scalability and resilience, medium on DevOps, shallow on security
and performance.


Pedro was still in the running.


Two things kept him there. First, when he did not have a direct answer on
resilience, he reasoned through the problem out loud and arrived at a
defensible solution. The interviewers wrote that they liked how he reasoned
his way to a redundancy solution. He did not know the answer. He
demonstrated the reasoning process, which is what the question was actually
testing.


Second, Pedro connected his technical decisions to business outcomes. The
interviewers noted he showed good understanding of the business and could
relate his work in tech to it. At a product company, this is not a
soft-skills bonus. Engineers who cannot connect their technical decisions
to business outcomes make technically correct decisions that do not serve
the company’s actual needs. Interviewers know this and they look for it.


The recruiter’s takeaway from the Pedro feedback was direct: be clear and
concise, articulate pros and cons, and if you do not know the answer, say
so and suggest how you would approach the problem. This is not different
from what the Marcus assessment said. It is the same standard from a
different direction. Marcus failed to meet it and was rejected. Pedro met
it despite having real knowledge gaps and advanced.


The standard is not technical perfection. The standard is honest, reasoned
engagement with the problem in front of you.


What They Are Actually Testing


The Marcus assessment is a useful lens because it names the two failure modes
explicitly: shallow knowledge dressed as deep knowledge, and defensiveness
under challenge.


Depth calibration. Senior interviewers do not evaluate candidates by
whether they can name the right AWS services. They evaluate candidates by
probing the boundary of their knowledge and observing how the candidate
behaves at that boundary. The candidate who says “I used DynamoDB for the
primary datastore — I can speak to the access pattern design and partition
key strategy, but I would need to check the documentation on the specific
capacity limits” is demonstrating accurate self-knowledge. The candidate
who guesses confidently and incorrectly about a limit they have not worked
with is demonstrating overconfidence. Interviewers can tell the difference.


Honest acknowledgment of limits. The recruiter’s coaching was direct:
“The questions pretty much evolve around your answers. The more you talk
about it, the deeper they will go on the subject. Don’t try and pretend you
know something or they will try to dig on your experience on that. So if
you’re lacking experience in something it is better to say that you’re
inexperienced than try and get the answer.”


This is exactly right. Technical interviewers have spent years in the domain.
They know the questions that expose overconfidence. They ask them routinely.
The candidate who admits a gap is much easier to assess accurately — and
much more credible — than the candidate who constructs a plausible-sounding
answer to a question they cannot actually answer.


Willingness to learn. The assessment notes that Marcus questioned the
interviewers’ architecture and had strong opinions rather than showing
willingness to learn. This is a specific failure mode in interviews: the
candidate who treats the interview as an opportunity to demonstrate that
they know better, rather than an opportunity to demonstrate that they can
learn and adapt.


Companies hire people to solve their specific problems in their specific
context. An engineer who arrives with strong opinions about how the
architecture should have been designed is not solving the company’s actual
problem. They are imposing their own framework on a situation they do not
yet understand. This is a predictable failure mode in engineering teams,
and experienced interviewers have learned to screen for it.


The Depth-Breadth Calibration


The breadth of knowledge required for a senior backend engineering role
covers a wide range of topics: cloud services, database systems, networking,
security, CI/CD, observability, scalability patterns. No candidate has
deep experience in all of them.


The correct posture in an interview is to be explicit about the depth you
have and the breadth you have, and to distinguish between them clearly.


Deep knowledge looks like: “I designed the DynamoDB schema for our order
processing system. We needed to support both customer-centric queries —
all orders for a given customer — and product-centric queries — all orders
for a given product. We used a composite key with customer ID as partition
key and order timestamp as sort key, and a GSI on product ID and order
timestamp for the product queries. The main tradeoff was the storage overhead
of the GSI, which was acceptable given our read-heavy access pattern.”


Broad knowledge looks like: “I understand the concepts behind database
sharding and have read the relevant literature, but I haven’t had to implement
it in production. If it came up in this role, I’d want to spend time with
someone who has done it before I made design decisions.”


Both answers are credible. The first demonstrates experience. The second
demonstrates honesty about the limits of that experience. Neither pretends.


The Self-Evaluation Problem


The Marcus assessment names a specific failure mode that is worth
understanding precisely: his self-evaluation of his skills was not aligned
with his actual experience.


This is one of the most common failure modes in senior engineering interviews,
and it is one of the hardest to self-diagnose, because by definition you do
not know what you do not know.


The symptom is claiming deep experience in a technology and then being unable
to answer follow-up questions about that technology at the depth your claim
implies. You said you used DynamoDB extensively. Then you did not know the
difference between a GSI and an LSI, or why GSI hot partitions are
problematic, or what happens to read capacity units when you enable on-demand
billing.


The fix is calibration, and the next chapter walks through exactly how
to practice it — a specific rehearsal of the depth overreach failure mode
and how to correct it before the interviewer catches it first. If you
find gaps — and you will — do not remove the technology from your
inventory. Instead, adjust the claim. Instead of “I have extensive experience
with DynamoDB,” say “I have built production systems on DynamoDB and can
speak to schema design and access patterns; there are areas of the service
I haven’t worked with deeply.”


That adjustment costs you almost nothing. It earns you credibility. It is
also the accurate account of your experience.


The Defensive Response Pattern


The second pattern Marcus exhibited — responding to challenging questions
with questions rather than answers — deserves specific attention because
it is subtle and common.


The pattern looks like this. The interviewer asks a probing question. The
candidate does not know the answer with confidence. Rather than acknowledging
the gap, the candidate responds with a question: “Well, it depends on the
context — what kind of traffic are you expecting?” or “How are they handling
the database layer?” The question is a deflection. It puts the burden back
on the interviewer and buys time without advancing the answer.


Interviewers recognize this pattern because it appears consistently in
candidates who are uncomfortable with uncertainty. The candidate who is
comfortable with uncertainty says: “I’m not sure — my instinct is X, but
I’d want to look at Y before committing to that design. What’s your read?”
That is a genuine question that advances the conversation. The deflecting
question is not.


The difference is whether the candidate is engaging with the problem
or avoiding it. The interviewer is testing your ability to reason through
uncertainty, not your ability to reach a definitive answer. Showing your
reasoning — including the uncertainty in your reasoning — is the correct
response to a question you cannot answer with confidence.


Building the Interview Character


The character that succeeds in technical interviews is not confidence —
it is credibility. Credibility is built from accurate self-assessment,
honest acknowledgment of limits, and genuine engagement with the problem.


This is not a performance. It cannot be maintained as a performance under
sustained probing. It has to be real.


The way to build it is to practice honest self-assessment in your daily
work. When you do not know something, say so and then go find out. When
your production system breaks in a way you did not anticipate, diagnose
it accurately rather than constructing a plausible narrative that does not
match the logs. When your design decision turns out to be wrong, say it
was wrong and explain what you learned.


Engineers who practice this in their daily work walk into interviews with
the character already built. Engineers who perform confidence daily struggle
to stop performing it under pressure.


The ACM Code of Ethics frames this as a professional obligation rather
than a personal virtue. Principle 1.3 requires that computing professionals
“be honest about their qualifications, and about any limitations in their
competence.” Principle 2.6 requires performing work only in areas of
competence and disclosing any gaps. What the Code describes as ethics,
the interviewer tests as credibility. They are the same standard.



    The ACM Code of Ethics and Professional Conduct is freely available
at ethics.acm.org. Ten pages. Most of what it asks is not difficult
— and much of it formalizes what a thoughtful engineer already knows
they should be doing.




A Note on Scope


This chapter is about production-experience interviews — the kind that
ask about systems you have built, incidents you have handled, and
tradeoffs you have made in real environments. It is not about FAANG
interviews, which test something different: algorithmic problem-solving
under time pressure, often with little connection to what production
engineering actually requires.


As I noted in the Introduction, I am not a strong algorithmic interview
candidate. I studied computer science — many DSA problems were taught
there — and I have solved many Project Euler problems over the years.
What I am in the process of learning now is medium to advanced LeetCode: the
specific class of algorithmic problem-solving that FAANG interviews
demand. I am not there yet, and the companies that filter heavily on
those skills have consistently concluded I am not their person.


This is worth naming because a large portion of interview advice targets
FAANG specifically — the LeetCode grind, the system design frameworks
optimized for a particular interviewing culture. That advice is not wrong
for its target. It is wrong for most companies, most of the time. The
majority of backend engineering roles are filled by companies that care
whether you can build and operate production systems reliably, not whether
you can implement a red-black tree in forty-five minutes.


Chapters 6 through 9 are about those companies. If your goal is
specifically FAANG, find a book aimed at that target. If your goal
is a senior engineering role at a company that builds serious software,
the framework in this chapter is the one that applies.








Chapter 8: The Interview in Practice


Theory Into Rehearsal


Chapter 7 gave you the framework: what interviewers are actually testing,
why honest acknowledgment of limits works, what the defensive response
pattern looks like, how to build the interview character in daily work.


This chapter is the rehearsal. Each section below describes a specific
failure mode as it appears in the room — what the candidate says, what
the interviewer hears, and what the corrected version sounds like. Read
these as scripts to avoid, not as abstract warnings.


The failures are predictable. That means they are also preventable, if
you can recognize them in your own answers before the interviewer does.


Scenario 1: The Depth Overreach


This is the most common failure and the one most directly addressed in
Chapter 7. It deserves more specificity here about how it manifests.


The setup: the candidate lists a technology on their resume or mentions
it in the interview. The technology is something they have touched but
not operated in depth. The interviewer — who has operated it in depth
— asks a follow-up question about a specific aspect of the technology.


The failure: the candidate gives a confident answer that is either wrong
or at the wrong level of abstraction. “I used Lambda to handle our
async processing” followed by “how did you handle cold starts?” followed
by “we just added some retries” reveals that the candidate did not
actually work on the Lambda configuration — or if they did, they were
not the person who understood it.


The contrast: “I implemented the Lambda functions and configured the
event sources. The cold start issue was handled by the infra team — I
know we used provisioned concurrency on the critical path, but I wasn’t
the one who configured it and I wouldn’t want to give you numbers I’m
not sure of.” That is accurate, credible, and does not damage the overall
impression.


The rehearsal: Before the interview, take every technology you plan
to mention and ask yourself: “What is the deepest follow-up question
someone could ask about this?” If you cannot answer it specifically, you
have two options — qualify the claim upfront, or practise the honest
acknowledgment until it comes without hesitation.


Scenario 2: The Generic Answer


System design questions receive generic answers constantly. “What database
would you choose for this system?” receives “it depends on the use case.”
That answer is technically correct and completely useless. The interviewer
already knows it depends on the use case. They asked the question to find
out how you reason about the dependencies.


The correct response to a system design question that requires a database
choice is to reason through it explicitly: “The access pattern here is
primarily reads, with writes concentrated at order creation. The read
pattern is both user-centric (give me all orders for customer X) and
item-centric (give me all orders for product Y). That suggests a database
that handles secondary access patterns efficiently. DynamoDB with a GSI
on product ID would work if the read/write ratio is high and the query
patterns are predictable. If the query patterns are ad hoc or the data
model evolves frequently, PostgreSQL gives you more flexibility at the
cost of more operational complexity at scale.”


That answer is specific. It reasons through the tradeoffs. It acknowledges
the conditions under which each choice is appropriate. It sounds like
someone who has made this decision in a real system — because the reasoning
reflects the kind of thinking that real system decisions require.


Generic answers do not sound like this. They sound like someone who has
read the documentation but has not made the decision under real constraints.


The rehearsal: Take a system design question — “what database would
you choose for this?” — and force yourself to give the specific answer
before reaching for “it depends.” State a choice, then reason through
the tradeoffs that informed it. “It depends” is where you end up; it
is not where you start.


Scenario 3: The Defensive Response


When an interviewer challenges your design choice or questions your
reasoning, they are testing whether you can handle technical disagreement
productively. This is an important professional skill: engineers disagree
about design choices constantly, and the engineer who becomes defensive
or combative when challenged is difficult to work with.


The challenge sometimes takes the form of a genuine disagreement: “We use
event sourcing here — why would you choose a standard relational model?”
The correct response explores the tradeoff rather than defending the choice:
“The relational model is simpler to query and has stronger consistency
guarantees, which is appropriate if the query patterns are predictable.
Event sourcing gives you full auditability and a replay capability, which
is valuable in payment systems or anything with strong compliance requirements.
If this were a payment system, I’d reconsider — the audit trail in event
sourcing is worth the complexity.”


That response takes the challenge seriously, acknowledges what the challenger
is right about, and maintains the position where it is valid. It is not a
capitulation and it is not a defense. It is a conversation.


The defensive response looks different: “Well, relational models are standard
for a reason and event sourcing introduces a lot of complexity that isn’t
always justified.” That response is probably not wrong, but it is not
engaging with the challenge. It is dismissing it. The interviewer has
pointed at something the candidate did not consider. The candidate is
protecting their position rather than learning from the challenge.


Companies hire people who will improve the team’s thinking. The candidate
who engages with challenges and updates their position when challenged with
something valid is demonstrating exactly what good teams need. The candidate
who protects their position regardless of the evidence is demonstrating
the opposite.


The rehearsal: Practise receiving a challenge to a design choice you
genuinely believe in, and responding without defending it. Say: “That’s
a fair challenge — let me think about what that would mean for the design.”
Then actually think about it, rather than immediately countering. The
skill is in the pause.


Scenario 4: The Vague Production Story


Behavioral interview questions ask for specific stories: “Tell me about
a time you diagnosed a production incident.” The failure mode is telling
a story at a level of abstraction that sounds vague.


“We had a database performance issue and I identified the slow query and
added an index, and performance improved.” That story is technically a
production story. It answers the question. It conveys nothing memorable.
The interviewer has heard fifty versions of that story and has no way to
evaluate this one.


The specific version of the same story sounds different: “We were seeing
P95 latency on the /orders endpoint increase from 200 milliseconds to over
two seconds across about fifteen percent of requests. The logs showed the
requests were timing out on the database query. I pulled the slow query
log from CloudWatch Logs Insights and identified the query — it was
joining the orders table to the user table on the user_id field, and the
orders table had grown to twelve million rows without an index on that
join field. I added the index in a migration that ran in about forty seconds
on staging — we tested on a database copy first to estimate the duration —
and deployed to production during low-traffic hours. P95 latency dropped
back to 180 milliseconds within a minute of the migration completing.”


The specific story is memorable. It shows what tools you used, how you
reasoned through the problem, what decisions you made, and what the outcome
was. It answers questions the interviewer would have asked anyway: why did
the index not exist? How did you test the migration? How did you know it
worked?


The discipline is specificity. When you recall production stories for
interview preparation, drill into the specifics: what were the metrics,
what were the tools, what were the alternative explanations you ruled out,
what decisions did you make and why. That is the story that demonstrates
senior engineering judgment.


The rehearsal: Write down three production incidents from memory.
For each one, check: does it have a specific metric? A tool you named?
An alternative hypothesis you ruled out? A decision you made and a reason
you made it? If any of those are missing, add them before the interview.


Scenario 5: The First-Person Rewrite


Senior engineers work in teams. Their work is collaborative. A senior
engineer who describes all their work in the first person — “I built the
payment service,” “I designed the architecture,” “I reduced latency by
90%” — without acknowledging the team context is either misrepresenting
their contribution or was operating in an unusual environment.


This is not about false modesty. Interviewers want to know what you
specifically did, not just what the team accomplished. The correct frame
is: “I was the lead on the payment service migration — I designed the
architecture and led the implementation, with a team of three other
engineers. My specific contributions were the DynamoDB schema design and
the SQS consumer implementation. The team built the Lambda functions for
the core transaction processing.”


That account is specific about individual contribution without erasing the
team. It shows the candidate understands the difference between ownership
and credit, and that they can accurately represent collaborative work.


The reverse failure — over-crediting the team and underselling individual
contribution — also exists. “We built a payment platform” with no specifics
about what you personally owned and decided makes it impossible to evaluate
your seniority. Interviewers need to understand what you specifically did.


The rehearsal: Tell your architecture story using only “I” statements.
Then tell it again using only “we.” Notice which version is more credible
about your specific role, and which specific decisions you alone made.
The final version in the interview should sit between the two.


Scenario 6: The Unprepared Candidate


Many candidates end the interview without asking substantive questions.
This is a significant missed opportunity that also reflects poorly.


Good questions demonstrate preparation, genuine interest, and the kind
of thinking that strong engineers bring to their work. “What does on-call
look like for this team?” and “What’s the biggest technical debt challenge
you’re dealing with?” and “What would success look like in the first
six months?” are substantive questions that every candidate should ask.


Not asking questions can be read as lack of genuine interest in the role.
More often, it reflects anxiety — the candidate has been so focused on
answering questions that they have not prepared to ask them. Prepare three
to five questions before the interview. Assume you will get to ask two.


The rehearsal: Write your questions before the interview, not in the
lobby. “What’s the biggest technical challenge the team is dealing with?”
and “What would success look like in the first six months?” are the
two that consistently produce useful information. Know why each question
matters to you, so the follow-up conversation is genuine rather than
scripted.


Catching Yourself Mid-Interview


Interview failures are recoverable in the moment if you catch them. If you
have just given a vague answer to a specific question, you can often say:
“Let me be more specific about that” and give the better answer. If you
have just been defensive about a design challenge, you can take a breath
and say: “You’re making a fair point about the audit trail — I was thinking
about it from the query perspective, but for a payment system the compliance
argument is probably more important.”


Interviewers are human. They are looking for someone they want to work with.
Someone who catches their own mistake and corrects it is demonstrating
exactly the kind of learning agility that good engineering teams value.


The failure you cannot recover from is the failure you do not notice. The
Marcus assessment included the observation that he did not seem to recognize
when he was not answering the question — he substituted confident opinions
for honest engagement without appearing aware that he was doing so. That
pattern is much harder to interrupt than a single vague answer.


The solution is preparation: know the failure modes, watch for them in your
own responses, and correct early when you notice them.


The failures are predictable, which means they are preventable. When you
have navigated the interview and the offer arrives, the evaluation becomes
symmetrical — now you evaluate them. Chapter 9 covers how to do that well.



    The hardest failure mode to catch is substituting confident opinion
for honest engagement — Marcus’s pattern. It is invisible to the
person doing it in the moment. Rehearsing each of the six failure
scenarios before the interview makes the pattern recognizable in
your own answers before the interviewer notices it.





    Two recovery phrases worth having ready: “Let me be more specific
about that” — when you realize you just gave a vague answer.
“That’s a fair challenge — let me think about what that would mean
for the design” — when you feel the urge to defend rather than
engage. Both signal the learning agility interviewers are looking
for.










Chapter 9: The Offer


The Evaluation Goes Both Ways


An offer is not the end of the evaluation. It is the moment when both
parties have enough information to make a real decision, and the evaluation
becomes symmetrical.


Up to this point, you have been evaluated: your technical depth, your
professional character, your fit with the team. The offer is when you
evaluate in return — not the salary number in isolation, but the full set
of conditions under which you will spend the next several years.


Most candidates treat the offer as the finish line. They stop evaluating
and start deciding based on the salary. This produces predictably
suboptimal outcomes. The role that pays well but does not advance your
capability has a hidden cost that shows up in the next job search, when
your most recent years have not made you a stronger candidate.


Reading the Offer


The offer package has more components than the salary. Each is worth
evaluating.


Base salary. The number you negotiate most directly. Know your market
rate before you receive the offer — not from friends’ anecdotes but from
aggregated data. In 2026, several sites publish engineering compensation
by role, geography, company size, and seniority with enough granularity
to be useful. Know your number before the first conversation, not after.


Equity. For early-stage companies, equity can represent the majority
of total compensation if the company performs. For public companies or
late-stage private companies, equity is real but more predictable.
Evaluate it based on: the vesting schedule (four years with a one-year
cliff is standard; back-loaded schedules are worth asking about), the
strike price relative to the company’s last valuation, and your honest
assessment of the company’s trajectory.


Benefits. Health coverage, pension contributions, learning budget,
hardware allowance, and remote work flexibility are real financial value
that varies significantly between employers. A role with a lower base
salary but comprehensive health coverage and a meaningful pension
contribution may have higher total compensation than one with higher
base and minimal benefits.


On-call expectations. How many engineers are in the rotation? What
does a typical on-call week look like — how many pages, how often, how
severe? What is the escalation path when you cannot resolve an incident?
These questions have specific answers that directly affect your quality
of life outside working hours. Ask them before you accept.


The scope of the role. Does it match the seniority level you are
targeting? Will you own meaningful systems with clear domain boundaries,
or will you be a contributor on a large team where ownership is diffuse?
A senior engineering title at a company where the actual work is
mid-level execution does not advance your seniority. The title is the
label; the scope is the substance.


The team. Who are you working with directly? The most accurate
predictor of whether you will enjoy a role is the quality of your
immediate colleagues. Ask to meet two or three engineers on the team
before you accept. A company that is unwilling to arrange this is telling
you something.


The Negotiation


Negotiate. The starting offer is rarely the best offer, and companies
expect you to ask.


A recruiter who tells you “this is our standard offer, it’s non-negotiable”
is almost always wrong. What they mean is “this is our starting offer,
and most candidates accept it without asking.” Asking is not rude. It is
professional. The candidate who does not negotiate is usually leaving
something on the table.


The approach that works: be specific about what you want and give a
reason. Not “I was hoping for more” — “Based on compensation data for
senior backend engineers in Amsterdam with my specific experience, I was
expecting a base in the range of X. Is there flexibility?” The specific
number and the specific reasoning are more effective than a general
request, because they give the recruiter something concrete to take back
to the hiring manager.


Beyond base salary, the things worth asking about: a signing bonus (a
one-time payment that does not permanently shift the base), additional
equity, accelerated vesting on the first-year cliff, start date, remote
work flexibility, and learning budget. These are all negotiable at most
companies and rarely volunteered.


Negotiate on the things you genuinely want. If you raise five points you
do not care about alongside the one that matters, you dilute the signal
about what actually matters to you. Know your priorities before the
conversation, not during it.



    Beyond base salary, the items worth asking about: a signing bonus
(one-time payment that doesn’t permanently shift the base),
additional equity, accelerated vesting on the first-year cliff,
start date, remote work flexibility, and learning budget. All are
negotiable at most companies and rarely volunteered. Ask for the
ones you actually want.




One thing worth naming: the exploding offer — a deadline pressure that
requires you to decide in 24 or 48 hours. Some are genuine (the role
needs to be filled, the next candidate is waiting). Some are artificial
pressure. In either case, it is reasonable to ask for the time you need
to make a considered decision. “I want to give this the consideration it
deserves — can I have until end of week?” is a reasonable request. A
company that refuses a few extra days to make a career decision is
showing you the culture.


If a company reduces or withdraws an offer because you negotiated
professionally, that is information about how the company treats people.
Better to know before you start.



    Do not accept a different offer out of anxiety while waiting for
a preferred one to materialise, then renege when it does.
Engineering is a small industry and reneging on an accepted offer
is remembered — by the recruiter, by the hiring manager, and
occasionally by the candidate who gets the role instead.




Deciding Between Offers


When you have multiple offers, the comparison is rarely about the number.


Rank the roles by: the engineering problems you will work on, the quality
of the team you will work with, the scope of ownership you will have, and
the learning trajectory the role puts you on. Salary is a constraint —
you need to be compensated fairly — but within the range of fair
compensation, it is rarely the determining variable for the quality of
your next five years.


The question I ask when deciding between roles: “Which of these companies
is working on a problem that would be embarrassing to not be able to speak
to in my next interview, three or five years from now?” The answer is
usually clear. The company solving the harder problem, with the stronger
engineering team, at a scale that produces genuine production learning,
will make you a stronger engineer in five years than the company solving
an easier problem at a higher starting salary.


If two offers are genuinely close on engineering quality, ask both teams
the same question: “What is the biggest technical problem you have not
solved yet, and what is your current thinking on it?” The quality and
specificity of the answer tells you more about the team than any other
question.


When the Offer Goes Silent


Sometimes the process produces a clear offer. Sometimes it produces a
message that says “we’d like to move forward” followed by several days
of silence.


The silence is usually administrative, not substantive — approval chains,
budget sign-off, a recruiter handling multiple roles simultaneously. It
feels like rejection. It is usually paperwork.


The right move: wait five business days from the last meaningful contact,
then send a single direct email. “I wanted to follow up on the offer
discussion from last week. I remain very interested in the role and
would like to understand the timeline for moving forward.” One paragraph.
No apology. No ultimatum.


If there is no response within two business days of that follow-up, the
recruiter’s contact is the right escalation. “I sent a follow-up on
[date] and have not heard back — could you help me understand the
status?” That is the full message. Do not add more.


What not to do: send daily emails, call the hiring manager directly,
or accept a different offer out of anxiety and then withdraw if the
first offer materialises. The last one is particularly damaging — it
is a small industry, and reneging on an accepted offer is remembered.


While you are waiting for one offer to materialise, keep the rest of
the process moving. If you have other applications in flight, advance
them. Not as a threat — as sensible process management. The offer that
feels certain sometimes does not arrive. The one you were less excited
about sometimes turns out to be the better role.


Before You Start


The period between accepting an offer and your first day is not dead time.


Tell your current employer promptly. The notice period is professional
courtesy and how you handle your exit reflects on you with people who
remain in your network. Do not disappear from your current role mentally
before you leave it physically. The work you do in your last month is
visible and remembered.


Do the research you will not have time to do once you are in the role.
Read the company’s engineering blog. Watch recent conference talks from
engineers on your team. If the team has public repositories, read the
recent commit history. You are not expected to arrive as an expert on
their stack. You are expected to arrive as someone who has been paying
attention.


If the company sends onboarding materials before day one, read them. The
engineer who arrives having read the architecture overview and the team’s
recent design documents is a different kind of new hire from one who reads
them reactively as they come up. The difference is visible within the
first week and sets the tone for the first three months.


The moment you accept, the evaluation ends and the work begins. For
several weeks you have been the candidate — answering questions, making
a case, proving something. Now you are the engineer. The posture is
different, and so is the standard. Chapter 10 covers what the first
three months actually require of you.








Part 3: On the Job


Getting hired is the beginning. The engineering work starts on day one.


Part 3 covers the mechanics of being an effective engineer within an
organization. Chapter 10 covers your first ninety days — building the
model of the system, the team, and the organization. Chapter 11 covers
building production systems that survive beyond the architecture diagram.
Chapter 12 covers incidents, on-call, and recovery — the test of
operational maturity. Chapter 13 covers communication as an engineering
skill, not a soft one.


These chapters draw from real experience on teams building systems at scale,
with goals explicitly set around operational maturity and professional
communication — not as aspirations but as measured commitments. The
patterns here are practical, not theoretical.










Chapter 10: Your First Ninety Days


What the First Three Months Are Actually For


The first three months in a new engineering role are not for proving yourself.
They are for building the model.


The model is your mental representation of how the system works, what the
team’s priorities are, where the technical debt is, who the people are and
what they know, and how decisions get made. Without the model, your
contributions — however technically skilled — will be misaimed. You will
solve problems the team does not consider priority, introduce changes that
conflict with the direction the architecture is moving, or ask questions
that reveal you have not yet understood the context.


With the model, you can make targeted contributions that land well and
demonstrate that you understand the environment you have joined.


Building the model takes time and deliberate effort. It is invisible work
that precedes visible contribution. The engineer who skips it in order to
ship features faster will ship features that create more work than they
save.


The First Two Weeks


The first two weeks should be almost entirely dedicated to understanding.


Understand the systems. Request access to dashboards, runbooks, and the
incident history for the services you will own. Read the architecture
documentation — and treat it as a starting point, not a source of truth.
Architecture documentation in living systems is nearly always out of date
in specific ways. The delta between the documentation and reality is
something you discover by reading the code and asking questions.


Understand the recent history. Ask your manager and your teammates what
the team has been working on for the last six months. What shipped? What
was cancelled and why? What is blocked and why? The recent history tells
you which parts of the codebase are actively evolving and which are stable,
which technical debt is being addressed and which is being deferred, and
where the current friction in the team’s process is.


Understand the failure modes. Find out what has broken in production
in the last year. How was it discovered? How long did it take to diagnose?
What was the root cause? What was done to prevent recurrence? The incident
history is the most compressed and accurate curriculum for understanding
a production system’s actual behavior.


Understand the stakeholders. Know who the team builds for. Who are the
product managers and what are their current priorities? What is the team
accountable for, and how is that accountability measured? What external
teams does this team depend on, and what do those teams depend on from you?


In two weeks, you will not have a complete model. You will have the skeleton.
The rest of the first three months fills it in.


The First Month


The first month should include your first contributions — but calibrated
contributions.


The right first contribution is a small, well-scoped change that gives you
a full walk through the team’s development and deployment process. It should
be something the team considers genuinely useful, not a toy. But it should
be small enough that if your understanding of the codebase is wrong in some
way, the consequences are limited.


Good first contributions:


  	A bug fix with a clear root cause and well-defined scope

  	A documentation update that reflects something you learned by building
the model — institutional knowledge that was not written down

  	A test that closes a gap in test coverage for a recently deployed feature

  	A monitoring improvement for a service you have taken ownership of




Bad first contributions:


  	Refactoring the part of the codebase that confused you most

  	Proposing architectural changes before you understand why the current
architecture is the way it is

  	Adding a technology you are familiar with because you think it would
help without having confirmed the team considers it a priority




The discipline is: your first contribution demonstrates that you understand
the codebase and the team’s process. It does not demonstrate that you know
better than the people who built it.


The First Three Months


By the end of three months, you should be able to:


Own your area. You should be able to handle incidents for the services
you own without needing to escalate every time to someone who built them
before you. This means having read the runbooks, updated the ones that were
wrong, and ideally handled at least one incident — even a minor one — from
diagnosis to resolution.


Speak credibly about the system. In team discussions, design reviews,
and stakeholder meetings, you should be able to answer questions about the
systems you own with specificity. You should know what decisions were made
and why, what the current limitations are, and what the plan is for addressing
them.


Have made at least one substantive contribution. Something beyond
tickets and small fixes — a feature shipped, an operational improvement
deployed, a design document written and agreed to. The contribution should
be one that the team considers genuinely valuable.


Understand the team’s goals. You should be able to articulate what the
team is trying to accomplish over the next quarter or six months, why those
things are the priority, and how your work connects to those goals.


If you are at three months and not yet there on one or more of these, that
is useful information. It tells you where to focus the next three months.


The Team Map


The technical model is visible — it is in the code, the dashboards, the
runbooks. The human model is not visible. It takes longer to build and
matters more than most new engineers expect.


The human model is: who knows what, who has authority over which decisions,
whose judgment is trusted by the team, and where the informal communication
channels are.


Every team has a formal structure and an informal one. The formal structure
is the org chart — who reports to whom, who owns which service. The informal
structure is where decisions actually happen — which engineer’s opinion
shifts the technical direction in a design review, which relationship between
teams determines how quickly cross-team work moves.


Build the informal map deliberately in the first month. Pay attention to
who is consulted when a difficult decision needs to be made, whose code
review approval is sought first, which engineers other engineers go to with
questions. This map is not about politics. It is about understanding how
to be effective in the specific team you have joined.


One practical approach: schedule brief one-on-one conversations with each
of your immediate teammates in the first two weeks. Not formal meetings —
fifteen or twenty minutes, with simple questions: “What part of the system
are you most focused on right now?” “What’s the thing you’ve been meaning
to fix that you haven’t had time for?” “Is there anything about how the
team works that would be useful for me to know early on?”


These conversations produce information that will not be in any document.
They also produce relationships. The colleague who gave you thirty minutes
in your first two weeks is the colleague you can send a direct message to
in week eight when you are stuck on something and are not sure who to ask.



    First two-week 1:1 template

  Schedule 15 minutes with each immediate teammate in your first two
weeks. Three questions that consistently produce useful information:

  
    	“What part of the system are you most focused on right now?”

    	“What’s something you’ve been meaning to fix but haven’t had
time for?”

    	“Is there anything about how the team works that would be useful
for me to know early?”

  


  Write down the answers. They map the informal structure of the team
faster than any amount of documentation reading.




Setting Goals That Are Actually Goals


Performance goals in engineering organizations range from genuinely useful
to purely bureaucratic. The difference is specificity.


A vague goal: “Improve my communication skills.”


A useful goal: “In order to improve my facilitation skills, I need to
constantly reach out with team members and other developers when a message
is not clear or understood, and give way to team members who have a
reasonable point in order to move forward. I will measure success by being
active during team conversations, improving the outcomes of those conversations,
and consistently asking for feedback from team members, my engineering
manager, and my product manager.”


The difference is that the second goal has a concrete behavior (reaching
out when a message is unclear, giving way when someone else has a better
point), a measurable outcome (improved conversation outcomes), and a
feedback mechanism (consistently asking for feedback from multiple
stakeholders).


The vague goal cannot be evaluated. At the end of the quarter, you and your
manager will both have incomplete and possibly inconsistent pictures of
whether you achieved it. The specific goal can be evaluated because it
specifies behaviors that can be observed and outcomes that can be assessed.


This matters not because goals are bureaucratic requirements but because
specific goals create clarity about what you are trying to improve, which
is the prerequisite for actually improving.


When your manager asks you to set goals, set specific ones. If you are asked
to set a goal around “systems architecture knowledge,” the goal should
include: what specific skills you are trying to develop, what concrete
actions you will take to develop them, and how you will demonstrate to the
team and your manager that you have developed them.


Remote Onboarding


Remote and hybrid work is the default for most engineering teams in 2026.
The same first-ninety-days model applies, but the mechanisms differ.


Building the technical model remotely is not harder than in person. Reading
the code, the runbooks, and the incident history is a desk task regardless
of where the desk is. The asynchronous nature of remote work can actually
make this easier — pull requests are documented decisions, Slack threads
are searchable, design documents accumulate in the wiki instead of in
whiteboard photographs.


Building the human model remotely is harder. The informal conversations
that happen naturally when you are in the same room — the aside at the
coffee machine, the overheard discussion that tells you who the real
decision-makers are — do not happen in Slack. You have to create them.


The one-on-one conversations in the first two weeks matter more, not less,
in a remote context. Schedule them explicitly. Fifteen minutes, video on,
with the specific questions. The investment is the same as in-person; the
friction of scheduling it is higher, which is exactly why most remote
engineers do not do it.


Async communication in the first three months requires more deliberateness
than it will later. Write more than you think you need to. When you learn
something important about the system, document it immediately and share it
in the channel where it is most useful. When you make a decision, write
it down and post it where the team will find it. The remote team’s shared
understanding accumulates from written artifacts in a way that in-person
teams rely on hallway conversations for. Be the person who generates those
artifacts.


The trap in remote onboarding is passive integration — attending meetings,
reading the backlog, waiting to understand the team before contributing.
This is more comfortable than active integration but produces a much slower
build of the model. Ask the question in the channel. Post the preliminary
design document before you think it is ready. The feedback will be faster
and more useful than waiting until you are confident.


The New Person’s Advantage


There is one advantage that new engineers have that they typically do not
use: the beginner’s question.


When you are new, you are allowed to ask why things are the way they are.
Experienced team members stopped asking those questions years ago, either
because they know the answers or because they have accepted the answers
given to them and moved on.


The new person can ask “why is this service deployed as a cron job rather
than an event-driven Lambda?” and either get a good answer (there is a
technical reason that is worth knowing) or a bad answer (“I don’t know,
it was like that when I joined”) that reveals a technical decision nobody
has revisited in years.


Ask the beginner’s questions. Write down the answers. The answers that
are “I don’t know” or “historical reasons” are often the beginnings of
architectural improvements. The answers that are specific and well-reasoned
are the institutional knowledge that has never been written down — and
writing it down is one of the most valuable contributions a new team
member can make.


Use the new person’s advantage before you lose it. Within a year, you will
have been on the team long enough that asking those questions requires
more justification. Ask them now, while the justification is built in.



    The beginner’s question has a shelf life of about six months. Ask
“why is this the way it is?” now — about the architecture, the
deployment process, the on-call setup, the team structure. The
answers are either good reasons worth knowing, or historical
accidents worth revisiting. Both are valuable. After six months,
the same question requires justification. Ask it while it’s free.










Chapter 11: Building Production Systems


The Architecture Is Not the Design


There is a gap between an architecture diagram and a production system. The
diagram shows services, databases, and the connections between them. The
production system adds all the things the diagram does not show: the retry
policies, the timeout configurations, the circuit breakers, the dead-letter
queues, the health check endpoints, the dashboards, the alerts, the runbooks,
the on-call rotations, the deployment pipelines, the rollback procedures,
and the database migration strategies.


The engineer who can design a clean architecture diagram is doing a fraction
of the work. The engineer who can build the diagram into a system that runs
reliably in production without heroics is doing the full job.


This chapter covers the production concerns that apply to every system
regardless of the specific technologies — the patterns that repeat because
the problems they solve repeat.


The Serverless Model at Scale


The serverless model — compute that scales automatically, with no servers
to manage — simplifies the operational model significantly. No patching,
no capacity planning for baseline traffic, no idle infrastructure costs
during quiet periods.


The simplification is real but bounded. The problems it eliminates are
infrastructure management problems. The problems it creates or amplifies
are application design problems.


Cold starts. A Lambda function that has not been invoked recently takes
additional time to start. For functions on the critical request path —
the endpoint a user is waiting for — cold starts directly affect user
experience. Provisioned concurrency eliminates cold starts by keeping
function instances warm, at additional cost. The tradeoff: how frequently
is this function invoked, and what is the impact of the additional latency
on the user?


Concurrency limits. Lambda has a concurrency limit per account per
region. Under normal traffic this is invisible. Under a traffic spike, you
can exhaust the limit and begin getting throttling errors. The correct
response is: know your concurrency limit, know your peak concurrency
requirement, set reserved concurrency on your critical functions to ensure
they always have capacity, and configure the non-critical functions to use
the remaining pool.


Distributed state. Lambda functions are stateless by design. State must
live in an external service: DynamoDB, RDS, ElastiCache, SQS. The design
decisions for where state lives and how it is accessed have significant
performance and cost implications. A function that makes one DynamoDB call
per invocation has a very different cost profile from a function that makes
twenty.


Timeout constraints. Lambda functions have a maximum execution time of
fifteen minutes. Long-running tasks — batch jobs, data migrations, complex
aggregations — must either be decomposed to fit within that constraint or
run on longer-lived compute (ECS Fargate, EC2). The architectural decision
is whether the task is naturally decomposable into sub-fifteen-minute units.
If it is not, Lambda is the wrong tool.


Asynchronous Messaging Patterns


Most production backend systems use asynchronous messaging for work that
does not need to be completed in the request-response cycle. The patterns
for reliable async messaging are standard and important to know well.


The queue pattern. A producer writes a message to a queue. A consumer
reads the message and processes it. On success, the consumer deletes the
message. On failure, the message becomes visible again after the visibility
timeout and is retried. After a configurable number of failures, the message
is moved to a dead-letter queue for manual inspection.


The design decisions in this pattern: What is the visibility timeout? It
should be longer than the maximum expected processing time — if processing
takes up to thirty seconds, a thirty-second timeout means a consumer that
crashes mid-processing will cause the message to be retried before a new
consumer can have a reasonable chance of completing. Set it to twice the
expected processing time as a starting point.


What is the maximum receive count before the message moves to the DLQ?
Too low and transient failures (a brief dependency outage) cause messages
to land in the DLQ unnecessarily. Too high and a permanently failing
message wastes consumer resources for a long time before being quarantined.



    The visibility timeout must be set to at least 2–3× your maximum
expected processing time, not your average. A consumer that takes
longer than expected on a message will cause it to become visible
again mid-processing — triggering a concurrent duplicate. Set the
timeout based on worst-case processing time, then test it.




The pub/sub pattern. A publisher sends a message to a topic. Multiple
subscribers receive the message independently. Use this when multiple
consumers need to react to the same event without the publisher needing
to know about them.


The design decisions: how do you handle subscriber failure? In SNS-to-SQS
fan-out, each subscriber has its own queue with its own dead-letter queue.
The message is not lost if one subscriber fails — it stays in that
subscriber’s queue until processed or moved to the DLQ. The publisher’s
message is safe regardless of subscriber state.


Idempotency. Any consumer that processes messages from a queue must
be idempotent: processing the same message twice should produce the same
outcome as processing it once. Queues guarantee at-least-once delivery —
the same message can be delivered more than once. If your consumer is not
idempotent, you will have data corruption under normal operating conditions.


Idempotency is implemented by tracking processed message IDs. Before
processing a message, check whether its ID has been processed before.
If it has, skip the processing and delete the message. The store for
processed IDs needs to be durable and fast — DynamoDB with a TTL on the
processed IDs is a common implementation.


Database Patterns


Every production backend system has a database. The operational patterns
around that database matter as much as the schema design.


Read replicas for read scaling. If your read traffic is growing faster
than your write traffic — common in systems where data accumulates and
is queried frequently — read replicas distribute the read load across
multiple database instances. The tradeoff: replicas are eventually
consistent. Reads from a replica may return data that is slightly out
of date. For most workloads this is acceptable. For reads that require
the most recent data — a user checking their own account balance, for
example — direct the query to the primary.


Indexes for query performance. Every query that runs in production
should use an index. Queries that perform full table scans become slower
as data grows, and in a growing production system the data always grows.
Review the slow query log regularly — it is one of the most reliable
early warning systems for database performance degradation.


Migrations without downtime. Schema migrations on a production database
require care. Adding a nullable column, adding an index concurrently, and
adding a new table are generally safe. Renaming a column, dropping a column,
and adding a not-null column without a default all require multi-step
processes to avoid downtime.


The pattern for renaming a column safely: add the new column name while
keeping the old one, write to both in a transition deployment, read from
the new column after confirming the data is populated, then drop the old
column in a subsequent migration. Each step is a separate deployment.
The total time is longer. The risk is much lower.



    Test migration duration on a production-sized data copy before
scheduling the production window. A migration that takes four
seconds on staging can take forty minutes on a table with two
years of production data. Discover the timing before committing
to a maintenance window, not during it.




Connection pool sizing. Database connections are a finite resource.
A pool that is too small leaves application instances waiting for connections
under load. A pool that is too large exhausts the database server’s
connection limit. The right size depends on the database server’s capacity,
the number of application instances, and the average time each connection
is held. Know these numbers for your production system.


The Security Patterns That Prevent the Most Common Failures


The ACM Code of Ethics — principle 2.9 — requires computing professionals
to “design and implement systems that are robustly and usably secure” and
to perform due diligence to secure resources against accidental and
intentional misuse. Security is not an optional layer added before launch.
It is a professional obligation built in from the start.


In practice, security in production systems is not primarily about external
attack — it is primarily about misconfiguration. The most common production security
failures are: overly permissive IAM roles, hardcoded secrets, unencrypted
data at rest, and unencrypted data in transit.


Least privilege IAM. Every service should have an IAM role that
grants exactly the permissions it needs and nothing more. The role for
a Lambda function that reads from DynamoDB and writes to SQS should
have dynamodb:GetItem, dynamodb:Query, and sqs:SendMessage and
nothing else. The role that has * permissions is a risk that is not
justified by convenience.


Secrets management. Secrets — database passwords, API keys, encryption
keys — must not be stored in environment variables, source code, or
deployment configurations that end up in version control. They belong in
a secrets manager: AWS Secrets Manager or SSM Parameter Store with
encryption. The application retrieves the secret at runtime. The secret
is never in the deployment artifact.


Encryption at rest. DynamoDB, S3, RDS, and most AWS services support
encryption at rest with minimal configuration. Enable it. The cost is
negligible. The alternative — discovering after a breach that the data
was not encrypted — is unacceptable.


Encryption in transit. All internal service-to-service communication
should use TLS. All external-facing endpoints must use TLS. Anything
that was implemented with HTTP for simplicity during development will
eventually carry production data if it is not upgraded before launch.


These four patterns prevent the most common production security failures.
They are not the complete security model. They are the baseline.


Cost as a Design Constraint


The technical interview feedback from Chapter 7 noted a specific gap: the
candidate lacked deeper knowledge of the services he had used in production
regarding limitations, cost implications, and edge cases. Cost was explicitly
named alongside limitations and edge cases as something a senior engineer
is expected to know.


This is a real gap in many engineers’ mental model of production systems.
Cost is treated as a finance concern — something you look at monthly in the
AWS bill and optimize when it gets uncomfortable. Treating it this way means
you discover expensive design decisions after they are in production, when
changing them is costly in both engineering time and customer risk.


The production engineer’s relationship to cost is architectural. Before
deploying a system, know the per-unit cost. For a Lambda function: how much
does one invocation cost, what is the expected invocation rate, and what
does that produce as a monthly bill at current traffic and at ten times
current traffic? For a DynamoDB table: is the access pattern predictable
enough for provisioned capacity, or is on-demand billing more appropriate
given the traffic shape? For an SQS queue: how many messages per day, and
what is the cost of the polling pattern versus an event-driven trigger?


These are not difficult calculations. They take five minutes with a pricing
calculator. The engineer who makes them before building has a different
relationship to cost than the engineer who discovers the bill at month end.


The other dimension is cost under failure. A misconfigured retry policy that
retries a failing request a hundred times instead of five does not just affect
latency — it produces a hundred Lambda invocations instead of five, a hundred
DynamoDB reads instead of five, a hundred downstream API calls instead of
five. Under a traffic incident where one in ten requests is failing, the cost
amplification from aggressive retries can be significant. Design the failure
path with cost in mind, not just with reliability in mind.


The practical discipline: when you design a new service or a significant new
feature, sketch the cost model alongside the architecture. Happy path cost,
failure path cost, and peak load cost. If the failure path cost is
disproportionately higher than the happy path cost, the retry and fallback
design needs work.


Version Control as Deployment Infrastructure


Every deployment begins at a commit. The pipeline — CI, automated testing,
staging promotion, production release — is downstream of the version control
discipline that feeds it. Engineers who treat their local git configuration
as an afterthought are introducing unreliable inputs into a pipeline that
depends on those inputs to be consistent.


The habits that matter are not complicated. They are applied consistently
or they are not applied at all.


Branch tracking. When you check out a feature branch to collaborate
with teammates, use a tracked branch:




  
  1 git switch --track origin/feature-name







A tracked branch stays synchronized when you fetch. An untracked branch
diverges silently. The divergence surfaces at merge time — after days of
parallel work — as conflicts that require reconciliation under deadline
pressure. Configure automatic tracking so the default is correct:




  
  1 git config --global branch.autoSetupMerge always







Repository maintenance. Git ships with a built-in maintenance scheduler
that handles object compression, loose-ref cleanup, and commit-graph writes
in the background:




  
  1 git maintenance start







Run this once per machine. It registers a background scheduler and runs
maintenance automatically. The alternative — doing nothing — produces
repositories that accumulate loose objects and slow down every operation
that reads history. The git log that takes four seconds instead of
half a second is a symptom of a repository that has not been maintained.


Keep remote-tracking refs clean by pruning stale references whenever
you fetch:




  
  1 git fetch --prune







Stale remote-tracking refs — branches that were deleted on the remote
months ago but still appear in git branch -r — are operational noise.
The engineer who sees origin/feature-auth-v2 in the branch list should
not have to wonder whether it is live or abandoned. A clean repository
answers that question by not raising it.


The deployment workflow. The branching model that produces the fewest
downstream problems is also the simplest: a single main branch, short-lived
feature branches, pull requests with CI checks enforced as a merge requirement,
and deployment from main. Each feature branch lives for days, not weeks.


The pattern:



  	Cut a short-lived branch from main.

  	Make a change small enough to review in a single pull request.

  	Open the PR. CI validates against the branch before merge.

  	Merge to main only after CI passes and the PR is approved.

  	Deploy from main. Main is always releasable.




Bug fixes to a release branch follow the same discipline: fix on the release
branch, merge back to main immediately so the fix is not lost in the next
release. The direction of merge flow is always toward main. Main is the
source of truth for what is in production.


Long-lived feature branches contradict this discipline. A branch that lives
for three weeks accumulates divergence from main daily. Integrating it back
requires a merge — or worse, a rebase — that touches code changed by other
engineers in the interim. The integration complexity is not proportional to
the feature complexity. It is proportional to the time the branch existed
in isolation. Keep branches short.


Commit discipline. The commit is the unit of work that the deployment
pipeline processes. A commit message that says “fix stuff” provides no
signal for automated changelogs, no context for the engineer who reads
git blame at two in the morning, and no audit trail for the post-mortem.
Conventional Commits — a lightweight format where each message begins with
a type (feat:, fix:, chore:) followed by a short description — costs
thirty seconds per commit and enables automated tooling for versioning,
release notes, and change tracking.


The discipline compounds: a repository with consistent, descriptive commit
messages is one where the history is useful. A repository where history is
useful is one where debugging an incident means reading the log rather than
asking the author. The author may not be available.


The Questions That Reveal Depth


The senior engineer’s relationship to production systems becomes visible in
the specificity of their answers to seemingly simple questions.


“How does your service handle a downstream dependency being slow?” reveals
whether you have timeouts, circuit breakers, and graceful degradation
designed in — or whether the answer is “it waits.”


“What happens when the database is unavailable?” reveals whether you have
a cached fallback, a queue-backed retry path, or a clean error response —
or whether the answer is “everything breaks.”


“What does the cost look like at ten times current load?” reveals whether
you have modeled the cost envelope of your design — or whether the answer
is “I haven’t checked.”


“How do you know the deployment succeeded?” reveals whether you have
defined observable success criteria — or whether the answer is “no errors
in the deploy log.”


These questions are the ones that senior technical interviewers ask after
the architecture question. They are also the questions a production system
will answer for you, eventually, whether you asked them in advance or not.
The engineer who asks them in advance writes systems that answer them
correctly. The engineer who does not asks them at two in the morning while
reading logs.








Chapter 12: Incidents, On-Call, and Recovery


The Test of Operational Maturity


How a team handles incidents is the most direct measure of its operational
maturity. A team that handles incidents well — fast time to detection, fast
time to diagnosis, effective mitigation, clear communication, thorough
follow-through — has built the infrastructure of good engineering over time.
A team that handles incidents badly has not, regardless of how clean its
code is.


This chapter is about the mechanics of handling incidents well, at every
stage.


Before the Incident: The On-Call Setup


On-call is the engineering team’s commitment to the systems it operates. It
is also one of the most draining parts of the job if it is not set up well.


A well-set-up on-call rotation has the following properties:


Alert coverage without alert fatigue. Alerts fire for conditions that
require human response. They do not fire for noise — conditions that resolve
themselves, conditions that are not actually problems, or conditions that
have been firing for months without anyone doing anything about them.


Alert fatigue — the state where on-call engineers have been trained by false
alarms to treat alerts as background noise — is one of the most dangerous
conditions an on-call rotation can reach. The alert that fires at three in
the morning gets acknowledged and ignored because the last twenty alerts
that fired at three in the morning resolved themselves. Until one of them
is the real thing.


The maintenance work of an on-call rotation includes regularly reviewing
alerts. Every alert that fires should either result in action or be removed
or modified. Alerts that do not result in action should not exist.


Runbooks for the most common incidents. The engineer who is on call
at three in the morning is not the engineer who is best rested, clearest
thinking, or most informed about the specific system at that moment. The
runbook should be good enough that a competent engineer who has never
seen the specific incident before can diagnose and resolve the most common
failures.


A minimal runbook for a service includes:


  	What the service does and what it depends on

  	The key metrics and what “normal” looks like

  	The most common failure modes and their symptoms

  	Step-by-step diagnostic procedure for each failure mode

  	Remediation steps, including commands if applicable

  	Escalation path: who to call when the runbook does not resolve it




Clear escalation paths. The on-call engineer should not have to guess
who to call when the incident is outside their service boundary. The
escalation path — which team owns which service, how to reach them,
and at what severity level to page them — should be written down.



    Write a minimal runbook this week

  Pick one service you own that has no runbook or an outdated one.
Write a version covering: what the service does and what it depends
on; what normal looks like on the dashboards; the three most common
failure modes and their symptoms; step-by-step diagnostics for each;
and who to call when the runbook doesn’t resolve it. Give it to
another engineer and ask: “Could you use this at 3 a.m. without
asking me anything?” Their answer tells you what’s missing.




Rotation coverage. A rotation where one person is on call indefinitely
is not a rotation. A rotation that never rotates onto new team members
concentrates incident knowledge in one person and prevents that knowledge
from spreading. The rotation should be broad enough that the on-call
burden is shared, specific enough that the on-call engineer knows the
systems they are responsible for.


During the Incident: The Response


When an alert fires and it is real, the response has a sequence:


Acknowledge and communicate. Acknowledge the alert. Notify the team
that there is an active incident. Post a status message in the incident
channel within five minutes of detection, even if it only says “investigating.”
The team and stakeholders should not be wondering whether anyone has seen
the alert.


Stabilize before diagnosing. If the system is in an actively degraded
state that is affecting users, the first priority is mitigation — stopping
the bleeding — before root cause analysis. If traffic can be diverted, divert
it. If a recent deployment can be rolled back, roll it back. If a circuit
breaker can be tripped, trip it. Get the system back to a stable state,
even if degraded, before spending time on diagnosis.


Diagnose systematically. Once the system is stable, work backward from
the observable symptom to the cause. What is the symptom — high error rate,
latency spike, traffic drop? What changed recently — deployments, config
changes, infrastructure changes, traffic patterns? Where in the request
path is the failure occurring? What do the logs say at that point?


The key discipline is following the evidence rather than the hypothesis.
Engineers often arrive at an incident with a theory about what is wrong
— a recent deployment, a known fragile dependency — and confirm that theory
without considering alternatives. The incident that most closely matches
the pattern of a previous incident is sometimes a coincidence. Follow the
logs.


Communicate continuously. Update the incident channel every fifteen
to thirty minutes with what you know, what you have tried, and what you
are trying next. During a significant outage, stakeholders and team members
are watching the channel. They need updates even when the updates are “still
investigating, no change to impact.” Silence is worse than slow progress.



    “Still investigating, no change to impact” is a valid incident
update. Stakeholders watching the channel need to know someone is
working the incident. Silence reads as abandonment, not progress.
Update on cadence even when there is nothing new to report.




Know when to escalate. If you have been diagnosing an incident for
thirty minutes and have not identified the root cause, escalate. Not
because you are failing — because after thirty minutes, additional eyes
are valuable and the people who know the adjacent systems may have the
context that resolves the diagnosis quickly. The engineer who escalates
appropriately is more valuable than the engineer who holds on alone until
the incident is two hours old.


After the Incident: The Post-Mortem


The post-mortem is the most important part of incident management, and the
most frequently skipped.


The purpose of a post-mortem is not to assign blame. It is to understand
the full picture of how the incident occurred — including the systemic
conditions that made it possible — and to produce specific, actionable
recommendations that reduce the probability of recurrence.


A good post-mortem includes:


Timeline. When was the incident first detectable? When was it detected?
When was it acknowledged? When was it diagnosed? When was it resolved? The
gaps in this timeline are often where the process improvements live.


Impact. How many users were affected? For how long? What was the
business impact? Quantifying impact creates shared understanding of the
incident’s severity and builds the case for remediation work.


Root cause. Not the proximate cause — the most recent change or
failure that triggered the incident — but the full cause chain. The
proximate cause of the incident might be that a Lambda function timed out.
The root cause might be that the database query had no index and had been
getting slower for months as the table grew, but there was no alert on
query latency, so the degradation was not noticed until it caused an outage.


Contributing factors. What conditions made this incident possible?
Missing monitoring. No index on a growing table. No circuit breaker on
a dependency that can be slow. These are the systemic problems that would
cause a different incident with a similar shape in the future.


Action items. Specific, assigned, time-bound remediation actions.
Not “improve monitoring” but “add a CloudWatch alarm on P99 query latency
for the orders table, threshold 500ms, assigned to Sarah, by end of sprint.”
Vague action items are not action items. They are wishes.


The post-mortem is only valuable if the action items are completed. This
requires follow-through that is not automatic. Someone needs to track the
action items to completion. That person is usually whoever led the incident
response, unless the team has a formal process for post-mortem follow-through.


In my time managing on-call at DAZN, one of my explicit professional goals
was to ensure that any incident was followed up with a post-mortem and
recommendations on incident prevention. The measurement was not “did we
write the post-mortem?” but “were the recommendations implemented?” The
discipline of closing the loop is what separates teams where incidents
become less frequent over time from teams where the same incidents recur.


The Culture of Blameless Post-Mortems


Post-mortems fail when they become blame sessions. The engineer who is
blamed for an incident learns not to acknowledge their role in future
incidents. The team learns not to escalate failures until they are
unavoidable. The culture optimizes for avoiding blame rather than
preventing failures.


Blameless post-mortems are not about pretending that people do not make
decisions that contribute to incidents. They are about understanding that
the conditions that made a bad decision possible are more important than
the decision itself.


If an engineer deployed a change without adequate testing and that change
caused an incident, the blameless question is: “What conditions made it
possible to deploy an inadequately tested change?” Were the staging tests
insufficient? Was there pressure to ship quickly? Was the test environment
not representative of production? Did the CI pipeline not catch the issue?


Fixing those conditions prevents future engineers from making the same
mistake, regardless of who is on the team. Blaming the individual engineer
prevents only the specific recurrence where that engineer makes that specific
mistake again — a much narrower improvement.


On-Call as a Learning Opportunity


The engineer who handles incidents well accumulates production knowledge
faster than any other means. Each incident is a compressed lesson in how
the system behaves under stress, where the monitoring gaps are, how the
dependencies interact under failure, and what the team’s actual response
capabilities are.


The engineer who treats on-call as a burden to be minimized misses most
of this. The engineer who treats it as an opportunity to learn the system
deeply — by diagnosing thoroughly even when a quick fix is available, by
writing the post-mortem carefully even when it takes an extra hour, by
implementing the action items even when no one is tracking them — builds
operational knowledge that is visible and distinctive.


This is not an argument for enjoying being paged at three in the morning.
It is an argument for making the most of it when it happens.








Chapter 13: Communication as Engineering


The Resistance


Engineers often resist the idea that communication is part of the job.
Communication is soft. Engineering is hard. Communication is what business
people do. Engineering is what technical people do.


This resistance is costly. The engineer who communicates poorly will build
systems that duplicate work done by other teams because they did not ask
what already existed. They will make architectural decisions that conflict
with the direction the platform is moving because they did not participate
in the discussions where that direction was set. They will be passed over
for promotion not because their code is worse than their peers’ code but
because their impact is invisible.


Communication is not a supplement to engineering. It is how engineering
work gets done in teams, which is how all engineering work gets done.


What Engineering Communication Actually Is


Engineering communication is not the same as general communication. It
has specific purposes: to coordinate, to clarify, to document, to persuade.
Each purpose has a form.


Coordination is the communication that ensures people working on
adjacent problems are not working at cross-purposes. It happens in standups,
in Slack threads, in code review comments that explain a decision. It is
brief and concrete. Its failure mode is too little communication — the
two engineers who discover on Thursday that they have been building
conflicting implementations of the same service.


Clarification is the communication that resolves ambiguity before it
costs time. It is asking the product manager what “fast” means before
committing to a performance target. It is asking the team lead whether the
new service should use the existing authentication pattern or the one being
planned for next quarter. Its failure mode is not asking — implementing
the wrong thing and discovering the ambiguity after the work is done.


Documentation is the communication that persists. It is the architecture
decision record that explains why the team chose DynamoDB over PostgreSQL
for this use case. It is the runbook. It is the API documentation. It is
the code comment that explains not what the code does but why it does it
in this specific way. Its failure mode is not writing it — the knowledge
lives in one person’s head and disappears when they leave.


Persuasion is the communication that changes what the team or the
organization does. It is the tech guild presentation that introduces a
new pattern. It is the design document that makes the case for an
architectural change. It is the post-mortem that justifies spending
two weeks on reliability improvements. Its failure mode is not making
the case well enough — the team continues doing something suboptimal
because the person who understood the problem could not communicate
why it mattered.


Clarity Without Simplification


Technical communication has a specific failure mode that non-technical
communication does not: oversimplification. Explaining a distributed
system to a non-technical stakeholder requires leaving out complexity.
Leaving out the wrong complexity creates a wrong mental model that will
lead to wrong decisions.


The discipline is: explain the system accurately at the level of detail
the audience needs to make the decisions they need to make.


A product manager deciding whether to add a feature to the order processing
system needs to know: how long it will take, what the risk is, and whether
it requires any other team’s input. They do not need to know the DynamoDB
schema. The explanation that includes the DynamoDB schema wastes time and
buries the information they actually need.


A technical stakeholder deciding whether to approve the architecture needs
to understand the design tradeoffs: why DynamoDB rather than PostgreSQL,
what happens when the partition key creates a hot partition under peak load,
and why the proposed index strategy addresses that risk. The explanation
that omits these details is not useful for the decision.


Calibrating the explanation to the audience is not dumbing it down — it
is understanding what information the audience needs and providing exactly
that.


Writing That Works


Most engineering communication is written. Tickets, design documents, code
comments, Slack messages, post-mortems, architecture decision records. The
engineer who writes clearly has an advantage that compounds over time:
their decisions are understood and supported, their designs are reviewed
effectively, their incidents have better post-mortems, their code is
maintained by others without constant clarification.


The characteristics of engineering writing that works:


Lead with the conclusion. Do not write up to the point. Write the
point first, then the supporting detail. The reader should be able to
stop reading after the first paragraph and have the essential information.
This is the structure of a good design document: the proposal in the
first section, the context and alternatives in subsequent sections.


Be specific about uncertainty. If you are not sure, say so. “I believe
the latency will stay under 200 milliseconds at current traffic levels,
but we have not tested this under the peak load of a major sporting event.”
That sentence is more useful than “latency should be fine.” The first
gives the reviewer information they can act on: test under peak load before
launching. The second gives them nothing.


Distinguish between decisions and open questions. A design document
should clearly separate: what the proposal is (decision), why that choice
rather than alternatives (context), and what questions remain open (open
questions). Readers who confuse an open question for a finalized decision
will make different assumptions than readers who understand which parts
of the design are still being evaluated.


State what you want from the reader. “Feedback welcome by Friday” is
better than leaving the feedback request implicit. “I need approval on the
database choice before I start implementation” is better than a design
document with no call to action. Making the reader’s role explicit
increases the probability that they will take it.



    Engineering writing quick-reference

  Lead with the conclusion — the reader should have the essential
information after the first paragraph. Be specific about uncertainty:
“we have not tested this under peak load” is more useful than
“should be fine.” Separate decisions from open questions in design
documents. State what you want from the reader: “feedback needed
by Friday” or “I need approval on the database choice before
implementation begins.”




Facilitation: The Multiplied Communication Skill


Facilitation is the communication skill that multiplies team output rather
than adding to it individually. A senior engineer who facilitates well
turns a forty-five-minute team discussion into a clear decision with
everyone aligned. The same discussion without good facilitation ends in
a different meeting.


Facilitation skills for engineering contexts:


Ensuring the message is understood. When a message in a team discussion
is unclear — when you can see from the responses that people have different
interpretations of what was just said — naming that and clarifying it is
facilitation. “I heard two different interpretations just then — can we
confirm what we’re agreeing to?”


Making space for the quieter voice. Technical teams often have people
whose technical judgment is good but who are less comfortable speaking in
group settings. The engineer who is the loudest is not always the most
informed. Creating space — “we haven’t heard from everyone, what do you
think?” — surfaces judgment that would otherwise be lost.


Summarizing to create momentum. When a discussion has been circling
the same set of points for fifteen minutes, naming the positions that have
been stated and proposing a decision moves the conversation forward.
“We’ve heard the case for approach A and approach B. The main tradeoff
seems to be X. Can we agree to go with approach A and revisit if we see X
become a problem?”


Giving way when someone has a better point. This is the hardest
facilitation skill for technically confident engineers: recognizing that
someone else’s point is better than yours and acknowledging it explicitly.
“That’s a better argument than the one I was making — I think you’re right.”
This is not weakness. It is what good team discussion looks like.


I explicitly set this as a goal during my time at DAZN: in order to improve
my facilitation skills, I needed to constantly reach out to teammates when
the message was not clear and give way to team members with a reasonable
point. The specific goal forced me to practice the behaviors that were
hardest — not the ones where facilitation felt natural, but the ones where
ego was the obstacle.


Setting the goal is useful. Practicing the behaviors is the actual work.


The Stakeholder Relationship


Senior engineers interact with stakeholders who are not engineers. Product
managers, finance leads, legal and compliance teams, executives. The
communication failures in these relationships follow consistent patterns.


Pitching at the wrong level. Explaining the technical implementation
to a stakeholder who needs the business impact. Explaining the business
impact to a technical reviewer who needs the implementation details. Know
your audience.


Not communicating early enough. Discovering at the end of a sprint
that a feature has a security implication that legal needs to review is
a timeline problem that could have been avoided by asking legal’s question
at the start. Proactive communication — flagging risks and dependencies
before they become blockers — is a skill that distinguishes senior engineers
from engineers who are reactive.


Not documenting decisions. Stakeholder conversations produce decisions.
Undocumented decisions become undocumented assumptions that different
parties remember differently three months later. After any significant
stakeholder discussion, send a brief written summary of what was decided.
This takes five minutes. It prevents a week of confusion later.



    After any significant stakeholder or cross-team conversation: send
a summary within 24 hours. One paragraph: “Following our conversation
today, we agreed to [decision]. The open question remaining is [X],
which [person] will clarify by [date].” Five minutes of writing
prevents the “I thought we decided…” conversation three months
later.




Inconsistent availability. Being reachable during working hours and
explicit about unavailability outside them sounds trivial. In practice,
stakeholders who cannot predict when they will receive a response develop
workarounds that reduce the engineer’s involvement in decisions that should
include them. Being consistently available and consistently communicating
about availability is part of the stakeholder relationship.


The Compound Effect


Communication, like ownership, is a skill that compounds. The engineer who
communicates clearly and consistently builds a reputation for clarity. The
reputation means their design documents are read rather than skimmed. Their
proposals are taken seriously in review. Their post-mortems are used rather
than filed. Their escalations are responded to rather than deprioritized.


The engineer who communicates poorly builds the opposite reputation. Not
as someone who is technically inadequate — as someone whose output requires
interpretation to use. That friction accumulates over time. Other engineers
route around them. Decisions get made without their input, not by design,
but because getting their input requires more effort than the decision
seems to warrant.


Communication skill compounds in a specific direction: the engineer who
invests in it early finds that the investment frees up time later. The
well-written design document means fewer clarification meetings. The
clear incident timeline means fewer questions from the post-mortem audience.
The documented stakeholder decision means fewer emails three months later
asking what was agreed.


The engineer who delays investing in communication — because there is always
a more urgent feature to ship — pays the debt with interest in the form of
rework, misaligned implementations, and repeated conversations that resolve
the same misunderstanding.


Treat communication as engineering. Design it with the same care you would
apply to an API contract: clear inputs and outputs, no ambiguous states,
reliable responses. The work you are communicating about is only as useful
as the communication that transmits it.








Part 4: The Career


The first three parts cover what the job is and how to do it well in the
short term. Part 4 is about the longer arc.


A software engineering career has different shapes in different eras. In
the early years, it is about building competence — acquiring the technical
depth and breadth that makes you a reliable engineer on complex systems.
In the middle years, it is about building leverage — using the competence
you have accumulated to have impact beyond what you can produce alone. In
the later years, it is about building legacy — creating the conditions for
others to do good work and making a permanent contribution to the field.


These phases are not strictly sequential and not defined by age. Some
engineers reach the middle phase quickly; others remain in the early phase
for decades. The difference is not usually talent. It is whether the
engineer is building systematically toward something.


The six chapters ahead trace that arc: growing from junior to senior,
mentoring the engineers coming up behind you, building influence without
a title, making your work visible in public, navigating layoffs and
setbacks, and — when the career resets — building deliberately toward
what comes next.










Chapter 14: From Junior to Senior


What the Titles Mean


The progression from junior to senior software engineer is not primarily
a progression in technical skill, though technical skill is necessary.
It is a progression in scope.


A junior engineer is given a well-defined problem and produces a working
solution. The problem definition, the success criteria, and the design
constraints have been established by someone else. The junior engineer’s
job is execution.


A mid-level engineer takes ownership of a feature from requirements to
production. They work with the product manager to understand the requirement,
propose an implementation approach, raise risks and tradeoffs, build the
feature, monitor it after deployment, and address the follow-on issues
that invariably arise. The scope extends beyond execution to definition.


A senior engineer takes ownership of a system domain. They understand not
just the current features but the architecture’s evolution, the technical
debt, the stakeholder dependencies, and the team’s capacity relative to
the roadmap. They work on multiple fronts simultaneously: implementing
features, improving operations, mentoring junior engineers, contributing
to team-level technical decisions, and maintaining the relationship with
adjacent teams and stakeholders. The scope extends to strategy within the
domain.


A staff or principal engineer has scope that extends beyond the domain to
the organization. They work on problems that span teams, align technical
direction across projects, and make contributions that affect how the
engineering organization operates. This scope is qualitatively different
from the senior level — the problems are organizational rather than
technical, though technical depth remains the foundation.


The progression is one of expanding scope, not increasing technical
complexity. The senior engineer does not write more complex code than
the junior. They make more consequential decisions about what code to write
and why.


The Transition to Mid-Level


The transition from junior to mid-level happens when the engineer can define
their own work well enough that their manager does not need to do it for
them.


This means: given a product requirement, the mid-level engineer can
decompose it into engineering tasks, identify the risks and dependencies,
propose an implementation approach, and deliver it without needing the
work to be pre-broken down for them.


The common blockers to this transition:


Waiting for permission to understand. Junior engineers sometimes wait
to be assigned to learn a new part of the codebase rather than exploring
it on their own initiative. The mid-level engineer reads the code that
is adjacent to their current task, asks questions about the systems they
interact with, and builds the model without being told to.


Not raising issues early. The junior engineer who discovers a risk or
a dependency issue on Thursday when the feature is due Friday has waited
too long. The mid-level engineer raises issues as they discover them —
not as blocker complaints but as information: “I’ve found that this feature
depends on the payments service having a v2 endpoint that isn’t available
yet — is that on their roadmap for this sprint, and if not, how should we
handle it?”


Scoping imprecisely. Junior engineers often underestimate scope because
they are thinking about the happy path and not the edge cases, the error
handling, the monitoring, the documentation, and the test coverage that
are part of “done.” The mid-level engineer’s estimate includes these
because they understand that the code is a fraction of the work.


The Transition to Senior


The transition from mid-level to senior happens when the engineer’s
contributions extend consistently beyond their direct work.


The direct contributions of a mid-level engineer are valuable. The senior
engineer’s contributions include the direct work and also:


Technical leadership of the team. The senior engineer shapes how the
team makes technical decisions. They introduce patterns that improve
everyone’s work. They set the standard in code review not just for correctness
but for maintainability, observability, and security. Their presence makes
the entire team’s output better.


Mentoring. The senior engineer invests in the growth of junior and
mid-level engineers. This is not formal instruction — it is modeling good
practice, explaining decisions rather than just making them, giving
constructive feedback in code reviews, and making time for the questions
that junior engineers have but are hesitant to ask.


Cross-team influence. The senior engineer understands the technical
dependencies between their team and adjacent teams, maintains the
relationships needed to resolve those dependencies efficiently, and
contributes to technical decisions that affect multiple teams.


Proactive risk identification. The senior engineer identifies risks
before they become incidents. They see the growing technical debt that
will cause a failure in six months and create the space to address it
before then. They notice when the architecture is accruing complexity in
ways that will make future changes expensive and propose simplifications.


None of this appears in the job description. All of it is visible to anyone
who pays attention.


The Technical Depth Requirement


Scope expansion does not replace technical depth — it builds on it. The
senior engineer who has expanded scope without maintaining technical depth
becomes a coordinator rather than a builder, and coordinators are worth
less to engineering teams than builders who also coordinate.


The discipline is to maintain genuine technical engagement even as the
scope expands. The senior engineer who has not written production code
in three months has let something important atrophy. The senior engineer
who writes production code regularly, reviews pull requests with technical
depth, and participates in technical design discussions maintains the
foundation that makes their broader contributions valuable.


This is harder as scope expands because the meetings multiply, the
stakeholder relationships consume time, and the mentoring takes hours.
The senior engineer who is disciplined about protecting time for technical
work — not just management and coordination — is more valuable and more
satisfied in the role.


When the Promotion Does Not Come


Engineers who are operating at the next level but have not been promoted
face a common set of explanations from managers: “headcount limitations,”
“level calibration across the team,” “timing.”


Some of these are real. Organizations have limited senior engineering
headcount. Promotions sometimes wait for the right moment regardless of
merit. Calibration processes produce inconsistent outcomes.


Others are not real. Some engineers are genuinely operating at the junior
or mid level while believing they are operating at the senior level. This
is the gap between Chapter 7’s Marcus failure and the actual senior engineer.
The senior engineer’s self-assessment is accurate. The engineer who is not
yet senior but believes they are has an inaccurate self-assessment that
their manager cannot easily correct without significant conflict.


If you have been told you are operating at the senior level and the promotion
is not coming, ask the specific question: “What would I need to demonstrate
to get promoted in the next performance cycle, specifically?” If the answer
is concrete and achievable, you have a path. If the answer is vague or the
conversation is consistently deferred, the answer is probably that the
organization does not have the headcount or the will to promote you now,
regardless of your performance.


That is information about the organization. Chapter 18 discusses what to
do with it.


Setting Goals That Compound


The engineers I have seen grow quickly have one habit in common: they are
explicit about what they are trying to improve.


Not “I want to get better at systems design” — that is a direction. “I
am going to design the architecture for the new notifications service,
write the design document, present it to the team for review, and revise
it based on feedback, and I am going to measure success by whether the
team adopts the proposal and whether the production system matches the
design six months later” — that is a goal.


The goal has a specific project, a specific deliverable, a specific process
(write, present, revise), and a specific success criterion. It is not
aspirational. It is planned.


Engineers who set goals at this level of specificity build at a demonstrably
faster rate than engineers who have the direction without the plan. The
feedback loop is tighter, the evidence of progress is more visible, and
the conversation with a manager about growth is based on concrete examples
rather than general impressions.


The investment is small: an hour of goal-setting at the start of each
quarter, twenty minutes of reflection at each sprint boundary to assess
progress and adjust. The return is significant.


The Quality Standard


Early in the career, “done” is binary: the code works or it does not. The
feature passes tests, the PR is merged, the ticket is closed. Done.


Senior engineers operate under a different definition. Kent Beck distilled
it in Extreme Programming Explained: make it work, make it right, make
it fast. The word “right” is sometimes rendered as “clean” — same principle.
Work is done when it satisfies all three, and stopping at the first is the
most common and most expensive form of technical debt.


Make it work. The feature handles the requirement and the tests pass.
This is the minimum standard, not the professional standard. It is the
entry point.


Make it clean. The code accurately expresses its intent. A reader who
did not write it can understand what it does and why without needing a
comment to explain it. Names are accurate and specific — not data,
result, or handler, but names that describe what the thing actually
is. Functions do one thing; a function that fetches, transforms, and writes
should be three functions, each named for what it does. If a section of
code does not make its intent clear within a few lines, refactoring is the
work — not a comment explaining it.


This is where most of the compounding happens. Clean code is cheaper to
maintain, faster to review, and easier to debug at two in the morning by
an engineer who has never seen it before. The effort to clean code
immediately after writing it is small. The cost of dirty code over the
system’s lifetime is continuous.


In 2026, AI-assisted coding gets you to “works” faster than ever. It often
gets you there in a form that is verbose, redundant, or conceptually
muddled — technically correct but not clean. The engineer’s judgment now
lives primarily in the clean phase: deciding what the AI generated that
should be kept, what should be renamed, what should be decomposed, and what
is correct in behavior but wrong in structure.


Make it fast. Performance optimization belongs last, and only when
profiling confirms a bottleneck exists. Optimizing before measurement is
solving a problem that has not been confirmed. Optimized code is almost
always harder to read, and the cost of that obscurity is paid indefinitely.
The cost of unoptimized code is paid only when the profiler points at it.


The order is not interchangeable. Making it fast before making it clean
produces optimized code that is also hard to understand — and hard to
verify that the optimization is correct. Making it clean first means the
optimization lands in legible code, which is both easier to do correctly
and easier to audit afterward.


Tests Are Documentation


A test suite describes what the system should do. Its value as documentation
depends entirely on the precision of the test descriptions.


A test named “should display names correctly” tells a future reader almost
nothing. It passes or fails, but it does not document the contract.


A test named “should display last name, first name when both are present”
is executable documentation. It specifies the exact behavior, the format,
and the condition. When it fails, the name of the failing test tells you
what contract was broken, without needing to read the test body.


This distinction matters for a reason beyond cleanliness. Tests are often
the most reliable documentation in a production codebase because they are
the only documentation that fails when it becomes inaccurate. Architecture
diagrams, README files, and comments can be wrong for years before anyone
notices. A test that passes is an accurate description of actual system
behavior. A test suite with descriptive names is a codebase that documents
itself under pressure.


The corollary is that test setup should be minimal. A test that requires
fifty lines of fixture construction before the assertion has buried the
specification under scaffolding. If the behavior can be specified with one
object and the specific attributes that are relevant, that is the test to
write. The test’s purpose is to describe what the system does, not to
demonstrate that you can construct elaborate preconditions.


These two standards — clean code and descriptive tests — are habits that
senior engineers demonstrate in code review, not just in their own work.
The code review comment that says “this function does three things and
should be three functions” teaches the principle. The code review that
just requests a change without explaining why does not. Chapter 15 covers
this in more detail. The point here is that the quality standard is not a
personal virtue — it is something a senior engineer models and transmits.



    Rename three tests this week

  Open your team’s test suite and find three tests named at the level
of “should work correctly” or “handles the case.” Rename them to
the format: “should [specific behavior] when [specific condition].”
The time it takes reveals how clearly you understand what each test
is actually verifying — and where the specification is hazier than
it should be.




The Feedback Loop


Goals work because they create a feedback loop. The loop only functions if
you close it — if you actually review what happened and adjust.


The most common way the loop breaks is the skipped retrospective. You set
a goal, the quarter ends, the next quarter starts, and you set new goals
without reviewing the old ones. You do not know whether the old goals were
achieved because you never checked. You do not know whether your
self-assessment is accurate because you are not getting the data.


Close the loop explicitly. At each performance review, review your goals
against the evidence. Not “did I try to do this?” but “did I actually do
this, and do I have evidence of it?” The engineering manager who asks
“how has your systems architecture understanding improved this quarter?”
is best answered with: “I designed and documented the architecture for the
notifications service, presented it to the team, and it shipped — here
is the design document and here are the metrics after three months in
production.” That answer is based on evidence. “I think I’ve grown a lot”
is not.


If you are not getting useful feedback from your manager, get it from
peers. Ask specific questions: “What is one thing I could have done
differently in that design review?” or “I’m trying to improve my ability
to communicate technical tradeoffs to non-technical stakeholders — what did
you notice in my presentation yesterday?” Specific questions produce specific
feedback. “Any feedback?” produces “no, great job.”


The engineer who builds an active feedback loop — from manager, from peers,
from the production systems they own — accumulates accurate self-knowledge
that makes them harder to derail by overconfidence in either direction.


Managing Upward


The relationship with your manager is a professional relationship that you
share responsibility for maintaining. The engineer who waits for their
manager to provide guidance, feedback, and career development will receive
less of all three than the engineer who actively manages the relationship.


Managing upward does not mean telling your manager what they want to hear.
It means ensuring the relationship is producing what you need from it:
clarity on expectations, accurate feedback on your performance, and
visibility into the opportunities available to you.


Concretely, this means:


Make your goals visible to your manager. If your manager does not know
that you are trying to develop architecture leadership skills, they cannot
route opportunities to you that would develop those skills. Make your
goals explicit in your one-on-ones.


Ask for feedback before the performance review. Performance reviews are
not useful feedback mechanisms because the feedback is too infrequent
and too retrospective to act on. Ask for feedback after specific pieces
of work — a design review, a complex incident, a stakeholder presentation.
The feedback is more specific, more timely, and more actionable.


Make your accomplishments visible. Not by bragging — by informing. When
you have shipped something significant, closed an important incident, or
made a measurable operational improvement, mention it. Engineers who
assume their manager has full visibility into their work are usually wrong.
Managers have many engineers to track and limited time to observe each
one closely. The work that is not mentioned is often the work that is not
credited.



    Make accomplishments visible by informing, not bragging: “I shipped
the notifications migration last week and the error rate dropped
from 3% to 0.4%” in your next 1:1. One sentence. Concrete metric.
Your manager has many engineers to track; the work that is not
mentioned is often the work that is not credited at review time.




Signal problems early. If something is blocking your progress — a lack
of access, a conflicting priority, a skill gap you need support to
address — raise it early rather than after the impact is visible. The
manager who hears about a problem after it has delayed a project can only
react. The manager who hears about it early can often prevent it.


The engineer who manages upward well gets more of what they need from
the relationship: better feedback, more relevant opportunities, and a
manager who advocates for them when decisions about headcount and
promotion are made.








Chapter 15: Mentoring


The Leverage Argument


Mentoring is often framed as generosity — giving your time to someone less
experienced. This framing makes it optional. Engineers who are already busy
treat it as a bonus they will get to when the sprint is less full.


The better framing is leverage. When you help a junior engineer understand
the ownership mindset, you have multiplied your team’s operational capacity.
When you teach a mid-level engineer to diagnose production incidents without
your help, you have reduced your own on-call burden permanently. When you
give a colleague the context about why the retry count is seven, you have
prevented a future incident caused by someone changing it.


Mentoring is not charity toward the mentee. It is investment in the team’s
collective capacity, which includes your own working conditions. The senior
engineer who does not mentor is the senior engineer who cannot go on
vacation without a pager.


What Mentoring Actually Is


Mentoring in engineering organizations is not a formal program with scheduled
meetings and objectives. It is, mostly, the daily practice of explaining
rather than just doing.


The mentoring happens when you walk a junior engineer through a production
incident diagnosis rather than fixing it yourself. It happens when you
explain your reasoning in a code review comment rather than requesting a
change with no context. It happens when you loop a mid-level engineer into
a design discussion instead of arriving with a completed proposal.


The common thread is transmission of reasoning, not just outcomes. The
engineer who fixes the bug and moves on teaches nothing. The engineer who
fixes the bug with the other engineer watching, explaining the diagnostic
steps and the decision at each branch point, transmits the method.


The method is more valuable than any specific fix. A specific fix resolves
one incident. The method resolves every incident of that class, for the
rest of the engineer’s career.


The Dependency Failure Mode


There is a specific failure mode in mentoring that the would-be mentor needs
to understand and avoid: creating dependency rather than capability.


The dependency failure mode looks like this. A junior engineer has a
question. The senior engineer answers it directly, quickly, completely.
The junior engineer thanks them and returns to work. A week later, the
same junior engineer has a similar question. The senior engineer answers
it again. A month later, the pattern is established: the junior engineer
brings questions to the senior, the senior provides answers, and the junior
engineer’s ability to resolve that class of question independently has not
grown.


The senior engineer feels useful. The junior engineer is not growing. The
team has not gained capacity.


The alternative is slower in the short term and dramatically better in the
long term. Instead of answering the question, ask the question back: “What
have you tried? What does the documentation say? What does the error message
tell you?” Walk them through the process of answering it themselves, with
you as the guide rather than the oracle. The first time takes fifteen
minutes instead of two. The fifth time, they no longer need to ask.


The discipline is resisting the impulse to save time by just answering. The
time saved in the moment is paid back with compounded interest in future
questions the engineer can now answer themselves.



    Answering junior engineers’ questions directly and immediately
feels efficient. It creates dependency. The engineer who always
has a senior to ask stops building the judgment to answer
independently. Ask back before answering: “What have you tried?
What does the error message tell you?” The first time takes ten
minutes instead of two. The fifth time, they no longer need to
ask.




Giving Feedback That Changes Behavior


Feedback is the primary mechanism of mentoring, and most feedback given in
engineering organizations is too vague to be actionable.


“Your code is hard to read” is feedback. It is not useful feedback. The
recipient has no specific information about what made the code hard to read
or what to do differently.


“This function does three things — it fetches the data, transforms it, and
writes the result. Breaking it into three smaller functions, each named for
what it does, would make each part easier to test and easier to read in
isolation” is feedback. It names the specific pattern (function with multiple
responsibilities), explains why it matters (testability and readability),
and describes the specific change (decompose into named single-responsibility
functions). The recipient can act on it directly.


The structure of actionable feedback is: specific observation + why it
matters + specific alternative. All three components are necessary. An
observation without the why and the alternative leaves the recipient knowing
something is wrong but not how to fix it.



    Actionable feedback formula: (1) specific observation —
“this function fetches, transforms, and writes”; (2) why it
matters — “each part is harder to test and understand in
isolation”; (3) specific alternative — “break it into three
named functions, one for each operation.” Remove any one
component and the feedback becomes harder to act on.




Code review is the most regular venue for this feedback. The engineering
teams where junior engineers grow fastest are the teams where code review
comments explain the reasoning behind the request, not just the request.
“Extract this into a function” teaches nothing. “Extract this into a function
so that if the calculation logic needs to change, there is one place to
change it rather than three” teaches the principle behind the practice.


The extra sentence in a code review comment is the investment that compounds.


Being Mentored


Mentoring is a two-way relationship. The mentee’s behavior determines
whether the mentoring produces growth or just conversation.


The engineers who get the most from senior colleagues share a specific
behavior: they come prepared. Not with vague uncertainty (“I’m not sure
what to do about the database performance”), but with specific analysis
(“I’ve identified that the query on orders is doing a full table scan —
I’ve looked at adding an index on the created_at column, but I’m not sure
whether that’s the right column given the access patterns. Here’s the
slow query log extract.”). The senior engineer who receives a prepared
question can give a specific, high-value answer in five minutes. The senior
engineer who receives a vague question has to spend ten minutes diagnosing
the question before they can address it.


Being prepared signals that you have done the work to understand the problem
as far as you can. This matters for two reasons. First, it compresses the
mentoring time into the parts that genuinely require the mentor’s knowledge.
Second, it demonstrates the diagnostic habit that the mentor is trying to
develop in you. Coming with prepared analysis is itself the practice.


Ask for the reasoning, not just the answer. The answer to this specific
question is useful once. The reasoning behind the answer is useful in every
subsequent situation of the same class. “How should I model this?” is a
question with a one-time answer. “How do you think about the tradeoffs
between normalizing and denormalizing this kind of relationship?” is a
question with a reusable answer.


The Nurture and Growth Responsibility


At DAZN, one of the explicit senior engineer performance criteria was what
the organization called Nurture and Growth: being present with the team,
observing what was happening for each team member, and feeding back on it
in a way that helped individuals grow.


The specific form of this was precise: observe what is going on in the team
and provide feedback, be willing to ask probing questions to help the team
and individuals improve, and if necessary create and run workshops to
develop particular skills the team needs.


Three things in that framing are worth noting.


First, the observation is active, not passive. You cannot mentor what you
do not notice. The senior engineer who is heads-down in their own work and
not paying attention to the junior engineers around them will miss the
teachable moments — the engineer who is stuck and not asking for help,
the pattern in code reviews that reveals a recurring conceptual gap, the
team dynamic that is suppressing questions from newer members.


Second, the probing question is a tool. “Have you considered how this will
behave under load?” is a question, not a directive. It invites the engineer
to think rather than telling them what to think. Questions that produce
thinking are more valuable than answers that bypass it.


Third, the workshop option acknowledges that some gaps are shared rather
than individual. When the same conceptual gap appears in multiple engineers’
code reviews — a misunderstanding of database transaction semantics, say —
a team session addressing it is more efficient than one-on-one correction
for each instance. Recognizing that a team-level intervention is needed and
delivering it is part of the senior engineer’s job — and not just
because it makes the team more effective. Principle 3.5 of the ACM Code
requires leaders to “create opportunities for members of the organization
to grow as professionals,” specifically including experiences that expose
engineers to the consequences and limitations of the systems they build.
Mentoring is not goodwill. It is a professional obligation, and it scales
with seniority.


The Long Return


Mentoring produces returns that are difficult to attribute but not difficult
to observe.


The junior engineers I mentored at DAZN in 2020 are mid-level engineers
somewhere in 2026. Some of them have moved to other companies. The patterns
you explained in code review comments, the diagnostic habits you modeled
in incident response, the ownership mindset you demonstrated — those
traveled with them.


I know this because I have received the same kind of investment from
engineers who were ahead of me, and I can trace specific patterns in my
own practice to specific conversations with specific people. The engineer
who explained to me why the batch job needed a count reconciliation at its
output — I have no idea if they remember that conversation. I remember it
every time I write a batch pipeline.


This is the return that does not appear on a performance review. It is also
the most durable return available in the profession.


The senior engineer who invests in the people around them is building the
profession’s next generation while improving their own team’s capacity and
reducing their own operational burden. There is no version of this that is
not worth doing.








Chapter 16: Influence Without Authority


The Title Is Not the Leverage


A surprising number of engineers discover midway through their career that
technical authority — the ability to make other people do things — is not
the main source of impact in engineering organizations. Formal authority
exists and has its uses. But the senior engineers who shape how the
organization builds software are mostly doing it without formal authority
over the people whose behavior they are changing.


Influence without authority is the skill. It is learnable, it is
demonstrable, and it is the actual mechanism behind most of the significant
technical improvements in complex organizations.


Why It Works


Influence without authority works in engineering organizations for a
specific reason: most engineers will follow good technical reasoning
if it is presented clearly and from a credible source.


The key phrase is “good technical reasoning from a credible source.”
Both components are necessary.


Good technical reasoning means the argument is correct — not just
intellectually consistent but grounded in how the systems actually
work, what the tradeoffs actually are, and what the evidence from
production actually shows. Engineering organizations are generally good
at detecting reasoning that sounds good but does not hold up under
technical examination. The engineer who makes claims about system
behavior that do not match the observable reality loses credibility
quickly.


Credible source means the person making the argument has demonstrated
that their technical judgment is reliable. Not by title — by track
record. The engineer whose production systems work reliably, who
diagnoses incidents correctly, who makes architecture decisions that hold
up — that engineer’s recommendations carry weight because people have
seen their judgment work.


Credibility is built over time through the quality of your work. It cannot
be shortcut. But once it exists, it is a significant asset.


The Technology Introduction


The most frequent exercise of influence without authority is the introduction
of a new technology or pattern. You have identified something that would
improve the team’s work — a better tool for a specific problem, a pattern
that addresses a recurring pain point, a platform capability that has been
available but not adopted.


The path from “I know this is better” to “the team is using this” follows
predictable steps:


Understand the current state and the problem it creates. Before
proposing a change, you need to understand why the current approach exists.
There is usually a reason — sometimes technical, sometimes historical,
sometimes a tradeoff that made sense when it was made and no longer makes
sense in current conditions. If you do not understand the reason, your
proposal will be dismissed as someone who does not understand the context.


Make the case in a format the audience can engage with. A tech guild
talk works for building awareness. A design document works for technical
evaluation. A prototype works for demonstrating feasibility. A comparison
with alternatives works for justifying a choice. Pick the format that
matches what your audience needs to make a decision.


At DAZN, one of my explicit professional goals was to introduce and promote
new technology choices by organizing and presenting engineering tech guild
topics. The success criterion was that the tech guilds were recorded and
available for the full engineering organization, and that feedback from
attendees showed favorable response. Not “I gave a presentation” but
“the presentations reached the full organization and received positive
feedback.” The goal measured impact, not activity.


Start with a controlled implementation. The best evidence for a new
technology is a working implementation in production. When the new approach
is available for inspection — in a service that is running well, with
observable benefits — the adoption conversation is different from the
one that is purely theoretical. “We ran this pattern in the notifications
service and the error rate dropped from 3% to 0.4% — here is how it works
and why” is a more persuasive argument than the same information without
the production evidence.



    The most persuasive argument for a new technology or pattern is
a working implementation in production with measured outcomes.
Run the new approach in one service, measure the result, then
show it. Production evidence advances adoption faster than any
amount of theoretical argument.




Attribute the improvement to the team. The goal is adoption, not
credit. When the new pattern succeeds, describe it as a team decision.
The engineer who insists on attribution for every improvement they introduce
creates friction in the adoption process. The engineer who shares credit
freely finds that people are more willing to adopt their proposals.


Systems Architecture as Influence


Senior engineers who contribute to systems architecture decisions are
exercising influence without authority at the highest technical level.
The architecture of a system determines what is easy, what is hard, and
what is essentially impossible for all the engineers who work on that
system for years.


Good architecture influence requires working collaboratively with the
product and architecture stakeholders — not arriving with a complete design
and asking for approval, but working through the design space together,
breaking down the problem, identifying the options, and presenting the
tradeoffs in a way that allows the people who own the decision to make it
well.


One of my professional development goals at DAZN was specifically about
this: to work with product and architecture on improving existing system
architecture, breaking down the problem, and providing documentation.
The success criteria was that the team, product, and architecture should
support the decision, documentation should be provided for the suggested
solutions and alternatives, and the solutions should be broken down into
manageable pieces that could be prioritized and delivered incrementally.


Two things in that goal are worth noting. First, the success criterion
includes stakeholder support — the improvement counts only if the people
who need to support it actually do. This is the opposite of imposing
technical decisions. It is building the shared understanding that makes
decisions durable.


Second, the deliverable includes decomposing solutions into manageable
pieces for incremental delivery. This is influence that understands how
organizations actually implement changes: not all at once, but in pieces
that can be prioritized against competing work and delivered without
requiring a big-bang rewrite. The architecture improvement that can only
be delivered all at once rarely gets delivered.


Changing What You Disagree With


Engineers sometimes disagree with team decisions — a technical choice they
think is wrong, a process they think is inefficient, a priority they think
is misaligned. The question is what to do with the disagreement.


The first step is making sure the disagreement is grounded in evidence
rather than preference. “I prefer PostgreSQL to DynamoDB” is a preference.
“PostgreSQL’s query flexibility is better suited to the ad hoc reporting
requirements this team has, as demonstrated by the number of times we have
had to add GSIs to accommodate new query patterns in DynamoDB” is a
technical argument. Preferences are not compelling. Technical arguments
with evidence can be.


The second step is making the argument clearly and once. Not repeatedly.
Not to different people hoping for a different answer. Clearly once, with
the evidence. If the decision goes differently, accept it and move on.
The engineer who relitigates every decision they disagree with becomes
difficult to work with.


The third step is executing the decision well regardless of whether you
agreed with it. The team has made a decision. Your job is to help it succeed.
If the decision turns out to be wrong — and sometimes it does — that
information will be available from production and the team can reconsider
with better evidence.


The engineer who relitigates and then executes poorly when overruled is
the worst case. The engineer who argues clearly once and then executes
excellently regardless of the outcome is someone whose disagreements
are taken seriously and whose execution can be trusted.



    Argue your position once, clearly, with evidence. If the decision
goes differently, execute it well regardless. The engineer who
relitigates every overruled decision — or executes poorly on
decisions they disagreed with — makes their future objections
invisible. Nobody takes seriously the disagreements of someone
who cannot move on.




Influence and Visibility


Influence without authority requires visibility. The engineer who does
excellent technical work in isolation accumulates capability but not
influence. The capability is available to their immediate team. The influence
requires that the work be visible to a broader audience.


Visibility in engineering organizations comes from:


Tech guild presentations. Internal talks on technical topics you know
well, patterns you have implemented successfully, problems you have solved.
The audience is other engineers. The cost is preparation time. The return
is establishing technical credibility with engineers who have not directly
observed your work.


Design documents. Written proposals for architectural decisions, new
patterns, or significant technical changes. Design documents circulate
widely in engineering organizations. A well-written design document with
clear reasoning and honest tradeoffs builds credibility with engineers
who read it even if they are not part of the decision.


Code review participation. Reviewing code across the codebase — not
just your team’s code — builds visibility and cross-team relationships.
It also keeps your understanding of the broader codebase current.


Post-mortems. A well-written post-mortem that accurately diagnoses a
complex incident and produces actionable recommendations is visible to
the engineering organization and demonstrates technical depth in a context
where the stakes are real.


None of this is self-promotion. It is participation in the technical life
of the organization. The side effect of genuine participation is genuine
visibility.


The Evidence, Not the Argument


Every influence channel listed in this chapter shares one property: it
produces evidence of technical quality rather than claims about it.


A design document is evidence. A well-run tech guild is evidence. A code
review comment that explains the principle behind the request is evidence.
A post-mortem that accurately diagnoses a complex incident is evidence. A
production system that runs reliably for two years is evidence.


The engineer who builds influence through evidence has something the
engineer who builds influence through argument does not: a track record
that persists without them. Long after a particular discussion is forgotten,
the design document is still in the repository. The tech guild recording
is still available. The production system is still running.


This is the asymmetry between influence through credibility and influence
through political skill. Political skill requires the person to be present
and active to maintain its effects. Credibility built through demonstrated
quality accumulates and persists. The engineer who has a body of evidence —
good code, useful documentation, accurate post-mortems, designs that held
up in production — carries that body of evidence to every subsequent role
and every subsequent organization.


Start building the body of evidence now. Not for any specific audience or
any specific opportunity. Because in ten years, the accumulation will be
significant, and the opportunities it creates will be ones you cannot yet
see.








Chapter 17: Building in Public


The Compounding Asset


Technical work that is visible outside your employer compounds differently
from technical work that is not. A well-maintained open-source library
is a credential that persists after you leave the company. A published
book is a credential that outlasts every performance review. A contribution
to a large open-source project is evidence of technical quality that any
employer can inspect directly.


None of these happen quickly. They are compounding assets — they accumulate
value over time and they are available to you in every subsequent
professional context.


This is the argument for building in public: not the immediate return, which
is usually small, but the long-term asset, which can be significant.


I want to be specific about what this chapter does not require. I do not
speak at conferences. I have never been a conference speaker and I do not
attend them. The visibility mechanisms I describe here — open-source work,
writing, the accumulated record of things you built and published — do not
depend on a stage or a speaking slot. They depend on doing the work and
making it findable. The engineer who quietly publishes a library that
solves a real problem has a more durable credential than the engineer who
gives a talk and never ships the thing they described.


Open Source


Open source contributions range from submitting a bug report to founding
a project that becomes the standard for a category. The contribution does
not need to be large to be useful.


The most credible open-source credential is a maintained project with real
users. It demonstrates that you can ship a working piece of software, that
you can maintain it as it grows, that you can communicate with users, and
that you can accept contributions from other engineers. These are all
professional skills, and the open-source project is public evidence of
them.


The projects worth building are the ones you actually need. A tool you
built because you needed it for real work will be focused, maintained, and
used — because you are the first user. A project built for the portfolio
gets abandoned when the motivation of appearing to build runs out, which
happens faster than you expect.


Early in my career I published a series of Ruby libraries — wrappers around
tools I was already using, automations for tasks I was already doing. They
were small and specific. A potential employer searching for me on RubyGems
would find maintained, used software. That history is inspectable evidence
rather than a claim. The claim “I write good software” on a CV is common.
The evidence is not.


Start with contributions before building from scratch. Contributing to
an established project — fixing a bug, improving documentation, adding a
feature — builds credibility faster than a new project that has no users.
It also teaches you how open-source projects are run before you have to
run one. The engineer who has contributed a meaningful fix to a project
with thousands of users has demonstrated something concrete: they can read
unfamiliar code, understand its conventions, produce a change that meets
the project’s standards, and get it across the line through the review
process. That is a more specific credential than “I built a project” with
three GitHub stars.


Know what success looks like before you start. A library succeeds when
it solves a real problem better than the alternatives. A tool succeeds when
people outside your immediate circle use it without being asked. A learning
project succeeds when you understand the thing you set out to understand —
but that success does not require publishing. Publishing is for things you
believe other people will use. Be honest with yourself about which category
a project falls into before you invest in the infrastructure of maintaining
a public repository.


Maintain what you publish. A project that was last updated three years
ago and has thirty open issues is a negative signal, not a positive one.
If you are not going to maintain a project, archive it explicitly rather
than letting it drift into abandonment. The archive tells potential users
that the project is stable and they should not expect updates. The
abandoned-but-not-archived project tells them you started something and
stopped caring.



    When you decide you will no longer actively maintain a project,
archive it on GitHub. An archived repository is a clear signal:
stable, not expected to be updated. An abandoned-but-not-archived
repository signals that you started something and stopped caring
— the opposite impression.




The interesting project beats the impressive one. The projects that get
noticed are not always the largest or most technically sophisticated. A
small project that does something genuinely novel, or solves a problem
that affects a specific community, can reach people in ways that a larger
conventional project does not. Interesting is not the same as large.
Build things that interest you. The calculation of what will be noticed
rarely produces interesting results.


Writing as a Technical Credential


Writing is the most underutilized form of building in public for software
engineers. A well-written technical article reaches more people than a
code repository, requires no maintenance, and demonstrates a form of
communication skill that is directly relevant to professional engineering
work.


The most useful technical writing is specific. It answers a question that
a specific type of reader has. “How do I configure DynamoDB provisioned
throughput to handle an event-driven traffic spike without manual
intervention” is more useful than “DynamoDB: A Complete Guide.” The
specific article reaches the reader who has that problem. The comprehensive
guide competes with the official documentation.


The pattern that works: when you solve a problem that was hard to find
information about — something that required synthesizing multiple sources,
or that the documentation described poorly — write it up. You are not the
only person who will have that problem. The article will find them.



    Every time you solve a problem that required synthesizing multiple
sources or that was poorly documented, you have writing material.
Write it up while the solution is fresh. The first article finds
almost no readers. The tenth finds the audience that was always
there.




The first article will produce little. The fifth will produce more. The
reputation as someone who explains technical concepts clearly grows from
the body of work, not from any single piece. Start before you think you
are ready to write.


Write about things you actually understand from production. The reader
can feel the difference between writing that is accurate because the author
ran the system and writing that is accurate because the author read the
documentation carefully. Both can be correct. Only one produces the kind
of trust that brings someone back for the next article.


Publish before it is perfect. The adequate article that solves a real
problem will find its audience. The perfect article that is never published
has no readers. Improve it when feedback suggests a specific improvement.
Ship it before the impulse to perfect it becomes a reason to delay.


Build a consistent location. Articles scattered across Medium, Substack,
LinkedIn, and your personal blog are harder to accumulate into a body of
work than articles concentrated in one place. Pick a home for your writing
and use it consistently. Over time, the archive becomes the credential —
not any single article but the evidence that you have been thinking and
writing about these problems for years.


The audience question is one most engineers over-weight early and
under-weight late. In the first two years, there is almost no audience and
that is fine — you are practicing, and the feedback loop from the few
people who find the work is enough. By year five, if you have been
consistent, the audience exists and the feedback becomes a genuine signal
about which topics resonate and which explanations land. Do not optimize
for the audience that does not exist yet. Write for the one person who
has the exact problem you are describing. When you write for a specific
person with a specific problem, the writing is precise. When you write for
an imagined large audience, it turns vague.


The Visibility Flywheel


Public work creates a flywheel. The first piece of work reaches a small
audience. Some of that audience follows your next piece of work. The
second piece reaches a slightly larger audience. Over time, each new
thing you publish starts with more visibility than the last.


This flywheel is slow to start and then hard to stop. The engineer who
has been publishing consistently for five years does not need to worry
about distribution for each new piece — the audience finds it. The
engineer who publishes intermittently never builds enough momentum for
the flywheel to turn.


Consistency matters more than quality in the early phase. A mediocre
article published on a regular cadence builds more momentum than an
excellent article published once a year. Quality matters more in the
later phase, when the audience exists and their trust is the asset you
are maintaining. Early: show up. Late: make it worth showing up for.


The other effect of consistent public work: it changes how you experience
your daily work. When you know you are going to write about what you are
learning, you pay closer attention. You note the things that confused you
and then became clear. You record the decision you made and why. The habit
of writing about the work improves the work, not because writing makes
you smarter but because it forces the clarity that the work itself does
not always demand.


Twenty Years


The value of building in public compounds over years, not months.


The habit that makes this work is simple: when you build something you
needed, release it. When you learn something worth explaining, write it.
Not because you are building a brand or accumulating a following. Because
the things you build and write become a record of how you think, and that
record is available to anyone who looks.


This matters more at the moments you do not anticipate. A side project
you built in 2019 and mostly forgot about surfaces in a 2024 interview
when the interviewer searched your name and found it. An article you wrote
in 2021 brings you a message in 2025 from someone who applied a pattern
you described and wants to discuss it further. The compounding is invisible
until it is not.


Start the habit now. Not with something impressive — with the small thing
you built because you needed it, or the specific problem you solved last
month. The quality will improve. The audience will grow. The asset will
compound.


Twenty years from now, you will be glad you started.








Chapter 18: The Long Game


Twenty-Two Years


I started writing software professionally in 2004. I built a manufacturing
resource planning system and a Java-based point of sale system in Pasig,
Philippines, while still a student.


In the years since, I have built VoIP infrastructure, Linux distributions,
mobile games, antivirus engines, hotel reservation systems, e-commerce
platforms, payment services at national scale, government data processing
systems, and an AI agent framework called kdeps. I have worked in the Philippines,
Singapore, the United States, and the Netherlands. I have been a junior
engineer, a team lead, a senior engineer, a founding engineer, and a staff
contributor.


I am not the strongest engineer in every room I have been in. There are
engineers I have worked alongside who are sharper at systems design, faster
at diagnosis, more comfortable with algorithmic complexity. I know this
because I have been in those rooms, and the gap was not subtle.


I am not telling you any of this to impress you. I am telling you this
because the question I most often get asked — by engineers at various
stages of their careers — is a version of “how do you navigate twenty-two
years without becoming obsolete, burning out, or getting stuck?” The
answer is not “be the best.” The answer is in this chapter.


This chapter is the answer.


The Technology Is the Medium, Not the Message


The most common mistake I see engineers make in their career thinking is
treating the technology as the identity. “I am a Ruby developer.” “I am
a Go engineer.” “I am a Kubernetes specialist.”


The technology is a medium. The message — the actual skill — is the ability
to understand complex systems, reason about tradeoffs, make decisions under
uncertainty, and ship things that work in production.


Ruby was my primary language for over ten years. I built everything in Ruby:
web applications, server infrastructure tools, language parsers, mobile apps.
Then Go became the right tool for what I was building — the concurrency
model and deployment simplicity suited the infrastructure work better.
The transition took months, not years, because the underlying skills —
systems thinking, production operation, performance analysis — transferred
directly.


If I had been a Ruby developer rather than an engineer who used Ruby, the
transition would have been an identity crisis. Instead it was a tool change.


The practical implication: maintain a core of language-agnostic systems
knowledge that is not specific to any technology. Learn the current
technologies deeply, because depth matters in production. But invest
continuously in the underlying principles — distributed systems, database
internals, network behavior, security primitives — that are stable across
technology transitions.


The Arc of a Career


The early career (roughly years one through eight) is about depth and
breadth acquisition. You are building the technical foundation. The
productive strategy is to get onto teams working on serious production
problems — not necessarily at the most prestigious companies, but on
systems that have real load, real users, and real consequences for failure.
The learning rate on serious production problems has no equivalent in
educational environments.


In this phase, the temptation is to optimize for compensation or title.
Both matter and should not be ignored. But the engineer who trades serious
production experience for a higher title at a company building toy systems
will find the trade expensive in the medium term. The foundation matters.


The middle career (roughly years eight through fifteen) is about leverage.
You have the foundation. Now the question is how to use it to have impact
beyond what you can produce alone. This is where influence without authority,
mentoring, architectural leadership, and public work become important. You
are no longer optimizing primarily for your own skill development — you are
optimizing for team output and organizational direction.


In this phase, the temptation is to maximize individual contribution at
the expense of team-multiplying activities. Writing excellent code is
satisfying. Helping five junior engineers write excellent code is more
impactful and less immediately satisfying. The engineer who masters the
transition to leverage-building has a different career trajectory from the
engineer who remains an individual contributor indefinitely.


The later career (years fifteen and beyond) varies the most. Some engineers
go deep into a specific technical domain and become genuine authorities.
Some go broad and become principal engineers whose value is the ability
to understand and connect everything. Some move into engineering leadership
— management, VP of Engineering, CTO — where the medium shifts from code
to organization. Some found companies. Some write, teach, or consult.



    The career arc in brief: the first eight years are for depth and
breadth — get onto teams working on serious production problems.
Years eight through fifteen are for leverage — use what you built
to multiply team output through mentoring, architecture, and public
work. After fifteen years the path branches; what all viable
branches share is continued learning and genuine engagement with
where the hard problems are.




What the late career has in common across these paths: the engineers who
remain vital are the ones who kept learning. Not continuously adopting
every new technology — that is thrashing, not learning. But staying
genuinely curious about the field, following the ideas that are becoming
important before everyone else notices, and maintaining enough technical
engagement that the depth does not atrophy.


The Geographic Move


I moved countries twice in six years — first within Asia, then to Europe.
The moves were not primarily about compensation, though compensation improved.
They were about proximity to different kinds of engineering problems.


The principle beneath the specific experience is transferable: proximity
to the problems you want to work on matters. If you want to work on payment
systems at scale, you need to be at a company processing payments at scale.
If you want to work on distributed systems, you need to be at a company
running distributed systems in production. If the companies you can reach
from your current location are not building the things you want to work
on, that is information about where your ceiling is.


This is not a prescription to move. Moving internationally carries enormous
personal costs and requires support structures — visa, language, community
— that not everyone has access to. Remote work has changed this calculation
significantly. The question is no longer purely geographic — it is about
which companies you can get access to and whether the problems they are
solving are interesting to you.


When to Leave


I have left jobs at the right time and I have stayed at jobs past the right
time. The difference is visible in retrospect.


The right time to leave is when the combination of learning, impact, and
trajectory has stalled, and you can clearly see that the next meaningful
step in your career requires an environment you are not in.


Learning has stalled when you have been solving the same class of problems
for eighteen months without encountering genuinely new challenges. Impact
has stalled when your contributions are significant but not growing —
you are maintaining systems rather than building them, and the organization’s
direction does not include new problems in your domain. Trajectory has
stalled when the next role you want either does not exist in your current
organization or is not accessible to you there.


The wrong time to leave is when the organization is difficult or the work
is frustrating but the problems are still genuinely hard and the learning
is still real. Difficulty is not a signal to leave. The production incident
that kept you up all night, the stakeholder who does not understand the
technical constraints, the codebase that is messier than you would like —
these are the conditions under which most real engineering learning happens.
Leaving to find an easier job is usually a mistake.


The practical test: “If I could change one thing about my current situation,
would I stay?” If the answer is yes and the thing that needs to change is
within your influence, stay and change it. If the answer is no, or if the
thing that needs to change is outside your influence, start looking.



    Three signals that it may be time to leave: (1) you have been
solving the same class of problems for eighteen months without
genuinely new challenges; (2) your contributions are significant
but not growing — maintenance, not building; (3) the next role
you want doesn’t exist here or isn’t accessible to you. Any two
of three: evaluate seriously.




When It Is Not Your Choice


Everything in the previous section assumes the decision is yours to make.
Sometimes it is not.


Layoffs, restructuring, the team being shut down, the company going under
— these are career events that have affected most engineers who have worked
long enough, and in 2026, they have affected many engineers who have not
worked that long. The emotional logic of an involuntary exit is different
from a voluntary one, and the practical steps are also different.


I was laid off from DAZN in 2024. The company restructured and moved
engineering operations to India; my team was eliminated. I had been there
for five years. I knew it was coming before it was formally announced —
the signals were visible a few months out, even if the specifics were not.
None of that made it feel better when it landed.


The first thing to understand: an involuntary exit is not a verdict on
your competence. Layoffs are financial and structural decisions made at
levels of the organization that have little to do with individual
performance. My team was not eliminated because we performed poorly. We
were eliminated because the company decided the work could be done
elsewhere at lower cost. That decision was about the organization’s
economics, not our engineering. Knowing this intellectually does not make
it feel better, but it prevents the more damaging error of treating the
event as evidence about your ability.


The second thing to understand: the time between the exit and the next
role is not dead time. It is the most available time in a working career.
Use it deliberately.


Update your CV the week you leave, while the specifics are fresh. The
metrics, the architecture decisions, the incidents you handled — these
details are sharpest immediately after the work and dull over months.
Write them down now.


Take at least two weeks before starting the job search in earnest. The
adrenaline of an unexpected exit produces urgency that leads to poor
decisions: accepting the first offer, undervaluing your skills because
the anxiety of unemployment distorts your self-assessment, taking a role
that does not advance your trajectory because it offers the fastest path
to income. Two weeks of deliberate recovery before active search produces
better outcomes than an immediate sprint.


When you do start, tell people. Not as a distress signal — as a
professional communication. “I was laid off in last month’s restructuring
and I am looking for a senior backend role, ideally in payments or
infrastructure. If you know of anything relevant, I would appreciate an
introduction.” Direct, specific, and without the apology many people add.
Being laid off is not something to apologize for. The people in your
network already know this; you do not need to convince them.


The engineering network you built in the years before the layoff is the
primary mechanism of the job search that follows it. The colleagues you
helped, the engineers whose code reviews you took seriously, the
presentations you gave at tech guilds — these become the introductions
that shorten the search. The return on investment in the people around you,
described throughout this book, is most visible at exactly this moment.


When the Problem Is Named


A layoff is structural. The other kind of involuntary exit — the
performance improvement plan, the managed exit, being told directly that
the arrangement is not working — is personal. It feels different because
it is different. Someone evaluated you specifically and decided you were
not meeting the standard. That conclusion may be accurate, partially
accurate, or wrong. But it lands differently than a spreadsheet decision
does, and it requires a different response.


I have been through a PIP. I have been asked to leave a company — not
laid off, asked to leave. These are not career-ending events, but they
feel like they are in the moment, and the feeling can lead to decisions
that actually do damage: disappearing from your network out of shame,
accepting the next offer without evaluating it properly because you need
to prove you are employable, or carrying a narrative about the experience
that does not serve you in future interviews.


The useful questions to ask after a managed exit are not “why did they
do this to me?” They are: what specifically was the performance concern,
is that assessment accurate, and if it is accurate, what needs to change
for the next role? These are uncomfortable questions. They are also the
only ones that produce useful information.


Sometimes the assessment is accurate. I have been in roles where I was
not performing at the level the role required — where I had taken a job
whose scope exceeded my current capability, or where the team’s specific
culture required something I was not providing. In those cases, the honest
answer to “what needs to change?” is a capability gap or a context
mismatch. Both are fixable, but only if named precisely.


Sometimes the assessment is wrong, or partially wrong, or shaped by
organizational dynamics that have nothing to do with your actual work.
In those cases, the useful exercise is still the same: what could you
have done differently, even in an unfair situation, and what will you
watch for in the next role to recognize the same dynamics earlier.


The practical step after any managed exit: write down your version of
what happened while it is fresh. Not to relitigate it — to have an
accurate account for yourself. The story you construct under the
emotional pressure of the event will change over time. The written
account stays accurate. When interviewers ask about it later — and some
will — having a clear, honest, non-defensive answer ready is better than
reconstructing it under pressure.


“I was let go from that role. Looking back, the team needed someone with
deeper experience in X than I had at the time, and I should have been
more upfront about that gap when I took the role. I have since done Y
and Z, and I would handle that situation differently now.” That answer
is honest, demonstrates self-awareness, and closes the subject. It is
also considerably more credible than a vague non-answer, which
interviewers have learned to probe.


Understanding how careers end — whether the decision is yours, the
organization’s, or the performance review’s — is one half of what
twenty-two years teaches. The other half is what you build from the
reset. Chapter 19 covers that.








Chapter 19: Building Deliberately


Every career reaches a point where the next move is yours to make. A
layoff, a voluntary exit, a company wound down, a contract ended — each
creates a reset that leaves the calendar open and the direction unclear.
What you build from that point is what determines whether the long game
compounds toward something or simply extends.


Building Something of Your Own


The decision to build something from scratch — not as a side project but
as the primary work — produces a specific kind of knowledge that employment
does not.


When you are building your own thing, you are responsible for every
decision: the architecture, the documentation, the release cadence, the
user communication, the product direction. There is no manager to escalate
to when the decision is hard. There is no product team to absorb user
feedback — it comes directly to you, and you decide what to do about it.
The feedback loop is faster than anything available in a large organization,
and the signal is cleaner.


This is not an argument that everyone should found a company. Most
engineering careers are most satisfying and most impactful inside well-run
organizations building interesting things. The founding decision is only
correct when the specific problem you want to work on is not being worked
on adequately anywhere else, and you are prepared for the specific
challenges of building from nothing.


But the option is worth considering explicitly rather than ruling it out
by default. The question is not “am I the kind of person who founds
companies?” It is “is there a specific problem I want to solve that no
existing organization is solving well, and do I have the skills and
appetite to pursue it?”


After the DAZN layoff in 2024, I founded kdeps — an AI agent framework
for building autonomous agents that can run, manage, and chain AI workloads.
The decision was not grand strategy. It was specific: I wanted to work on
the agent orchestration problem, the tooling available did not address the
parts I cared about, and the layoff had cleared the calendar. The problem
was interesting. I had the background. The timing was imposed on me and I
made use of it.


Not every layoff produces a company. Most do not and should not. But the
question of what you would build if you were not already employed is worth
having a standing answer to — not because you will necessarily act on it,
but because having thought it through makes the decision cleaner if the
moment arrives uninvited.


Building kdeps alone taught me things five years at DAZN did not. At
DAZN I had a product team to define priorities, a platform team to manage
infrastructure, and an SRE function to think about reliability. Alone,
those responsibilities do not disappear — they consolidate. You define
what to build, manage where it runs, and think about how it fails,
simultaneously, with no one to review the decision before you commit.
The speed of the feedback loop is the compensation for the isolation.
A wrong architectural choice inside a company takes quarters to surface
and address. Alone, you find out in days.


What Carries Forward


When a career resets — voluntarily or not — the things that carry forward
are not the things most engineers assume they are protecting.


The job title does not carry forward. The org chart position does not.
The reputation inside one specific company, built over years of good
work, is mostly invisible to everyone outside it.


What carries forward: the technical depth built by working on hard
problems. The relationships with specific engineers who saw your work
directly. The public record — the writing, the code, the documented
decisions — that exists independently of any employer. The production
judgment that lives in you regardless of where you work next.


When DAZN restructured, the things I thought I had — the accumulated
status within one organization, the institutional knowledge about a
specific payment platform, the trust built over five years with a
specific team — were gone when the team was. The things I actually had
were the engineering judgment accumulated across those five years, the
network that predated DAZN and would outlast it, and the work I had
published independently. Those were mine. The rest was on loan.



    What crosses employment boundaries: technical depth, production
judgment, direct relationships with engineers who saw your work,
and anything you published publicly. What stays behind: the title,
the org chart position, the internal reputation. Build deliberately
toward the things that belong to you.




Building deliberately means building things that belong to you, not
only things that benefit the current employer. Not instead of doing
good work at the employer — in addition to it. The public writing, the
open-source project, the technical reputation accumulated over a
career: these cross employment boundaries. The work done only for the
employer ends when employment ends. The work done deliberately compounds
across all of them. Chapter 17 covers how to build that record while
you are still employed.


Staying Relevant


The software engineering field changes faster than most technical fields.
The technologies that were standard ten years ago are legacy today. The
practices that were considered excellent five years ago are considered
inadequate now. Staying relevant requires continuous learning.


The sustainable form of continuous learning is not keeping up with every
new technology — that is exhausting and ultimately futile, because the
volume of new technology exceeds any individual’s capacity to follow.
It is maintaining genuine curiosity about a few areas of the field and
following those areas seriously.


Principle 2.2 of the ACM Code requires computing professionals to
“maintain high standards of professional competence” through ongoing
learning — not as a suggestion, as an obligation. The word “maintain”
is doing work there: competence is not a state you reach, it is a
standard you uphold continuously against a field that keeps moving.


The areas shift over a career. What matters is that the shift is driven
by where the interesting problems are, not by where the job market points.
The engineer who chases the market is always slightly behind it. The
engineer who follows their genuine curiosity tends to be ahead of it,
because they are doing the learning before it becomes a requirement.


For me, staying relevant has meant following the problem rather than
the technology. When distributed systems became central to what I was
building, I went deep on them. When AI agents became the problem I wanted
to work on, I built an agent framework to understand them from the inside.
The specific technologies used in each case were the instrument, not the
goal.


The engineers who remain relevant longest are the ones who are genuinely
interested in what they are doing, because genuine interest produces the
depth of engagement that keeps skills current even without deliberate
study. Twenty-two years in, I remain genuinely interested in the problems.
The specific problems have changed. The interest has not. That, more than
any specific technical skill, is what has kept the career viable.


The Letter Forward


If I were writing a letter to the engineer I was in 2004 — building a Java
POS system, with no clear picture of where the career would go — what would
I say?


Ship your work. The code that runs in production teaches you things that
the code that never ships does not.


Be honest about what you know and what you do not. The career built on
accurate self-assessment survives longer than the career built on performed
confidence.


Build things you genuinely need. The projects that solve your own problem
are the ones you will maintain and improve. The projects built for the
portfolio gather dust.


Invest in the people around you. The engineers you help grow become the
network you depend on. The knowledge you share becomes the reputation you
carry.


The technology will change. Keep the principles sharp.


Start the long game now. Twenty-two years is not a long time. It will
pass faster than you expect, and the work you do this year will either
compound toward something or not, depending on whether you are building
deliberately or just showing up.


Build deliberately.








Part 5: The Profession


The previous four parts have focused on the individual: your work, your
career, your growth. This part steps back to the profession.


Software engineers make decisions that affect people who never interact
with them directly. The system that processes tax revenue, the payment
platform that handles a family’s rent payment, the authentication service
that controls access to medical records — these are not abstract technical
artefacts. They are infrastructure that people depend on. The engineers
who build them carry responsibilities that extend beyond the codebase.


Chapter 20 addresses those responsibilities directly, using the ACM Code
of Ethics and Professional Conduct as a framework — and applies that
framework to the specific, urgent question of AI-assisted engineering
in 2026.










Chapter 20: Ethics and Responsibility in the Age of AI


The Code That Already Exists


The ACM Code of Ethics and Professional Conduct has existed since 1992
and was last updated in 2018. Most working software engineers have never
read it. This is worth noting because the questions it answers — who is
responsible when a system causes harm, what honesty means in the context
of professional competence, what obligations engineers have to the people
their systems affect — are not new questions. The profession worked out
the framework decades before the current debates about AI tools made
them urgent again.


The Code’s opening sentence is worth reading: “Computing professionals’
actions change the world.” Not “can change.” Change. The obligation to
act responsibly follows from that fact, not from whether the engineer
intended any particular consequence.


This chapter is not a summary of the Code — read the Code itself, which
is freely available at ethics.acm.org. This chapter is about the parts
of the Code that are most frequently ignored in daily engineering practice
and most directly stressed by the AI tools that now sit inside almost
every engineer’s workflow.


Honesty About Competence


The Code’s principle 1.3 requires that computing professionals be honest
and trustworthy, which includes being honest about their qualifications
and limitations. Principle 2.6 makes this more specific: perform work
only in areas of competence, and disclose any lack of necessary expertise.


These principles have always been inconvenient. The engineer who admits
they do not fully understand the cryptographic protocol they are
implementing is more trustworthy than the engineer who implements it
without disclosure and hopes it holds. But the disclosure is uncomfortable.
It implies inadequacy. The profession’s culture of performing confidence
— which Chapter 7 describes in the interview context — operates against
it at every level.


AI coding tools have made this tension acute in a new way.


When a tool like GitHub Copilot, Cursor, or Claude Code generates a
function that looks correct and passes the tests, the engineer faces a
specific choice: review it until they understand it, or ship it on the
basis of apparent correctness. Many engineers ship it. The time pressure
is real, the code looks right, the tests pass, and the review process is
not designed to ask “do you actually understand this?”


The ACM Code does not distinguish between code you wrote and code you
generated. Principle 2.6 applies to the output regardless of its origin.
The engineer who ships AI-generated code they cannot explain has not
performed work in an area of competence — they have performed work in
an area of apparent competence, which is different. The difference matters
when the code reaches production and behaves in ways the engineer did not
anticipate, because they did not understand it well enough to anticipate
anything.



    Generated code that looks right and passes tests is not the same
as code you understand. Review AI-generated code to the point
where you can explain every line: why it makes this choice, what
happens when this condition is false, what the behavior is at the
edge cases. If you cannot explain it after reading, you do not
own it yet.




This is not an argument against using AI tools. It is an argument for
understanding what you ship. Use the tool to generate. Then read what
it generated. Not to check for obvious errors but to ensure you can
explain every line — why it makes this choice, what happens when this
condition is false, what the behavior is at the edge cases. If you cannot
explain it after reading, you do not own it yet.


Avoiding Harm


Principle 1.2 is unambiguous: avoid harm, and when unintended harm
occurs, undo or mitigate it. The Code acknowledges that “well-intended
actions, including those that accomplish assigned duties, may lead to
harm.” The obligation to mitigate does not depend on intent.


For most of software engineering history, the harm from individual
engineering decisions was localized. A bug in a desktop application
crashed for one user. A bad schema migration degraded performance for
a database. These harms were real but bounded.


The systems being built now are different in scale and in the nature
of their reach. The payment platform that processes ten million
transactions per day is infrastructure. The data pipeline that feeds
decisions about credit, employment, or insurance is infrastructure.
The AI model that screens job applications or flags content for
moderation is infrastructure. A flaw in any of these affects not one
user but categories of users — often the users who have the least
recourse when something goes wrong.


The Code’s principle 2.5 specifically addresses machine learning systems:
“extraordinary care should be taken to identify and mitigate potential
risks in machine learning systems. A system for which future risks cannot
be reliably predicted requires frequent reassessment of risk as the
system evolves in use, or it should not be deployed.”


In 2026, AI-assisted code generation is not a machine learning system
in the sense the Code was addressing. But AI-generated application logic
operating on real production data is. When a language model’s output
shapes how a system categorises users, routes decisions, or filters
information, the engineering team building that system takes on the
obligations that 2.5 describes. Frequent reassessment. Documented risk.
The willingness to not deploy when risks cannot be reliably predicted.


The AI Coding Tool Question


The practical question most engineers are grappling with in 2026 is not
abstract ethics. It is: what does responsible use of Claude Code, Cursor,
Copilot, or similar tools actually look like?


The tools are genuinely capable. They reduce the time to produce working
code for standard tasks by a significant factor. They are particularly
useful for boilerplate, for tests, for documentation, and for exploring
unfamiliar APIs. An engineer using them well is meaningfully more
productive than one who is not.


The risks are also real and specific.


Generated code inherits the training data’s biases and blind spots.
A tool trained on open-source code will generate idiomatic solutions for
well-represented problem patterns and plausible-looking but subtly wrong
solutions for underrepresented ones. The engineer who applies the same
review standard to generated code as to a junior engineer’s pull request
— read it, understand it, test the edge cases — will catch these. The
engineer who treats the generation as pre-approved will not.


AI tools do not know your production context. They know patterns.
Your specific system has specific constraints — a database at a specific
schema version, a downstream service with a specific timeout, a message
queue with a specific ordering guarantee. The generated code may be
correct in the abstract and incorrect for your system. The tool cannot
know the difference. You can.


Velocity pressure amplifies the risk. The engineer who uses an AI
tool to generate code faster and then reviews it at the same rate as
before is using the tool well — more output, same quality control. The
engineer who uses the tool to generate code faster and then reviews it
at the same accelerated rate has increased velocity and decreased quality
control simultaneously. This is the more common pattern. Sprint velocity
goes up. Code understanding goes down. The technical debt accumulated
this way is particularly hard to address because nobody wrote it — it
was generated, and the generation happened faster than anyone built a
model of what was created.


Disclosure and attribution remain unsettled. The Code’s principle 1.5
requires respecting intellectual property and crediting creators. The
ownership status of AI-generated code — whose work it is, what license
applies — is genuinely unsettled in 2026. Organizational policies on
disclosure of AI tool use in production code vary widely and many do not
exist. The engineer who uses these tools in a context where the policy
is unclear should find out what the policy is, and if there is no policy,
raise the question.


Honesty in the Interview Context


There is a specific intersection between AI tools and the interview
process that deserves direct naming.


AI-assisted interview preparation — using a language model to generate
answers to technical questions, to produce architecture designs, or to
solve coding challenges — is widespread. The ethical analysis under the
Code is straightforward: principle 1.3 requires honesty about your
qualifications. Presenting AI-generated solutions in a context where the
interviewer is evaluating your ability to produce those solutions is a
violation of that principle.


This matters beyond the immediate ethics of the individual interaction.
An engineer who is hired on the basis of AI-demonstrated competence they
do not have will eventually work on production systems at a level of
responsibility that exceeds their actual capability. The consequences of
that gap fall on the systems, the users, and the colleagues who have to
maintain what was built.


The more sustainable use of AI in interview preparation is the same as
in daily work: use the tool to explore and learn, then develop genuine
understanding of what the tool generated. The engineer who has worked
through ten system design problems with AI assistance and genuinely
understands the patterns — including where the generated designs were
wrong and why — is better prepared than one who has memorized AI-generated
answers.


Privacy and the Systems You Build


Principle 1.6 is one of the most practically relevant in daily engineering:
respect privacy. This means collecting only the minimum personal
information necessary, using personal information only for the purpose
for which it was collected, and protecting it from unauthorized access
and accidental disclosure.


In practice, privacy is treated as a compliance concern — something the
legal team handles, addressed when a regulation requires it. The Code
frames it differently: as an obligation that applies to every engineer
who designs a system that touches personal data, which is most systems.


The privacy questions that engineers answer through technical decisions
include: what data do we log? How long do we retain it? Who in the
organization can access it? What happens to it when a user deletes their
account? Does the data we collect for one purpose get used for another
without the user’s knowledge?


These are not questions that arrive as product requirements. They are
questions the engineer either asks proactively or does not ask at all.
The engineer who builds a system that logs request payloads including
user credentials because logging was quick to set up has made a privacy
decision. The engineer who builds a retention policy into the logging
system from the start has made a different one.


AI tools change the privacy calculus in a specific way: many of these
tools, by default, send code and context to external APIs for processing.
Before pasting a codebase segment into a chat interface or allowing an
IDE plugin to index a repository, the engineer should know: what data
is being sent, where it goes, and whether the data contains anything
that should not leave the organization.



    Before using an AI coding tool on a production codebase: check
whether the tool sends code to an external API (most do by default),
what might be in that context window (customer IDs, auth tokens,
business logic, schema details), and whether your organization has
a policy on this. Ask before you paste — you cannot unsend the
context window. This applies equally to using



these tools in personal projects with open-source code and in production
codebases that contain customer data or proprietary logic.


The Standard That Was Already There


The ACM Code does not require perfection. It requires professional
conduct — making decisions with care, disclosing limitations honestly,
maintaining competence, and attending to the interests of the people
your systems affect.


What it does not permit is the convenient fiction that the engineer’s
responsibility ends at the code they wrote, or that generated code
carries no professional obligation, or that moving fast enough to miss
the consequences is a reasonable trade-off when the consequences fall
on users rather than engineers.


The profession has a code because software systems affect real people.
That was true before AI coding tools, and the tools do not change it.
What the tools change is the speed at which decisions get made and the
distance between the engineer and the consequences of those decisions.
The obligation to close that distance — to understand what you ship, to
think about who it affects, to maintain the competence that your role
requires — belongs to the engineer, not the tool.


Read the Code. It is ten pages. Most of what it asks is not difficult.
Much of it is a formalisation of what a thoughtful engineer already
knows they should be doing. What it provides, beyond the individual
principles, is the framing: computing professionals’ actions change the
world. Act accordingly.








Appendix A: Hiring Process Checklist


This checklist covers the full hiring cycle — preparing your CV, navigating
the interview, and evaluating the offer. Each section corresponds to a phase
in Part 2. Use the sections independently as each phase arrives.


—


Before You Apply — CV Preparation



  	[ ] Read the job description carefully. Identify the two or three technical
    areas the role emphasises most (Chapter 4 covers how to read a JD).



  	[ ] Rewrite your CV summary for this specific role. Name the scale you have
    operated at, the domain it maps to, and what you are looking for next.
    One specific sentence beats three generic ones.



  	[ ] For each technology you plan to list: can you speak to it from production
    experience? If not, remove it or qualify the claim. The interview will
    probe everything you list (Chapter 7).



  	[ ] Reorder your experience bullets so the work most relevant to this role
    appears first. You are not adding experience — you are making the right
    experience visible.



  	[ ] Write a cover letter if the process allows it. Name the company, name
    the specific engineering problem they are working on, and name why your
    background is relevant. Thirty minutes. Most candidates skip it.



  	[ ] Ask yourself: “Why this company at this moment in my career?” If you
    cannot answer it specifically, that is information before you apply.






—


One Week Before the Interview



  Research the company’s engineering:



  	[ ] Read the company’s engineering blog, if it exists. Note specific
    technical decisions they have described and why.



  	[ ] Search for conference talks by engineers at the company. What topics
    do they focus on? What does that tell you about the team’s priorities?



  	[ ] Check the company’s open-source repositories. What is the quality
    of the code? What problems are they solving publicly?



  	[ ] Review the LinkedIn profiles of engineers at the company. Where are
    they coming from? What are they building?







  Understand the domain:



  	[ ] Identify the company’s core engineering problem. Payment companies
    have distributed transactions. Streaming companies have bursty load
    and latency. Government systems have compliance and legacy integration.
    Know which category this is.



  	[ ] Review your experience with that domain. Where have you worked on
    similar problems? Where are your gaps?







  Inventory your production experience:



  	[ ] For each production system you have owned seriously: write down what
    it did, what the architecture was, what the failure modes were, and
    what incidents you handled.



  	[ ] For each technology you plan to mention: identify the specific aspects
    you know deeply versus the aspects you know broadly. Calibrate your
    claims accordingly.



  	[ ] Identify two or three specific incidents that demonstrate systems
    thinking: what was the symptom, how did you diagnose it, what was
    the root cause, what did you do.






—


Two Days Before



  Calibrate your technical depth:



  	[ ] For each technology on your resume: ask “what follow-up questions
    could an interviewer ask about this?” If you cannot answer them
    specifically, adjust the claim or prepare to acknowledge the boundary.



  	[ ] Review the topics the job description emphasizes. For each one,
    can you speak to it from production experience, or only from
    documentation and tutorials? Be honest.



  	[ ] Prepare your architecture story: the system you are most prepared
    to describe in depth. Practice the five-minute version, then practice
    handling follow-up questions on any component you mention.







  Prepare your questions:



  	[ ] Write five substantive questions you want answered about the role,
    the team, and the company. Assume you will get to ask two. Choose
    the two that matter most.



  	[ ] Useful questions: “What does on-call look like for this team?”
    “What’s the biggest technical challenge the team is dealing with?”
    “What does success look like in the first six months?” “What’s the
    main technical debt the team is carrying?”






—


The Night Before



  Review the interview format:



  	[ ] Confirm the format: how many rounds, who is interviewing, what the
    focus of each round is. If the recruiter has not told you, ask.



  	[ ] Know whether there will be a live coding exercise, a system design
    interview, a behavioral interview, or a take-home. Each requires
    different preparation.







  Prepare your failure acknowledgment:



  	[ ] Identify one area you are genuinely weaker in that might be tested.
    Prepare the honest acknowledgment: “I haven’t worked with X in
    production — my understanding is conceptual. I’d want to pair with
    someone who has before making design decisions in that area.”



  	[ ] Practice saying this without hesitation. The hesitation is what
    makes the acknowledgment look like defeat rather than credibility.






—


During the Interview



  In the architecture discussion:



  	[ ] Lead with what you actually own: “I can speak to this service in
    depth — I designed the schema and owned the consumer side. The
    producer was another team’s responsibility.”



  	[ ] When probed on something you have stated: answer specifically, not
    generally. If you do not know the specific answer, say so and
    explain what you would check.



  	[ ] Do not expand the claim to fill the silence. A clear “I’m not sure
    on that specific point” is better than a plausible-sounding guess.







  In the system design discussion:



  	[ ] Ask clarifying questions before designing. What are the scale
    requirements? What are the consistency requirements? What is the
    read/write ratio? What are the latency requirements?



  	[ ] State your assumptions explicitly. “I’m assuming this is read-heavy
    with predictable access patterns — does that match your expectation?”



  	[ ] Reason through the tradeoffs out loud. The interviewer is evaluating
    your reasoning, not just your conclusion.







  On challenge and disagreement:



  	[ ] When an interviewer challenges your design, engage with the challenge
    rather than defending the position. “That’s a good point about the
    audit trail — I was optimizing for query performance, but for a
    payment system the compliance argument is probably more important.”



  	[ ] Update your position when the challenge is valid. Changing your
    mind under good evidence is a strength, not a weakness.






—


Self-Assessment Rubric


After each interview, score yourself on these dimensions before the
feedback arrives:



  
    
      	Dimension
      	Score 1–5
      	Notes
    

  
  
    
      	Accuracy of technical claims
      	 
      	Did claims match demonstrated depth?
    

    
      	Honesty about limits
      	 
      	Did you acknowledge gaps cleanly?
    

    
      	Quality of reasoning
      	 
      	Did you reason through problems or state conclusions?
    

    
      	Response to challenge
      	 
      	Did you engage or defend?
    

    
      	Specificity of examples
      	 
      	Were production stories specific or generic?
    

    
      	Quality of questions asked
      	 
      	Were your questions substantive?
    

  




A score of 4+ on all dimensions means you gave the best possible account
of your actual capabilities. Whether you get the offer depends also on
fit and circumstance. The self-assessment is about whether you represented
yourself accurately — which is within your control.


A score below 3 on accuracy of technical claims or honesty about limits
means you over-claimed. The corrective is the calibration exercise before
the next interview, not a better performance.


—


After the Offer — Evaluation Checklist


Do not evaluate the offer until you have all the components. Base salary
alone is not an offer.



  The full package:



  	[ ] Base salary: know the market rate before you receive the offer, not
    after. Aggregated compensation data for your role and geography is
    available. Know your number.



  	[ ] Equity: vesting schedule, strike price relative to last valuation,
    and your honest assessment of the company’s trajectory. Wide salary
    band means room to negotiate.



  	[ ] Benefits: health coverage, pension contributions, learning budget.
    Calculate total compensation, not just base.



  	[ ] On-call: how many engineers in the rotation, typical page frequency,
    severity of incidents, escalation path. Ask specifically.







  The role:



  	[ ] Does the scope match the seniority level you are targeting? Will you
    own meaningful systems with clear domain boundaries?



  	[ ] Have you met two or three engineers on the team? If the company will
    not arrange this before you sign, note it.



  	[ ] What is the biggest technical problem the team has not solved yet?
    Ask this question of both teams if you have competing offers.







  The decision:



  	[ ] Rank competing offers by: engineering problem quality, team quality,
    scope of ownership, learning trajectory. Salary is a constraint within
    the range of fair compensation, not the primary variable.



  	[ ] If the offer is late: wait five business days, then one direct follow-up
    email. Do not send daily emails or accept a different offer in panic.



  	[ ] Negotiate. Ask for what you want, with a specific number and a reason.
    Companies expect it. Most candidates do not ask.







  Before you start:



  	[ ] Update your current employer promptly. Do not disappear from the role
    mentally before you leave it.



  	[ ] Read the new company’s engineering blog and recent design documents
    before day one. Arrive as someone who has been paying attention.



  	[ ] Write down everything you know about your current role — architecture,
    failure modes, incidents, institutional knowledge — while it is fresh.
    This is your production record. It dulls quickly after you leave.












Appendix B: Career Review Questions


These questions are for the annual review you do for yourself — not the
performance review your company runs. The performance review is about what
your employer needs to know. This review is about what you need to know.


Block two hours. Answer in writing. The writing is the point — it forces
specificity that thinking does not.


—


Part 1: The Past Year



  Technical growth:



  	What is the most technically difficult problem you solved this year?
Describe it specifically — what made it hard, how you approached it,
what you learned.

  	What production system do you understand significantly better than you
did twelve months ago? What changed your understanding?

  	What technology or pattern did you adopt for the first time in production?
How did it perform against your expectations?

  	What do you know now that you wish you had known at the start of the year?





  Ownership and operations:



  	What is the current operational health of the systems you own?
Are they observable, documented, and resilient to their known failure
modes? Where are the gaps?

  	What incidents did you handle? For each significant one: was the root
cause addressed, or only the symptom?

  	What runbooks did you write, update, or use? Which ones do not exist
yet that should?





  Influence and team:



  	What decisions did you influence that you did not make alone?
How did you influence them?

  	What did you contribute to the team beyond your direct work? Mentoring,
code review, documentation, process improvements, knowledge sharing?

  	What did you teach someone this year? What were you taught?





  Career capital:



  	What public work did you produce? Articles, talks, open-source contributions,
documentation. What was the reach?

  	What is your external reputation in your domain? Could someone who has
not worked with you find evidence of your technical quality?




—


Part 2: The Current State



  Your honest technical assessment:



  	What are your three strongest technical capabilities right now?
For each one, what is the production evidence that supports the claim?

  	What are your three most significant technical gaps? For each one,
is the gap a problem given the work you want to do, or is it acceptable?

  	What would a senior interviewer at a company you respect find in your
experience that would concern them? What would impress them?





  Your position:



  	Are you learning at a pace that keeps you relevant?

  	Are you having the impact you are capable of?

  	Is the trajectory of your role moving in the direction you want?

  	Are you paid appropriately for your level? (Check current market data,
not just your annual raise.)





  What you actually do versus what you want to do:



  	List the ten activities that consumed the most of your working time
this past year. For each one: does this align with what you want your
work to look like in five years?

  	What work do you do that energizes you? What depletes you? Is the
balance sustainable?




—


Part 3: The Next Year


Three specific goals:
For each goal, complete the template:



  “In order to improve [specific capability], I will [specific action],
and I will measure success by [specific, observable outcome].
Target: [date].”



Useful capabilities to consider:


  	A technical domain where you are currently broad but want depth

  	A leadership or communication skill you have identified as a gap

  	A public work contribution — an article, a talk, an open-source project

  	An operational improvement to a system you own





  The career question:



  	In twelve months, what does the best version of your career situation
look like? Be specific — what role, what company type, what kind of
work, what level of impact?

  	What is the delta between that and where you are now?

  	What specific actions will reduce that delta?





  The stay-or-go question:



  	Honestly answer: are you still learning in your current role?
Are you having meaningful impact? Is the trajectory moving toward
what you want?

  	If all three answers are yes: stay. The grass is not always greener.

  	If one is no: is it within your power to change it in the next six months?

  	If two or three are no: start looking.




—


The Archiving Rule


Keep every annual review you write. Date each one.


In five years, reading what you wrote in year one is one of the most
useful calibration exercises available. You will be surprised by what
you thought was hard that is now automatic, by what you identified as a
gap that you never addressed, and by the difference between the career
you planned and the career that happened.


The record is not for accountability — it is for accuracy. Understanding
how your career actually progresses, rather than how you remember it
progressing, is what produces the self-knowledge that makes the next
review and the next set of goals better than the last.
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