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  Chapter

  ♥

  Building a Self-Replicating Cellular Automaton




  Introduction: Self-Replicating Machines and the Fermi Paradox


  
“But where is everybody?”

Enrico Fermi


Can a machine replicate itself? Given enough construction materials, such a robot could multiply exponentially — one robot copies itself into another robot, two robots become four, four robots become eight, and so on.


Potential applications for a self-replicating robot are humbling. Imagine an unmanned space probe that could explore the galaxy while also harvesting raw materials from passing asteroids and planets to build copies of itself. We would only need a few dozen generations of these probes before we could assign a single probe to each of the 250 billion stars in the Milky Way, and in so doing explore every planet in our galaxy for signs of life. Such probes are called von Neumann probes in honor of our friend John von Neumann from our work with pseudorandom number generation.


Many scientists believe that a technologically advanced society could produce von Neumann probes. They also believe that the conditions for life almost certainly exist elsewhere in our galaxy. Why, then, have we not seen evidence of alien life ourselves? This conundrum, inspired by Enrico Fermi’s alleged quotation above, is known as the Fermi paradox.


Self-replicating robots are difficult to build (see video below). Despite major advances in robotics research, we are still far from manufacturing a robot that can both make a copy of itself and perform a practical task competently.


[image: Watch code along on YouTube]▶ Watch on YouTube



To understand self-replication, perhaps we should look for the simplest self-replicating system that we can find. This was one of John von Neumann’s goals in the 1940s — which is why hypothesized self-replicating space probes are named in his honor. When Stanislaw Ulam pointed out to von Neumann that cells, the basic unit of all living things, are themselves miraculous self-replicators, the strange and wonderful world of cellular automata was born.


Join us in this chapter to build automata that at first will seem simple, but that nevertheless produce beautiful emergent behavior and lead us toward systems that can self-replicate.





  The Game of Life


  The rules of the game


A cellular automaton is a grid of (typically square) cells, along with a collection of clearly defined rules that allow the cells to change from one state to another. An automaton has finitely many states, and the rules for a cell changing from one state to another are based only on the cell’s current state and the states of the cells in their immediate surroundings. We would never mistake such a system for an intelligent one.


Our goal in this chapter is to build a cellular automaton that can display self-replication. Yet we will begin by illustrating how cellular automata work by considering a simpler cellular automaton devised in 1970 by John Conway called the Game of Life. Conway was a prolific mathematician who was also largely responsible for popularizing the “Doomsday Algorithm” that we previously described to derive the day of the week corresponding to a given date.


Each cell of the two-dimensional grid in the Game of Life has one of two states: alive (black) and dead (white). A sample two-state cellular automaton is shown in the figure below.


[image: Figure: A sample two-state cellular automaton. Black cells are in one state, which we think of as alive, and white cells are in the other state, which we think of as dead.]Figure: A sample two-state cellular automaton. Black cells are in one state, which we think of as alive, and white cells are in the other state, which we think of as dead.

A cellular automaton also includes rules describing how cells can change states from one generation to the next. We first define the Moore neighborhood of a cell as the eight cells that border either an edge or a corner of a given cell (see figure below).


[image: Figure: A cell (shown in green) along with the eight cells forming its Moore neighborhood (shown in blue).]Figure: A cell (shown in green) along with the eight cells forming its Moore neighborhood (shown in blue).

The five Game of Life rules dictating state changes from one generation of the automaton to the next are summarized as follows. These rules are deterministic; that is, they are universal across the entire grid of cells and are always applied consistently.



A: If a cell is alive and has either two or three live neighbors, then it remains alive.


B: If a cell is alive and has zero or one live neighbors, then it dies out.


C: If a cell is alive and has four or more live neighbors, then it dies out.


D: If a cell is dead and has more than or fewer than three live neighbors, then it remains dead.


E: If a cell is dead and has exactly three live neighbors, then it becomes alive.




In the figure below on the left, we label each cell in the automaton previously considered with “A”, “B”, “C”, “D”, or “E”, according to which of the above five rules if falls under. We then apply these rules to produce the next generation of this board, shown on the right.


[image: Figure: A sample Game of Life board (left) along with its updated board after one generation (right). We label each cell in the board on the left with the rule label that applies to it when updating…]Figure: A sample Game of Life board (left) along with its updated board after one generation (right). We label each cell in the board on the left with the rule label that applies to it when updating that cell. We assume that the board stretches infinitely in every direction and that all cells beyond the boundaries shown are dead.


    Exercise: Find the next generation of the Game of Life board on the right in the figure above.

  

Despite the simplicity of the Game of Life rules, we might apply a loose biological meaning to each of them. We could call rule A “Propagation”, since it allows life to continue in the next generation if it has enough suitable mates nearby. We could call rules B and C “Lack of mates” and “Overpopulation”, respectively, since the cell will die out if it has too few or too many neighbors. And we could call rule D “Rest in peace”, since in most cases dead cells will not spontaneously regenerate.


Were the Game of Life confined to these four rules, then the number of live cells could never increase, since any time that a cell died, there would be no way for it to come back alive. Staggering to the rescue is the beautiful rule E, which we call “Zombie”, as it allows a cell to arise from the dead if it has exactly three live neighbors.


Even with our corny biological interpretations, you may be wondering why the Game of Life applies this particular set of rules. Why should the “Propagation” step demand exactly two or three live neighbors? Why not one or two live neighbors? Or two, three, or four live neighbors? What makes these rules interesting?


Stable forms and oscillators


Most of the different sets of rules for two-state cellular automata produce boring results. Either the live cells die out quickly, or they propagate outward rapidly.


Some of the initial configurations of the Game of Life are just as predictable. The figure below shows a few stable forms (also known as still lifes), patterns whose cells’ states will not change from one generation to the next. You might wish to verify that every alive cell belongs to rule A, and every dead cell belongs to rule D.


[image: Figure: Four stable forms in the Game of Life (there are many more). Stable forms do not change from one generation to the next. These stable forms assume that the cells surrounding the board are…]Figure: Four stable forms in the Game of Life (there are many more). Stable forms do not change from one generation to the next. These stable forms assume that the cells surrounding the board are dead and do not change.


    Exercise: Carry out the next few generations of the board below. What happens?

  

[image: ]

The animation below shows three oscillators, or patterns that after a certain number of generations repeat to their original configuration. The period of an oscillator is the number of generations that it takes for the pattern to repeat. (Where have we seen the term “period” before?) The oscillators below have period equal to 2; we will also say that stable forms are oscillators that have period equal to 1.


[image: Figure: Three oscillating patterns with period equal to 2.]Figure: Three oscillating patterns with period equal to 2.

Below is a more complicated pattern called the “dinner table”, which has period 12. In December 2023, researchers proved that every positive integer is the period of some Game of Life oscillator.


[image: Figure: The “dinner table” oscillator with period equal to 12.]Figure: The “dinner table” oscillator with period equal to 12.

The curious case of the R pentomino


Most simple patterns for the Game of Life either “die out” or eventually produce an oscillator. Perhaps the Game of Life would have been just a quirky novelty were it not for the curious case of two simple five-cell patterns. The first is called a glider, shown in the figure below. 


[image: Figure: A five-cell glider pattern.]Figure: A five-cell glider pattern.

When we animate the glider, what appears to be a swimming five-cell automaton emerges, shown in the animation below. Without outside interference, a glider is immortal, swimming off into infinity.


[image: Figure: A lone glider, animated over 50 generations. Look at the little guy go.]Figure: A lone glider, animated over 50 generations. Look at the little guy go.

The second five-cell pattern of interest is the R pentomino, shown in the figure below. Note that the R pentomino is very similar to the glider, formed by moving only a single live cell by one unit left.


[image: Figure: The R pentomino consists of five alive cells in the above configuration that resembles a lower case “r”.]Figure: The R pentomino consists of five alive cells in the above configuration that resembles a lower case “r”.

Animating the R pentomino provides a surprise, shown in the animation below. Over a thousand generations, the interior of the automaton converges to a collection of stable forms and oscillators of period 2. However, in the meantime, six gliders are formed (five early on and one toward the end of the animation). How can something so beautiful and complex derive from five simple rules?


[image: Figure: The R pentomino animated over 1,200 generations. Five gliders are produced early on, and after several hundred additional generations, a sixth glider is produced. At this point, the board…]Figure: The R pentomino animated over 1,200 generations. Five gliders are produced early on, and after several hundred additional generations, a sixth glider is produced. At this point, the board converges to a state of stable forms and period-2 oscillators.

Gosper’s gun


The R pentomino is interesting, but the growth of the population of live cells for this pattern is eventually confined to the oscillators and the six gliders that are eventually produced. Can an automaton’s population grow infinitely large?


This question remained unresolved until 1970, when Bill Gosper found the following pattern named the Gosper glider gun.


[image: Figure: The initial Gosper glider gun, which consists of 36 live cells.]Figure: The initial Gosper glider gun, which consists of 36 live cells.

When we animate Gosper’s pattern, it looks as if the two sides of the pattern are communicating in an effort to fire off gliders (see below). As the number of generations increases, the number of gliders grows without bound.


[image: Figure: An animation of Gosper’s gun showing the production of infinitely many gliders, meaning that the population of live cells grows without bound. (Some of the gliders fly off the visible board).]Figure: An animation of Gosper’s gun showing the production of infinitely many gliders, meaning that the population of live cells grows without bound. (Some of the gliders fly off the visible board).


    Note: You might have noticed that Gosper’s gun represents the header image of this chapter, except that we have rendered cells as circles and switched the colors for alive and dark cells. If you like how this looks, keep reading! We will generate this image in the chapter’s code alongs.

  

The Game of Life Problem and the case for planning


Although many more amazing patterns have been discovered for the Game of Life, none of these patterns exhibits von Neumann’s desired principle of self-replication. Returning to our robotics analogy, let us think of a Gosper gun as a factory that produces gliders one at a time. If the gliders instead could then produce copies of themselves, then the gliders would grow not just infinitely but exponentially, just like real cells.


We will place our search for a self-replicating cellular automaton on hold for the current time, since we have much to learn in order to implement the Game of Life. We state our work as a computational problem below.



    Game of Life Problem

    Input: An initial configuration of the Game of Life board initialBoard, and an integer numGens.

Output: All numGens + 1 configurations of this board over numGens generations of the Game of Life, starting with initialBoard.
  

You may be familiar with the Hollywood trope of a hacker who enthusiastically saves the day by hammering away at a keyboard at 100 words per minute. In practice, starting with coding is the last thing that we should do when presented with a challenging computational problem; the programmer’s most powerful tool is not the keyboard but the pencil.


As for us, if we try to organize hundreds of lines of code in our heads without planning in advance, we are doomed to produce buggy, poorly organized code. How, then, should we go about planning to solve a computational problem like the Game of Life Problem?





  A Reintroduction to Top-Down Programming



    Note: This section uses pseudocode examples from earlier chapters to illustrate top-down programming. You can follow the Game of Life content below without having read those chapters.

  

  In this lesson, we will explore a paradigm for solving computational problems called top-down programming. In this approach, we first write a function solving the problem, assuming any subroutines that we need. We then write these subroutines, assuming any functions that they call as subroutines in turn.


We have already used top-down programming to solve problems. In our exploration of bacterial genomes in Chapter 1, we wrote a function ReverseComplement() to take the reverse complement of a DNA string by assuming that we had two simpler functions Reverse() and Complement().


ReverseComplement(text)
    x ← Reverse(text)
    y ← Complement(x)
    return y


We also applied top-down programming when we simulated many elections by assuming that we had already written a subroutine SimulateElection() that would handle simulating a single election.


SimulateMultipleElections(polls, electoralVotes, numTrials, marginOfError)
    winCount1 ← 0
    winCount2 ← 0
    tieCount ← 0
    for numTrials total trials
        votes1,votes2 ← SimulateElection(polls, electoralVotes, marginOfError)
        if votes1 > votes2
            winCount1 ← winCount1 + 1
        else if collegeVotes2 > collegeVotes1
            winCount2 ← winCount2 + 1
        else (tie!)
            tieCount ← tieCount + 1
    probability1 ← winCount1/numTrials
    probability2 ← winCount2/numTrials
    probabilityTie ← tieCount/numTrials
    return probability1, probability2, probabilityTie


The SimulateOneElection() function in turn called an AddNoise() subroutine, which is where the gritty details of the program were hiding in the form of (pseudo)random number generation, which required its own set of subroutine calls.


As we move toward larger programs with many functions, we can visualize how these functions are organized using a function hierarchy, or a network in which functions are connected to subroutines that they call by arrows. In a function hierarchy, the “root” function (i.e., the one at the top of the diagram that has no incoming arrows) solves the computational problem at hand. Function hierarchies are shown in the figure below for the functions SimulateMultipleElections() and ReverseComplement().


[image: Figure: Function hierarchies for simulating multiple elections (left) and reverse complementing a string (right).]Figure: Function hierarchies for simulating multiple elections (left) and reverse complementing a string (right).


    Exercise: Review the Game of Life Problem from the previous lesson. Plan the highest-level function in the hierarchy that will solve this problem. What subroutine(s) will be helpful?

  




  Implementing the Game of Life with Top-Down Programming


  The first function in the Game of Life hierarchy


To implement the Game of Life, we will apply top-down programming to write a concise function PlayGameOfLife(). This function will take as input the initial configuration of the board, initialBoard, as well as the number of generations, numGens. To play the Game of Life over numGens generations, we will repeatedly call a subroutine UpdateBoard() to update a given board into its next generation.


PlayGameOfLife(initialBoard, numGens)
    boards ← array of numGens + 1 game boards
    boards[0] ← initialBoard
    for every integer i from 1 to numGens
        boards[i] ← UpdateBoard(boards[i–1])
    return boards


Note that we can write PlayGameOfLife() without even specifying what the type of the Game of Life “game board” should be. But in order to write UpdateBoard(), we should be more precise about this type.


A bit about arrays


Since the beginning of the course, we have used arrays to store multiple values in the form of a table. Although we have thus far only worked with one-dimensional arrays (i.e., single rows of values), arrays can also be two- or multi-dimensional. To implement the Game of Life, we will use a two-dimensional array of boolean variables in which true corresponds to “alive” and false corresponds to “dead”. The figure below shows the representation of the R pentomino in this fashion.


	false	false	false	false	false
	false	false	true	true	false
	false	true	true	false	false
	false	false	true	false	false
	false	false	false	false	false

Figure: Representing the R pentomino as a two-dimensional array of boolean values, where alive corresponds to true and dead corresponds to false.

Before continuing with implementing UpdateBoard(), we will make a few remarks about working with two-dimensional arrays. Given a two-dimensional array a, the notation a[r] typically refers to all of the elements in row r of a, and a[r][c] refers to the single element in row r and column c. Extending the paradigm of 0-based indexing, in an array with n rows and m columns, the rows are indexed from 0 to n-1, and the columns are indexed from 0 to m-1. Accordingly, the highlighted element in the figure below would be denoted a[1][2]. 


[image: Figure: A 7 x 4 array (denoted a) with seven rows and four columns. The rows are indexed 0 to 6, and the columns are indexed 0 to 3; as a result, the highlighted element is referred to as a[1][2].…]Figure: A 7 x 4 array (denoted a) with seven rows and four columns. The rows are indexed 0 to 6, and the columns are indexed 0 to 3; as a result, the highlighted element is referred to as a[1][2]. This array can be thought of as a one-dimensional array of length 7, where every element is a row represented as a one-dimensional array of length 4.

To access all the rows of an array a with n rows and c columns, we would apply the following pseudocode.


for every integer r between 0 and n-1
    access a[r]


We will think of the row a[r] as a one-dimensional array. To access all the elements of row a[r], we will let an integer c range from 0 to m-1 and access a[r][c]. This provides us with an insight into how to access all of the elements of a: we range over every row r, and then for each value of r, we range over every column value c.


for every integer r between 0 and n-1
    for every integer c between 0 and m-1
        access a[r][c]


Updating a Game of Life board


Now that we know how to range over the elements of a two-dimensional array, we can write UpdateBoard(). In keeping with top-down design, just as we play the Game of Life one generation at a time, we update a game board one cell at a time. That is, we will rely on a pseudocode function UpdateCell() that takes as input the current Game of Life board currentBoard as well as row and column integers r and c; this function returns true or false corresponding to whether the cell currentBoard[r][c] will be respectively alive or dead according to the Game of Life rules in the next generation.


The pseudocode below also calls an InitializeBoard() subroutine that takes integers numRows and numCols as input and returns a two-dimensional game board in which all values are set to false. (We will write this function when implementing the Game of Life in a specific language in this chapter’s code alongs.)


UpdateBoard(currentBoard)
    numRows ← CountRows(currentBoard)
    numCols ← CountCols(currentBoard)
    newBoard ← InitializeBoard(numRows, numCols)
    for every integer r between 0 and numRows – 1
        for every integer c between 0 and numCols – 1
            newBoard[r][c] ← UpdateCell(currentBoard, r, c)
    return newBoard



    STOP: Note that UpdateBoard() uses subroutines CountRows() and CountCols(). These functions are sometimes built into languages, but how could you write them yourself?

  

You may be concerned that we have not yet handled the most important details of implementing the Game of Life. How should we apply the rules of the game? How should we handle cells on the boundary of the board? Delaying such details tends to make new programmers anxious; should we not focus on the trickiest aspects of our code first? Yet we will see that our work often winds up being easier than anticipated if we delay challenging aspects of an implementation to lower levels of the function hierarchy.


We now will write UpdateCell(), applying the rules of the Game of Life in UpdateCell() by calling a subroutine CountLiveNeighbors(). This function takes as input currentBoard as well as r and c, and it returns the number of live neighbors in the Moore neighborhood of currentBoard[r][c]. CountLiveNeighbors() will also allow us to handle cells at the edge of the board, since if a neighboring cell is not on the board, then we will by default consider it to be dead.


UpdateCell(currentBoard, r, c)
    numNeighbors ← CountLiveNeighbors(currentBoard, r, c)
    if currentBoard[r][c] = true (current cell is alive)
        if numNeighbors = 2 or numNeighbors = 3 (propagation)
            return true
        else (no mates/overpopulation)
            return false
    else (current cell is dead)
        if numNeighbors = 3 (zombie!)
            return true
        else (rest in peace)
            return false


Counting live cells in a neighborhood


We now turn to implementing CountLiveNeighbors(). As shown in the figure below, the Moore neighborhood of a cell in row r and column c contains cells between rows r − 1 and r + 1 and between columns c − 1 and c + 1.


[image: Figure: The cells in the Moore neighborhood of the cell in row r and column c, with indices labeling the rows and columns.]Figure: The cells in the Moore neighborhood of the cell in row r and column c, with indices labeling the rows and columns.

To range over the cells in a Moore neighborhood, we should apply the same idea that we used when ranging over an entire array: range over the row indices using a for loop, and within this for loop range over the column indices. This idea brings us to the following implementation of CountLiveNeighbors().


CountLiveNeighbors(currentBoard, r, c)
    count ← 0
    for every integer i between r–1 and r+1
        for every integer j between c–1 and c+1
            if currentBoard[i][j] = true
                count ← count + 1
    return count



    STOP: Unfortunately, this function is wrong. Why, and how can we fix it?

  

Consider the two for loops in CountLiveNeighbors() as this function is currently written.


    for every integer i between r – 1 and r + 1
        for every integer j between c – 1 and c + 1


At some point in these loops, i will be equal to r and j will be equal to c. Yet this is the cell currentBoard[r][c] under consideration! To avoid including a cell in its own Moore neighborhood, we should only consider currentBoard[i][j] in CountLiveNeighbors() if this cell does not coincide with currentBoard[r][c]; that is, if i ≠ r or j ≠ c. This produces the updated CountLiveNeighbors() function shown below.


CountLiveNeighbors(currentBoard, r, c)
    count ← 0
    for every integer i between r – 1 and r + 1
        for every integer j between c – 1 and c + 1
            if i≠r or j≠c
                if currentBoard[i][j] = true
                    count ← count + 1
    return count



    STOP: This function is still wrong. What else is missing?

  

You are now allowed to be concerned that we have not handled the boundary of the board. For example, consider what would happen if we called CountLiveNeighbors() if r is equal to zero. Because we range i between r-1 and r+1, i will start equal to -1, and we will be trying to access cells of the form currentBoard[-1][c], which don’t exist! As a result, our program will encounter an error. We will encounter similar problems if c is equal to 0 or if r or c is equal to their maximum possible values.


We will be able to patch the hole in our pseudocode by adding a subroutine to check whether currentBoard[i][j] is contained within the boundaries of the board. The following function called InField() takes as input currentBoard along with row and column indices i and j; it returns false if the cell currentBoard[i][j] lies outside of the board and true otherwise.


InField(currentBoard, i, j)
    numRows ← CountRows(currentBoard)
    numCols ← CountCols(currentBoard)
    if i < 0 or i > numRows-1 or j < 0 or j > numCols-1
        return false
    else
        return true



    Exercise: The InField() function above tests whether a cell is not in the field, returning false if it is not and true if it survives this test. Rewrite InField() by adjusting the if statement to test if currentBoard[i][j] lies within the boundaries of the board; if so, return true, and if not, return false.

  

Now that we have written InField(), we will add it as a subroutine call to CountLiveNeighbors() to ensure that  currentBoard[i][j] is within the board in addition to our previous test that i ≠ r or j ≠ c. To join these two tests, we can use the and keyword.


CountLiveNeighbors(currentBoard, r, c)
    count ← 0
    for every integer i between r – 1 and r + 1
        for every integer j between c – 1 and c + 1
            if (i≠r or j≠c) and InField(currentBoard, i, j) = true
                if currentBoard[i][j] = true
                    count ← count + 1
    return count


And just like that, we have solved the Game of Life problem, whose complete function hierarchy is shown in the figure below.


[image: Figure: The completed function hierarchy for implementing the Game of Life. We will focus on visualization of our work as a separate task.]Figure: The completed function hierarchy for implementing the Game of Life. We will focus on visualization of our work as a separate task.

Printing Game of Life boards


Top-down design is powerful because it leverages the principle of modularity, in which we write many functions, each with a single specific purpose. An important strength of code modularity is the division between data generation and data visualization. Beginner programmers sometimes conflate these two concepts, trying to visualize data at the same time as it is being generated. In this case, we have thus far worked on generating the data corresponding to a collection of Game of Life boards, and now we can turn to visualizing the Game of Life over multiple generations as a separate process.


We will leave more sophisticated image rendering to individual programming languages, but we will point out that programming languages all have a built-in Print() function that prints an input string to the console. To print a collection of Game of Life boards to the console one at a time, we could proceed top-down again, dividing the task into many calls to a PrintBoard() subroutine that prints a single board.


PrintBoards(boards)
    for every integer r from 0 to len(boards) - 1
        PrintBoard(boards[i])


One way to write PrintBoard() would be to range over all of the rows of the input board, and then range over all the columns of the board, printing one value at a time. At the end of each line, we need to print a new line.


PrintBoard(board)
    for every integer r from 0 to CountRows(board) - 1
        for every integer c from 0 to CountCols(board) - 1
            Print(board[r][c])
        Print(new line)


Yet we have adopted a top-down, modular mindset, and such a framework means that we can avoid nested loops by instead calling a subroutine. In this case, we will still range over the rows of the board, but we will then print each row by calling a separate PrintRow() subroutine that ranges over every cell in a given row (a one-dimensional array) and prints that cell. We will print a blank line at the end of PrintRow(), which brings us to the following shortened PrintBoard() function along with PrintRow().


PrintBoard(board)
    for every integer r from 0 to CountRows(board) - 1
        PrintRow(board[r])

PrintRow(row)
    for every integer c from 0 to len(row) - 1
        PrintCell(row[c])
    Print(new line)


Finally, we must write a function to print a single boolean value, which simply tests whether the cell is true or false and prints a black square or white square accordingly.


PrintCell(value)
    if value = true
        Print("⬛")
    else 
        Print("⬜")


We will return to von Neumann’s original goal of finding a self-replicating cellular automaton. Does such an automaton exist?


P.S. A video on never nesting


If you’re interested in a deeper dive into the evils of nesting code, check out the video below from CodeAesthetic.


[image: Watch code along on YouTube]▶ Watch on YouTube






  Building a Self-Replicating Cellular Automaton


  A short history of self-replicating automata


In 1952, almost two decades before the discovery of the Gosper gun for the Game of Life, von Neumann discovered a self-replicating cellular automaton. Here is famed biologist Sydney Brenner talking about the work of von Neumann, who not only included a specification of a self-replicating automata, but also theorized about the fundamentals of what properties self replicating systems would have. Von Neumann had no idea that several thousand miles away at the same time, Watson, Crick, Franklin, and Wilkins were uncovering the self-replicating system that serves as the genetic foundation of all living things: DNA.


[image: Watch code along on YouTube]▶ Watch on YouTube



And yet the Game of Life enjoys widespread popularity among the nerd élite, while von Neumann’s work on self replication is still largely uncelebrated. How could this be?


Part of the reason for its popularity is that the Game of Life exhibits an enormous amount of complex behavior from five very simple rules that can be taught to a child and while only allowing two states for cells (alive and dead). In contrast, von Neumann’s self-replicating cellular automaton had 29 states and a mind-boggling 130,622 cells. This automaton hardly meets von Neumann’s own desire for a self-replicator that is simply defined; can we find a smaller pattern with fewer states?


This question remained open for over three decades. In the meantime, Edgar Codd produced a self-replicating cellular automaton with only eight states in 1968, but the pattern exhibiting the self-replication had nearly 300 million cells. Only in 1984 did Christopher Langton manage to find an 8-state self-replicating cellular automaton with only 86 cells that has come to be called Langton’s loop, shown in the figure below.


[image: Figure: “Langton’s loop”, a configuration of an 8-state cellular automaton. Each square cell is assigned a color based on its state. The cellular automaton from which this is derived has hundreds of…]Figure: “Langton’s loop”, a configuration of an 8-state cellular automaton. Each square cell is assigned a color based on its state. The cellular automaton from which this is derived has hundreds of different rules specifying how a cell transitions from one state to another in the next generation based on the states of its neighbors.

Formalizing the rules of an automaton


In what follows, we wish to implement Langton’s loop and visualize its self-replication for ourselves. But it seems silly to start the whole process over. Instead of treating Langton’s loop as a separate case to the Game of Life, why don’t we devise an algorithm that implements any two-dimensional cellular automaton? We can state this goal as the following computational problem; solving this problem will illustrate another paradigm of programming, which is generalizing an existing solution to a specific problem to solve a broader problem.



    Cellular Automaton Problem

    Input: An initial configuration of a cellular automaton initialBoard, an integer numGens, and a collection of rules rules for the automaton.

Output: All numGens + 1 configurations of the automaton over numGens generations starting with initialBoard and following the rules indicated in rules.
  

To make the Cellular Automaton Problem more concrete, we need to do two things. First, as we transition from two states to an arbitrary number of states, using boolean variables in our array will no longer suffice. To address this issue, we will represent an arbitrary automaton as a two-dimensional array of integers.


Second, we need a clear and concise way of representing the rules of a cellular automaton.



    STOP: How could we succinctly summarize the rules of the Game of Life? What about the rules of an arbitrary cellular automaton?

  

One way to succinctly represent the rules of a two-state automaton like the Game of Life would be with what is known as BySx format. In this format, y is the number of live neighbors needed for “birth” (i.e., for a dead cell to become alive), and x is the number of live neighbors for “survival” (i.e., for an alive cell to remain alive). The BySx format for the Game of Life is B3S23; if we know that birth can only happen with three live neighbors, and that survival can only happen with two or three live neighbors, then the conditions for a cell dying or remaining dead can be inferred immediately.


Yet unfortunately BySx format will not work for a general cellular automaton with more than two states, not to mention rules that  not only count the number of cells of a certain type in a cell’s neighborhood, but that also account for the configuration of these cells. For example, a two-state automaton might update a given live cell with two live neighbors to be alive or dead depending on the configuration of those two neighbors, as illustrated in the figure below.



    STOP: How can we represent each of the two rules in the figure below succinctly?

  

[image: Figure: (Left) Two different configurations of two live cells in the Moore neighborhood of a given live cell in a hypothetical two-state cellular automaton. (Right) The top rule keeps this cell…]Figure: (Left) Two different configurations of two live cells in the Moore neighborhood of a given live cell in a hypothetical two-state cellular automaton. (Right) The top rule keeps this cell alive, whereas the bottom rule makes it dead.

To represent a cell and its Moore neighborhood, we will use a neighborhood string containing nine symbols. The first character encodes the state of the cell under consideration, and the next eight characters encode the states of the neighbors of the cell. In this chapter, we will read the neighbors clockwise from top left. For example, using “0” to denote “dead” and “1” to denote “alive”, the two neighborhoods on the left side of the figure above would be represented as “100001001” and “100100001”.



    Note: When converting a Moore neighborhood to a string, we could start at a different neighbor or proceed counterclockwise, as long as we were always consistent in this choice.

  


    Exercise: Draw the nine cells corresponding to the neighborhood string “011100110”.

  

We can now represent a cellular automaton’s rules as a rule map whose keys are neighborhood strings and whose values are integer, where we associate each neighborhood string to the value of the cell in the next generation according to the neighborhood. For example,  we could represent the two rules in the figure above with a map containing “100001001”:1 and “100100001”:0.



    Exercise: How many rules does a generalized two-state cellular automaton have?

  

To answer the preceding exercise, both a cell and each of its neighbors can be either alive or dead, so that the neighborhood strings will be every possible string of zeroes and ones of length 9. As a result, a cellular automaton will need 29 = 512 different strings to represent all possible rules.



    Exercise: Exercise (Challenge): How many different possible two-state cellular automata “games” are there? How many different possible k-state cellular automata “games” are there?

  

von Neumann neighborhoods


We have moved our target from programming a single cellular automaton to programming any of a cosmically large number of automata. But before we undertake this goal, we will make the problem even more general by introducing a new neighborhood used by many automata, including Langton’s loop and the automaton that von Neumann introduced. In the von Neumann neighborhood of a cell, we only consider a cell’s four adjacent cells (see figure below).


[image: Figure: A cell’s eight-state Moore neighborhood of a cell (left) and its four-state von Neumann neighborhood (right). Neighborhood cells are shown in blue.]Figure: A cell’s eight-state Moore neighborhood of a cell (left) and its four-state von Neumann neighborhood (right). Neighborhood cells are shown in blue.

We should also adapt our rule strings to accommodate cellular automata with von Neumann neighborhoods. The neighborhood string of a cell will consist of the cell’s state in addition to those of its four neighbors; our convention is to read the neighbors clockwise, starting with the top neighbor. As a result, the two rules illustrated in the figure below are represented by “10001”:1 and “01110”:0.


[image: Figure: Two hypothetical rules for a two-state cellular automaton whose rules are based on the von Neumann neighborhood of a given cell; these rules can be represented by “100011”:1 and “011100”:0.]Figure: Two hypothetical rules for a two-state cellular automaton whose rules are based on the von Neumann neighborhood of a given cell; these rules can be represented by “100011”:1 and “011100”:0.


    Exercise: Exercise (Challenge): How many different possible k-state cellular automata are there if we use a von Neumann neighborhood?

  

Now that we have found a way to represent the rules of an arbitrary cellular automaton, we can improve our statement of the Cellular Automaton Problem.



    Cellular Automaton Problem

    Input: An initial configuration of a cellular automaton initialBoard, an integer numGens, a string neighborhoodType indicating the type of neighborhood considered, and a map of strings to integers rules encoding the rules of the automaton.

Output: All numGens + 1 configurations of this board over numGens generations starting with initialBoard, following the rules indicated in ruleStrings and using the indicated neighborhood type neighborhood.
  


    Exercise: Technically, we will only be able to represent cellular automata with ten states or fewer, since we will only be able to use the digits 0 to 9 to represent states. However, for the purposes of this chapter, this assumption will suffice, especially if you have completed our challenge exercise on counting the number of possible cellular automata with ten states. 😉

  

Implementing a general cellular automaton


Writing the highest level function


We need to generalize our function hierarchy for PlayGoL() to a function hierarchy for a function PlayAutomaton() solving the Cellular Automaton Problem. This function will need to take two additional parameters: neighborhoodType is a string that will either be equal to “vonNeumann” or “Moore”, and rules is a map of strings to integers containing the rules for the automaton. Using PlayGameOfLife() as a model, we obtain the following function, where we pass neighborhoodType and ruleStrings to a generalized UpdateBoard() subroutine.


PlayAutomaton(initialBoard, numGens, neighborhoodType, rules)
    boards ← array of numGens+1 game boards
    boards[0] ← initialBoard
    for every integer i from 1 to numGens
        boards[i] ← UpdateBoard(boards[i – 1], neighborhoodType, rules)
    return boards


Updating one generation of an automaton


As for UpdateBoard(), we will apply the same idea, passing both of the new parameters down into an appropriate subroutine and delaying details for as long as we can.


UpdateBoard(currentBoard, neighborhoodType, rules)
    numRows ← CountRows(currentBoard)
    numCols ← CountColumns(currentBoard)
    newBoard ← InitializeBoard(numRows, numCols)
    for every integer r between 0 and numRows – 1
        for every integer c between 0 and numCols – 1
            newBoard[r][c] ← UpdateCell(currentBoard, r, c, neighborhoodType, rules)
    return newBoard


Updating one cell


To update a single cell, we will need to look for the key in rules that is equal to the neighborhood string of the given cell, and then return the value associated with this string in rules. As a result, UpdateCell() will be a very short function if we assume a subroutine NeighborhoodToString() that takes as input a game board currentBoard, integers r and c, and neighborhoodType, and that returns the neighborhood string of currentBoard[r][c].


UpdateCell(currentBoard, r, c, neighborhoodType, rules)
    neighborhood ← NeighborhoodToString(currentBoard, r, c, neighborhoodType)
    return rules[neighborhood]


Generating the neighborhood of a cell as a string


We are now at the bottom of our function hierarchy and are ready to implement NeighborhoodToString(). As is often the case at the bottom of the function hierarchy, this function gets pretty ugly, but at least it gives us the opportunity to practice our skills with indexing a two-dimensional array.


NeighborhoodToString(currentBoard, r, c, neighborhoodType)
    neighborhood ← "" + currentBoard[r][c]
    if neighborhoodType = "Moore"
        ruleString ← ruleString + currentBoard[r-1][c-1] + currentBoard[r-1][c] + currentBoard[r-1][c+1] + currentBoard[r][c+1] + currentBoard[r+1][c+1] + currentBoard[r+1][c] + currentBoard[r+1][c-1] + currentBoard[r][c-1]
    else if neighborhoodType = "vonNeumann"
        ruleString ← ruleString + currentBoard[r-1][c] + currentBoard[r][c+1] +  currentBoard[r+1][c] + currentBoard[r][c-1]
    return neighborhood



    STOP: This function has a bug. What is it?

  

As when implementing the Game of Life, the bottom of our function hierarchy for PlayAutomaton() is the time for us to be concerned about cells on the boundary of the board. In particular, with the current implementation of NeighborhoodToString(), any cell on an outside column of the board would have one of its neighbors outside of the range of the board.


We now need to make a design decision with our automata. We could expand our collection of neighborhood strings to handle cells on the outside of the board. Yet for most automata, defining all those rules will become tricky; in fact, Langton did not even consider rules for the exterior of the board when designing his self-replicating cellular automaton. Instead, we will assume that any cells falling outside the board have state equal to 0, which is the default “dead” state used in the background of all cellular automata (and shown in gray in the Langton loop figure).


To implement this idea, we will use a two-dimensional array offsets for which each row contains two values: the x- and y-coordinate of an “offset” value that represents how the difference from r and c, respectively. For example, the offsets for the von Neumann neighborhood are [[-1, -0], [0, 1], [1, 0], [0, -1]]. We can then access the elements of a cell’s neighborhood by ranging over the rows of offsets and adding each row’s x-coordinate (its first element) to r and each row’s y-coordinate (its second element) to c.


Each time we identify the indices of a cell, we check whether this cell is on the board using our old friend InField(). If so, we append this cell’s value to the growing neighborhood string; if not, we append 0 to neighborhood.


These ideas bring us the following revised implementation of NeighborhoodToString(). More importantly, we have now implemented an arbitrary cellular automaton and are ready to convert our work into code!


NeighborhoodToString(currentBoard, r, c, neighborhoodType)
    neighborhood ← "" + currentBoard[r][c]
    offsets ← empty two-dimensional array
    if neighborhoodType = "Moore"
        offsets ← [[-1, -1], [-1, 0], [-1, 1], [0, 1], [1, 1], [1, 0], [1, -1], [0, -1]]
    else if neighborhoodType = "vonNeumann"
        offsets ← [[-1, 0], [0, 1], [1, 0], [0, -1]]
    for i ← 0 to len(offsets) - 1
        x ← offsets[i][0]
        y ← offsets[i][1]
        if InField(currentBoard, r+x, c+y)
            neighborhood ← neighborhood + currentBoard[r+x][c+y]
        else
            neighborhood ← neighborhood + "0"
    return neighborhood



    Exercise: Exercise (Challenge): We could also handle boundary cells by having neighborhoods “wrap around” the sides of the board. For example, cells on the bottom of the board will have cell(s) in the top row as their neighbor. How could we revise NeighborhoodToString() to handle this situation?

  

Design top down, debug bottom up


We will pause to make the point that it would be easy to incorporate bugs into a function like NeighborhoodToString()because of a typo. Imagine, for example, if we were to replace one of the occurrences of -1 in the declaration of offsets with a 1. An irony of top-down programming is that it is probably more difficult to incorporate a bug into a function like PlayAutomaton() that is high up in a function hierarchy because it passes complicated details to subroutines of subroutines. And a benefit of top-down programming is due to the simple fact that it is easier to test and debug a short function than a long one.


In this case, we could test NeighborhoodToString() by giving this function a few small boards with values on edges and corners to make sure that the function works, which is exactly how our autograder works.


Moreover, when testing any top-down code, you should start by testing functions like InField() that are at the bottom of the function hierarchy because they do not call subroutines, so any bugs will be confined to these functions. Once we feel good about our implementation of InField(), we can next consider NeighborhoodToString() as we work our way up the function hierarchy. In short, whereas we often plan our programs top-down, we often debug and test our code bottom-up.


Langton’s Loops and artificial life


The video below shows Langton’s loops in action. Please take a moment to reflect that this simple pattern took 30 years to discover after cellular automata were first discovered. Notice also that the cells not only self-replicate, but after a period of time, they enter a “death” state in which they no longer have cells that change state. In this sense, they mimic life itself.


[image: Watch code along on YouTube]▶ Watch on YouTube



One of the enduring qualities of Langton’s loops is how lifelike they seem. We would not be unreasonable to notice that the loop itself vaguely resembles a cell, or that its three-cell wide outer shell is reminiscent of a biological molecule like DNA that has a two-sided exterior with information represented inside the molecule.


In fact, Langton’s work in the mid-1980s helped launch an entire field of research called artificial life that examined whether we can use models to mimic the complex systems of life and asked some deep questions about the nature of intelligence, such as “Can we build a computational model that simulates the conditions on Earth four billion years ago and that produces early life forms only from chemical reactions?”


You likely have never heard of artificial life because after some early excitement, the field largely failed to produce any substantive research results and mostly flamed out in the 1990s. Artificial life offers an excellent example of what can happen to a perfectly reasonable area of scientific interest when it becomes oversold. Today we have the field of “artificial intelligence”, which was often ridiculed for years only now to demonstrate immense hope and progress.


Finally, while philosophizing, we would return to the start of this chapter and the Fermi paradox. Perhaps we have not seen self-replicating space probes not because alien life isn’t out there, but because other civilizations find self-replicating robots just as difficult to build as we do. If it took 30 years just to discover a simple self-replicating cellular automaton, maybe the fact that the trillions of cells in your body go about their business of self-replication every day is something of such depth and elegance that we take it for granted.


Or maybe the resolution to the Fermi paradox is something much simpler. Maybe our lust for exploration makes us a peculiar species. Maybe the aliens know how to build von Neumann probes, but they are too busy enjoying existence to be bothered.


Continue Learning


The full Programming for Lovers course includes Python code-alongs for every chapter where you will implement the Game of Life and Langton’s loops yourself, along with practice exercises and five additional chapters. Visit programmingforlovers.com to access the free online course.
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