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Preface


Today, written text is still the most popular method of communication. We read stuff on the Internet, 
we write each other emails, send texts and we read books. We’re very comfortable with this type of communication
and that’s one of the main reasons for which chatbots are so popular right now. Being able to chat over the Internet is not
enough though. We need to quickly interact with companies and access our various online accounts. This book’s final
chapter is indeed about building a chatbot, but I consider the book being much more. It is a great introduction to 
Natural Language Processing from a practical perspective. It touches all adjacent subjects such as: Machine Learning, 
Sentiment Analysis, data gathering, cleaning and various corpora.



  
    
      	 
    

  




Who this book is for



  	You’re a Python Engineer, comfortable with the language, 
and interested in this whole Machine Learning/Natural Language Processing thing.

  	You’re a researcher in Machine Learning/Natural Language Processing 
and are interested in seing a more practical facet of the field.

  	You’re already a NLP Engineer and would like to level up.





  
    
      	 
    

  




Revision History


2018-04-11: First Edition. Initial Release



  
    
      	 
    

  




Feedback and Updates


This book is updated regularly based on reader feedback. 
The plan is to create an updated version every three or four months, depending on the quantity of feedback and my availability.
Anyone who purchased the book will have access to all further updates of the book.
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Introduction


In 1956, John McCarthy coined Artificial Intelligence as the science of creating computer systems that
simulate human intelligence process.
For many years, the Artificial Intelligence field was present mostly in the academic environment.
As technology evolved, companies started to pay more attention to this field but they were hiring only PhDs,
without taking into consideration that the mindset of a scientist isn’t completely aligned with the
development process.
This lead to many AI systems using quirky libraries that weren’t best friends with the production environment.
Therefore, the AI systems were living in a different universe than the rest of the application’s code.



  
    
      	 
    

  




As of recently, the AI software landscape has changed and many developer-friendly tools,
suitable for real-world applications, have emerged.
Nowadays, most of the applications we use on a daily basis have a tiny piece of AI integrated.
You can spot the AI features in applications that use face recognition, speech recognition, predictive analytics,
recommendation of similar products or summarization of hard to digest information.



  
    
      	 
    

  




Since the Artificial Intelligence aims to imitate intelligent human behavior,
it becomes obvious that this field isn’t only broad and complex,
but it also faces a number of diverse problems: reasoning, planning, learning,
natural language processing, social awareness, perception, motion and manipulation, creativity.
Broadly speaking, we can say that an AI system is like a baby: it has all the resources it needs,
but it has to learn how to use them in order to do intelligent things.
So, how will it learn to use them? Well, like a baby: experiences, examples, and communication.



  
    
      	 
    

  




Let’s say you want to build an app to play Tic-Tac-Toe, but you don’t know how to play this game.
You can still build the app by giving it examples of previous games and letting it learn from those examples.
This approach is called Machine Learning (ML) and it represents, in simpler terms,
a method on how to make a machine learn throughout observations from which it gains experience and improves
its performance.



  
    
      	 
    

  




Machine Learning is an absolutely huge and evolving field, under heavy research.
At this moment, its most popular subfield is Deep Learning which studies how to build models using
large neural network architectures with several layers (hence the attribute “deep”).
Due to the depth of its applicability, Deep Learning is a major vector used to achieve undreamt results
and to smash barriers we thought were unbreakable before.



  
    
      	 
    

  




This book doesn’t require advanced Machine Learning knowledge,
but some basic information on this subject might come in handy.
Either way, we will have a brief introduction to Machine Learning, enough for you to be able to understand
the whole book, but not to get bored.



  
    
      	 
    

  




Now let’s say you also want to chat with the app while playing Tic-Tac-Toe.
You will have to make the machine learn how to understand natural (human) language.
Well, the solution for this would be Natural Language Processing (NLP),
that also goes by the name of Natural Language Understanding or Computational Linguistics.
NLP serves as a bridge between Human Language and Computer-Generated Language
and can be integrated with ML in order to achieve amazing results.



  
    
      	 
    

  




What is Natural Language Processing?


The objective of NLP is to transform unstructured text data into knowledge (structured data)
and use that in order to properly interact with humans.
These days, the most popular example is the chatbot.
A chatbot is a conversational agent that interacts directly with a human via a chat-like interface.
The agent should feel in all aspects human-like because,
well, humans already know how to interact with humans so the whole experience should be natural.
The agent’s algorithm transforms the user’s requests into actions,
using internal resources or external APIs to achieve desired goals,
and communicates the results in a natural language back to the human counterpart.



  
    
      	 
    

  




I like to think about grammar as the  science of turning plain language into mathematical objects.
In fact, in the early days of NLP, almost all systems were Rule-Based systems (based on grammar rules)
or modeled as state machines. These systems proved  not to be as flexible as one would desire.
If the sentence is missing a single word making it to not fit the human-crafted pattern,
should we just ignore it? In other words, the boundaries created by this type of system were intransigent
(black or white). We needed more flexibility when dealing with complex phenomena such as the human language.
Here’s where Machine Learning came to help.



  
    
      	 
    

  




NLP spans multiple disciplines. Here are some of them:



  	
Machine Learning: Nowadays, almost any NLP process is built upon a Machine Learning Systems.

  	
Language & Grammar: Understanding how a language works and general grammar rules gets you a long way.

  	
General AI: Knowledge about Rule-Based Systems, Knowledge-Based Systems.

  	
Statistics: Building language models.

  	
Algebra: Matrix operations.




Challenges in Natural Language Processing


It can be quite hard to point exactly why Natural Language Processing is so challenging.
Maybe because natural language is extremely dynamic and we have been using it for a long time now.
In fact, natural language is suffering constant modifications and we have evolved alongside it in deep symbiosis.
Although some of them may sound stupid (as in simple), here are some of the most popular NLP challenges:



  	
Splitting text into sentences - Although this challenge is almost completely solved,
if you come to think of it, it’s not at all trivial.
In the non-formal text, not all sentences are ended by a punctuation mark.
Moreover, not all sentences even start with a capital letter.
People use deep domain knowledge to actually split sentences.
We might not even actually split sentences but rather extract pieces of information
and just understand where one idea ends and another starts.

  	
Ambiguity - A lot of our communication is ambiguous or figurative
and we often use sarcasm or irony. Let’s look at this sentence: “You look sharp!”.
What do you think a computer should make of this sentence?
Should the machine think that the person has a geometry that’s particularly sharp?
We, humans, know that the meaning of the sentence is a figure of speech
(it means that the person is well-dressed).
Another popular example of a sentence with multiple meanings is: “I saw a man on a hill with a telescope”.
When reading it you probably instantly decided that it means:
“There’s a man on a hill, and I’m watching him with my telescope.”.
But there are another four possible meanings and I will leave you the pleasure of discovering them.
(Answers: http://www.byrdseed.com/ambiguous-sentences/)

  	
Emotions - Emotions are hard to define and even harder to identify.
We can think of them as complex states of feeling which are often intertwined with personality and mood.
One of the popular challenges in NLP is called Sentiment Analysis
and it implies detecting the polarity of a text (positive vs negative).
It has applications in analyzing huge numbers of product reviews, quantify online presence and so on.
Here’s a head-scratcher:





  “The best I can say about this product is that it was definitely interesting.”




In this case, the word “interesting” plays a different and more complex role than the classical one.


What makes this book different?


I have an MSc degree in AI and after working several years as a web developer,
I became intrigued about building real-world AI systems.
As I studied this field, I had to deal with irreproducible, incomplete and hard to grasp research papers.
Sure, there are a lot of ML and NLP books out there,
but here’s what I hated about most books: they only present one part of the problem.
This made me start writing a blog and after researching a bunch of sources,
I’ve succeeded to build some complete, concise and compilable (as in runnable) code samples.


NLP for Hackers has emerged from the great response I had to my blog and it contains several recipes
on how to solve common problems regarding Natural Language Processing.


This is not your typical research-oriented book that exposes the theoretical approach and uses clean
datasets that you can only find in introductory courses and never in the real world.
This is a hands-on, practical course on getting started with Natural Language Processing and learning
its key concepts while coding. No guesswork required.


Here’s where I think most books fall short:



  	They only focus on how to train a machine learning model.

  	
They don’t train useful models, like a part of speech tagger or a named entity extractor
(We’re going to do both here). The process of training this kind of models remains a mystery for
most people.

  	
They use perfect datasets (from the academia) which are useless in the real world. In the real
world, data is not perfect.

  	They almost never explain the data gathering process.

  	The systems built usually remain stuck in a Python script or a Jupyter notebook. They rarely get wrapped in an API that can be queried and plugged into a real system.




Throughout the book, you’ll get to touch some of the most important and practical areas of
Natural Language Processing. Everything you do will have a working result.
Here are some things you will get to tackle:



  	Build your own Text Analysis engine

  	Understand how data-gathering works in the real world

  	Build a Twitter listener that performs Sentiment Analysis on a certain subject

  	Clean and standardise messy datasets

  	Understand how to fine tune Natural Language models

  	Learn how chatbots work

  	Understand how the classic NLP tools are actually built, enabling you to create your own: Part of Speech Tagger, Shallow Parser, Named Entity Extractor and Dependency Parser




The book contains complete code snippets and step-by-step examples.
No need to fill in the blanks or wonder what the author meant.
Everything is written in concise, easy-to-read Python3 code.









Part 1: Introduction to NLTK


In this part we’re going to dive head first into Natural Language Processing.
We’re going to get familiar with some basic NLP concepts.
Here are a few things we’re going to cover:



  	Splitting text into sentences and splitting sentences into words.

  	Learning how to use NLTK’s default models for tagging and entity extraction.

  	Building a vocabulary.

  	Understanding why stemmers and lemmatizers are useful and what’s the difference between them.










NLTK Fundamentals


NLTK (Natural Language ToolKit) is probably the most well known Python Natural Language Processing library.
You can find the official website here: http://www.nltk.org/.
There’s a lot of discussion around it whether it really is a production-ready library.
I believe that the pre-trained models that come with it are not the best out there,
but NLTK is definitely a great library for:



  	
Learning NLP - the API is simple & well-designed, full of good didactic examples

  	
Prototyping - before building performant systems, you should build a prototype
so you can prove how cool your new app is.




Here’s a detailed list with pros & cons for NLTK:



  
    
      	PROS
      	CONS
    

  
  
    
      	Perfect for getting started with Natural Language Processing
      	Doesn’t come with super powerful pretrained models (there are other frameworks out there that provide far-better models)
    

    
      	 
      	 
    

    
      	Comes bundled with a lot of useful corpora, great for experimenting
      	No DeepLearning capabilities
    

    
      	 
      	 
    

    
      	Simple/Pythonic API, beautiful abstractions
      	Slow and unscalable
    

    
      	 
      	 
    

    
      	Some connectors to various libraries (like StanfordPOSTagger, SennaTagger)
      	 
    

    
      	 
      	 
    

  




Here’s how I usually go about starting a project:



  	Build a prototype using the stuff that’s in NLTK

  	Augment it with custom models (maybe built with scikit-learn) for better accuracy and performance using the base classes in NLTK.

  	If more is needed, move to a high-performance library or to 3rd-party specialized services.




Installing NLTK


I remind you that this book requires basic Python programming experience and package management.
That being said, the best way to get started is to create a separate Python3 virtual environment:



  Create Python3 Environment
$ virtualenv -p python3 envname






and install NLTK using the following command:



  Install nltk
$ pip install nltk






After installing, you need to download all the NLTK data. That includes the various corpora,
grammars and pre-trained models. Open a Python console and run:



  Download nltk data
import nltk
nltk.download('all')






The best way to read this book is to write the code as you progress.
You can either create a simple Python3 file and write the code from every section,
or if you have experience, you can create Jupyter Notebooks for a more interactive experience.


Splitting Text


Until now, you probably haven’t put a lot of thought into how difficult can the task of splitting
text into sentences and/or words be. Let’s identify the most common issues using a sample text
from NLTK and see how the NLTK sentence splitter performs in various situations.



  Getting sample text from nltk.corpus
from nltk.corpus import reuters

print(reuters.raw('test/21131')[:1000], '...')






Let’s pick a text from a news article that includes a few examples of the difficulties one may encounter:



  AMPLE SUPPLIES LIMIT U.S. STRIKE’S OIL PRICE IMPACT
  Ample supplies of OPEC crude weighing on
  world markets helped limit and then reverse oil price gains
  that followed the U.S. Strike on an Iranian oil platform in the
  Gulf earlier on Monday, analysts said.
      December loading rose to 19.65 dlrs, up 45 cents before
  falling to around 19.05/15 later, unchanged from last Friday.
      “Fundamentals are awful,” said Philip Lambert, analyst with
  stockbrokers Kleinwort Grieveson, adding that total OPEC
  production in the first week of October could be above 18.5 mln
  bpd, little changed from September levels.
      Peter Nicol, analyst at Chase Manhattan Bank, said OPEC
  production could be about 18.5-19.0 mln in October. Reuter and
  International Energy Agency (IEA) estimates put OPEC September
  production at 18.5 mln bpd.
      The U.S. Attack was in retaliation of last Friday’s hit of
  a Kuwaiti oil products tanker flying the U.S. Flag, the Sea
  Isle City. …




I chose this particular text from a news article because it emphasizes how humans split into sentences
by using a lot of prior knowledge about the world.
Taking it even deeper, this prior knowledge can’t be seen as a massive library of information
because it is filtered by the author’s subjectivism. This being said,
here are some challenges you may face when splitting text into sentences:



  	
not all punctuation marks indicate the end of a sentence
(from the example above: “U.S.”, “19.65”, “19.05/15”, etc. )

  	not all sentences end with a punctuation mark
(e.g. text from social platforms)

  	not all sentences start with a capitalized letter
(e.g. some sentences start with a quotation mark or with numbers)

  	not all capitalized letters mark the start of a sentence
(from the example above: “The U.S. Attack”, “U.S. Flag”)




Now that we’ve identified some difficulties, let’s see how the NLTK sentence splitter
works and how well it performs by analyzing the results we get.



  Introducing nltk.sent_tokenize
import nltk
from nltk.corpus import reuters

sentences = nltk.sent_tokenize(reuters.raw('test/21131')[:1000])
print("#sentences={0}\n\n".format(len(sentences)))
for sent in sentences:
    print(sent, '\n')






Results from nltk.sent_tokenize:



  nltk.sent_tokenize results
#sentences=8


AMPLE SUPPLIES LIMIT U.S. STRIKE'S OIL PRICE IMPACT
  Ample supplies of OPEC crude weighing on
  world markets helped limit and then reverse oil price gains
  that followed the U.S. Strike on an Iranian oil platform in the
  Gulf earlier on Monday, analysts said.

December loading rose to 19.65 dlrs, up 45 cents before
  falling to around 19.05/15 later, unchanged from last Friday.

"Fundamentals are awful," said Philip Lambert, analyst with
  stockbrokers Kleinwort Grieveson, adding that total OPEC
  production in the first week of October could be above 18.5 mln
  bpd, little changed from September levels.

Peter Nicol, analyst at Chase Manhattan Bank, said OPEC
  production could be about 18.5-19.0 mln in October.

Reuter and
  International Energy Agency (IEA) estimates put OPEC September
  production at 18.5 mln bpd.

The U.S.

Attack was in retaliation of last Friday's hit of
  a Kuwaiti oil products tanker flying the U.S.

Flag, the Sea
  Isle City.






As you can see,  the results are not perfect: the last three sentences are actually a single sentence.
The NLTK sentence splitter was fooled by the full stop and the capitalized letter.


The NLTK splitter is a rule-based system that keeps lists of abbreviations,
words that usually go together and words that appear at the start of a sentence.
Let me show you an example where the NLTK splitter doesn’t fail:



  Introducing nltk.sent_tokenize, take 2
import nltk

print(nltk.sent_tokenize("The U.S. Army is a good example."))

# ['The U.S. Army is a good example.'] - only one sentence, no false splits






Let’s talk about splitting sentences into words. The process is almost the same,
but the solution for word tokenization is easier and more straightforward.



  Introducing nltk.word_tokenize
import nltk

print(nltk.word_tokenize('The U.S. Army is a good example.'))
# ['The', 'U.S.', 'Army', 'is', 'a', 'good', 'example', '.']






The word_tokenize function uses the nltk.tokenize.treebank.TreebankWordTokenizer class.
The TreebankWordTokenizer is a rule-based system that splits sentences into words according
to the rules in the Penn Treebank corpus that makes heavy use of regular expressions.


Here are the rules followed by the word tokenizer, extracted from the NLTK documentation:



  	split standard contractions, e.g. “don’t” → “do n’t” and “they’ll” → “they ‘ll”


  	treat most punctuation characters as separate tokens

  	split off commas and single quotes, when followed by whitespace

  	separate periods that appear at the end of line




Building a vocabulary


You will often want to compute some word statistics.
NLTK has some helpful classes to quickly compute the metrics you’re after, like nltk.FreqDist.
Here’s an example of how you can use it:



  Build a vocabulary
import nltk


fdist = nltk.FreqDist(nltk.corpus.reuters.words())

# top 10 most frequent words
print(fdist.most_common(n=10))
# [('.', 94687), (',', 72360), ('the', 58251), ('of', 35979), ('to', 34035), ('in', 26478), ('said', 25224), ('and', 2504\
3), ('a', 23492), ('mln', 18037)]

# get the count of the word `stock`
print(fdist['stock'])  # 2346

# get the count of the word `stork`
print(fdist['stork'])  # 0  :(

# get the frequency of the word `the`
print(fdist.freq('the'))  # 0.033849129031826936

# get the words that only appear once (these words are called hapaxes)
print(fdist.hapaxes())
# Hapaxes usually are `mispeled` or weirdly `cApiTALIZED` words.

# Total number of distinct words
print(len(fdist.keys()))  # 41600

# Total number of samples
print(fdist.N())  # 1720901






Fun with Bigrams and Trigrams


You’ll hear about bigrams and trigrams a lot in NLP.
There are nothing but  pairs or triplets of adjacent words.
If we would generalize the term to bigger lengths, we get ngrams.


Ngrams are used to build approximate language models,
but they are also used in text classification tasks or as features for various
other natural language statistical models.
Bigrams and trigrams are especially popular because usually going further in size,
you don’t get any significant performance boost but rather a more complex model.
Here are some shortcuts to work with:



  Extracting bigrams & trigrams
from nltk import bigrams, trigrams, word_tokenize
 
text = "John works at Intel."
tokens = word_tokenize(text)
 
print(list(bigrams(tokens)))  # the `bigrams` function returns a generator, so we must unwind it
# [('John', 'works'), ('works', 'at'), ('at', 'Intel'), ('Intel', '.')]
 
print(list(trigrams(tokens)))  # the `trigrams` function returns a generator, so we must unwind it
# [('John', 'works', 'at'), ('works', 'at', 'Intel'), ('at', 'Intel', '.')]






A particular subset of a texts bigrams/trigrams are the collocations.
To better understand what the collocations are, you can think of them like an expression of
multiple words which commonly co-occur.
Collocations can tell us a lot about the text they are extracted from and can be used as
important features in different tasks.


Here’s how to compute them using some handy NLTK functions:



  Extracting collocations
import nltk
from nltk.collocations import BigramAssocMeasures, BigramCollocationFinder
from nltk.collocations import TrigramAssocMeasures, TrigramCollocationFinder

bigram_measures = BigramAssocMeasures()
trigram_measures = TrigramAssocMeasures()

# Compute length-2 collocations
finder = BigramCollocationFinder.from_words(nltk.corpus.reuters.words())
 
# only bigrams that appear 5+ times
finder.apply_freq_filter(5)
 
# return the 50 bigrams with the highest PMI (Pointwise Mutual Information)
print(finder.nbest(bigram_measures.pmi, 50))
# among the collocations we can find stuff like: (u'Corpus', u'Christi') ...
 
# Compute length-3 collocations
finder = nltk.collocations.TrigramCollocationFinder.from_words(nltk.corpus.reuters.words())

# only trigrams that appear 5+ times
finder.apply_freq_filter(5)
 
# return the 50 trigrams with the highest PMI
print(finder.nbest(trigram_measures.pmi, 50))
# among the collocations we can find stuff like: (u'Special', u'Drawing', u'Rights') ...
 







    Pointwise Mutual Information


  PMI is a measure that indicates the association between two variables: how likely is that these two values appear together?
[image: pmi(x, y) = log(\cfrac{p(x, y)}{p(x)p(y)})]




If you’d take a look at the results, you’ll recognize that most of the collocations
are in fact real world entities like: people, companies, events, documents, laws, etc.


Part Of Speech Tagging


Part of Speech Tagging (or POS Tagging, for short) is probably the most popular challenge
in the history of NLP. POS Tagging basically implies assigning a
grammatical label to every word in a sequence (usually a sentence). When I say grammatical label,
I mean: Noun, Verb, Preposition, Pronoun, etc.


In NLP, a collection of such labels is called a tag set.
The most widespread one is: Penn Treebank Tag Set.
Below is the alphabetical list of part-of-speech tags used in the Penn Treebank Project:



  
    
      	Tag
      	Description
    

  
  
    
      	CC
      	Coordinating conjunction
    

    
      	CD
      	Cardinal number
    

    
      	DT
      	Determiner
    

    
      	EX
      	Existential there
    

    
      	FW
      	Foreign word
    

    
      	IN
      	Preposition or subordinating conjunction
    

    
      	JJ
      	Adjective
    

    
      	JJR
      	Adjective, comparative
    

    
      	JJS
      	Adjective, superlative
    

    
      	LS
      	List item marker
    

    
      	MD
      	Modal
    

    
      	NN
      	Noun, singular or mass
    

    
      	NNS
      	Noun, plural
    

    
      	NNP
      	Proper noun, singular
    

    
      	NNPS
      	Proper noun, plural
    

    
      	PDT
      	Predeterminer
    

    
      	POS
      	Possessive ending
    

    
      	PRP
      	Personal pronoun
    

    
      	PRP$
      	Possessive pronoun
    

    
      	RB
      	Adverb
    

    
      	RBR
      	Adverb, comparative
    

    
      	RBS
      	Adverb, superlative
    

    
      	RP
      	Particle
    

    
      	SYM
      	Symbol
    

    
      	TO
      	to
    

    
      	UH
      	Interjection
    

    
      	VB
      	Verb, base form
    

    
      	VBD
      	Verb, past tense
    

    
      	VBG
      	Verb, gerund or present participle
    

    
      	VBN
      	Verb, past participle
    

    
      	VBP
      	Verb, non-3rd person singular present
    

    
      	VBZ
      	Verb, 3rd person singular present
    

    
      	WDT
      	Wh-determiner
    

    
      	WP
      	Wh-pronoun
    

    
      	WP$
      	Possessive wh-pronoun
    

    
      	WRB
      	Wh-adverb
    

  




Your instinct now might be to run to your high school grammar book  but don’t worry,
you don’t really need to know what all those POS tags mean.
In fact, not even all corpora implement this exact tag set, but rather a subset of it.
For example, I’ve never encountered the LS (list item marker) or the PDT (predeterminer)
anywhere.


Part-Of-Speech tagging also serves as a base of deeper NLP analyses.
There are just a few cases when you’ll work directly with the tagged sentence.
A scenario that comes to mind is keyword extraction, when usually you only want to extract
the adjectives and nouns.
In this case, you use the tags to filter out those words that can’t be a keyword.


If you’re not familiar with the task, nowadays,
POS tagging is done with machine learning models.
But a while ago, POS taggers we’re rule-based. Using regular expressions and various heuristics,
the POS tagger would determine an appropriate tag.
Here’s an example of such subset of rules:



IF word in (I, you, he, her, it, we, them) THEN tag='PRONOUN'

IF previous_word.tag == 'PRONOUN' and word.last_letter == 's' THEN tag='VERB'






It may seem like a rather massive oversimplification, but this is the general idea.
The challenge was to come up with rules that best described the phenomena that is the human language.
But, as you go deeper and deeper, the rules become more and more complex,
getting harder to keep track with which rules did what,
if there were rules that were contradicting one another etc.
Moreover, humans don’t usually excel at noticing correlations between a great number of variables.
In this case, the variables could have been:



  	Previous words

  	Following words

  	Prefixes, Suffixes

  	Previous POS tags

  	Word capitalization




Mathematical algorithms are better at estimating which  are the optimum rules for correctly tagging words.
Thus, the field turned to machine learning and the approach became something like this:



  	Get some humans to annotate some texts with POS tags (we’ll call this the gold standard)

  	Get other humans to build some mathematical models to predict tags using a large part of the
gold standard corpus (this is called training the model)

  	Using the remaining part of the gold standard corpus, assess how well the model is performing on
data the model hasn’t seen yet (this is called testing the model)




This may seem complicated, and it usually is presented as such, but throughout this book,
we’ll be demistifying all of these algorithms.
To start doing POS tagging we don’t need much because NLTK comes with some pre-trained POS tagger models.
It’s super easy to get started and here’s how:



  Introducing nltk.pos_tag
import nltk


sentence = "Things I wish I knew before I started blogging."
tokens = nltk.word_tokenize(sentence)

print("Tokens: ", tokens)
# Tokens:  ['Things', 'I', 'wish', 'I', 'knew', 'before', 'I', 'started', 'blogging', '.']

tagged_tokens = nltk.pos_tag(tokens)

print("Tagged Tokens: ", tagged_tokens)
# Tagged Tokens:  [('Things', 'NNS'), ('I', 'PRP'), ('wish', 'VBP'), ('I', 'PRP'), ('knew', 'VBD'), ...






It is as straight-forward and easy as this, but keep in mind that the NLTK trained model is not the best.
It’s a bit slow and not the most precise. It is well suited though for doing toy projects or prototyping.


Named Entity Recognition


Named Entity Recognition (NER for short) is almost as well-known and studied as POS tagging.
NER implies extracting named entities and their classes from a given text.
The usual named entities we’re dealing with stand for: People, Organizations, Locations, Events, etc.
Sometimes, things like currencies, numbers, percents, dates and time expressions can be considered named entities even
though they technically aren’t. The entities are used in information extraction tasks and usually,
these entities can be attributed to a real-life object or concept.
To make things clearer, let me give you some examples:



  	if we extract a name of a person from a text, we can associate it with a Facebook profile,
email address or even a unique identification number

  	if we extract a date/time, we can associate the string with an actual slot in a calendar.

  	if we extract a location, we can associate it with some exact coordinates in Google Maps.





  Using the nltk.ne_chunk function
import nltk

# Adapted from Wikipedia:
# https://en.wikipedia.org/wiki/Surely_You%27re_Joking,_Mr._Feynman!

sentence = """The closing chapter, is adapted from the address that
Feynman gave during the 1974 commencement exercises
at the California Institute Of Technology. """

# tokenize and pos tag
tokens = nltk.word_tokenize(sentence)
tagged_tokens = nltk.pos_tag(tokens)
ner_annotated_tree = nltk.ne_chunk(tagged_tokens)

print(ner_annotated_tree)

# (S
#   The/DT
#   closing/NN
#   chapter/NN
#   ,/,
#   is/VBZ
#   adapted/VBN
#   from/IN
#   the/DT
#   address/NN
#   that/IN
#   (PERSON Feynman/NNP)
#   gave/VBD
#   during/IN
#   the/DT
#   1974/CD
#   commencement/NN
#   exercises/NNS
#   at/IN
#   the/DT
#   (ORGANIZATION California/NNP Institute/NNP Of/IN Technology/NNP)
#   ./.)






Notice that the result has a single or multiple tokens bundled up in entities:



  	
Feynman = PERSON


  	
California Institute Of Technology = ORGANIZATION





Also notice that we needed to POS tag the sentence first before feeding it to the ne_chunk function.
This is because the function uses the POS tags as features that contribute decisively to predicting
whether something is an entity or not. The most accessible examples are the tags NNP and NNPS.
What do you think is the reason these tags help the NE extractor find entities?


Let’s pay a closer look at the ne_chunk function. Chunking means taking the tokens of a sentence and grouping
them together, in chunks. In this case, we grouped the tokens belonging to the same named entity into a single chunk.
The data structure that facilitates this is nltk.Tree.
The tokens of a chunk are all children of the same node.
All the other non-entity nodes and the chunk nodes are children of the same root node: S.
Here’s a quick way to visualize these trees:



  Drawing a nltk.Tree
import nltk

sentence = """Jim goes to Harvard."""
tokens = nltk.word_tokenize(sentence)
tagged_tokens = nltk.pos_tag(tokens)
ner_annotated_tree = nltk.ne_chunk(tagged_tokens)
ner_annotated_tree.draw()






This is how the tree will look:




  [image: Named Entity Tree]
  Named Entity Tree



The same things that we’ve said about the NLTK tagger are true for the NLTK Named Entity Chunker:
it’s not perfect.


In the next section we will explore another valuable resource that’s bundled up in NLTK: Wordnet.








Learning to Classify Text


With the data we gathered in the previous section, we can now build our text analysis service.
At the core, the service will use a classifier similar to the one we created earlier, in chapter 2.2.
The main difference would be that the input for this classifier won’t be a single word, but an entire block of text.


This means we can use words as features and more precisely, we can use word counts as features.
We will then train a classifier to decipher the correlations between the word counts for us.
The main thing to note here is that categories contain certain words with a certain frequency.


Text Feature Extractor


Remember that in the previous chapter we transformed a word, a name to be more specific, into a feature vector.
Now, will perform a similar operation on a block of text.
Let’s take a random sentence and transform it into the feature space:



  How much wood does a woodchuck chuck if a woodchuck could chuck wood




This is how this sentence would look transformed into the feature space:



  Tongue Twister to Feature Space
{
    'wood': 2,
    'a': 2,
    'woodchuck': 2,
    'chuck': 2,
    'wow': 1,
    'much': 1,
    'does': 1,
    'if': 1,
    'could': 1
}






Here’s how simple it is to transform it:



  Convert Text to Dictionary
import collections

text = """
How much wood does a woodchuck chuck
if a woodchuck could chuck wood
"""

print(collections.Counter(text.lower().split()))






One thing that might throw you off at this point is that this method doesn’t take into consideration the order of the words
inside a text. This is one of the known drawbacks of this method.
Using word counts is an approximation and this type of approximation is called Bag of Words.


There are methods that deal with actual sequences, such as Hidden Markov Models or Recurrent Neutral Networks,
but using these type of methods are not the subject of this book.


Bag of Words models are really popular and widely used because they are simple and can perform pretty well.
We can get even better approximations of the sequence using bigram or trigram models.


As we discussed in the first chapters, a bigram is a pair of adjacent words inside a sentence and a trigram is a triplet of
such words. Here’s how to compute them for a given text using nltk utils:



  Compute Bigram and Trigram Features
import nltk
import collections
from pprint import pprint

text = """
How much wood does a woodchuck chuck
if a woodchuck could chuck wood
"""

bigram_features = collections.Counter(
    list(nltk.bigrams(text.lower().split())))

trigram_features = collections.Counter(
    list(nltk.trigrams(text.lower().split())))


pprint(bigram_features)
pprint(trigram_features)






Here are the results:



  Bigram and Trigram Features
{
    ('a', 'woodchuck'): 2,
    ('how', 'much'): 1,
    ('much', 'wood'): 1,
    ('wood', 'does'): 1,
    ('does', 'a'): 1,
    ('woodchuck', 'chuck'): 1,
    ('chuck', 'if'): 1,
    ('if', 'a'): 1,
    ('woodchuck', 'could'): 1,
    ('could', 'chuck'): 1,
    ('chuck', 'wood'): 1
}

{
    ('how', 'much', 'wood'): 1,
    ('much', 'wood', 'does'): 1,
    ('wood', 'does', 'a'): 1,
    ('does', 'a', 'woodchuck'): 1,
    ('a', 'woodchuck', 'chuck'): 1,
    ('woodchuck', 'chuck', 'if'): 1,
    ('chuck', 'if', 'a'): 1,
    ('if', 'a', 'woodchuck'): 1,
    ('a', 'woodchuck', 'could'): 1,
    ('woodchuck', 'could', 'chuck'): 1,
    ('could', 'chuck', 'wood'): 1
}






Some things to have in mind before we move forward:
using bigrams and trigrams makes the feature space way larger because of
the combinatorial explosion, meaning:



  	The vocabulary size is [image: | V | = N]


  	The size of feature space of the Bag Of Words model is [image: N]


  	The size of feature space of the Bigram model is at most [image: N^2]


  	The size of feature space of the Trigram model is at most [image: N^3]





Scikit-Learn Feature Extraction


Now that we’ve covered how a text gets transformed to features, we can move on to how this is actually done in practice.
Scikit-Learn has special vectorizers for dealing with text that come in handy.



  Scikit-Learn CountVectorizer
from sklearn.feature_extraction.text import CountVectorizer


text = """
How much wood does a woodchuck chuck
if a woodchuck could chuck wood
"""

vectorizer = CountVectorizer(lowercase=True)

# "train" the vectorizer, aka compute the vocabulary
vectorizer.fit([text])

# transform text to features
print(vectorizer.transform([text]))

#  (0, 0)	2
#  (0, 1)	1
#  (0, 2)	1
#  (0, 3)	1
#  (0, 4)	1
#  (0, 5)	1
#  (0, 6)	2
#  (0, 7)	2






Analyzing the results, you will notice that the right column represents the counts of the words which have exactly the same values
as the ones we computed earlier with the Counter function, while the left column represents the indices (sample_index, word_index_in_vocabulary).


Scikit-Learn works mainly with matrices and almost all components require a matrix as input.
The vectorizer transforms a list of texts (notice how both fit and transform get a list of texts as input)
into a matrix of size (sample_count, vocabulary_size).
The purpose of the fit method is to compute the vocabulary
(thus the vocabulary size) by computing how many different words we have.
Let’s find out what happens when we use words outside the vocabulary:



  Scikit-Learn CountVectorizer
result = vectorizer.transform(["Unseen words", "BLT sandwich"])
print(type(result), result, result.shape)






As you can notice, we get an empty matrix with all values set to 0.
That means none of the known features (words) have been detected
and that’s why our print statement doesn’t output anything.


Text Classification with Naive Bayes


In my opinion, understanding how vectorizers work on text is probably the hardest part of text classification.
By now we covered all the essentials and that is well understood, so we’re now ready to read the data and train our classifier.



  Scikit-Learn MultinomialNB
import pandas as pd
from sklearn.feature_extraction.text import CountVectorizer
from sklearn.naive_bayes import MultinomialNB
from sklearn.model_selection import train_test_split

# Let's print a snippet of the documentation for Naive Bayes classifier
print(MultinomialNB.__doc__[:415])

# Remember this is where we saved all the data we crawled previously
data = pd.read_csv('./text_analysis_data.csv')

# Where we keep the actual texts
text_samples, labels = []
for idx, row in data.iterrows():
    with open('./clean_data/{0}'.format(row['file_name']), 'r') as text_file:
        text = text_file.read()
        text_samples.append(text)
        labels.append(row['category'])

# Split the data for training and for testing and shuffle it
# keep 20% for testing, and use the rest for training
# shuffling is important because the classes are not random in our dataset
labels = data['category'].as_matrix()
X_train, X_test, y_train, y_test = train_test_split(
    text_samples, labels, test_size=0.2, shuffle=True)

vectorizer = CountVectorizer(lowercase=True)

# Compute the vocabulary using only the training data
vectorizer.fit(X_train)

# Transform the text list to a matrix form
X_train_vectorized = vectorizer.transform(X_train)

classifier = MultinomialNB()

# Train the classifier
classifier.fit(X_train_vectorized, y_train)

# Vectorize the test data
X_test_vectorized = vectorizer.transform(X_test)

# Check our classifier performance
score = classifier.score(X_test_vectorized, y_test)
print("Accuracy=", score)






For this task, I have opted for the Naive Bayes classifier as it’s one of the most used and well-known types
of classifiers for text. Moreover, even its documentation states this:



    Naive Bayes classifier for multinomial models

    The multinomial Naive Bayes classifier is suitable for classification with
    discrete features (e.g., word counts for text classification). The
    multinomial distribution normally requires integer feature counts. However,
    in practice, fractional counts such as tf-idf may also work.

    Read more in the :ref:`User Guide <multinomial_naive_bayes>`.





Chances are, if you’ve ever went through a text classification tutorial, you have used a Naive Bayes classifier.


After training, we got an accuracy of around 0.65 (or 65%).
The accuracy may vary a bit because we shuffle the dataset.
This means we don’t train the classifier on the same data every time we run the script.
Getting a 65% accuracy might not seem good enough, and frankly,
it probably isn’t if you expect people to pay for your text analysis service.
 However, it’s not a bad number and here’s why:



  	The dataset size was pretty small. It’s hard to say what’s an appropriate dataset size for this task but
my recommendation would be at least a couple of tens of thousands.

  	The dataset is not gold quality, meaning it wasn’t humanly annotated.
If you analyze the dataset, you’ll see misclassified samples (even if you only look at titles).
This misclassified samples can damage the overall performance of the classifier.

  	A 65% accuracy on a 2-class problem is different than a 65% accuracy on a 25-class problem
(which is our case). If we were to select a random class from the 25 classes
for every single sample, we’d only achieve a 4% accuracy.
But if we select randomly from the 2-class problem, we would achieve 50%.
Therefore, the fact that we were able to achieve 65% on our problem doesn’t sound that bad.
It’s a good practice to compare its performance to a random classifier’s performance.




The next step now is to actually classify a text. Let’s see how to do that:



  Taking the classifier for a spin
# Pick a text from the test samples
import random
random_choice = random.randint(0, len(X_test))
text, label = X_test[random_choice], y_test[random_choice]

# Check the text we picked and the expected label
print(text, label)

# Let's use the classifier to predict a label
text_vectorized = vectorizer.transform([text])

# As other scikit-learn methods, predict works on matrices
print(classifier.predict(text_vectorized))












Persisting models


The process of creating a text analysis service can be divided into the following steps: 



  	Training the model given some labelled data. 
Usually, the trained model has to satisfy some acceptance criteria. 
That is why this step is often semi-automated as it requires a certain amount of human intervention, 
such as adjusting parameter or the training set. 

  	Storing and loading the model.
We need a way to save the trained model to disk because we don’t want to retrain 
the model every time the server is restarted. Our purpose is to load the trained model from disk, 
so we can use it later when calling the API.

  	Using the model. 
The analysis step is usually done through the API and is 100% automated.
No need for human intervention. We just use the trained model to classify given texts.




We have already covered steps 1 and 3, now let’s see how we can do step 2:



  Persisting the model
import time
from sklearn.externals import joblib

timestamp = int(time.time())
# Save the vectorizer
joblib.dump(vectorizer, './text_analysis_vectorizer_%s.joblib' % timestamp)

# Save the classifier
joblib.dump(classifier, './text_analysis_classifier_%s.joblib' % timestamp)






joblib is part of the Python scientific computing ecosystem. Among others, this module provides
methods for persisting numpy objects (like the ones inside our classifiers and vectorizers)
in an efficient manner. An alternative would be using the classic pickle package.


Let’s load the model and use it:



  Loading the model
# Load the vectorizer
vectorizer = joblib.load('./text_analysis_vectorizer_%s.joblib' % timestamp)

# Load the classifier
classifier = joblib.load('./text_analysis_classifier_%s.joblib' % timestamp)

# Test the loaded component by classifying a text
print(classifier.predict(vectorizer.transform([
    "Marketing for Business Professionals"])))
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