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I. Introduction


1. Purpose of this book

The naming of identifiers (classes, variables, functions, etc) is one of the most frequently-used, timeless, and impactful skills in software engineering. However, it’s rarely analyzed, poorly understood, and poorly executed.

A codebase with good names is a joy. Engineers can understand it quickly, communicate about it easily, and modify it efficiently.

A codebase with bad names is drudgery. Understanding it takes ages. Reasoning about it requires mental gymnastics. Discussing it is unnecessarily challenging. Modifying it is risky and painful.

This book’s goal is to make software engineering more efficient and enjoyable through better naming. This may sound audacious, but we can achieve it by applying the same practical, rigorous structure that we’ve used to improve other aspects of software engineering.



2. Why is naming important?




Your code is for a human first and a computer second. Humans need good names.




— Martin Fowler, Refactoring: Improving the Design of Existing Code





Throughout the modern history of software engineering, many of the field’s experts have emphasized naming’s importance, and many of software engineering’s most well-regarded books on best practices include chapters about naming, including:


	Clean Code (Robert C. Martin) — “Variable Names” [1]

	Code Complete (Steve McConnell) — “Meaningful Names” [2]

	The Pragmatic Programmer (Andrew Hunt, David Thomas) — “Naming Things” [3]

	The Practice of Programming (Brian W. Kernighan, Rob Pike) — “Names” [4]

	Refactoring (Martin Fowler) — “Mysterious Name”, “Rename Variable”, “Rename Field” [5]



Software engineers agree. An ethnographic study found that students and professional software engineers found naming conventions and identifier naming to be “essential” and “important”, and that the professional engineers “pay more attention to the name of the identifiers than source code comments”. [6] Identifier names are “implicit documentation and are instrumental for program comprehension”. [7] Empirically, naming seems important.

As with any software engineering problem, though, we need to understand the problem and its impact, as that understanding leads us to the best solution.


2.1. Understandable code

Good naming makes code understandable, which in turn makes maintenance (including both enhancements and corrections) more efficient.



Good naming → Understandable code → Efficient maintenance





Codebases are knowledge bases. A codebase stores the knowledge of how an application should behave, and if the codebase is easy to understand, then software engineers can absorb that knowledge efficiently and modify the application easily, quickly, and confidently.

Can we quantify the importance of a codebase’s understandability? Studies show that maintenance consumes 60%-80% of software development life cycle costs. [8] Approximately 40%-60% of this effort is spent understanding the software that is being modified. [9] By taking the product of these, we estimate that 25%-50% of the life cycle time is spent understanding the software. (This figure is project-dependent and has caveats, but we’re just making a rough estimate.) Code understandability thus has a huge influence on engineering efficiency.

How much influence does naming have on understandability? Identifiers (names of classes, variables, functions, etc) account for roughly 70% of a codebase [10], so we expect that if these identifiers are easy to understand, then the codebase’s overall understandability should consequently be high.

Studies about the influence of identifier names on comprehension, recall, and defect resolution time reflect this. Let’s first describe what these terms mean in this context:


	Comprehension - The ability of a software engineer to understand the logic, structure, and purpose of the code.

	Recall - The ability of a software engineer to remember the logic, structure, and purpose of the code.

	Defect resolution time - The duration between when a software engineer starts working on a defect (a bug) and when they resolve the defect.



(When we discuss defects, we’ll focus on semantic defects, as opposed to syntactic defects. Comprehension is required for the former but often is not required for the latter. Semantic defects also generally have much higher costs.)

Before modifying code, a software engineer must sufficiently comprehend it. After the initial comprehension, recall enables engineers to make modifications without needing to relearn the code’s logic, structure, and purpose.

As an illustration of the impact of comprehension and recall on defect resolution time, one study found that when engineers were tasked with resolving defects in code that had single-word identifiers vs code that had multi-word identifiers, they resolved issues 14% faster when given multi-word identifiers, which are more understandable than single-word identifiers [11]. They also “read the code more serially, jumping less frequently back and forth.” [11] Another study found that “when finding semantic defects in code with words instead of abbreviations and letters, participants found on average 19% more defects per minute and thus were faster when words were used as identifier names.” [12]



2.2. Productivity and happiness

The effect of naming on engineering efficiency isn’t surprising, and it’s relatively easy to measure on short timescales like the resolution of individual defects described above. The longer-term impact of naming is studied less often, unfortunately. However, just as language influences thought, naming influences how engineers think about and communicate about software, which can impact productivity and happiness over longer timescales.

This impact is immediately obvious to engineers who are new to a team or project, as they experience an unpleasant spike in time wasted simply trying to understand concepts that are often more understandable than their names suggest. Additionally, they are not blinded to these issues by the defeatism or complacency that more tenured team members sometimes develop. A codebase with poor understandability can cause a newcomer to take much more time to become productive than if the codebase was more understandable. On top of all of these costs, the newcomer may develop a poor perception of the project and in the worst case, a poor perception of the team.

The negative effects of a poorly-named codebase certainly aren’t limited to the onboarding of newcomers, though. As described earlier, 60%-80% of software engineering life cycle costs come from maintenance. Codebases include huge numbers of identifiers, and engineers cannot remember the meaning of every single variable in a large codebase. When an engineer needs to understand a part of the codebase that they haven’t touched recently, they must rely on either recall to remember the meaning of previously-seen identifiers or rely on comprehension. Poor names can significantly increase the cost of both of these tasks.

Thus, the total cost of a single poorly-named identifier can be huge when the identifier needs to be repeatedly comprehended by multiple engineers over a long period of time. If comprehensionCount(i)comprehensionCount(i) is the number of times that an identifier, ii, needs to be comprehended by engineers, then its total cost is approximately:



totalCost(i) = minimum(recallCost(i), comprehensionCost(i)) × comprehensionCount(i)





Many codebases last multiple years and contain thousands to millions of names of variables, classes, functions, and other identifiers. When these names have poor understandability, the sum of the total costs of all of the identifiers is massive.

In addition to the understandability costs that occur for a single engineer in isolation, there are also understandability costs involved in communication. When one engineer describes a concept to other engineers, poor names can muddle and lengthen the explanation and in the worse case, create confusion that is difficult to resolve. Similar to other naming costs, this cost is also a recurring cost.

These costs and their related inefficiencies can permeate many of the tasks of a software engineer. This not only makes engineering teams less inefficient but also impacts their happiness. Engineers who have ongoing productivity costs tend to be less satisfied with their work and consequently tend to be less productive [13, 14]. Poor understandability thus can create a vicious circle in which poor productivity and lack of satisfaction feed off of each other. Poor naming isn’t the only cause of environments like this, but it certainly doesn’t help!



2.3. Career growth

In addition to the long-term impact of naming on productivity and happiness, the practice of good naming can also have a positive influence on leadership skills. Practicing good naming helps engineers understand their domain deeply, develop influence within their organization and other leadership skills, and increase their opportunities to focus on higher-value work.

To be successful at naming, an engineer must understand a domain and its terminology deeply. This understanding can cause an engineer to develop more influence within an engineering team, as the team will start to seek their advice about the domain. Domain expertise is also often desired for leadership roles, as leadership requires making decisions that are informed by domain knowledge.

For high-profile naming decisions, an engineer must understand how to make a decision with input from their teammates. When teammates observe an engineer consistently making intelligent naming decisions, they often develop more respect for that person and may seek them out for guidance when faced with their own naming decision.

Being successful at naming also reduces the time that an engineer spends on inefficient, low-value work. By choosing understandable names and engendering good naming practices among others, they spend less time explaining concepts and names to others.

They reduce the mental overhead and other costs of working in a codebase that’s difficult to understand. They spend less time dealing with confusion among engineers about the meaning of a concept or name. They can spend time on higher-value work that’s meaningful, thus increasing not only their own impact and happiness but also the impact and happiness of their organization.

Naming has a significant impact on many facets of software engineering, from the time spent understanding a single identifier to the overall happiness of a team. Its importance seems obvious, so why is naming still executed poorly so often? To understand that, we need to understand what makes naming “hard.”




3. Why is naming hard?




There are only two hard things in Computer Science: cache invalidation and naming things.




— Phil Karlton





We’ve all struggled to grasp for the right name, only to come up short. Phil Karlton’s quote about naming being one of the two hard problems in computer science perfectly captures the surprising complexity of such a seemingly simple task.

Software engineers see the evidence of the difficulty of naming daily: poorly-designed names are abundant in most codebases. Many engineers happily admit that they struggle with naming, even though it seems like it should be an easy task. Naming is one of the few skills in software engineering that has been required for the entirety of the field’s existence, and yet we’re still lousy at it. Why is naming so hard?


3.1. Dynamic, subjective requirements

An identifier’s name is the communication of a dynamic concept to a dynamic audience. First, the namer must have an understanding of what the concept is. In modern, iterative software engineering, newly-introduced concepts are often poorly-defined, and their definition often evolves over time. It can be difficult to know how a concept may change in the next iteration. The concept and its name are also highly dependent on the domain, which can also change over time.

Not only is the concept and its definition dynamic, but so is the audience. The namer can guess who the audience of the name will be, but the audience may very well change over time. Engineers with different backgrounds and different amounts of domain experience will likely have to understand the name. In some cases, names must be understood by increasingly large and varied audiences, like a data model name that grows in importance and must eventually be understood by product managers, designers, customer support team members, salespeople, and even end-users. Any change in the original concept’s definition, in the domain, or in the audience can make even a good name become a bad one.

If all of this dynamism wasn’t complex enough, the way in which a name’s correctness is judged is also subjective: it can vary greatly from person to person. For the name to be judged as being good by others, it must satisfy many requirements (e.g., understandability, conciseness) that are determined by the audience. These requirements are typically subjective and vary from person to person. Engineers with experience in one programming language community may think that a name is great, while those from another language community may find that it violates one of the most fundamental principles of that language’s naming conventions. Even the requirements that are commonly agreed upon (e.g., understandability) can be judged differently by different people.

The complexity of naming things well isn’t unique to software engineering. There are entire fields devoted to understanding naming (e.g., brand naming, terminology planning). Within the broader domain of the general public, there is very little agreement on how to best name things. Studies have shown that “the probability of having two people apply the same name to an object is between 7% and 18%, depending on the object.” [15]



3.2. Insufficient best practices and tooling

Because of this dynamism, subjectivity, and general complexity, there aren’t currently well-defined, industry-wide standards for identifier naming, which further increases its difficulty. Best practices about naming within software engineering are mentioned in passing in chapters within books, blog posts, and articles but there hasn’t been industry-wide standardization around what the universal best practices should be. Many of these resources discuss rules that belong within general principles (e.g., consistency, understandability), but there isn’t a shared vocabulary for either the rules or principles, which makes the communication of them less unified and less widely understood.

Due to both the lack of industry-wide best practices and the complexity of naming, there is also a lack of tooling for enforcing high-quality naming. Naming is a category of software quality, but unlike other quality categories, naming has virtually no support within software quality tooling. There are very few tools and libraries that verify the quality of their identifier names within static analysis or provide engineers with tools for improving their naming within their development environments. Some work is being done in this field, such as the use of deep learning to automatically identify inconsistent method names and then suggest appropriate names [16]. However, much of this is still academic and not widely used.

Automated solutions for other software quality categories (e.g., vulnerability scanning, maintainability analysis) have benefited both from industry-wide convergence on best practices and from tooling development, but naming has been relatively underserved. The subjectivity and general difficulty of naming have thus persisted while other types of quality have improved.



3.3. Short-term costs and long-term value

In addition to the inherent difficulties of naming itself, it is also difficult to prioritize because many of its costs are immediate and most of its value is long-term. When an engineer needs to decide between the short-term optimization of quickly choosing a name that may be suboptimal or the long-term optimization of spending slightly more time finding a better name, they often choose the short-term option. This decision can be due to several factors, whether it’s a lack of experience in naming, a tendency towards shorter-term prioritization within the team, or some other reason.

To choose a good name, an engineer must have developed experience with naming, have some domain experience, and take at least a small amount of time to choose the name. All of these are costs, and if the value of a good name seems nebulous, then the logical decision is to not invest in naming. However, the value of good names is not nebulous. It has been studied and repeatedly proven to have multiple short-term and long-term benefits (as described earlier in Why is naming important?). These benefits are not always easily perceptible, though, which makes the prioritization of naming difficult.



3.4. How can we make naming easier?

To make high-quality naming easier to prioritize and perform, we need to do two things: we need to decrease its cost and increase its demonstrated value. Its value has been discussed in Why is naming important?, and if you’re taking the time to read this book, you probably already believe that there is at least some reasonable amount of value in it.

We should then shift our focus to decreasing the cost of high-quality naming. As with any hard problem in software engineering, we can break it down to better understand how to solve it. Throughout the rest of this book, we’ll develop principles and processes that can be used to methodically determine what the best name for a given concept is. When we finish, we’ll have a clear understanding of what constitutes a good name and how to choose one efficiently.




4. Scope of this book

Before we consider solutions, let’s determine what is in scope and out of scope. We’ll focus specifically on the naming of identifiers within software engineering. Identifier naming is the problem of choosing a name for a concept that needs to be represented within a codebase as an identifier, like a class, variable, or function.

For example, given the concept of a person who is using our product, what should we name the variable representing that concept? We could use user, end_user, valid_user, customer, or countless other names. How do we determine what the best name is? What principles are most important for a name? What information should influence the choice of the name? These are the questions that we’ll be answering in this book, and while doing so, we’ll develop a practical set of guidelines for quickly naming identifiers.

To ensure that we focus precisely on solving this problem, we will explicitly not include discussions of adjacent topics. We will generally not discuss language-specific conventions, like the formatting and casing of identifiers (e.g., camel case vs. snake case). Because these topics are numerous, it would be difficult to provide a comprehensive perspective on them. They’re also typically already well-established within each language’s community, so there isn’t a great deal of value in discussing them in depth here, as more thorough, language-specific documentation about them already exists. Some language-specific naming conventions can impact comprehension, though, so we will touch on them briefly.

We will also explicitly avoid all naming topics other than identifier naming. Engineering teams often encounter other types of naming (e.g., product naming, brand naming, team naming), and we will not discuss these topics. A problem that’s related to identifier naming is how to determine the name and scope of domains, contexts, modules, and other groupings of concepts within a codebase. For example, how do we decide what classes belong within a module, and how do we name that module? This problem would greatly increase the scope of this book, and it has been discussed at length elsewhere (e.g., Domain-Driven Design [17]), so we’ll omit it as well.

Now that we’ve defined the scope of the problem, how do we solve it? Similar to how we’ve solved other software engineering problems, we can develop a set of principles that describe the best practices of solutions. We can then develop tools for pragmatically applying those principles.
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