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I began working in Information Technology in 1987. Back then, we used black screens with green text. Before I left my first job, someone in the office obtained a screen that had blue writing. Cue envious looks and how do I get me now of them cool things? thinking.

A few years later, I was working at a bank in the City of London. It was the days when it was normal to smoke cigarettes at the desk - a fact that seems unthinkable now1. I’d just gone to empty the ash tray when there was a loud bang! We had evolved to using IBM PCs as Mainframe emulators and my PC just exploded. Why never became clear (health a safety was also a wisp of what it is now back then). A direct result of that episode was my discovering the importance of autosave.

Since then, progress has been relentless… Sort of. I’ve subsequently worked with numerous firms in the banking industry: Exchanges (stock, commodity, foreign exchange, and derivatives2), Hedge Funds, FinTech starts up, and Investment Banks. And that's just finance. I've also worked with firms in Insurance, Telecoms, and Utilities. With the exception of exploding PCs, it’s surprising how often we keep solving the same problems. Why? Part of it is that many in leadership don’t view themselves as technically literate. This is understandable, but demonstrably not true. After all, everyone knows what a database is, that their phone has storage (and knows what that means), contains a processor that's of a certain power, sends and receives data over a network, and even, I would argue, has a good grasp of what's possible in Public Cloud having been acquainted with services like Dropbox, Google Drive, Salesforce, and Microsoft365 (formerly Office365).

The problem isn’t a simple one, being, as many are, multifaceted. For one thing, there are some experts that, sadly, pull the wool over the eyes of their client's leadership. Sometimes this is deliberate - job protectionism on the part of a nervous employee, or revenue targets of a consultancy team member. Other times, it’s less deliberate (competence). Experts often tend towards a combination of technical argot that has the unfortunate side-effect of befuddling the uninitiated and exaggerating the effects of fear and apprehension towards learning new concepts. Another side-effect is the inhibition of hand raising due to a fear that in doing so one will betray one's ignorance - this being a particular issue for those new to leadership. Add these to the tendency for organisations to drift into a somnambulant state, as this quote puts it:



[Organizations] are submerged in their numbing but familiar lethargy, their somnambulant operating state. It’s like being stirred from your dreams by a strange noise in the night: in the fog of semiconsciousness, one part of you struggles to focus on whether it’s an intruder or the cat; but another part resists the possibility of bad news and struggles to go back to sleep.



Richard T. Pascale, Mark Millemann and Linda Gioja (1997)

… and what you have is a potent recipe for 'risk aversion', which often doesn't mean risk aversion at all but is, instead, deployed as a neophobic mask. But, at the personal level, we should also think (if not, worry) about a lack of learning and associated training. The Peter Principle has it that everyone is eventually promoted to their 'level of incompetence'. You do a good job now, you get promoted. You do a good job in your new role, you get promoted. Eventually, you no longer have the skillset or experience so you do a poor job (Peter and Hull, 2009) and, bingo, you’ve hit your ceiling. At that point you either get fired, side-lined, ridiculed, or headhunted3. Peter and Hull meant this to be satirical (Barron, 1990) but, with many a true word said it jest, it was inevitably recognised as a truism, albeit an unfortunate one.

At the organisational level, the problem is that digitalisation now happens at such a rate that if yours is not keeping up there’s a real risk not just of being left behind but lost behind: becoming an acquisition target at a low price in a few years or going out of business altogether.

The aftermath of Covid19 is expected to speed the adoption of Agile, as this quote attests:



As the global pandemic spread rapidly early this year, companies in virtually every industry were forced to make radical changes to their business operations due to massive disruption impacting employees, customers and supply chains. Savvy leaders who adapted to these unprecedented challenges 'on the fly' can now leverage this experience to create a post-pandemic 'New Normal' strategy built upon a culture of high agility.



Gallup (2020)

Or this one from Gartner:



[Covid19] is a wake-up call for organizations that have placed too much focus on daily operational needs at the expense of investing in digital business and long-term resilience. Businesses that can shift technology capacity and investments to digital platforms will mitigate the impact of the outbreak and keep their companies running smoothly now, and over the long term.



Sandy Shen, Senior Director Analyst, Gartner (2020)

So, at both a personal and organisational level there exists a very real problem.

The good news is it’s not difficult to grasp the concepts of modern digitalisation. Abstract computing concepts haven’t changed much since the 1960s. If you understand what storage, compute power, and networks are (q.v. mobile phones, above), you’ll have no problem understanding digitalisation. You don’t need to understand elliptic curve encryption algorithms, how to pronounce the word obfuscation, or even what these things do. All that's needed are a few underpinning concepts - all of which I will attempt to reduce to a form anyone can take on board - and you’ll be able to help guide your firm through digitalisation with confidence.

This book is aimed at ensuring that if you embark on the journey to digitalisation, you’ll do it with the best chance of success. Not only that, you’ll be in a good position to raise your personal ceiling and stave off falling victim to the Peter Principle.

In his book, Playing and Reality, the Child Psychologist, Donald Winnicott coined the phrase The Good Enough Mother (1971). Loosely, the theory goes that when mothers feel an obligation to be perfect it's counterproductive to both their self-esteem and mothering abilities. Perfection isn't, and shouldn't, be the goal, the ideal. If a woman chooses to become a mother, she just has to be good enough.

You won’t be an expert once you’ve read this book, but, if I achieve what I've set out to achieve, you'll have a good enough grounding to navigate the field and spot the fakers, charlatans, and fools.

Enjoy!




As often happens with these things, I decided to write this book after a few events conspired to occur together which led me to think that whilst there is a lot of literature aimed at those aiming to become engineers or highly-skilled specialists, very little exists that is aimed at those who have to lead businesses and teams that utilise those specialists - leaders; established, new, and aspiring. Note, I differentiate these three types of leaders here because it seems to me that not enough support is given to any of them when it comes to understanding at the conceptual level what modern technology and modern project practices comprise, entail, or what the numerous benefits are when combined in a unified approach. 

The first of these conspiratorial events was an amalgamation of conversations with business leaders in the UK, USA, and Europe at a number of firms I was helping at the time. Time and again it was clear they were not getting the truth about the ease and security of digitalisation, whether from consultants with hidden (and not so hidden) agendas or from their own staff, often with complementary, if subtly different, agendas. Frequently, these agendas were underscored by the leaders in other firms, victims of the same ignorance; a kind of echo-chamber of uninformed opinion. It’s not that leaders are ignorant people, but you don’t know what you don’t know, and if no one is giving it to you straight it can be difficult to access the right information.

Secondly, the technology and methodology have both matured in recent years. Couple Agile to Public Cloud properly and the result is an incredibly powerful tool for rapid digitalisation.

Thirdly, following feedback from a Webinar I gave to the Financial Services Club on 27 May 2020, it became clear that there was still a large amount of uncertainty around the topic.

And, of course, the advent of Covid19, the pandemic caused by the SARS-Cov-2 virus has also had an impact. The lockdown it caused (and the localised lockdowns it continues to cause) across the globe highlighted a need for proper information about digitalisation that could be consumed not just by technicians, but those in leadership positions.

So, the book was born.

But, no one writes a book like this without the influences and assistance of others. Thus, I would like to thank the following. Martin Walsh, from Think Above Cloud, whose excellent Digital Maturity Flower was the inspiration for a series of articles written at the beginning of June 2020 and which formed the basis for some sections of this book, and who has kindly acted as a reviewer; my wife, Sarah, for allowing me to concentrate on the writing and for all the many cups of tea that kept me going; to my son Tom, for being there; to my step-daughter Robyn for the amazing help in producing the Bibliometrics that inform the section on A Brief History of Agile on page ?; and to my step-son Max for playing his part in keeping me sane; to Anuka Anthony-Gazara for an introduction to the Search Inside Yourself programme; to Jannah Patchay for insightful information on Cryptocurrencies; to the good folk at Alchemy of Coaching for permission to use the SOCK-I diagram; Harvard Business Review for permission to use the quotations sourced from their excellent publications; to Bessie Koerner, Neil Gartland, and Antoinette Weir for reading early drafts and keeping me honest. And, if I missed anyone out, sincere apologies - your assistance was appreciated.








CHAPTER ONE

Introduction







IN 2011, I bought a Brompton bicycle. Because I live in a hilly part of London, I opted for one with six gears. This means that compared to other types of folding bikes, including other Bromptons, it’s heavy, weighing in at around twelve kilos4.


On Friday 6 March 2020, I cycled, as usual, to my then work at an Investment Bank in Canary Wharf, London. I’d been cycling to Canary Wharf for the best part of a year and had established a routine with one of the security guards. I’d validate my card at the security gates whilst he used the bike as a dumbbell. Once I’d passed through the gate, he’d open a wider side gate and walk the bike through. That Friday, he declined ‘because of the virus’.


Until that point, that was the only unusual event to occur, at least that I’d noticed.


When I got to my floor, I was one of only a handful of people there. Again, this was quite normal. My usual target to get in was 8am, to avoid rush hour traffic. Notable that day, however, was that the only other people in were a couple of the Senior Managers and the head of the business unit I was working for. They were huddled in a meeting, so I stashed the bike under my desk, dealt with some e-mail, then went down into the underbelly of Canary Wharf to get some breakfast.


At five past nine on a Friday morning, Canary Wharf, usually a bustling, vibrant, throng was eerily quiet. Here’s a picture I took that morning:






[image: Figure 1: Jubilee Shopping Mall, Canary Wharf, London. Friday 6 March 2020, 09:05am.]
Figure 1: Jubilee Shopping Mall, Canary Wharf, London. Friday 6 March 2020, 09:05am.





By my reckoning, footfall was less than two percent normal level.


Returning upstairs, I found out many people had been requested to stay at home. Some business units were implementing a blue team / green team approach. I’d not been told about the arrangement because I was seconded to a business unit rather than a card-carrying member. I was a Change Management Professional / Technologist and, thus, the responsibility of a technology unit. Thus far, they were still considering what was sensible for them—after all, the nature of their work differed greatly from that of the business units. Still, I was a seconded resource and therefore present, so a Senior Manager in the business unit came over and said that if I wanted to, I could go home and work from there. I declined. There was only a smattering of people in the entire area let alone the floor and, besides, I was cycling, not using public transport.


It turns out that was the day a lot of other banks and consultancies based in the area decided to implement a similar concept. As the day unfolded, I spoke to colleagues and friends at other firms in the area. Rumours were rife. In whispered tones people were saying they were going to have everyone working from home in two weeks but had no idea whether systems would cope.


The next week, many firms mandated all staff to work from home on a particular day to ascertain whether IT systems would, indeed, cope with a vast increase in remote working. Of course, there were some tense moments, but, by and large, most systems coped well, or at least adequately.


In part, this was down to the robust nature of the Internet; in part, the traffic load generated by most people is actually quite small (even large emails and documents rarely consume that much bandwidth); but, in part, for some firms it was down to the heroics of small bands of technicians. This was JDI in action—no time to plan: Just Do It.


When the tests were done, everyone went home.


Then the world went tilt!







The main content of this book was originally written in April 2020. The world has changed rapidly since then and some information may be out of date. For instance, in The Next Normal, I state that one possible future issue could be Covid19 reinfection, i.e. catching it more than once. In fact, this now appears to have happened with one case reported as confirmed in Hong Kong and two in Europe; one in Belgium and one in the Netherlands (Euronews, 2020). I've taken the decision to leave the text as is because I think it's interesting to see how predictions pan out and I'd never publish if I tried to keep pace with the rapid rate of change. That last bit also plays nicely to the Agile gallery where the world is not a static set of requirements but a complex ever-evolving change.







In issue 1519 of the UK satirical magazine Private Eye, the columnist MD wrote how we’d been lucky with Covid19 (M.D., 2020). It may not appear that way when one looks at the numbers of deaths, but the point was we’ve known a pandemic like this could happen at any time for many years. Had it been as deadly as Ebola or fast spreading as Measles, we’d’ve been 'properly screwed' (ibid).


That it wasn’t Ebeasles is down to luck.


In March 2015, Bill Gates, co-founder of Microsoft, gave a TED Talk in which he argued that the big threat to humanity was from viruses and predicted that at some point in the future one would come along and cause a pandemic. Gates’ view was that we needed to ‘get going’ on the research so as to prevent a global catastrophe (Gates, B., 2015).


In October 2016, NHS England participated in Exercise Cygnus, an exercise set seven weeks into a pandemic designed to test the limitations of the NHS (Swindells, 2017). The exercise found a number of issues and provided several recommendations (Pegg, 2020). Whether the recommendations were taken up isn’t clear, but it shows that ministers were not blind to the fact a pandemic could happen and that its consequences could be dramatic.


Indeed, the world has had several near misses in the not too distant past with SARS, which began in Guangdong Province in Mainland China in November 2002 and spread to Hong Kong by April 2003. By that June, it had, 'Singapore had had 205 cases with 28 deaths, Vietnam 63 cases with 5 deaths and Taiwan 686 cases with 81 deaths' (Hung, 2003). It was snuffed out, in the end, through a diligent track and trace process and, thankfully, never took hold in Europe or the UK.


Before the advent of vaccinations, pandemics were even more common. Measles, preventable by vaccine, has been doing the rounds for centuries—according to the CDC, it was first written about in the 9th century by a Persian doctor (2019).


Pandemics have been around for centuries and it doesn’t look as though they’re going away anytime soon.







A Danish proverb goes along the lines of 'it’s difficult to make predictions, especially about the future'. Actually, I think making predictions is simple. After all, we’re met with a plethora of the things every New Year, most inaccurate. The sole exception to the inaccuracy is that the gym will be full of people in January who won’t be there in February. This has held true since I first it made in back in the 1990s. Alas, other predictions have proved less fruitful.


In a recent Webinar for the Financial Services Club5, I suggested the term 'The New Normal' may, apart from already becoming hackneyed, be incorrect. Instead, we need to consider that what we’re looking at is series of evolving normals, the first of which started with lockdown. Thus, we are already in the Next Normal.


Why Next rather than New?


I’m no medical expert but do speak frequently to many who are. I’ll let you in on a secret—I play in a band where I’m the only non-Medic, a sort of Not-Doctor and The Medics. I’ve also spoken with various medical scientists and have taken to reading a number of publications. Whilst this does not make me an expert, nor increase my powers of prediction, it does allow for a certain amount of informed opinion (not fact). One thing that’s become clear from this autodidactic feast, is that despite the hyperbole about a vaccine being ready by September 2020 (University of Oxford, 2020), we still don’t know what we’re dealing with or whether such a vaccine is viable. Can Severe Acute Respiratory Syndrome Coronavirus 2 (SARS-Cov-2), the virus that causes Covid19, mutate, like, say, flu, or other coronaviruses, of which four are reckoned to be responsible for roughly 20-30 percent of common colds (New Scientist, 2020), so that despite having had it once one is able to be re-infected? What are the longer-term effects? Why are some people affected more severely than others? The list goes on…


As lockdown cautiously lifts, will there be a second peak? One doctor I know remarked that we’ll know in two to three weeks. Well, quite6!


Even if the 'R' number is significantly reduced, is it fair, or tenable, to expect those with underlying health conditions, such as any form of diabetes or asthma, to return to work, especially if the only way for them to get there is by public transport?







On 29 April 2020, Jes Staley, CEO of Barclays, stated that the days of 'putting 7,000 people in a building may be thing of the past' (Reuters, 2020). Mr Staley is right. One might operate a Blue Team / Green Team arrangement, alter shift patterns, or reorganise office space to encourage social distancing, as well as demand all workers wear face masks at whatever the Health and Safety gurus deem to be apposite times. But, how do you get several thousand people to a building’s floors whilst maintaining social distancing? If you’ve ever visited one of the large banks in Canary Wharf, London, you’ll immediately comprehend the immense challenge this entails.


One part of the solution, Mr Staley suggests, is a partial return to the days of regional offices (ibid). Who knows, perhaps that would bring regional economic benefits? Even if it did, there’s still a logistical element to it. Which regions? How do you migrate the existing workforce?


Staley is not alone. On 21 May 2020, Facebook announced it would allow many workers to work from home permanently, the catch is they will have to accept regionalised salaries (Conger, 2020). You may, like many, have thought Facebook already had such a culture. In fact, until then they, like Google, had strict policies prohibiting home working.


It’s worth reiterating that, regarding workforce welfare, we cannot simply mandate people with underlying health conditions park anxieties, ‘man up’, and get on the bus. However one configures the options, remote working is here to stay in some form for the foreseeable future, leaving aside the question of what ‘foreseeable’ might mean.


If the virus mutates, can be caught more than once, creates continual peaks and troughs, repeating cycles of lockdown—local and national—may be necessary until it is sufficiently vanquished, if that’s even possible. As stated earlier, SARS-Cov-2 is only one sort of Coronavirus. Twenty to thirty percent of common cold cases are caused by a coronavirus (New Scientist, 2020) and whilst an array of medicines exists to ease the symptoms, as yet there is no cure. Nor has flu disappeared, despite there being a vaccine; nor, for that matter, has HIV gone anywhere — it's just managed better than before.


It’s not all about the workforce, though. One firms workforce are another’s customers and vice versa. So, we need to think about how we treat our workers and how we service our clients.


This is ecosystem management.







There’s a lot of talk about digitalisation post-Covid19. In a blog entry of 31 March, Chris Skinner noted that '[during] the crisis, the one thing that failed in banking is the physical office. When everyone was ordered to stay at home, the bank’s offices effectively closed, their call centres closed, their mainstream services were understaffed and overloaded. What would happen if, compounded with all of that, the network failed and all digital services were unavailable. [sic] You need a backup.' (Skinner, 2020).


Skinner’s right, of course. But, in my more than twenty-five years’ experience, mere mention of digitalisation or automation often strikes abject fear into the hearts of many in leadership, and for sound logical reasons, especially when everyone is predicting the mother of all downturns.


Recall, from the Foreword, the recent quote from Gartner:



[Covid19] is a wake-up call for organizations that have placed too much focus on daily operational needs at the expense of investing in digital business and long-term resilience. Businesses that can shift technology capacity and investments to digital platforms will mitigate the impact of the outbreak and keep their companies running smoothly now, and over the long term.



Sandy Shen, Senior Director Analyst, Gartner


Done well, digitalisation is a way for firms (i.e. leadership teams) to significantly reduce the amount of money spent on Information Technology and achieve better value per pound/euro/dollar, as well as realign the goals of Business and IT, distribute risk (i.e. lessen it), and build more resilience into the business.


Abject fear coupled with a sense of foreboding can leave leaders at the mercy of experts. After all, you don’t know what you don’t know—the Johari Window (Mindtools, 2020), as made famous by Donald Rumsfeld in a news briefing on 12 February 2002, as he explained the limitations of intelligence reports (Shermer, 2005). But what you don’t know may be in the purview of someone else, someone commonly known as an expert.


Some (so called) experts will gladly pander to a bias (such as confirmation bias) in the leader, unconcerned with whether it’s the right thing or not so long as it extracts a fee; more unscrupulous ones deliberately pull the wool over the poor leader’s eyes in order to increase their own profits; and, sometimes, the 'expert' isn’t as expert as they or others believe or would like to believe.


The good news is there are experts who are, well, experts. But how does the leader, saddled with having to be savvy enough to know enough to know when they’re being sold a pup – not an easy thing when you don’t know what you don’t know—work out who are the fakers, charlatans, and fools, and who are the genuine article? (Hint: read on…)










CHAPTER TWO

Digitalisation (Re)Defined







DIGITALISATION IS A great way to ensure that risk is distributed, and, thus, reduced, and organisations achieve better value per currency unit ('value for spend' as one firm eloquently puts it). It isn’t about removing people from the workforce, but providing tools to enable smoother workflow, leading to a smoother experience for both workers and clients alike. 


Before we dive into the (non-mechanical) mechanics, I’m going to attempt a digital definition:



Digitalisation is not just about making a process electronic, it’s about making the right process electronic in the right way.




Maybe that’s more of a statement than a pure definition, but it captures the ethos well. Simply automating existing processes in the current flow is a mistake made frequently, and one that leads to increased risk and wastage, and by extension increased costs.


A great example of this is the settlement process for wholesale securities. Within Europe (including the United Kingdom), it takes up to two days to settle a transaction that is electronic across its entire lifecycle. Until recently, the process differed according to which country settlement was occurring in. Then, as part of an initiative to simply Capital Markets across Europe, Eurosystem launched the T2S initiative. The idea was to standardise a process that had evolved due to the quirks, foibles, and, yes, self-interests of the different systems adopted across different countries. In essence, settlement should possible in moments, if not instantaneously. Indeed, this is the case with many cryptocurrencies—a topic I explore in more detail with Jannah Patchay on the Wicked Problems podcast (Corballis, 2020)—and cash transactions7.


Quirks in digital processing need not necessitate a delay in settlement. That delay exists at all is largely due to legacy manual process that traditionally required time to enable physical movement of goods or papers, perform quill and ink ledger accounting, and ensure trust mechanisms, such as escrow, were in place and performed their function. Yet, when these processes were made 'digital' many of the extant lags were embedded into the process, thus ensuring it remained slow and pregnant with counter-party risk.


Here is a pictorial representation of the problem that digitalisation seeks to solve:



[image: ]


[Figure 2: A simplified force field analysis. What you want versus where you (probably) are]


The above picture is loosely based on Acceleration Stalled, from John Kotter's excellent XLR8 book. It's a Force Field Analysis of the forces in contention within the organisation when moving to digitalisation. You want to be able to respond to client demands rapidly but are blocked by bureaucratic processes often imposed by some central project authority.


To be effective, digitalisation requires reimagining processes and process flows such that they become efficient, with the use of the right tools and experts that know how best to use those tools.


Technology has leapt ahead in recent years, especially with the advent of Public Cloud, new operating models, and methodologies that match the rapid pace of development and delivery. Ensuring optimal experiences for the business, its workforce, and customers, requires joining these enablers of digitalisation into one cohesive model; a model that is as easy to navigate as possible.


Enter the Digital Maturity Model, the epitome of Digitalisation:



[image: ]


[Figure 3: The Digital Maturity Model. Adapted from Martin Walsh, Think Above Cloud (2017).]





The model comprises six parts. Once you become familiar with it, it’ll help you navigate the complexities of digitalisation without fearing techie-talk bamboozle. Its power lies within its simplicity but, like any model, there’s a danger: too often firms take a model—a template based on a theoretical firm, an archetype—and treat it as a blueprint to be implemented unaltered. This is a mistake; archetypes are abstract representations. The result is some amorphous beast unaligned to organisational needs, leading to disenchantment, and a regimented, often Waterfall, programme of work to 'undo' what’s been done. The ultimate outcome is that, instead of saving them, costs are increased, value is missed, and opportunity lost.


The Digital Maturity Model is based on the Digital Maturity Flower by Martin Walsh at Think Above Cloud. It takes key concepts from the computing world and slots them together in a way that creates value for those that use it properly. There are two important differences between Martin’s Flower and the Digital Maturity Model. The first is that I’ve introduced Culture as the sixth element. This is because culture is the glue that binds the others together. Secondly, The Digital Maturity Flower is aimed at Technical Leadership, whereas the Digital Maturity Model extends the scope to include Business Leadership.


A fundamental tenet of this book is that it’s been produced to help leaders, and aspiring leaders, at all levels of the organisation, navigate the six areas that comprise the Digital Maturity Model: Cloud Platforms, Cloud Native Applications, DevOps / Site Reliability Engineering (SRE), Agile Delivery, the Operating Model, and Cultural Change.


At its heart, this is digital ecosystem management.










CHAPTER THREE

Cloud Platforms
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There’s a perception that Cloud Computing is a new thing. But is it?


Conceptually, Cloud Computing is quite simple. Here’s a definition:



Cloud computing is a model for enabling ubiquitous, convenient, on-demand network access to a shared pool of configurable computing resources (e.g., networks, servers, storage, applications, and services) that can be rapidly provisioned and released with minimal management effort or service provider interaction.



(Mell and Grance, 2011)


That one is from the National Institute of Standards and Technology (NIST), a part of the US Department of Commerce. It’s a great definition, but perhaps a tad lengthy. It’s not going to roll off the tongue without a few dress rehearsals. What’s needed is something a little pithier. Howabout:



Cloud computing is centralised hosting of software and network services.




In the 1960s, IBM and others offered time on centralised computers hosted in their own datacentres (OECD, 2015, p.44). These computers were called Mainframes and organisations connected to them using private networks. The computers are different now and the network side of things is often the Internet, though it can still be private if it really needs to be. At the base conceptual level, however, not much has changed.


When the Internet became more publicly accessible during the 1990s, firms started offering shared services on shared servers over it. These were being offered at least as early as the mid-1990s via the Application Service Provider8 model, or ASP model. As this book is being written in mid-2020, that means that Cloud Computing has been maturing for at least 24 years, possibly longer.


Even if you reject the notion that ASP was the genesis of modern Cloud Computing, Amazon Web Services (AWS) began offering infrastructure and web-services to clients back in 2006 (About AWS, 2020), and it was they who first moved Cloud Computing to a true utility model. By this definition, it’s been ripening nicely for at least 14 years; hardly some nascent, risky, technology operated by fly-by-night cowboys9.


There are many of great things about Cloud, and, in particular, Public Cloud – too many to cover in this book so I’m going to limit the discussion in this chapter to Security, Scalability, Resilience, take a quick look at the difference between Public and Private Cloud, provide a quick rundown on how and why you should avoid vendor lockin, have a quick look at Compliance, touch on getting Data into the Cloud, and, finally, take a quick look at the datacentres that underpin the platforms.


Some of these may sound like technical terms, and they are, but there's no deep dive into the technical argot or need to worry about code. Instead, I’ll keep it to a high-level conceptual discussion that should provide enough to enable you to clearly see the benefits.







Shadow IT isn’t a technical organisation that sits in the shadows biding its time waiting to mug you on a cold rainy day, though it does sort of rob you because it adds to costs. What is it? It’s when business units develop applications outside of the remit of the IT department because they simply cannot wait for the IT department to provide what they need.


Sound familiar? It’s incredibly common. In 2017, Gartner estimated that Shadow IT accounted for up to 38% of all IT spend (Gartner, 2017).


Adoption of Cloud technology, especially when coupled with Agile ways of working, can help to eliminate those delays thus reducing—possibly eliminating—the need for Shadow IT, helping to further control cost.







Most organisations are unwittingly giving money to suppliers and consultants when they could be returning it to the bottom line for reinvestment or distribution as dividends. Indeed, suppliers and consultants are often not aware of the dilemma. But it’s real and probably costing the firm millions per year.


Where does this money live? In the murky depths of delay. In this section, we’ll look at how you can avoid delay costs.


A cartoon that does the rounds every now and then goes like this: two men are pulling a cart with square wheels. A third man offers them a set of round wheels. One of the two pulling the cart says, 'No thanks, we’re too busy'.


The cartoon illustrates the conflict between getting things done and learning new skills that can help reduce the time needed to get those things done. It seems, we’re often so busy there doesn’t appear time enough to stop and look at something that could, in fact, be a time saver.


Whilst we can all recognise the humour in this, the truth runs somewhat deeper.


Saving time enables earlier realisation of value. All products have a finite time to live; they lose usefulness at some point and, thus, the customer base falls away. When that happens profits (for the product) also disappear. In many cases, it’s impossible to say when that time will arrive, but what can be said is that it will happen. Effectively, these lost profits are delay costs.


Now, you could argue that wheels aren’t going anywhere fast (pun intended) and you’d be right; however, the term wheel is really a class of product, not the actual product itself which is the specific type of wheel and these change frequently as a quick search of any patent database will attest.


The inevitable end of product life means that each day a product is unavailable to clients is a day the business cannot profit from it. By abstraction, the same is true at the feature level. This is a delay cost because the delay costs the business money. Literally. The following diagram gives one example of how this works:
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[Figure 4: Delay Costs]





The red hatched area to the left shows revenue lost due to late delivery to market. This holds not just for a product, but also for product features. The additional red at the top represents money lost due to the product (or feature) not achieving the sales it could have at its theoretical peak due to late entry, i.e. true peak is never reached.


The green area is actual money earned.


In reality, these areas differ depending on such things as how late the product is to market, its profile and lifecycle, plus the lines may be craggy rather than straight due to late implementation of specific features. Regardless of exact shape, duration and sums, when products are inefficiently delivered there will be a red hatched are of some size. It isn’t uncommon for it to span a significant proportion of the lifecycle, sometimes years. Indeed, I know of cases where there has been no green area at all.


As you can see, delay costs have the potential to leave serious money on the table (I’ve seen hundreds of millions of Pounds, Euros, and Dollars here) or shovelled into the waste pit. Even if one doesn’t know the exact end date of a product’s lifecycle, it’s possible to deduce that the risk of delay is not a small inconvenience, as is often perceived.


A drag on value delivery creates a correlated increase in business risk. In the worst-case scenario, this could even include business failure due to inability to keep up with competitors, loss of faith from customers, or market delay making it difficult to get back into the market.


So, the question now is: do you want to avoid delay costs and make the red area as green as possible? My suspicion is you do, especially post-Covid19 when efficiency and cash are under scrutiny.


If the answer to the that question was yes, then how do you avoid delay costs? What can be done to take money that’s on the table off and return it to the company, which can then use it to better advantage? This is where an efficient digitalisation process helps, because it provides:



	Efficiency of delivery / decentralisation. A team freed from unnecessary red tape and not shoehorned into a one-size fits all project structure (often centrally administered) is able to organise and produce value far faster than its counterpart. This will be covered in Chapter Seven - Agile Delivery starting on page ?.

	A move to more efficient technology, e.g. Public Cloud and 'no code' solutions. In this environment, engineers are able to plug solutions together in timeframes that are minuscule compared to traditional technologies. This acceleration has multiplicative benefits; hence, those adopting it tend to soar away from the competition, making it hard for rivals to catch up.







The combination of the above is incredibly powerful. In fact, it’s so important, let’s illustrate it again with another quick story.


Back in 2010, I was running a specialist technology firm. It was imperative we got products out with minimal delay. If we didn’t, prospects would vote with their feet and go elsewhere. One day, I was talking to a Programmer who wanted to know why he constantly had deadlines to work to, even if they were just two-weekly sprints? What, he wondered, did it matter if things slipped a few weeks or months? So, I explained delay costs in terms of a drug company. Look, I said to the inquisitive developer, imagine you’re a pharmaceutical company that’s just developed a drug that cures a deadly disease10. You apply for a patent and it’s granted. The trouble is, your patent will expire in, say, five years. Each day you can sell the drug without competition is worth $1 Million. Now, what does taking ten days away do to the bottom line? And another 10 days a few weeks later? And so on? The Programmer got it and was instantly converted.


Of course, there are more techniques one can adopt to ensure that money isn’t left on the table. One of the best is to ensure that you combine modern working practices (Agile) with modern technology (e.g. Public Cloud)—that is, adopt a mature digitalisation process. Independently, Cloud and Agile can bring enormous benefits, but together they can accelerate benefit beyond the sum of the parts. Failing to move to a more agile model when adopting Cloud has the potential to delay the ability for managers and engineers to learn how to adopt new technologies, itself a delay cost. We could get away with this when both were immature, but that’s not the case anymore. Agile has been around for twenty years11 in one guise or another – plenty of time to mature. The same is true of Cloud technologies.


Both of these aspects are discussed in more detail later on. For now, suffice to say that when you understand the maturity, the power, and the dawning ubiquity, you can start to really understand the benefit. Not doing so creates a drag on resources and momentum. Why? Because resources – or talent in the modern vernacular – have more choice these days on where to go for work. People scour web repositories like GitHub looking at the technologies that companies are using. They also use websites like Glassdoor to get a feel for what the management team are like. Talent wants to be appreciated and wants to use modern tools.


Would you expect someone with an engineering degree to work with square wheels?


The truth is, the best talent won’t even apply for work at companies that are behind the curve, and this pattern is holding post-Covid19.







When properly configured Public Cloud is far and away more secure than self-owned infrastructure – be that one’s own datacentre or space in a commercial one. This is so important that I’m going to repeat it:

When properly configured Public Cloud is far more secure than self-owned infrastructure.


To be clear, anyone who says otherwise either doesn’t know how the security of Public Cloud works, doesn’t understand the technological difference between, say, a Cloud network and a private network, or has some other agenda. If that sounds harsh, it’s meant to. We can’t treat these issues with kid gloves if we want digitalisation to be a success.


The counterpoint to the above is that poorly configured Public Cloud is as insecure as a badly secured private datacentre. The fact is, anything done badly yields bad results.


Public Cloud resources are defined in code, rather than being a jumble of actual machines, wires, and logistics. If a problem is encountered, it can be fixed instantly across all identical resource instances, usually without the need for an outage. When the same thing happens in a traditional datacentre environment, this is impossible. Instead it’s necessary to rely on engineers to deploy a fix. Some will do a better job than others, all represent a cost, and the size and distribution of your estate will significantly impact the time it takes meaning that until the last physical machine is fixed (or 'patched' in the technical argot) exploitable weaknesses remain present in your estate.


In the Cloud, security is usually defined at the level of the individual resource. This way of handling security is known as 'Zero Trust'. This name comes from the idea, first thought up in 2010 by John Kindervag (Forrester, n.d.) a principal analyst at Forrester Research Inc, that organisations should not automatically trust anything inside or outside the organisation (Pratt, 2018).


In non-Cloud environments, engineers tend to define a perimeter that is protected by firewalls. This approach is often referred to as Castle and Moat because like a castle it is defended by a wall (in our terms a firewall), possibly augmented with some additional perimeter defences (the moat). This tilts the focus towards defending against external threat. But most attacks don’t originate internally. An example of this is Stuxnet a worm introduced to a nuclear facility in Iran in 2010 with the intention of moderating the speed at which gas centrifuges spin, causing the fast-spinning centrifuges to tear themselves apart (GMT, 2020). With Stuxnet, the computers targeted had no connection to the outside world at all. No one knows the exact mix, but a survey by Clearswift in 2017 put the number of attacks originating internally at 74% (Wilson, 2017). The assumption that if the perimeter is secure then so is everything inside it, doesn’t seem so valid all of a sudden—logic that has been proven time and again to be flawed.


Bad actors penetrate the perimeter and often hang around inside systems for months, observing, building a picture of the organisation from the inside, and testing for compromised resources before doing whatever dastardly deed they’re intent on. I could go on, suffice to say that Public Cloud is far more secure when done correctly, and anything done badly is subject to compromise.


There are numerous frameworks and tools that can be used to help ensure your security is on track. The National Institute os Standards and Technology (NIST), a US-based government department whose central mission is to enable innovation, including in the Cloud space, publishes the excellent NIST Cybersecurity Framework (https://www.nist.gov/cyberframework), a circular (repeating), five-step, process that consists of standards, guidelines, and best practices to manage cybersecurity risk. The process can be summarised as:






	Identity systems and data to be protected;

	Protect data through the implementation of relevant security measures;

	Detect cybersecurity incidents by implementing appropriate policies and tools;

	Respond to incidents via policies set out in a comprehensive cybersecurity response plan;

	Recover data as quickly as possible and return operations back to normal.







NIST provide good online learning tools that are pitched at different levels so that even those who aren't too technically minded can benefit from them. Also useful are:






	the Cloud Security Alliance's (CSA) Cloud Controls Matrix (CCM), which provides a number of areas and items to consider, not all of which will be relevant to all situations. They also have something called the Consensus Assessment Initiative Questionnaire (CAIQ), which Cloud-based organisations, including providers, fill in and publish online which will answer a lot of questions that a risk department may have.

	the UK National Cyber Security Centre (NCSC) Cloud Security Guidance, which, again, is an excellent source.

	ENISA, the European Union Agency for Cybersecurity; and

	Cloudflare (www.cloudflare.com), a commercial organisation which provides manifold tools and articles that are extremely useful.







You don't have to use all of the aforementioned or even visit their sites if you don't want to, but if none are referenced or if existence of some aren't even known, it'd be worth questioning why this is the case.







Cloud platforms are scalable in ways traditional systems are not. This is because you define your infrastructure as code (IaC) so, for example, commissioning a server becomes a quick procedure that takes minutes rather than hours or months.


When the Covid19 lockdown first happened, firms already operating in Public Cloud were able to adjust capacity within minutes by simply turning the dial on whatever resources they needed more of, be that Compute, Storage, Networks, Databases, etc.


Literally, anything.


And as the resources scaled, so, too, did the security.


In contrast, many non-Cloud based systems had to rely on 'Superman syndrome'. These aren’t armies of people wearing trousers and underpants in the wrong order, but who work long hours to ensure systems are held together using metaphorical sticky-tape and glue. Amongst other things, this often burdens companies with additional resource costs realised through overtime. When this book was written it was sixteen weeks in and many systems I know of are still creaking at the seams, being held together by the heroics of a few knowledgeable people. But people are complex systems that can also start to creak at the seams if continually stressed.


At some point, systems scalability is going to need to be addressed.







That Public Cloud systems are code based, also increases resilience. If someone destroys a system, whether intentionally or accidentally, a perfect clone can be up and running in moments (without a Disaster Recovery solution) and DR is a doddle because, again, all one has to do is copy-and-paste.







Why recommend Public Cloud over Private Cloud? The answer is simple. There are three main Public Cloud providers with each excelling in different ways and appealing to different techies for different reasons. However, the fact that Public Cloud systems are distributed over the Internet means there’s no reason to tether an organisation to any specific one. Instead, it’s possible to cherry pick services from the panoply of providers, even if you limit yourself to the three main ones: Amazon’s AWS, Google’s GCP, and Microsoft’s Azure. And because Cloud is mostly bricolage, there’s no need to worry about vendor lock-in.


As at June 2020, when one strips out duplicates in the numbers and accounts for different ways of looking at services the numbers come out as:






	Amazon’s AWS offer 189 services;

	Microsoft’s Azure offer 187 services;

	Google’s GCP offer 165 services.







That’s a total of 541 services to choose from that you can use to create a bricolage of technology for the future. Okay, there’s overlap between the suppliers, but no Private Cloud supplier has anything like as many as any one of the Public providers, let alone collectively. Plus, that overlap allows you to avoid vendor lock-in (see page ?) and to choose from best in breed. And what about your own IT function? Can they really keep up on that front?







There are those who advise going with one or the other provider, often citing exclusivity discounts. To this, I say: resist! The deals are almost never to the favour of the client. Cloud salespeople are incentivised on consumption. It’s in their interest to drive exclusivity deals and over consumption and to obfuscate the true lack of discount. More importantly, an exclusivity deal is simply a way of the vendor locking you in. Of course, you can use the services of other vendors even if you have negotiated an exclusivity discount—at a practical level the provider with whom you negotiated the deal will never know, nor, once they have their contract, are they likely to care. But, as mentioned, discounts are marginal.


The best way to drive economy is to set policies on when resources can and can’t be used and implement these in code—in industry terms this is called FinOps, which stands for Financial Operations. By embedding controls with the infrastructure it’s possible to control the usage of that infrastructure right down to whether it even exists at specific times. In Public Cloud, if something doesn’t exist it attracts no charge. You can set budgets which can be aggregated at different levels. This could be a specific instance of a resource, a group of the same, or similar resources, a business unit, or whatever you like because it’s possible to tag resources and set controls according to the specific tags. The great thing is that you are in full control. The trap to watch out for is not setting the controls—that’s when organisations can run into budgetary issues.







Another, often overlooked, aspect of Public Cloud distribution is concerned with compliance. Different regulatory regimes come with different requirements on such things as where data can be located and processed. For example, the Financial Market Supervisory Authority (FINMA) in Switzerland, the Commission de Surveillance du Secteur Financier (CSSF) in Luxembourg, and the European Data Protection Board (EDPB), an EU regulatory body, all allow Client Identifiable Data (CID) to be stored in jurisdictions that are recognised as having adequate (meaning similar in nature) protections as long as the data are properly protected.


It so happens that each considers the other to have adequate protections, but with national boundaries being redrawn by processes such as Brexit, there’s no guarantees that things will stay this way.


Besides, it’s not all about regulators. As any Investment Bank will tell you, all you need is one key client that doesn’t care about the level of security or the equivalence determinations and the data will stay where the client wants it to stay. So it can be that, regardless of the forward-thinking of regulators, you’re going to have to live with distributed data. That introduces processing logistics that, without diving into the technical details, means you may need processing capabilities to also be distributed.


In Public Cloud this is much easier to achieve than in any other type of operation because all one has to do is select the supplier, select the region, run some code, upload some data, and away you go12.







Before continuing, a quick note about data is warranted. Sometimes seeding databases is done with large volumes of data. People often point out that uploading data over secure public connections takes time and is costly. What they forget—or, in the case of the less morally scrupulous, deliberately withhold—is there’s more than one way to open an avocado.13 All of the large providers have solutions for seeding large amounts of data that are both secure and cost-effective.







Before we leave the world of Cloud Platforms, it’s worth a quick discussion on traditional datacentres. It may seem that you can simply dispense with the notion of commercial datacentres, but they will continue to grow and be an important part of any overall IT strategy because there are some circumstances in which Cloud doesn’t (yet, ever?) provide the right hosting environment. Here are some examples:



	Community play. Take the case of a hedge fund that specialises in High Frequency Trading. It will most likely want to locate its applications on servers in the same datacentre as one or more exchanges it plans to run algorithmic trading on, possibly even on specific racks within that datacentre as close as possible to the exchanges servers to minimise transactional latency. This is a highly specialised area where nanoseconds matter and isn’t a factor in most processing situations like user interactions which are usually deemed acceptable if they complete sub 100 milliseconds (sometimes slower).

	Security Requirements. Some Bring Your Own Key (BYOK) security solutions might indicate a key be held outside the Cloud but close enough that encryption / de-encryption processes don’t create a significant lag in processing times. For example, Interxion: A Digital Realty Company has a product called Key Guardian14 that allows exactly this. It means you aren’t using the Cloud provider’s key solution which may not be secure enough.

	Cloud Platform Hosting. Cloud Platforms have to be located somewhere. They tend to be in a mixture of commercial datacentres and those owned by the Cloud Provider.

	Contractual Requirements. Contracts with key clients may stipulate specific locations for data to be processed in.

	Legacy Systems. Legacy kit not ready to be retired for whatever reason—perhaps a support contract still has years left to run and would be too expensive to exit—can cause existing applications to stay on existing platforms in commercial datacentres.












CHAPTER FOUR

Cloud Native Applications
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The author William Gibson is credited with saying:



The future has arrived; it’s just not evenly distributed



William Gibson


Here’s another, this time from Professor Keith Grint:



[These] problems need us to go beyond internally coherent approaches… [and] use the skills of bricoleurs to pragmatically engage whatever comes to hand to address [the] most complex problems



Keith Grint


Grint uses the term 'Wicked Problems' which is covered in more detail in The Problem of Problems on page ?. Gibson cast doubt on whether he ever said what’s he’s credited with (Quote Investigator, 2020), but whatever the truth of its provenance, I think that and the Grint quote (2010) represent a great way to look at the relationship between present and future.


Essentially, the future is just pieces of the present stuck together in a different way to now, a different configuration if you will. The periodic table is, after all, static. It may have changed over the years, but that’s down to discovery rather than invention. By configuring its elements in different combinations we can create all sorts of things that didn’t exist in the past.


The future is the present rearranged using bricolage. 
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Okay, but what does all this mean in practical terms for those embarking on a digital journey? The easier it is to create something using existing tools, generally the better. In a world in which the demands of clients, regulators, and competition come thick and fast, the ability to create at pace is essential. Also, worth keeping in mind, is that where resource is scarce the bricolage effect helps to reduce resource conflict.


It’s unfortunate that the term 'Fail Fast, Fail Early'—the philosophy of try, test, adapt, and adjust, rinse and repeat—has the word 'fail' in it. I suspect the negative connotations put off some in leadership positions, and understandably so. What it really refers to, however, is a positive attitude, i.e. if the solution isn’t working, find out quickly and pivot just as fast, before too much damage is done. When you fail slowly, all of the time leading up to recognition of failure is dead time. One way to bring a positive message back would be to modify the term to include the word small because that's also what's being advocated: Fail Fast, Fail Small, Fail Early, Pivot Fast. And then talk about what this means through its corollary: minimise failure, maximise success. In any case, Fail Fast is a way to claw that time back and avoid hidden delay costs (see page ?). The Fail Fast philosophy is strongly aligned to the bricoleur argument made by Grint, above. In other words, use what you have, plug it together, and if it looks wrong, swap out the bits that aren’t working and replace them with other bits.







Cloud Native Applications support the Bricolage model well. If you include third-party services designed for Public Cloud, there are literally thousands of pre-canned components that skilled engineers can cobble together into any number of solutions. Using these pre-canned components comes with the following attendant benefits:



	Expedited development times. For a majority of components, connecting one to the other is simply about configuration.

	Expedited deployment. Most solutions come with scripts to aid deployment – again, it boils down to configuration rather than bespoke development.

	Expedited change. Swapping out, or reconfiguring components is a relatively quick task and can be done in a fraction of the time it takes to develop from scratch (Fail Fast).




That’s not to say you can’t build something from scratch – of course you can, if that’s really what you want to do. But the sheer availability of solutions within Public Cloud means you can save immense amounts of time (ergo, money) by taking off-the-shelf components and having experts plug them together. In many cases, when you explain the solution you want, the experts will already have a good idea of what components to use.


Common components are, by definition, fungible. For example, if the Azure implementation of Kafka doesn’t work in your context, for whatever reason, you can, instead, use the AWS one (or another provider’s, such as Confluent). If you don’t want to use Kafka as your event processor, you can use a different one. The point is, you don’t need to create a complex event processing engine from scratch, and with fungible software components come fungible engineers15.


If you build your own application componentry you may well find—as is the case with many legacy systems currently—you’ve paid resource to develop not only your software, but also their expertise, only to watch that expertise walk out of the door when the 'project' is 'done'. In addition, Cloud Native Applications have armies of people testing and correcting bugs—far more people than are ever likely to work on a solution based on bespoke code.


Using Cloud Native Applications derisks the future because it provides a higher likelihood of being able to find available resource who can unpick parts of your bricolage and plug other parts in when the time comes to change… To paraphrase Bob Dylan: the times they are a-constantly changing.







Public Cloud is distributed even within each provider. This distributed nature means that if your engineers think that, say, Google has the best Kubernetes16 implementation for your needs, Microsoft the best Active Directory Federated Services, and AWS the best Kafka, there’s no reason you can’t use services from all three provides in unison, with services in Provider-A connecting to those in Provider-B and so on. Many firms do, and do it successfully.


Another reason for distributing solutions across multiple Public Cloud providers is enhanced resilience. Cloud providers are fond of saying their systems are fully resilient but in fact this is untrue. They more resilient in aggregate than anything your company is likely to develop but they’re not infallible. Here are three examples:



	April 8, 2020: Google Cloud Platform experienced a 90-minute outage (Targett, 2020).

	October 22, 2019: AWS was subjected to a Distributed Denial of Service (DDoS) attack (Targett, 2019).

	March 24, 2020: A significant slowdown of Azure in the morning in Europe went unreported for five hours because the company’s Primary Incident Manager was based in the US and asleep at the time it occurred, with services taking up to three days to return to normal (O’Brien, 2020).




So, Public Cloud can also have outages, but if you plan for it you can pivot from one region to another, or one provider to another, in minutes when things do go awry. This distributed model helps ensure a high level of resilience. Contrast this with the time it can take when things go wrong in a traditional environment.







This leads us neatly into the build versus buy debate. Before we go any further, let me just state that there will always be some instances where the one is better than the other, but the arrival and maturity of Public Cloud and Cloud Native Applications has allowed the pendulum to swing in the general direction of Build, but, as far as possible, using existing Cloud Native Applications.


If you hire coders to build from scratch, you have the problems referred to earlier of extra time to develop, increased risk of bugs, and of skills walking out the door leaving your systems potentially exposed to weaknesses and the problem of compounding issues as new people read and (mis)interpret how things have been done previously, or tear it up and start again—a common occurrence in the coding world.


As mentioned, there are times when it makes sense to buy. Examples are:



	Platforms with a common community, such as trading platforms;

	Productivity tools where workflow isn’t proprietary, such as Salesforce.







At the conceptual level, these are, of course, parts of the bricolage that when assembled forms the organisation.










CHAPTER FIVE

DevOps and Site Reliability Engineering (SRE)
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If you take away just one concrete concept from this chapter, I implore you, let it be this:






If you have a DevOps team in your organisation, you are doing DevOps wrong!







I first heard that statement from Martin Walsh17, who also came up with the Digital Maturity Flower on which the Digital Maturity Model that we first saw on page 3. No doubt, it will raise the hairs on a lot of those sitting in DevOps departments, but I fully agree with it.


So, let’s dive into what DevOps really means.







In Fit the Second18 of the radio show The Hitchhiker’s Guide to the Galaxy, the two main characters Arthur Dent and Ford Prefect find themselves on a new spaceship powered by something called an Infinite Probability drive.



ARTHUR: Ford, there’s an infinite number of monkeys outside who want to talk to us about this script for Hamlet they’ve worked out.



Douglas Adams


The Hitchhiker’s Guide to The Galaxy was steeped in philosophical concepts. Here, Douglas Adams is making an oblique literary reference to a philosophical thought experiment conjured up by the French Mathematician and Philosopher Émile Borel in his paper Mécanique Statistique et Irréversibilité (1913). Train an infinite number of monkeys to use typewriters and they will, at some point, come up with the entire script of William Shakespeare’s play Hamlet, quite by chance. 


It’s often said that if you ask a thousand IT folk what the term DevOps means, you’ll get a thousand different answers until one just happens to land on the correct answer, quite by chance. The difference is that you won’t know the correct answer when you hear it because… Well, you don’t know any more than anyone else. The reason you get so many different answers is down to participant bias, also known as subject bias. In effect the person being asked the question wants to please the person asking so, even if they don’t know the answer, they rationalise one based on what they do know and provide you with that. Another reason is that sometimes we think we know something, but it turns out we don’t. In other words, sometimes we’re just wrong.


It can often seem easier to define what DevOps isn’t rather than what it is. This is an example of a lacuna in workplace knowledge, a gap or void. Well…



Horror vacui19



Aristotle20


Whether nature truly abhors a vacuum or not, participant bias demonstrates its validity in the world of DevOps. People faced with no explanation invent one. But when it comes to DevOps the information is out there.







Speaking of Greeks, it was they who came up with the word ethos, which the dictionary defines as: 'The characteristic spirit of a culture, era, or community as manifested in its attitudes and aspirations' (Lexico, 2020a). This is a great fit for what DevOps actually is:




DevOps is an ethos





I know, thanks for that Toby, but it’s a bit vague, a bit woolly, don’t you think? Yes, yes I do. It’s not that it’s wrong, it’s just that we need a bit more to ensure we really get it.


Geeks (not Greeks, although some of those in Antiquity were of their time geeks) like to think in binary. Not so much ones and zeroes—though some love those—but thing | not-thing, or in geek-speak: thing | anti-thing. It’s a bit like matter. Matter exists until it meets anti-matter. In geek world, thing exists until it meets anti-thing21. At this point, thing is obliterated or, at least, reduced to a puddle of chaos.


Time to think further about DevOps anti-definitions, i.e. a bit more about what it’s not. Here are a few things that it definitely isn’t:



	Developers doing the work of operations staff;

	Operations staff doing the work of developers;

	A many-headed hydra that somehow does both (though this is a tad closer);

	An army of infinite monkeys; or

	The number 42, although I expect this statement might make a lot of people very cross.







Definition by negation is a fool’s errand. Time for another quote:



[DevOps is] a set of practices intended to reduce the time between committing a change to a system and the change being placed into normal production, while ensuring high quality



Len Bass, Ingo Weber, and Liming Zhu (quoted in Bass, 2015)


The point of this rollicking journey through definitions and anti-definitions is there’s a conclusion we can arrive at by so doing. DevOps syncretises the can-do positive attitudes and skills that exist both within the Development and Operations teams, and the desire by both to achieve high-quality at pace.


This is why it is an ethos. It’s about teams working together to achieve quality deliveries without introducing unnecessary delay. For an ethos to manifest in the attitudes and aspirations of a team does not require the creation of a team by that name. To do so is akin to an anti-ethos; knee-jerk reactionism, which creates organisational structural issues for the future. Rather, creating an ethos requires that we infuse the culture and spirit of DevOps into the teams we create for delivering operational products.


Another aspect to this is the breaking down of silos, the creation of an atmosphere where the business and technology work in tandem. Creating a DevOps team encourages silos and fosters the 'Them and Us' culture that serves a nothing more than a CYA insurance policy for the leader that creates it or worse, an irreverent sortie into politics (itself no more than a mechanism for the obfuscation of present or future conflict.


The leader that strives to achieve better value for the organisation does well to guard against the creation of such teams at all times.





So, let me underscore my earlier request and ask once again: if you take away just one concept from this chapter, let it be this (slightly amended) maxim from the beginning of this subsection:





If you have a DevOps team in your organisation, you are by definition, and therefore automatically, doing DevOps wrong







In case you’re still tempted to rush off and create a nice shiny DevOps team, here's Marvin, the paranoid android, from The Hitchhikers Guide to The Galaxy in the second part of the series, The Restaurant at the End of the Universe:



The first ten million years were the worst, and the second ten million years, they were the worst too. The third ten million I didn't enjoy at all. After that I went into a bit of a decline



Douglas Adams


DevOps teams may tick a box temporarily, but longer-term will always create problems that even an infinite number of monkeys will struggle to resolve.




DevSecOps





There is a movement towards firms introducing DevSecOps as a discipline, and sometimes as a team. DevSecOps is much the same as DevOps with the added ingredient of Security. This adding of ingredients is something to be applauded, but only when done right.


Again, don't fall into the trap of thinking you need a DevSecOps department. You don't. DevSecOps is, like DevOps, also an ethos that munges the can-do positive attitudes and skills of the Development, Security, and Operations teams, and the desire by all involved to achieve high-quality, secure products, at pace.


One could get a bit silly with these names, e.g. DevTestSecOps, DevSecTestRiskOps, DevArcTestSecOps, et cetera ad infinitum. This reverse reductio ad absurdum (incrementum ad absurdum? / infinitum?) underscores the importance of treating DevWhateverOps as an ethos. The definition is less important than the attitude brought to the table.







If DevOps is an ethos for delivery, what then is Site Reliability Engineering, also commonly referred to as SRE?


It’s the same spirit, the same ethos, as DevOps, but with the focus on keeping software running, stable, and in efficient operation at all required times. I’ve added the word required because there may be times when a software resource should not be up and running – if it is up at such times, then it’s behaviour could be said to be unreliable.


One way of looking at it is that SRE is the post-production sibling to DevOps. For SRE, it may make sense to have a team that wears an eponymous badge, but the ethos is grounded in the same roots as DevOps.


This means the SRE team need to work in conjunction with product teams. Crucially, they must have the autonomy to reject code if they feel that it would jeopardise the reliability of the site (the digital organisation). Note, in this context, site means the site of operation, which may, or may not, be a website.










CHAPTER SIX

Change Methodologies







HAVE A LOOK at the following charts:



[image: Figure 6: Market Capitalisation of four companies since 2004]
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The charts show the market capitalisation of four very famous companies since 2004, two that embraced Agile and two that have not. Here’s an interesting table that complements the charts:
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Now look at the snapshot in Table 1, above. IBM and General Electric don’t even figure in the top five. In fact, on the day this snapshot was taken, 7 May 2020, neither company was in the Top 50.


Now, before you throw the book down and rush off to implement Agile, there’s a lot more to 'it' than whether one should just use Agile, Waterfall, or some other methodology on an exclusive basis.


It’s long been recognised that for change to succeed, a methodology is useful, if not outright required. Methodologies provide a framework for delivery that includes a way to organise work, allocate it amongst resource, manage risk, manage costs, cater for testing, provide for acceptance, and govern delivery. No small ask.


There are, however, two small problems.


Firstly, consider a restaurant local to where I live. It has a great menu that contains only a handful of items. The benefit is that choosing something is very easy and it's rare I get food envy. Secondly. The very term methodology implies in many people's heads a strict process that must be followed.


Conversely, there is an excruciatingly large array of Agile methodologies (see also A Brief History of Agile on page ?) to choose from, complicated by a large amount of overlap, manifold derivatives of each, and the fact that the taxonomy is informal and, thus, a tad messy. The issue is that, like so much in life, people tend to want to stick with what they know—be it Waterfall planning or Sprints of a certain duration—and will seek ways of justifying that stickiness. This is known as confirmation bias. We tend to pick a method(ology) then seek, or interpret, evidence 'in ways that are partial to [our] existing beliefs' (Nickerson, 1998). This leads to much debate (some of it quite heated) as to which is best. But is this helpful? Is there another way? As it turns out, no it’s not that helpful because, yes, there is another way.


Before selecting the right family of methodologies, however, let’s spend some time on classifying problems; for only when we understand a problem’s nature, do we stand a chance of solving it.







At its heart, Change is problem solving. In Bricolage, on page ?, the concept of Wicked Problems was mentioned. It turns out that there are four overall ways to classify problems. Here’s a summary definition for each:





Tame—déjà vu. A tame problem is one you’ve seen before. It may be complex and have multiple moving parts, but the solution is known. In the complex world of IT, an example is that of an infrastructure project. It’s complex, but the team know all the steps, the interdependencies, who does what, and a stopping condition exists (or, at least, a handover from Change the Business to Run the Business). 





Critical—fais le maintenant. The critical thing about Critical Problems is that there’s no time to sit down and think. The problem has to be solved now or in the incredibly near-term. Covid19 provided a cogent example of this. As countries went into lockdown firms scrabbled around to acquire kit and implement tools and policies to enable staff to work from home. There wasn’t time for planning.





Wicked—vu jàdé (Weick, 1993). With a Wicked Problem you’re encountering something you’ve never seen before. There’s no clear understanding of either the problem or the solution, there’s no defined stopping rule, you may need a collective view to understand how to interpret it, and there may be many interdependencies between the solution to this problem and others. Wicked Problems are the main class of problems in software engineering.





Super Wicked—des affaires urgentes sérieuses. This class of problem has four main characteristics: 'time is running out; those who cause the problem also seek to provide a solution; the central authority needed to address it is weak or non-existent; and, partly as a result, policy responses discount the future irrationally' (Levin et al., 2012). Two contenders for this class of problem are Climate Change and Underwater Mining (Hylton, 2020). 





Whilst both Climate Change and Underwater Mining can be said to impact us all, they’re not subjects for this book (and probably each could fill its own). Thus, here, we are concerned only with the first three ways to classify problems.







The plethora of methodologies mentioned earlier fall into three neat categories: JDI (or the rather less polite soubriquet, JFDI), Waterfall, and Agile. Let’s have a quick look at each. I’ve included a smattering of relevant history too.




JDI


For the uninitiated, this acronym stands for Just Do It. It’s a command and control methodology which can be summarised neatly as: We don’t have time to do anything other than what I tell you, so just do it. Sound familiar? JDI is a great methodology (the only one, really) for Critical Problems. Using JDI doesn’t mean you’ll get the right answer, it’s just a recognition that you don’t have time to try anything else.




Waterfall


Most people understand what is meant when we talk about Waterfall because it’s so ubiquitous. In Waterfall, we follow a set path of steps. In general, the idea is to only hand over from one step to the next when certain conditions are fulfilled, often known as Quality Gates. For instance, coding only starts once the requirements have been properly documented, testing only begins when coding has completed, and so on. Sometimes these phases are overlapped due to time pressures, but there’s still a stepwise progression. As a methodology, it was first documented in 1970 by Winston Royce, who criticised it in a number of ways, most notably by stating that:



required design changes [are] so disruptive that the software requirements upon which the design is based and which provides the rationale for everything are violated



Dr Winston Royce


…before continuing…



In effect the development process [returns] to the origin and one can expect up to a 100-percent overrun in schedule and/or costs



Dr Winston Royce


Royce didn’t actually name the methodology he was describing as Waterfall. That fell to others in a later paper (Bell and Thayer, 1976). But the images in his paper were christened Waterfall by those who subsequently read it as they showed the cascading steps and the interdependencies between each.


At first sight, Royce’s words seem quite damming. Not to mention, we’ve all been there: cost overruns, delivery not matching requirements, etc. When it happens, it’s not pretty. Such issues tend to happen when there are so many moving parts, external dependencies, and lack of clarity over what the sponsor really wants at the beginning (usually totally reasonably). But there is a class of problem to which Waterfall is superbly well suited: those when you know the desired outcomes and the desired dependencies. Then Waterfall turns out to be a superb methodology.


Hang on… Isn’t there are a class of problems that fit the bill here quite nicely? Indeed, there is. Tame problems. Yes! Got a Tame problem? Use Waterfall.




Agile


Rather neatly, this leave us with one class of problem (Wicked) and one (albeit umbrella) methodology (Agile). Indeed, with the whole Fail Fast (Fail Small, Fail Early) approach that Agile encourages, it’s an excellent methodology for solving Wicked Problems.


Recall earlier, I said that software engineering problems, in the main, tend to be Wicked Problems. This is because it’s very difficult to pin down exactly what you want at the beginning22. The stopping condition is usually not known, which is why Waterfall projects tends to come in releases / phases / drops / etc. Product evolution occurs not only over the product’s lifetime, but over its development cycle too.


In the world of Wicked Problems, neither client expectations nor external systems stand still.







It’s worth a brief sojourn to understand Wicked Problems in a little more detail. In 1973, Horst W.J. Rittel and Melvin M. Webber, identified ten properties of wicked problems, in their paper Dilemmas in a general theory of planning. Not all ten are pertinent to the issue of software engineering, but seven definitely are. Here, I’ve summarised the seven properties and annotated their relevance to our quest.

The Seven Properties Of (Software) Wicked Problems






	There is no definitive formulation of a Wicked Problem. This is true in almost all software engineering initiatives. In Waterfall, it’s the reason specifications and software are subject to such a high-volume of Change Requests. In Agile, it evidences itself in the ‘Fail Fast' philosophy and in the constant reprioritisation of Backlogs.

	Wicked Problems have no stopping rule. You can tell when you’ve reached a solution with a Tame or Critical problem. With a Wicked Problem, the search for solutions doesn’t stop until the problem is tamed or overtaken by another. In software terms, this relates to the fact that once a Product is live it has to evolve to keep up with client expectations and demand. This 'keeping up' is more than mere maintenance. It’s evolution.

	Solutions to Wicked Problems are not true or false, but good or bad. Tame and Critical problems have solutions that can be objectively evaluated as right or wrong. The solution either works or it doesn’t. Choosing a solution to a Wicked Problem is largely a matter of judgment. Judgement may be flawed, which is another reason why, in Agile, we use the Fail Fast philosophy and in Waterfall the Change Request mechanism.

	There’s no immediate or ultimate test of a solution to a Wicked Problem. Solutions to Wicked Problems generate unexpected consequences over time, making it difficult to measure effectiveness; meaning that effectiveness atrophies. What works today, may not work tomorrow, or may work less well tomorrow than it did today. But that’s not testable until we get to tomorrow. I don’t mean bugs, though there are certainly long-tail bugs. I’m referring to features that were working just fine but now, for some reason, are not.

	Every Wicked Problem is essentially unique. Tame problems belong to a set (of similar problems), all solved using the same template—an excellent use-case for Waterfall. Wicked Problems are substantially without precedent; experience does not help address them. This is true in many leadership and software engineering problems. Back to our friend Fail Fast.

	Every Wicked Problem is a symptom of another problem. Tame and Critical problems are self-contained. Wicked Problems have co-dependencies on other problems. In software engineering, this is evidenced in dependent relations between other internal and external systems.

	Wicked Problems have many stakeholders, all of whom will have different ideas about what the problem really is, what its causes are, and, in many cases, the solution to adopt. Goals and decisions come from the bargaining, negotiation, and jockeying for position that takes place amongst stakeholders. This is why Agile is so useful – it allows demonstration of incremental problem solving in short timeframes to Stakeholders, allowing an increase in confidence early on and helps to alleviate the concerns that cause some of the jockeying as results are tangible.









The ability to correlate methodology to type of problem it’s best suited to solving allows us to also create a tool to help with that selection—a sort of pictorial mnemonic. So, without further ado, let me introduce Toby’s handy tool to help choose the right methodology:



[image: Figure 8: The Change Methodology Selection Flowchart]
Figure 8: The Change Methodology Selection Flowchart





How to use:



	Identify that you have a problem, i.e. a target state yet to be achieved.

	Ask whether it’s a crisis? Does it have to be done in the very short term? If so, use JDI and end traversal of the flowchart.

	Have you seen this type of problem before and, if so, did was there a way to successfully solve it that can be used again (a repeatable template)? If so, use Waterfall and end traversal of the flowchart.

	Use Agile.







Now, I’m not saying there won’t be exceptions to the above, but in over thirty years of practice, I’ve yet to encounter one. That’s why I personally believe this is the best rule of thumb.


For the remainder of this chapter, I’ll concentrate on Agile. Hopefully, you can see that I believe Waterfall and JDI have their place, but I also believe that organisations have a mature and reasonably comprehensive understanding of these already.





Note: take care not to fall into the trap of thinking processes and procedures used in previous Agile initiatives should be recycled verbatim. We'll cover this more in [CCCC].










CHAPTER SEVEN

Agile Delivery







[image: ]


This isn't a trick question. Think about it for a moment. What do you understand Agile to be? The answer often goes along the lines of 'a methodology that if followed properly will help make delivery faster.' Let's spend a few moments picking this apart.


Here's the dictionary definition of methodology:



A system of methods used in a particular area of study or activity



(Lexico, 2020b)


Now look at this first line from the Agile manifesto:



We are uncovering better ways of developing software by doing it and helping others do it.



(Beck et al., 2001)


In other words, the process is less important than the discovery of new and efficient ways of working. This could be using existing methods or it could be using something that has never been used before in either your organisation or another. In fact, you might decide to use some weird and wonderful way of doing something that no one on earth has ever used before but if it works for you then you are, in fact, practising Agile by definition.


The Agile Manifesto is short and to the point. Apart from the line previously quoted, there are only six more lines. That's right, the whole manifesto is only seven lines. Here are the next five lines:



Through this work we have come to value:


Individuals and interactions over processes and tools


Working software over comprehensive documentation


Customer collaboration over contract negotiation


Responding to change over following a plan



(Ibid)


The different text sizes are in the original, which you can view at https://agilemanifesto.org/ The point is as the next, and final, line states:



That is, while there is value in the items on


the right, we value the items on the left more.



(Ibid)


The line about valuing Individuals and interactions over processes and tools means just that: if you and your team find a more efficient way to do something, use it. To many that will sound a lot like common sense, but, as we shall see later, common sense is itself often conditioned by experience. For that reason, common sense often isn't good sense; it's just common.







A common misconception is that Agile is new, that it’s really only been around a few years. After all, the Agile Manifesto (Beck et al., 2001) only popped into existence just shy of twenty years ago in 2001. This newness is often seen /used as an excuse for not adopting Agile, as if it needs more time to prove itself, to mature. In dealing with this logic let’s consider, briefly, the history of Agile and the various methodologies it encompasses.


As a collective noun, this perception of newness might just about be valid were we to accept the premise that 'it will be some twenty years before the ordinary run of people begin to think the thoughts of the educated person of today' (Jung, 2001 [1933], p234)23 and constrain ourselves only to the realm of IT. But, it is a collective noun; a coverall for a host of methodologies that conform to an ethos which may not have cemented within a manifesto until 2001 but were in existence long before. Note, the first use of the word Agile I've traced was in the following extract from Business Horizons in 1982, though there may well be mentions elsewhere:



To be effective the corporation must have the capacity to react quickly to changing circumstances--it must be agile



(Brown, J and McK Agnew, N, 1982)





Before continuing I want to be clarify that I'm not levelling criticism at the Agile Manifesto or its authors — what they created is fantastic. My aim is simply to ensure we don't accidentally airbrush historical context.





In his book Managing on the Edge: How Successful Companies Use Conflict to Stay Ahead (1991), Richard T Pascale documented the ebbs and flows of different management fads over time. For copyright reasons I can't show the Pascale's diagram, though a quick Internet search should bring it up (see below for a quick explanation of how to read his diagram). Pascale’s work shows that many methodologies that now sit under the umbrella of Agile, have, in fact, been around much longer than the collective noun itself. To illustrate this, I've used a variant of the technique Pascale used to create the following graphic.

{PLACEHOLDER]

Figure 9: Change as an Annual Event





You can see in 9, above, that the term 'Agile' was in use long before the Agile manifesto was written. Mostly this is in relation to manufacturing but occasionally people put two and two together and realised that IT is a form of manufacturing, albeit a complex and, for the most part, dematerialised one. For example, Mikio Aoyama published a paper entitled Agile Software Process and its experience in 1998 (Aoyama, M) in which the basic premise of Agile was outlined.


Pascale’s chart was derived by measuring citation frequency in the academic literature, a form of bibliometrics. Not infallible, but a reasonable barometer – a proxy, if you will, for popularity. An increased interest in business topics over the years meant that the effect of later fads tended to be amplified compared to earlier ones, so Pascale also modified his chart to try to normalise this effect. I've used the same basic technique, without normalisation, to represent the above chart using Google Scholar as the source24. I've not normalised the data because, unlike Pascale, I'm concerned here with existence rather than occurrence, but the basic methodology should be comparable.


To create the chart above, each individual term was search for each year from 1980 to 2019. The results were then analysed to ensure than irrelevant entries, such as 'Growth rhythms in pouch-young of the agile wallaby' were removed25. It's also important to check closely each individual result as Google Scholar sometimes places papers into the wrong year which can distort the data either through citations only appearing in the wrong year or by them, appearing twice this requiring a deduplication process to be undertaken. In other words, the process is a tedious one.


The roots of some fads can be traced back further, even, than Pascale’s academic referencing, some at least as far back as the 1930s. Take the example of Just in Time (JIT) / Kanban. Back then, R. J. Gigli implemented something called Period Batch Control—a form of JIT control—into thirty factories and used it during the Second World War to regulate manufacture of Spitfire fighter aircraft for the Battle of Britain (Burbidge, 1994). Spitfires were built using a Two-Bin system (Anon, 2019). Components were placed into two bins for workers to assemble. When one became empty that was the signal to refill it, thus ensuing minimal interruption to the flow of work. The cudgel was taken up by Toyota in the late 1940s when Taiichi Ohno brought it to Japan following a fact-finding mission to the USA where Supermarkets had implemented it (TMNK, n.d.). The system Ohno implemented was tweaked and honed until eventually it grew to become the Kanban system we know today. Other aspects of Agile were well also established by 2001.


The observant reader may, at this point, exclaim, 'yeah, but IT wasn’t really a thing back then.' This is true, but Change Management is processed-based, with automation as a cause, not as the cause, if you’ll pardon the nuance. Thus, methodologies that work well in one environment are more transferable than common sense at first suggests.


Not only is Agile not new, it demonstrably predates Waterfall.

Reading Pascale's original diagram


This text will make more sense if you have a copy of Pascale's original diagram which can be found in his book Managing on the Edge: How Successful Companies Use Conflict to Stay Ahead. Versions also exist online—when I searched on the term 'richard pascale change as an annual event' it was the first result. Pascale continued to add to his chart but in 2000 'discontinued his tracking because there just weren't enough new ideas with impact to bother' (Ghemawat, 2016).


Okay, so let’s work through a couple of examples using his diagram. First up, look for Self-Managing Teams near the top. According to Pascale’s chart, the concept has been around since at least the mid-1980s. Now, track four steps to the left and you find Continuous Improvement is also there, starting mid-to-late 1970s. Next, track another nine steps in the same direction and we land on Just In Time / Kanban, around since the late 1970s.


So, per Pascale, at least three Agile concepts have been around a fair amount longer than the collective noun itself, though by my reckoning (above), some have been around longer even than that.


Many of the 'fads' on the chart have indeed ebbed away over the years, that being the nature of fads. But notice how many have endured.







Let's stop for a moment and consider the outcome we want from training. There are many approaches and its important to get the right one. Exactly what that is for your organisation will depend very much on the unique makeup of your organisation but there are three outcomes I assume everyone wants:



	Once individuals are trained we presumably want them to become valuable contributors to the team as soon as possible.

	Once teams are trained, we want them to add value within the organisation as soon as possible.

	We want management and leadership functions to understand the value that our newly trained individuals and teams are brining to the organisation.







Often, when training is signed off it's with a view to training one individual who can come back into the organisation, or team, and show everyone what they should do (often heard as what you've been doing wrong). The trouble with this approach is the individual comes back into an organisation that has no experience of the new world. This inexperience blinkers those without the training to its benefits and the poor individual—who can only rely on theory, argument, and memory, rather than shared experiential learning—faces a seemingly Sisyphean task. To remove themselves, the strong temptation is to either revert to how things were before or leave, at which point Agile is declared a failure. At the same time, and because they know no different, management often don't provide support, thus driving another rusty old nail through the infant heart of the Agile beast and consigning it to the catacombs of history.


Step back a second to the question What is Agile? One of the things it does is expose weaknesses in our current systems. But systemic issues can't be tackled by sending one person off to do a short course. If we don't train the team together how can we expect, for example, a SCUM Master to be effective when they come back from their training, unless the rest of the team has already been trained and the SCRUM Master is playing catch-up. What's happening in this case is the creation of a competence disparity. Recall the Peter Principle discussed in the Introduction? Even the most able leader will be deficient in a competence until it is somehow learnt. Note that word competence once more—not intelligence, process, or ability; but competency. 


What am I advocating for? Two things, called out in other parts of the book too. One, train the team as a whole or at least as close to the same time as practicable—that's where value to the team, the individuals, the initiatives, and the organisation lie. Two, get some level of training for management and leadership so that they understand what is happening and can interact with the teams effectively. That way you'll turbocharge your Agile experience. Oh, and don't look at it as a one off. Humans are learning machines.







Great. You’ve selected Agile to tame your Wicked Problem. But how do you ensure you get it right, especially when your team are well versed in Waterfall or have only tangentially encountered Agile?


We’ll start with some common mistakes:



	Just give people a Kanban board, a tool like JIRA. If they use that they’ll be doing Agile.

	Take a Project Manager and call them, instead, a SCRUM Master.

	Create a DevOps team (remember that one from ??)

	Proclaim you're 'agile' because you're using a tool like Scrum. This happens when a team incorrectly interprets the meaning of Agile or when a consultancy doesn't understand the concept and is simply trying to industrialise the commercialisation of placing resource into clients under its umbrella.




These are the second, third, fourth [sic], and fifth most frequent mistakes firms make. Can you guess the first? Worry not, I shan’t keep you guessing, it is (ta dah!): lack of training.


Lack of training is a great mistake because it doesn’t require much upfront investment to get team members to a proficient standard that enables them to make valuable contributions. It can be done in as little as a week per person when done properly. That’s not to say a team will be experts at the end of that time, but they’ll be making far more informed and valuable contributions.


The problem is that when people aren’t trained, costly mistakes are made. These include, using multiple Kanban boards to represent the same items (duplication of effort); mandating Kanban board columns be the same across initiatives, thereby constraining workflow capabilities (delaying work); assuming a SCRUM master is just another name for a Project Manager (misdirection of work); believing that development iterations, such as Sprints, are unimportant units of work, often instead referring to them as subcomponents of releases (another recipe for delay); and forgetting that change is not an orderly list of activities, but, importantly, requires a large amount of the C word: Culture (discussed in depth on page ?).





A couple more mistakes:






	Believing Scaled Agile (of which a number of versions exist) means creating a standardised Agile model that must be inflexibly imposed on the organisation. In effect, all this is, is Waterfall rebadged, often by large consultancies whose incentive model is based on selling firms large numbers of resource.

	Managers / primary stakeholders not attending demos / show and tell meetings. This is common but it means that managers and stakeholders don’t get to see progress. This, in turn, leads to a lack of confidence in the process, especially if, several iterations down the line, the stakeholder wants to change something that was delivered a while back; a lack that need not exist.

	Thinking Agile is a new faddy methodology, and, thus, ignoring its potential. It’s actually been around in one form of another since the 1940s, as demonstrated earlier.

	Deciding that reducing risk means avoiding methodologies and tools that are new to the organisation. In fact, risk aversion is a form of risk creation, as detailed in the next section, Risk Aversion.









Before going down the path of sending everyone on a course, allow me to make one recommendation: get experts in to help evaluate what agile means in your context and how it might evolve over time.


For some Sprints, SCRUMs, and daily stand-ups will be the order of the day. For others, continuous integration, continuous deployment, with stand-ups once a week will fit the bill—some firms deploy hundreds of times per day, small incremental changes that can be easily undone (rolled back in geek jargon). For yet others, it might make sense to start with one and evolve into another over time.


Getting experts in to assess, advise, and discuss is a very good first step.


Once you’ve chosen your (bespoke) flavour of Agile, think about training and using experts to complement your team with an eye to rolling the experts off over time. It’ll pay dividends and save a lot of money in lost time and delays.







A charge often levied at Agile is the perceived inability to forecast delivery dates. The argument goes along the lines that at least in Waterfall delivery dates are firm.


Missed in this line of thinking is the fact that nigh on all Waterfall predicted delivery dates are incorrect and have to be changed. Worse, everyone knows they’re incorrect when estimated. Such-and-such a date is usually deemed too late and is pulled to the left through a process of negotiation until some (arbitrary) new date is agreed on. An arbitrary date that won’t be met in the vast majority of cases. This is true even when Waterfall is the right methodology (e.g. Tame Problems). It comes down to the Iron Triangle: Scope, Schedule, and Resources:



[image: Figure 10: The Iron Triangle]
Figure 10: The Iron Triangle


The Iron Triangle is well known to Project Managers. The idea is that each item is fixed and thus delivery happens on time, within budget, with no features missing, and, therefore, no loss of quality. When was the last time that happened in any project you know? It is as rare as spider's nipples. In Waterfall, people tend to concentrate on fixing scope whilst throwing more money at the problem and / or moving dates to the right. In effect, we can say that Scope is Fixed and Schedule and Resources tend to be variable. Here's the Iron Triangle extended to show this information:

 [image: ]

Figure 11: The Iron Triangle, Waterfall


But is fixed time delivery really what we want? Wouldn't quality delivery be a better option? After all, that's what we started out with. Like so much in life the answer is to turn things upside down. Let the scope be estimated—or, rather, accept that the scope is estimated—and the schedule and resources be fixed:



[image: Figure 12: The Iron Triangle, Agile]
Figure 12: The Iron Triangle, Agile


Schedule here doesn't mean completion time. Rather, it's the frequency with which changes are delivered or, to put it another way, the frequency with which value is shipped and, thus, realised. In a SCRUM environment, this could be a two-weekly Sprint; whereas, in a Just-in-Time environment, it could be daily.





It's natural to worry that the Agile Iron Triangle (Figure 1) leads to not being able to predict when a feature will be delivered. Essentially, this is the comfort blanket of at least with Waterfall I know when my project/release/bundle of often unrelated features will be delivered. But this isn't true. Because the future is opaque and no one has yet invented a crystal ball that works26, what people tend to do (because the process forces them to, not because they're intrinsically evil), is give it their best estimate then double it. To be absolutely certain they'll often double the doubled estimate and then, for good measure, add in contingency at ~25%. In other words, forecasts are just made up numbers that have the appearance of having science behind them. The person who gave the estimate is then vested in not over-running (rarely achieved due to the initial opacity) or under-running because then they would have to 'fess up to the forecasting flaws. Thus, the incentive is to be expensive and slow.





Now, just because our scope is estimated (i.e. the number of features that will be delivered per unit of time), that doesn't mean we can't give reasonable estimates for when a specific piece of functionality will be delivered. Once an Agile team has calibrated itself, it’s possible to give fairly accurate predictions—within a tolerance of one or two delivery units (e.g. Sprints) and depending on relative priority to other features. Instead of a fixed date it’s sensible to give a range (a probability distribution), though you could always give a fixed date at the rightmost boundary if someone is really uncomfortable with a range.


Here’s how it works. The estimation process for a typical Agile team is like a fine wine; it improves over time. At least in part, this is because the team has to find its rhythm, in effect calibrate itself. Bruce Tuckman’s Forming, Norming, Storming, Performing model (1965) provides a useful conceptual summary27.


At the beginning, the team estimates—maybe using story points (see below)—how many points to assign each item for it to be delivered. As the team matures, bonds strengthen, understanding of each other’s capabilities increases, symbiosis gains are realised, and prediction accuracy improves.


Estimates, whether in Agile or Waterfall, are just that: estimates, a.k.a. probability distributions.


When a Waterfall Project Manager is asked to provide a delivery date by the business all they can ever really do is give an estimate. The same is true when an Agile team is asked to provide an estimate. By pushing the date out to the right the probability of hitting the date is increased but it’s never guaranteed. This is for two reasons:



	Things can (probably will) happen that can have knock on impacts. For instance, in a Waterfall project, a change request might come in that means the priority of previous work changes; additional work may constrain as yet unstarted work; additional dependencies may appear; external actions create new impacts, e.g. new legislation; and so on. In an Agile environment, the backlog may be reprioritised (much harder to do in Waterfall).

	Estimated dates are never anything more more estimate dares which, by their nature, can be wrong.







The business usually has a good idea of the value of the features being requested: building X is estimated to bring in £Y. Although, again, this is an estimate, it provides a solid way to visualise the financial worth of new features. Now, if we're performing continuous delivery, whether via fortnightly Sprints, daily production delivery, or some other schedule, it’s relatively trivial to reprioritise the new feature and have it included sooner rather than later because its value is more than something else yet to be started.


In a typical Waterfall project, where a change request means delaying an entire release by X weeks to accommodate a new feature, we can confidently state we’re missing out on the functionality of other yet to be deployed, but already developed features. In other words, we’re creating a delay cost—value is, in effect, being withheld for longer (see Delay Costs on page ? for more on how delay costs are the hidden vampires that needlessly suck money from organisations).


With Agile, a range of dates can be given between which the feature will be delivered which can be expressed in more than one context. For instance, the delivery range if nothing is reprioritised; the delivery range if other items are reprioritised; and the delivery range if the feature is expedited as urgent, as well as presenting less valuable candidates for delay to enable the expedite. In this way, control of value returns to the business. 

Story Points





I’ve seen many attempts to put some kind of science around Story Points but the most effective method I’ve encountered has always been to use an arbitrary value that calibrates to the team’s own understanding. This can be done in a very short period of time compared with trying to, say, estimate how many hours or days a Story Point is. Partly this works well because to do otherwise is to attempt to equate different levels of fidelity—development hours, testing hours, analysis hours, and number of meetings are all examples of non-equivalent units of time that people try to factor into a Story Point system.


The team as an amorphous entity is more likely to come to a common understanding that is accurate yet difficult to communicate in a short time than attempts to measure each and derive a complex calculation.







The truth is, Agile can be a great tool for value creation when used properly, but when firms do it the wrong way it adds little, and sometimes no, value. In fact, like anything, in this scenario it can be a value destroyer (recall disenchantment discontinuance discussed in Risk Aversion on page ?).


If you want complex software engineering problems (Wicked Problems) to be solved in a way that lowers spend, brings flexibility, increases value per dollar spent, and complements the rapid rate of change that using Public Cloud brings, Agile is a good place to be.


Whether you bring in experts or not, train the troops and include the leadership team, so they understand what their teams are talking about and how the new working practices impact day-to-day interactions and activities. Lack of understanding by leadership is a huge obstacle to success, not because the leader lacks intellectual capacity but because often we make the mistake of thinking 'they’ll just get it'. And they might, but it will be a slower, and therefore costlier, experience… And they might not.


The good news is that initial training for leadership doesn’t have to be all that extensive or expensive. In the first instance, it can be done in a matter of days.







Although initial training for leadership can be done within a relatively short timescale, to be really effective it should be complemented with Agile coaching. This is different from Executive Coaching, which you may also have heard of, and which is discussed on page ?.


Agile coaching helps reinforce, for both leadership and team members, the benefits and mechanics of Agile—it is, in effect, a form of both operant conditioning and social learning combined (these are covered in detail in the Section on Behaviour in Chapter Nine - Culture, on page ?). In adopting Agile practices much will change: reporting mechanisms, accounting mechanisms, procurement processes, budgeting, forecasting, Project Management Office (PMO), and so on. Not just those functions and processes, but also the interrelationships and processes between managers and teams, leadership and managers. If initial learning isn’t reinforced, the danger (nay, probability) is that people forget why they’re doing things differently and, even, what it is they’re supposed to be doing. Before long, people slip into old ways of working, Agile is declared a failure, and we’re back at Rogers’ disenchantment discontinuance, which we encountered under Risk Aversion on page ?. At that point the initiative, and the organisation's development, are set back, perhaps by years.


The coach will work in different ways with different resource. For instance, when working with the SCRUM Master the coach may observe how stand-ups are working and offer advice to the SCRUM Master, post-event, on how the meeting could be improved. The term for this is leading from behind. This is not to say that a coach won't help in the moment—they will, and should, offer teaching in the moment if not doing so would allow a negative outcome of some sort.


For most organisations, more than one coach will likely be necessary and it is normal for an Agile coach to coach more than one team at a time.


Finally, remember that a good coach isn’t having face time with team members all the time. They have to observe, interact, consult, and create individual and group strategies. The exact amount of face time required will varying depending on the unique requirements of each scenario, but if you achieve 40% face time to planning and evaluation, that’s not bad (please don’t take that as a rule though).










CHAPTER EIGHT

The Operating Model
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Sometime ago, Gartner came up with the concept of the Bimodal operating model. The idea was that Mode 1 was for the 'more predictable and well-understood' aspects of IT, whilst Mode 2 was 'optimised for areas of uncertainty' (ibid). It didn’t take much of a leap to extrapolate this out into an IT operating model: Mode 1 for legacy, known, stable systems; Mode 2 for the more experimental microservices stuff. The theory gained traction and application (in the usage sense of the word). But as time wore on, like any good theory, it also attracted a fair amount of criticism (e.g. Humble, 2016). Three main points of contention were raised:



	It was too simple. Many felt distilling the world into two camps glossed over nuance, effectively overfitting either Mode 1 or Mode 2 where it was inappropriate to do so.

	There was no acknowledgement of the overlap between modalities. In essence, where was the synchronisation between the modes and how did one account for it?

	Mode 2 had a baked-in assumption that increased speed meant reduced quality. That these were inversely correlated was rejected out of hand by many in the Agile and Continuous Integration / Continuous Delivery world… And with good reason. It’s an example of a modal scope fallacy (Bennett, n.d.), pun intended.

	It told CIOs what they wanted to hear, not necessarily what was right. Don’t bother fixing your slow and clunky old kit, just concentrate on the sexy stuff (Bloomberg, 2020). Trebles all round!







Consequently, reception varied, and adoption was not as all-encompassing as might otherwise have been the case. Now, recall that in Chapter Four - Cloud Native Applications, we spoke about bricolage, as proffered by Professor Keith Grint. Here’s his quote again:



Wicked problems need us to go beyond internally coherent approaches… [and] use the skills of bricoleurs to pragmatically engage whatever comes to hand to address [the] most complex problems



Keith Grint


At this point, we can ask: is it worth picking through the concept and modifying it? What happens if we take the Mode 1 / Mode 2 concept and add to it? A kind of bricolage of operating model concepts.


It turns out, doing this enables us to create a template, or model, that complements the Digital Maturity Model well. Take a look at the following diagram:
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Figure 13: The Operating Model Template





In this model, you don’t see Mode 1. Remember that’s for traditional, often legacy, systems. As a firm, you’re probably already figured out what you’re doing with existing Mode 1 applications, services, and products. What we’re looking to do here is provide a model with relevance to the Digital Maturity Model, to digitalisation. So, the assumption is that, at least for the purposes of this book, we can dispense with discussion of Mode 1.


So, let’s step through the model, keeping in mind that it’s just that, a model—or, as its creator, Martin Walsh at Think Above Cloud28 puts it: it’s simply an exemplar—meaning you will want to tweak and add to it in the context of your organisation.


Okay, we’ve dispensed with the caveats, let’s crack on.







In Figure 13, functions in green with a yellow outline are those you probably have now, but that need to be revised and enhanced to fit with the model. Those in yellow with a green border are new functions, at least for this model. For example, you may have Product Teams already, but they won’t be the same type – these will be independent of those (see Product Management on page ?).


The rest of this Chapter steps through the items in figure 13 in a clockwise(ish) direction starting at the leftmost side. Note, where a concept is covered elsewhere, I’ve not gone into great depth in this section.







This is where the corporate policy setting takes place and is enforced.


You probably have one, or more, departments or teams covering security, risk, and compliance, but they need to be given the tools and information to ensure that policies set for digital services, such as Public Cloud, are not antiquated and unfit for purpose.


A great example of this is Firewalls, a front-line defender of legacy networks. I could put a firewall in front of my entire Public Cloud, but that’s difficult to maintain as I have to define all of the rules for all of the services in once place.


In the Public Cloud, most organisations employ a security model called the Zero Trust security model, where no system or service is ever trusted until it shows its credentials. 


Imagine you arrive at your office. On the way in you’re obliged to show your security card, maybe even having it read by a card reader at the entrance. If the card isn’t valid, entry is barred. When you are inside, the etiquette is usually that you can move around freely, perhaps only showing /scanning your pass again at the door to each floor. Now imagine you had to show your card to anyone you spoke to at any point of the day so they could confirm that it okay, or still okay, to speak with you? After all, they don’t know if you had your access rights revoked two minutes ago and as you’re speaking the security guys are on their way to eject you from the building. That’s Zero Trust. Every time a service wants to connect to another, it must revalidate itself. In this way, the firewall becomes surplus to requirements.


Another change is that in Public Cloud we can respond to the whims of governments and regulators quickly, thus mitigating the risk of a regulatory fine because our initiative to implement new compliance rules overran.


But, again, we need to train our resource in these new models and the fact that policy can be quickly applied in code. In addition, we need to ensure that engineers know how to apply changes in code quickly and reliably.







The act of moving to Public Cloud means you now have different, or, at least, additional architectural considerations. Enterprise Architecture is about big picture capabilities, not technical detail. In this model, the EA function looks at business capability and processes then seeks to improve it through the use of modern technological concepts. This is a continual learning process, something that needs continual refinement and reimagining. Rather than get caught up in mandating what specific product the domain architects must use, the EA function looks at the methods. For instance, they need to understand and be trained on 'event driven' methods, but whether or not to use Kafka to achieve it will depend on the requirements of the Domain Architects (see below).


Thus, Enterprise Architects need to understand how the new plugs into both itself and the old world at the conceptual level.


The good news is this isn’t difficult, and you can get quite far in a reasonably short period of time, but the training still has to be done.







Whilst it’s important for big picture people to understand how everything fits together, the principles they come up with need to be enforced at the domain architecture level, so the domain architects need to be brought up to speed too. They take the principles of the Enterprise Architects and ensure those principles translate into domain level policies or are enforced in design.







You’d be forgiven for thinking that finance won’t change much, or at all. But there are two major things to consider when you move to the Public Cloud:



	Software and products move from a licence model to a consumption model

	Agile development is best funded sprint to sprint (or similar), rather than upfront annual budgeting

	Delivery becomes continuous, rather than grouped into expensive and error-prone releases.







In finance speak, change moves from a Capex to an Opex basis. This can seem counterintuitive because as it implies that you can’t depreciate certain costs against tax, but this isn’t true. Such mechanisms exist. I’m not going to go into detail in this book because the world of finance and tax is one that changes regularly and is subject to a high level of nuance on a per industry basis, but there are numerous books and courses available that are worthwhile investigating if you are interested in the mechanics.


There is a fourth consideration too: Cloud services are charged on a consumption model. It’s important, then, to set budgets in agreement with technology teams and ensure budget policy is reflected in the rules of the code that operates the resources—i.e. that policy is encoded into the infrastructure. This is known as FinOps, which stands for Financial Operations.


So, finance models need to be updated and finance professionals need to learn how the new world works. Again, there are books that go into this in detail as well as good quality courses.







Here, I’m using the term 'Function' to mean not just the C-Suite, but also their direct reports. Indeed, depending on the size and structure of the organisation, we may want to extend this to Senior Management another layer down. It just depends on how flat (or otherwise) the organisation is.


Introducing Digital Delivery models, introduces new Organisational logics. These logics compete with existing logics but, because they’re different, the executive’s relationships with them, and understanding of them versus what currently exists, need to also be different.


Effectively, the interplay between logics is a microcosm of Wicked Problems29. Here’s Keith Grint again:



Rolling out a known process to a [different] previously experienced problem is insufficient.



Keith Grint


Once leadership grasps the concepts of Public Cloud, experience demonstrates they’re able to engage with teams positively and arrive at valued, and informed, decisions. This doesn’t require leadership to go on long courses. A short introductory conceptual overview, regular (timetabled) communication from team members, attending demos, and the occasional participative workshop is useful.


To complement the training, two forms of coaching will also pay great dividends: Agile Coaching (see page ?) and Executive Coaching (see page ?).







With Portfolio Management, I’m not talking about the traditional portfolios of projects that you may come across in a Change Management environment. Rather, this is the portfolio of products that exist within the digital purview of the organisation. So, in this sense may be new and, therefore, it’s important that Portfolio Managers are aware of what running a digital portfolio entails. Again, it doesn’t take a lot to get people up and running to a sufficient level, but a modicum of training can make all the difference between meeting return of investment and being susceptible to disenchantment discontinuance, which has an increasingly enervating effect on teams.







In Digitalisation, it’s common to have Product Managers. These are the people who live and breathe a product and are responsible for nurturing it through its lifecycle. It's their responsibility to continually prioritise the work to keep the Product up to date. The Product Manager is the font of all knowledge about a product and the arbiter for all decisions regarding it. This may happen in conjunction with the Portfolio Manager, but the Product Manager needs to be empowered to make unilateral decisions.


To do Product Management well not only requires understanding the product itself, but also the development process and operations management surrounding it. Thus, it is essential that Product Managers are taught Agile Delivery, Cloud concepts (Cloud Native Apps, the differences and similarities between Cloud Platforms, and effective prioritisation mechanisms) as a minimum.







Agile practices were already covered in Chapter Seven - Agile Delivery, on page ?. We didn’t delve into the different substrates of Agile there, and neither is that the role of this subsection – there are a lot of different ones out there, on which many books have been written. It is, however, worth noting that the most common centre around either SCRUM (in which we most frequently encounter delivery blocks known as Sprints) and Continuous Delivery, such as Kanban (the methodology, not the board, virtual or otherwise that people talk about)30. Even these definitions are only cursory—for instance, there is no reason for a Kanban model not to deliver in Sprints and mashing together aspects different Agile methods is fairly common and may be the right thing to do in your context.


What is important to note here is that for a team to work effectively, it’s advantageous, I would say crucial, for its members to be trained in that way of working. If not, people will make assumptions, many of which will be incorrect and all of which will differ one to the other. The upshot of that is the introduction of competing organisational logics that don’t need to exist. In other words, you’ll be making a rod for your own back. That’s not to say people shouldn’t form their own considered opinions, theories, and contentions—that’s very healthy. But the value really only comes when a new theory is built upon already accepted principles. An educated opinion requires education.







Again, because there are new processes, new ways of working, some interactions with the Service Desk will change. I’d be surprised if you didn’t already have a Service Desk, so here it’s a matter of embedding new interactions into existing, as well as creating some new, processes. I’m not going to go any further into detail here because the changes will also be specific to the combination of cloud products you use and the Agile framework you adopt.







This is a Site-Reliability Engineering Function (SRE) mentioned earlier. In terms of the Operating Model, it’s normal for an SRE function to have the power to throw code they feel is not up to scratch back to the appropriate development team. Experience suggests that where this has been done in practice, the incidents of SRE teams doing so are far and few between. This is because the SRE team works collaboratively with the teams that hand off to it.


SRE is a highly skilled function, so you want to ensure resource are skilled appropriately. This could entail training or hiring in new people who already have the skill set.







The Secure Cloud CoE sets the standards for Cloud security. This differs from the standards set by the architects and is far more nuanced. They also set guidelines, or guardrails, and write the standards that others need to follow. Again, this is a highly technical role – Cloud security, as mentioned earlier, is a different paradigm from legacy security and there are many aspects to consider.


But—and this is an important but—if we allow ourselves to believe that Secure Cloud CoE is just about security configurations, which firewall to use, and so on, then we’re missing part of the fundamental truth about security. Secure Cloud CoE is best practice in everything cloud, meaning that security is at the heart of everything. The Secure Cloud CoE is responsible for investigating new technologies, providing guidance, designing common tooling throughout the entire operation, soup to nuts, ensuring that security is considered at every turn.







The Secure Cloud Admin are the implementers and doers of Cloud Security. These are the people who encode the policies, set users up, make sure that policies set by finance and others are incorporated into the templates (that they create).







Existing products may not be suitable for support from the Secure Cloud Ops / SRE team. This may be because of known quality issues, third party contracts, or a host of other reasons. When this is the case, the team may be responsible for the support or it may be outsourced to a third party. Yet the product development itself may very well be following a Mode-2 development path.


Importantly, the Production instance used by these products will be separate from that supported by the Secure Cloud Ops / SRE team.







These are the teams that develop products but where those products, once live, are mixed in with the ecosystem that the Secure Cloud Ops / SRE team have responsibility for. That means that the SRE team can refuse to allow a Product into operation if they feel it doesn’t meet their standards.







Mode 1.5 wasn’t in the original Gartner model. It’s important because it’s where the interaction between Mode 1 and Mode 2 takes place, the acknowledgement of that necessary interaction, where traditional development teams – whose may be required for some time yet or who may never disappear – create systems that interact with the Mode 2 systems.


Importantly, the integration may impact the SRE function.










CHAPTER NINE

Culture
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Technology, the saying goes, is the easy bit.


Non-technologists tend to roll their eyes at the mere mention of the word technology (with good reason). After all, it can seem impenetrably difficult to someone that doesn’t understand code. But technology's easy because if you want to piece together some Cloud Native Apps, or have someone develop something from scratch, you can go to market, hire an expert and they’ll do it. I think of it as analogous to me building a building. Even though I’m not a trained draughtsman or engineer, as long as I have the money, I can hire a firm of architects who will guide me (and the builders) and ensure my vision of a building that looks like a giant chocolate eclair is brought to life. Of course, as James Enock pointed out to me, this assumes that there is nothing novel about the technology; that is, we're not trialing a new, untested, high-tensile material. In the case of Public Cloud, this is a safe assumption.


What's difficult is convincing people to accept that using new technologies and adopting new working practices will aid product delivery. The issue is that '[man] is not a rational animal, he is a rationalizing animal' (Heinlein, 1991, p.41), averse to change, so is inclined to seek evidence that confirms existing beliefs rather than accept something may need to change. Intuitions are built from experience and questioning intuition 'is unpleasant when you face the stress of a big decision' (Kahneman, 2012, p.417).


So, culture the more difficult bit.


Here, it’s important to recognise the relationships between the various parts. In '(Digitalisation 2.0)' on page ?, I introduced the Digital Maturity Model (see Figure 3 in that section). That's a great way to look at it but it’s important to understand what 'maturity' means. Often people think it's possible to adopt one part of the model and leave out the rest. For example, someone may think they can host a few apps on a Cloud Platform or create a DevOps department or team31, or just change the Operating Model. This is a mistake! Doing one aspect of the maturity model at a time is a surefire recipe for failure. This is because the elements are interconnected by a glue we commonly call Culture. Recall we said earlier that DevOps is an ethos, not a department or a prescribed way of doing things. At a macro level, it's the same with culture—it isn’t a predefined set of rules, but an ethos—a set of shared values and beliefs that span the technology, the applications, the delivery mechanisms, and, most importantly, the people.


This is what makes culture so much more difficult to change than just a platform or a technology.


Changing culture is about as big as it gets.


As you step through the rest of this Chapter, you may want to reference the following diagram:
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Figure 14: The Digital Maturity Model (evolved), Adapted from Martin Walsh, Think Above Cloud (2017).





Of course, this is an evolution of Figure 3 on page ?. It’s important that, in stepping through the model, its message is continually reinforced. Changing culture is at the heart of achieving successful digitalisation, but just changing culture is like trying to fly a kite with no wind—a flat and frustrating experience.







A definitive answer to the question of what culture is seems elusive, if not illusive.


In 1952, Alfred Kroeber and Clyde Kluckhohn published the results of a study in which circa. 300 anthropological English literature texts, dating from 1871 to 1951 (Kroeber and Kluckhohn, 1952). According to their analysis, the first recorded use of the word culture in a technical of anthropological sense was in 1871 (ibid). In all, the analysis came up with 164 discrete definitions. Kroeber and Kluckhohn were concerned with the ontological meanings of culture; however, one branch not covered32 was that of organisational culture.


In fact, the idea of culture being something that exists in an organisational context is fairly new. As late as the mid-1980s, organisations were simply thought of as just a 'rational means by which to coordinate and control a group of people' (Robbins, Judge and Campbell, 2010, p.456). These days not many would see an organisation as something that didn’t also have some sort of character, or group identity that affects, inter alia, how employees experience work.


Okay, so what is it?


The etymology of the word itself—it comes from the Latin word colere—simply means to cultivate or grow. Outside of the organisation, people talk about culture as manifestations of collective achievements (art, music, customs, etc.). Cultured people are said to be refined.


The American economist, Douglas C. North, defined culture as coming not just from the informal rules and norms but as well from 'formal rules set through the polity' (North, 1993, p.20).


A thing that arises from formal and informal rules and norms that exist within an organisation, and manifests as an ever-changing set of recognised collective achievements of those within the organisation is, I suggest, nothing more than the reified collapsed wave function of our relationships with each other, our environment, and technology.


The observant reader will recognise this as a nod to the Heisenberg Uncertainty Principle (Hilgevoord and Uffink, 2016), that part of quantum mechanical theory that states the position and velocity of an object cannot both be measured exactly, at the same time. Whilst the validity of this theory is not in doubt, it sadly doesn’t provide the hapless motorist with a defence to a camera-based speeding ticket because the police can make an accurate enough determination measuring two or more points in space and calculating the missing information: speed. Interestingly, the speeding motorist also has potential to impact a number of things: people (passenger angst, danger to those outside the vehicle), environment (higher rates of pollution, noise), and technology (faster wear on both car and road).


But does North’s definition combined with the etymology of the word itself and the work of Kroeber and Kluckhohn get us to a definition of organisational culture? It seems that what we have so far is more of a (possibly partial) definition of context? The formal rules as set by the polity definitely set elements of context, but so too do the norms of religions, faith groups, other peer groups, and the behaviour of those around us. After all, we moderate our own behaviours based on what we perceive others will think of our actions (sometimes to our detriment).


The fact that there’s perhaps 'wide agreement that organizational culture refers to a shared meaning held by members that distinguishes the organization from other companies' (Robbins, Judge, and Campbell, 2010, p.457) is great, but it doesn’t quite go into a level of detail needed to allow us to know exactly what elements will need to change when organisational cultural change is the aim. It’s close, though so let’s analyse it a bit more. Members is a synonym for employees33, from workers at the coalface in an organisation’s many departments through to senior management, leaders, and the executive function—or, else wise put: people. Shared meaning is an umbrella term for the beliefs, attitudes, and behaviours of the people and, finally, the fact that all of this distinguishes one organisation from another is a way of saying that organisations can be distinguished by their environmental context. Although unsaid, because, I believe, people think it’s obvious, all of these things exist within a temporal context.


Now, for organisational culture, we have a three-part definition: it's the continually changing sum total of an organisation’s people; their attitudes, beliefs, and behaviours; and the environment in which the organisation operates.


Robbins, Judge, and Campbell, state 'there are seven primary characteristics that, in aggregate, capture the essence of an organisation's culture' (2010, p.457-8). These are innovation and risk taking; attention to detail; outcome orientation; people orientation; team orientation; aggressiveness; stability (ibid). These all fit within the umbrella of people—beliefs, attitudes, and behaviours. Yes, the environment could, itself, be aggressive if, say, you’re working on a North Sea oil rig or with gangs in a deprived neighbourhood, but organisational aggressiveness is a product of personalities and collective responses.


Some might argue there are things that influence culture at a level over which the organisation has little or no control, for instance local laws, regulation, local customs, and language. Whilst this is undoubtedly true, I contend that what they really are, are functions of environment.







I want, for a moment, to focus on behaviour, which is essentially a reaction—a physiological or psychological manifestation of a response to one or more stimuli. That stimuli may be proximal, distal, internal34, or external35 and in any combination thereof. Here things can get complex, too complex for us to resolve at the philosophical level, especially as the debate continues within academic circles. But we can still use it for our purposes.


If I want to understand how a crop is doing one way is to look across the field at the whole crop. It is not necessary to inspect each ear of corn individually. Such, I propose, is the case with behaviour. That some behaviour is instinctual or based on 'observable physiological urges which are traceable to the functioning of the glands and… [that] condition or influence psychic processes' (Jung, 2001, p.228) is hardly in doubt. Glandular-based instincts are, however, just one aspect of human behaviour, which, for want of a more suitable term, are simple, by which I mean they are uncomplicated because they are unlearnt. Instinct, however, only accounts for some behaviours. In fact, most organisational behaviours are complex in that they are learnt behaviours. Another way of saying this is that all complex behaviour is learnt (Robbins, Judge, and Campbell, 2010, p.41). 


So, how do people learn?


There are three basic answers: classical conditioning, operant conditioning, and social learning. Below is a brief overview of each.





Classical conditioning, also known as Pavlovian conditioning, was originally 'discovered' by Russian gastric physiologist, Ivan Pavlov, later adopted and simplified by the American psychologist and advertising executive John Watson36 (Bolles, 1993). Pavlov achieved many things, but most famous—and of interest to us—is his work on psychic secretions, the process by which dogs can be trained to salivate at the sound of a bell ringing or, indeed, any neutral stimulus paired with the presentation of food (Staddon, 2014). Classical conditioning established that some behaviours are learnt in response to stimuli. The trouble is, it’s not voluntary; it’s reflexive (ibid). Once learnt, the poor dog will salivate each time it encounters the ringing of a bell, whether or not it is accompanied by food.





Operant conditioning states that behaviour followed by pleasant consequences is likely to be repeated, whereas that followed by unpleasant consequences is less likely to (McLeod, 2018). Basically, I reward behaviours I want you to learn and punish those I want you to forget. After a time, 'behaviour follows stimuli in a relatively unthinking manner' (Robbins, Judge, and Campbell, 2010, p.42) though if the association is broken the behaviour is unlikely to repeat. Operant conditioning is seen in things like Key Performance Indicators and is why, if you set the wrong KPIs, you drive the wrong behaviours.





Social learning (Bandura, 1977) can be summarised as learning through experience; either one’s own or that of others. Experience can be 'being told about something [or] direct experience' (ibid, p.43).





In summary, organisational behaviour is a mixture of three types of learning, as shown in Figure 15:

[image: ] 

Figure 15: The Behaviour Triangle.







It’s important, at this point, to acknowledge another factor often thought to influence stimuli response: attitude. To many there is an intuitive correlation between attitude and behaviour, they see them as one and the same, somehow symmetrical. In fact, this is not the case (Chaiklin, 2011).


Consider two people. One with a criminal disposition and one who is scrupulously honest at every juncture. It is likely they will take a very different attitude towards how they should behave were they to find a wallet on the ground containing money.


Or, consider the disgruntled law-abiding libertarian who believes in a totally free market economy, the state overreaches its authority with much (if not all) of the regulation imposed on Capital Markets. I have met many such people who profoundly disagree with such regulations. Nonetheless, these people have (as far as I’m aware) always abided by such regulations37.


Whilst we would like people to have a positive attitude, the literature is fairly consistent that there is no statistically significant correlation between attitude and behaviour.


Indeed, it seems clear that to change attitudes requires a change in behaviour, not vice versa. Attempting to do it the other way round risks reinforcing behaviours you want to eliminate (Rooney and Mirick, 2018).


In effect, attitude becomes a measurement of the success of behavioural change, not an instrument by which to achieve it.







When introducing A Brief History of Agile, I said that organisations often state newness (to the organisation) as an excuse for not adopting Agile (or, for that matter, Public Cloud or any other relatively new tool). The organisation, so the theory often goes, is risk averse. It’s better to play it safe and use tried and tested methodologies, by which is meant Waterfall. Hopefully, the previous section on history has convinced you that Agile is not new at all but tried and tested.


There may well be instances where it doesn’t make sense to adopt new technology. Maybe the contracts with suppliers of original systems—systems that may long since have acquired the label legacy—have penalty clauses, or the system just works so there’s no needs to replace it (if it ain’t broke, don’t fix it)38. But we’re dealing here with methodology, not products, and, to boot, change methodology. By definition, the need here is for a thing that works and if the thing currently in use is causing delays and cost overruns then it’s not a thing at all, it’s an anti-thing.


So, I’d like to make the case that risk aversion is actually risk making and, by extension, risk taking.


Have a look at Figure 16:
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Figure 16: Adopter categorisation (Adapted from Rogers, 2003, p.281)





Everett Rogers first published the classification of adopters above in a 1958 journal article looking at the adoption of farming technology (Rogers, 1958), and later expanded it in his book Diffusions of Innovation (Rogers, 2003, p.279). The image represents the volume of adopters by innovativeness from extremely at the leftmost end of the scale to not at all at the rightmost. As Rogers acknowledges, partitioning a continuous variable into discrete segments is 'a simplification that aids understanding [but] loses some information as a result of… grouping' (ibid, p.280). That being so, the classification methodology has stood the test of time, the book having been reprinted five times since its first appearance.


Measuring innovativeness is no easy task. In short, Rogers measured the relative time at which innovation was adopted. I won’t dive into the methods adopted—that’s something Rogers does well enough in his book. It’s enough to understand the results and, more especially, the classification categories.


It’ll comes as no surprise to the statisticians amongst you that Rogers took the Mean (x̅) and Standard Deviation (σ), a measure of variance from the mean, and used these to create his categories. Note, the Laggards category was not further split at +2σ because Rogers found this group 'to form a fairly homogeneous category' (ibid, p. 281) as is.


Late adoption happens for a number of reasons. Here are some I’ve encountered:



	Firms (often rightly) perceive themselves not to have the expertise available internally so rely on third parties such as consultants. But firms often (unwittingly) use the wrong experts. Large consultancies frequently set up a practice largely staffed in the main by junior resource still learning the methodology. The organisation then ends up getting a substandard service whilst paying for someone else’s resource to be trained.

	Firms, or, more accurately, leadership functions within firms, assume (incorrectly) that reading a book, a couple of website articles, or using the employee who can spell the latest acronym is enough. Someone is tasked with going off to 'learn' all about Agile and then creating a strategy.

	There is a risk, being a very early adopter, that the technology one adopts doesn’t take hold and fizzles out.







These reasons for late adoption can lead to what Rogers terms a 'disenchantment discontinuance' (ibid, p.190), where an idea is rejected because of 'dissatisfaction with its performance' (ibid). In past times, firms could get away with providing a substandard digital experience because many competitors were also behind the digital curve.


Risk avoidance is a perfectly natural part of the human psyche. Any change is the status quo is viewed as being risky (Robbins, Judge and Campbell, 2010, p.51). But, standing still also presents a risk. We can demonstrate this using reductio ad absurdum. Imagine you work for Quill Inc. As an organisation you reject anything new and fangled, like an invention called the telephone, or a more recent one, the computer. Would Quill Inc still be in business or would it have either gone bust or become an acquisition target?


With the advent of Covid19 has come a realisation by customers and executives of what is possible in the digital world. Great swathes of people who previously thought digital was impossible are realising that, in fact, digital is a business, and personal, enabler. Executives are grasping the importance of digitalisation in ways they’d not contemplated before thanks to the speed and efficiency with which staff transitioned to working from home; the abundance of Webinars and courses available online; and the realisation others were better equipped when lockdown occurred.


Late adoption is an issue for those in the Late Majority and (especially) Laggard categories because the Early Adopters and Early Majority have:



	A head start in resource (i.e. talent) acquisition. Talented resource prefer working with companies that are forward thinking. One only need navigate sites such as Glass Door and GitHub to understand the veracity of this. Hang on? GitHub? Yes. Talented engineers spend time actively researching organisations by looking at the initiatives worked on, the tools used, and the work-life balance. It’s not all about money for them. If they don’t like what they see there are enough other organisations for them to choose from that they move on.

	Already learnt the tools, even if they’re still learning, so are further down the Digital Maturity road.

	Are likely to be accelerating to such a degree that it can be hard for anyone getting into the game anew to catch up.






What does all this mean? It can be sensible to wait and see which innovations become widely adopted, or add value, and which wither on the vine. One way to do this is by watching the competition. If what others are innovating with seems to stick, you can take the plunge. The risk here is in knowing when. Dive in at the right time and you’ll be in the Early Adopters or, worse case, Early Majority where you’ll still be attractive to talent and not losing out to those further ahead by too much. Too late and you’ll at best be in the Late Majority, where access to talent is harder and more expensive, or, worse, the Laggards category with everyone far ahead of you. Personally, I think Rogers’ diagram could use another category: Missed the Boat.

In short, risk aversion translates into risk creation, with risk rising over time.







As this is a book about digital leadership, it would be churlish not to think about technology and its relationship with culture.


How we use technology and how we think about it are important. In 1940, the American physicist Rudolph M Langer, of the California Institute of Technology, predicted, in an article for Collier’s, that despite the destructive properties of Uranium-235, everyone would soon be living in subterranean houses 'heated and cooled by walls of radioactive uranium and illuminated by translucent panels' (Boyer, 1994, p.110) whose glow was also to come from U-235, this notwithstanding that U-235 accounts for only around 0.7% of the uranium to be found naturally on Earth—the other 99.3% is U-238 (World Nuclear Association, 2020). Uranium decays by alpha particles, which lack enough energy to penetrate the skin, meaning that 'exposure to the outside of the body is not a major concern' (US EPA, 2014). Put those same particles inside the body—say via inhalation, ingestion, or through a cut or tear in the skin—and they suddenly become the most harmful type of radiation (ibid), which is not to diminish the harm that beta, gamma, and x-rays can do.


Likewise, asbestos is perfectly harmless when not ingested; when it’s in an inert state. Ingest some and you run the risk of developing the rather nasty condition mesothelioma, a type of cancer 'that develops in the lining that covers the outer surface of some of the body's organs' (NHS, 2017) and which is rarely curable.


This conundrum is encapsulated in the mildly epigrammatic good atom / bad atom—the sense that any item used for good can also be used for more nefarious purposes.


Good atom / bad atom manifests in differences in public opinion ins such debates as whether we should have more nuclear power or less. These same debates extend to other forms of technology. Is the smart phone a good thing because it increases productivity or a bad thing because online trolls can make life a misery for their victims?


Much of this debate comes down to lack of knowledge, which can fuel suspicion. In other words, it’s a relationship that we have with our technology based on an understanding of its capabilities.







Culture, then, is the symbiotic relationship between people, environment, and technology (PET); the glue for those aspects of digitalisation discussed previously and, thus, it occupies the middle of the picture introduced back in Figure 2 on page ?, because it influences, and is influenced by, everything else.


Culture evolves as the relations between the PET elements evolve. Resistance to evolution of any one aspect of PET is a serious threat to success because old value systems may be inadequate to cope with new ways of working and new tools.







Earlier, I established a link between learning and behaviour. One reason for building a picture of learning and behaviour, and establishing the relationship between them, is that it allows us to then attempt to work out how to change behaviours through learning both at the individual and organisational level.


The rest of this section looks at ways culture can be changed. The focus is on cultural change aimed at supporting greater digitalisation, though the methods covered are equally applicable to other scenarios.







The mere fact our focus is on digitalisation means we already know we want to change the technology, and, moreover, what that means. So, although technology and culture are both key parts of the cultural paradigm, the focus in this section is on changing behaviours to change culture.


In order to effect a change, it’s necessary to identify that which will change, that which needs to change, then create a process around it. The following are adapted, in the main, from what’s called the OB Mod of change in Robbins, Judge and Campbell (2010, pp.47 - 49):



	Identify critical behaviours. Critical in this case means those behaviours that, if allowed to continue, would inhibit the change. At this point, we’re just identifying behaviours, not actively doing anything.

	Measure the frequency of identified critical behaviours. This enables you to establish a baseline, which will be important later. We’re not measuring impact here, just frequency.

	Identify the causes of behaviours to change. This is an if-then approach to the causes. For instance, if a manager always waits for latecomers before starting a meeting, does the meeting consistently start 20 minutes late?

	Develop a plan for embedding new behaviours. This may include training, positive and negative reinforcement, frequency and types of reward, and accountability structures.

	Measure the success of change adoption. Here, we’re measuring the frequency of both old and new behaviours. We should see a reduction in the former and an increase in the latter. If not, we will want to refine the above process and repeat.

	Rinse and repeat the above, as necessary. Cultural change rarely, possible never, happens in one hit. It's an iterative process.







In step 4, above, accountability structures are cited as being one part of a plan for embedding new behaviours. That’s not mentioned as such in the original reference material. Robbins, Judge, and Campbell also point to problems with the original OB Mod that mean additional approaches have been developed (ibid, p.49). It’s one of the reasons I put accountability in explicitly. Without accountability the new Model is unlikely to work.







When considering change and outcomes, looking into the future is fraught with problems. It’s hazy for one thing—hazy because you can’t predict fully what’s going to happen. For big events we can look at prediction as a probability distribution over time and, as such, one that has to be reviewed and revised frequently. As we approach the date of prediction, the state of different variables solidifies and the range of probabilities narrows, allowing us to focus on fewer and fewer possible outcomes. But, we still want to reduce risk, right?


No technique exists to remove risk but one that can reduce it is the Premortem (Klein, 2007). Imagine some future point, maybe a year hence. Your new initiative has failed, everything has gone wrong. It’s as bad as it could be, maybe worse. Now, as part of an exercise with the team, step backwards in time to work out what could have happened at each step that led to the catastrophe occurring. You then work out what could be done to prevent the actualisation of that event. In this way you strengthen risk mitigation.


As I said, it won’t remove risk. Rather, it works well to reduce it.







Change initiatives require buy-in from the very top of the organisation in order to be successful. What value do workers attach to following a path that doesn’t have the blessing of the leadership team? And how do you know what has the blessing of the higher echelons of the organisation?


We all look to authority to guide us, whether in times of relative calm or times of change. We want to know that what we’re doing is important, has validity, that we’re not veering off path or off message. This is why communication from leadership is so important. Lip service won’t do, because if leaders don’t walk the walk, if they don’t broadcast and reinforce the message, it atrophies exponentially as it traverses the lower rungs of the organisation until all that’s left is the residue of an idea that some people think is quite neat, but will never be applied 'around here'.







How does Executive Coaching differ from Agile Coaching? Let’s start by recapping what Agile coaching provides: support and help for people to understand and improve their use of Agile. In short, help with engaging with new ways of working. Whilst an Agile coach can help leaders, managers, and team members to understand, assimilate, and make effective use of Agile processes and tools, their main role is to coach the deep collaboration required for effective Agile delivery and ways of working. No coach should mandate a specific process. Recall this line from the Agile Manifesto:



Individuals and interactions over processes and tools



(Beck et al, 2001)


But Agile isn't everything. It also important to consider the individual in context.


Once upon a time, executive coaching was about helping to 'fix toxic behavior at the top' (Coutu and Kauffman, 2009). Not so much nowadays. Whilst sometimes this is the case, remedial work is no-longer the primary focus of coaching (Stokes and Jolly, 2014) is more frequently used to help leaders develop leadership capabilities.


Coaching is frequently deployed when people transition from management to leadership, that is from a position focussed on controlling events and people to one of enabling others or facing new personal challenges (ibid). Moving to a digital / agile environment is precisely about moving to an environment of enablement with the move often presenting new challenges of context and understanding to leadership.


A coaching session provides a safe space for the person receiving the coaching (coachee in the lingo) to explore ideas, develop internal toolsets, and gain insights into the changing context of roles and relationships. Coaching is not psychoanalysis, although it can claim to share more than a passing antecedent philosophy, and nor is it mentoring. The former is the domain of trained psychotherapists and it would be inappropriate for a coach to provide such advice. In contrast, a mentor is typically highly experienced in the specific field / discipline in which the mentee works (Jones, Woods and Guillaume, 2016), whereas a coach need not have such experience as development through coaching should not be constrained by 'the influence or boundaries of organizational status structures' (ibid).


There are numerous approaches to coaching, which have their roots in various psychology disciplines such as the Gestalt approach, Narrative coaching, the Neurolinguistic Programming (NLP) approach, and so on. Coaches will often cherry-pick tools from the different approaches or combine them depending on circumstances.


One firm, Alchemy of Coaching39, has a toolset that runs to some 94 different tools covering Interpersonal Skills; Communications; Relationships; Meetings; Analysis; Creativity; Understanding oneself and others; Learning; Purpose; Individual Change; Organisational Change; Creating Options; Review and evaluation; Resources; Power, influence, and context; Values and beliefs; Leadership; and Team work. Some tools may be familiar, such as SWOT Analysis, whilst others may be new, such as the fabulously named Bats not Cats or the equally amusing Fried Egg. 


Alchemy of Coaching has a diagram called the SOCK-I diagram which does a great job of explaining Executive Coaching whilst also conveying its value to the coachee:
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Figure 17: The SOCK-I Model, courtesy of Alchemy of Coaching.





Unsurprisingly, those leaders that get the most from coaching are those that have a desire to learn and grow (Coutu and Kauffman, 2009). It generates positive results by facilitating growth in each of the areas shown in the above diagram, both individually and as an integrated whole40.





Complementing coaching—indeed, a tool often used by coaches—is mindfulness, which is attracting a lot of attention these days. It's often mistaken as a new age 'Boom Shankar', let's all hug trees kind of thing. In fact, mindfulness has its roots in antiquity. 'Know thyself' is a pithy summary attributable to Plato, but the ethos is also rooted in Buddhist traditions originating some 2,600 years ago, pre-Plato.


Search Inside Yourself (SIY) is a mindfulness programme developed at Google in around 2008, by an engineer called Chade-Meng Tan. The aim was to teach mindfulness as a way to develop emotional intelligence integrated with neuroscience-based evidence. It was so effective and popular that Google gave Tan the permission to make it an independent non-profit. According to Anuka Gazara-Anthony, an SIY practitioner, measuring results has demonstrated that use of SIY techniques consistently leads to better leadership, better performance, and, ultimately, better teamwork with 65% of participants saying they were able to increase ability to maintain calm and poise in challenging situations based on the tools learnt on the programme and 67% saying they were now able to pause before reacting (Corballis, 2020).





Studies show that both coaching and mindfulness increase leadership performance. A large amount of literature on the effectiveness of coaching and mindfulness exists and it’s impossible to do it justice in a small section such as this in a book whose focus is mainly on the technological and methodological aspects of digitalisation and how to achieve it. However, I've included it here because of the overwhelming evidence of positive outcomes that coaching and mindfulness bring and because moving to full digitalisation will, for many organisations, be a journey that holds new challenges for organisation and leaders alike.







Public Cloud enables the fast development and delivery of software engineering products from a technology perspective through the platforms and the native applications it provides. Agile working practices allow faster development of solutions that provide value to the business and the customer through constant (re)prioritisation and the Fail Fast philosophy that allows us to pivot fast and course correct without the bureaucratic processes that can slow down Waterfall deliveries.


Why, then, is application delivery still such a slow process in so many organisations? Why aren’t delivery rates even faster?


One of the main reasons is that many aspects of culture haven’t evolved to keep pace with modern technology. Bureaucratic rules, originally introduced for valid reasons, are no longer fit for purpose as they block to the flow of work, whilst too often executive are shielded by the ignorance of others, often stating opinion as fact or repeating what they think people want to hear. It takes courage to break with the pack even if doing so is of benefit to the organisation.







It’s time for some myth-busting.


Refuting each of the myths below and, instead, replacing the, with clear rationale, has a positive impact on culture. This, in turn, boosts productivity.




Myth 1: Public Cloud is Insecure





On 19 July 2019, Capital One Bank, suffered a security breach of its AWS ecosystem. The reasons have been documented extensively elsewhere (Krebs, 2019), but in summary it was human error. Within hours of the breach executives at many banks sat in meetings and congratulated themselves loudly for either not being in the Cloud or not using AWS – the breach was the fault of neither.


By failing to discover the true reasons and instead broadcasting what was effectively fake news, executives provided staff with the message that, in their opinion, Cloud was inherently unsafe, even though this is demonstrably true. A quick look at the blog of any well-respected Cybersecurity firm (e.g. F-Secure, 2020) will throw up articles about Cloud and non-Cloud security threats, and tips on how to avoid the pitfalls of each. Many people in the corporate hierarchy, without direct experience of Public Cloud, took these negative statements as gospel. Thus, the communications of the executives, based on syllogistic reasoning, made it harder for the organisation to derive value from those same executives and their teams, and acted as a roadblock to organisational progression.




Myth 2: Releasing Imperfect Code is Dangerous





I’m not talking about insecure code, but code where development of all of the features pulled by the team in a delivery iteration (be that a Sprint, a daily cycle, or whatever) is incomplete at the relevant time—for instance, at the end of a Sprint when using SCRUM. Consider the following scenario that happened to me a few years back. A Project Manager41 used to block code implementation because not all features had been delivered in a Sprint. Unfinished requirements were pushed into the next Sprint, but the Manager would mandate that implementation could only happen once the sum total of features originally agreed in each Sprint were in a shippable state. At the end of the first Sprint, we had a number of complete requirements not being pushed to Production. What was the result? If you answered Delay Costs, award yourself a gold star42.


As mentioned in Agile Forecasting on page ?, it’s common, especially early on, for it to take longer to deliver features than initially estimated as the team calibrates—the Forming, Norming, Storming, Performing model (Tuckman, 1965). In this particular scenario before the first Sprint it had been agreed with the PM that there would be 80 Story Points available in each Sprint. For the second Sprint, the PM insisted that the team must deliver the 80 points for the new Sprint plus the missed points in the first. Of course, this probably won't be possible—the team is still calibrating what a Story Point even means but even if it knew, then insisting on 80 + missed (let's say 10) means you're already pushing the team over its Work In Progress (WIP) limit. At each Sprint, the PM would insist that X features should be agreed and delivered in a shippable state and that nothing could be shipped until everything was done. So the cycle continued until I arrived when this had been ongoing for six months. Again, a gold star is available if you can foresee what I found? Mayem is one word for is, but it's really delay costs masquerading as technical debt. The solution was a lot of coaching, guidance, changing WIP limits, and getting business agreement that features could be shipped even though other features (often unrelated) weren't ready.


This situation often occurs because someone in a senior position believes that development iterations are immutable subdivisions of Releases. As the situation compounds, deployment is continually deferred until, at some point, a crisis like the aforementioned arises. The crisis is often blamed on Agile, but had it's actually down to an Anti-Agile Pattern being followed—a rigid process without which no crisis would exist. Why did the Manager behave this way? In my experience it's because the person blocking deployment has no formal training in Agile and is following a rigid interpretation of something they once read in a book43.


This type of problem is generally fixed with a small amount of leadership training, yet all too often organisations try to do Agile on the cheap by 'saving' on training costs. This not only creates the delay costs referred to above, and on page ?, but stifles the innovative culture that firms long for because team members become conditioned to, and resign themselves to, a lack of progress being the norm whilst accusations mount as to who is to blame.


Finally, to be clear, it's perfectly acceptable for the team to decide collectively that a feature, or set thereof, is not ready to be shipped. The problem arises when a party—whether internal or external—acts against the collective collaborative spirit of the team and becomes a blocker.




Myth 3: We Must Negotiate Exclusive Contracts with Cloud Platform Providers





In the old world of large systems provided by expensive suppliers, it often made sense to manage contract costs by negotiating exclusivity deals with providers, in many cases locked in for years. But in Public Cloud, doing this stifles innovation because it restricts the available toolset. Worse, 'legacy thinking' costs money because it allows unscrupulous salespeople to drive consumption models (Cloud is charged, and its salespeople commissioned, on a consumption basis). The monoculture pervades and the firm suffers the consequences. With free reign to use whatever tools the engineers think will best do the job creativity is enhanced and the competitive negotiation position maintained because providers know you’re free to go elsewhere.




Myth 4: As A Leader I Should Delegate Attendance at Meetings





Leaders are busy people. It’s a fact of life that leadership is, in part, a balancing act. It’s therefore tempting to delegate responsibility for attendance at meetings such as the Sprint demo / sign-off to others. In fact, there’s nothing wrong with the occasional bit of delegation, but all too frequently delegation becomes abdication and the leader fails to attend any meetings. Apart from sending the message that the leader doesn’t care (when perhaps they do), it presents missed opportunities for learning and communication.


When a leader is present, actively listening, and communicating, workers are able to better understand, by interaction with the leader, their own performance. They may ask for guidance, direction, help with prioritisation, for the leader to present a challenge function to their thinking. These are valuable not only because they can stop the team going off at a tangent earlier than might otherwise be the case, but because the leader becomes more connected to the team. The culture itself evolves through the symbiotic exchange of ideas and value – as well as solidification of trust – in relationships is created or enhanced.




Myth 5: Leadership is a Command and Control Paradigm





There are, undoubtedly times when command and control (do as I say, no questions) is the right thing to do. This is a classic (and correct) response to a Critical Problem (See The Problem of Problems on page ?). There isn’t time to devise a plan, so everyone springs into action. A great example was the Covid19 lockdown, where workers had to quickly ensure colleagues could work from home.


Using a command and control approach at the right time is not only important, it will normally earn respect from the workforce. However, using the same approach when not called for (Tame or Wicked Problems; Waterfall or Agile) not only risks undermining respect at the individual level, but also risks creating negative ripples in the organisational culture. This is because it breaches trust in the relationship. Understanding when to delegate (not abdicate) and empower people to make decisions is a powerful tool in creating a cohesive organisational culture. The more frequently this happens, the more the mistrust cements itself until people stop taking risks to learn. Ultimately it comes down to this: when people are continually told what to do, the tendency is to do it whether or not it's the right thing. In this case, the responsibility must pass to the person who is doing the commanding and controlling—team members should be absolved of responsibility. That absolution comes at a price, however, because the corollary is often the absence of praise leading to at best at flat team experience, at worst a toxic one.




Myth 6: I Lead, You Follow. Ergo, Do What I Say





A close cousin to Myth 5, this is really about the relationships between team members and leaders. The German philosopher Martin Buber wrote a book called I-Thou. It’s not the easiest read being a mix of philosophical poetry and prose, but the overarching concept is incredibly important for relationships (in any context). His idea was that there are two parts to a relationship. The first is I, that part of you that is you. The second is a choice. It is either Thou (the archaic singular form of you) or It (as in transactional).


When you offer I-Thou it is not merely to a relationship, but, rather, a bringing of your authentic emotional self to the relationship in a single presence that is itself a representation of the two parts. If, instead, you opt for I-It, you bring a transactional presence into the room, one that is more-or-less bereft of emotion. This latter relationship is appropriate in some circumstances – if you’re paying for something at a shop you’ve never been to before, I-It may be the right relationship. But if you only ever bring the transactional relationship into meetings, it sows the seed for a transaction-based team and, by extension, a transactional culture. But culture, like leadership, is not simply transactional (despite what some modern leaders may think). Good culture, like good leadership, requires good relationships.




Myth 7: We Cannot Influence Culture: It Evolves





Of course, culture evolves. Constantly. This is necessary if organisations are to adapt to the world. But, hopefully, this section has given you enough information to conclude it can be influenced. Our actions, our words, and our ability to bring a presence into the room all impact organisational culture.





In this book, I’ve concentrated on banking as an industry, mostly because of my own familiarity with it. However, I am reliably informed by friends in other industries that we are not alone. The same myths are prevalent in film, television, radio, advertising, and property. Bizarrely, the one sector that seems to understand that the above are myths—at least in the UK—is the public sector. It’s rare that government is ahead of the curve, but there you have it.







Don’t worry if the existing culture needs some work. That’s far more normal than the other way around. Culture, like the wave functions of uncertainty, doesn’t have a defined end state. It’s a distribution of behavioural probabilities over time, with probability nudging up and down according to multiple factors in play at any one time. There's no stopping condition because the context in which a culture exists continually changes. But it is possible to introduce practices aimed at providing an ideal culture in the context of the organisation for digital maturity to flourish.


Cultural change, like technological change, isn’t achieved overnight. There may be resistance, a lot of it. You can’t overcome strong resistance with a click of the fingers. It may be necessary to negotiate the path to a new culture incrementally.


Resistance is ameliorated by the behaviours of leadership and the incremental introduction of new processes. This is why it is so important to lead from the top.







Once upon a time the view from the top was that you supported team members come what may. This is a great way to command loyalty in most situations but what about when team members don't want to come on the journey, perhaps to the point of becoming disruptive?


In any Change initiative naysayers exist—people who would much rather things stay as they are. Naysaying happens for a number of reasons.



	Blindness to the benefits of change. Sometimes people just cannot see the benefits of change until someone explains what will happen if the change doesn't occur. This explanation could be personal: for example, your job will become redundant. Or it could be set in the context of the organisation: we will struggle to compete if this change doesn't happen, which does, of course, translate into the personal. Also important to note is that there are also times when someone can't be persuaded of the benefits, of which more below.

	Natural resistance. Humans are naturally resistant to change: if it ain't broke don't fix it. That's a good mentality, but assuming you've not going renegade, the organisation's leadership will already have made the determination that something's broke and needs fixing. In essence, some people are saying 'I disagree that it's broke so I'm going to refuse to cooperate' by using phrases like 'well, if it ain't broke…' or 'it's always worked before'.

	Survival instinct/fear. For example, in Scrum roles like Project Manager, Programme Manager, Business Analyst, Architect, don't exist so people get worried that their job will be gone and, ipso facto, they will too. However, it's not that the attributes people in those roles have necessarily goes, it's that the distribution changes. A similar fear surfaces with Infrastructure engineers when we talk about Infrastructure-as-Code (IaC). Yet, many ex-Infrastructure engineers that I know who have learnt to write IaC would never go back.

	Politics. There are those who will see a change initiative as an opportunity to further their own agendas through resisting the change effort and portraying themselves as saviour of the department or organisation.

	Peer pressure. Some people are easily swayed by those to whom they look up. These others may be subordinate, peers, or management.







There isn't room to detail methods of persuasion44 in this book. I'll touch on it here but in itself it could take up a whole book… And, indeed, this has already happen in the excellent That's Not The Way We Do It Here by John Kotter and Holger Rathgeber.


Here's how I've done it in the past. First, create a list of effected resource. Next, categorise each person as either a Champion, an Advocate, a Bystander, or Resister. Of course, you don't have so much work to do with Champions and Advocates, and some Resisters may never change their minds.


The vast majority of people are likely to fall within the Bystander category; as many as 60%. The trick is to change as many Bystanders as possible into either Advocates or Champions. Each Bystander converted to the cause creates a network effect that reduces resistance beyond just the level of their personal conversion.


It's important here not to forget that the persuasion has to continually take place at multiple levels of the organisation. Naysayers appear in senior as well as junior positions and their influence can easily punch over the weight of their formal authority. Be prepared for an iterative bout of discussions, workshops, and meetings.


In order to be productive, you will need to have your argument well thought through. Now is a good time to think about engaging with experts if you're not familiar with the process. Tip: Ensure they're familiar with John Kotter's Eight Steps for Change (if they're not, or they play them down, you might want to consider using a different set of experts).


To create a sense of urgency for the change, identify the opportunity and the cost of missing that opportunity. Create some powerful presentations that communicate the urgency in language understood by the different audiences you'll present to—a CFO will understand a different message to a Security Admin resource. In creating the message, don't forget the medium: videos are good but presentations can be just as effective, done well45. And a good talk to the troops can be equally as effective. Important: pay attention to detail—naysayers will and it's difficult to recover your position if you get small details incorrect. My preferred method here is to rehearse arguments with other likeminded souls (Champions) to work out any flaws and tease out likely questions so responses can be aligned ahead of time.


Regrettably, there will be some Naysayers that will never be convinced and who will actively try to block change. In some cases it may become necessary to remove such people. How you remove them is down to the unique set of circumstances you find yourself in. It may be that some can stay in the organisation. For example, you may need to continue running some of the old world alongside the new (recall Mode 1 and Mode 2 from Gartner discussed earlier). If you do have disruptive naysayers though I recommend removing them from the organisation altogether (after you've tried converting them, of course—don't just go around firing people; that also sends a negative message). If this looks to be necessary, don't prevaricate. Negativity is like a cancer. If you let a disruptive naysayer continue, their message will spread until it threatens the ultimate success of the change initiative to leave you languishing in legacy land. In and of itself this presents an existential threat to long term organisational viability, especially in a world where the rate of change is accelerating.


Now Rinse and repeat. As I've said before, it's important to keep banging the drum and recognise this as an iterative process.


Once upon a time Change was something that came along every few years and led to major programmes of work. This does still happen, of course, for instance with regulatory change. But fro the most part, Change is a continual event—something that happens all year every year.










CHAPTER TEN

The Future







YOU’VE DECIDED TO bite the bullet and go digital.


Congratulations. Good choice!


You need a way to get started, but what does that mean? I’ll cover some leadership tips in the next section, but first let's run through some initial stages and considerations germane to most digitalisation initiatives.


First you have to nominate a part of the business to digitalise first. This might be a Business Unit or some logical subdivision thereof. It's unlikely you'll do the whole business all at once—that way lies danger. So, where is the immediate value? Tip: Think big, start small. For instance, you could target one or two applications to begin with—the environment can be extended to accommodate more later.


Having established which application(s) to target, you might want to undertake a suitability review (SR). This looks at what Amazon early on described as the six Rs of migration and which has pretty much become the accepted industry norm. The six Rs are:



	Rehosting. This is also known as 'lift and shift'. This is not usually the most cost-effective way, but some applications will be specifically suited to this policy.

	Re-platforming. In this scenario, the application is moved to the Cloud with some changes being made on the way. It may be that the application was fine on your internal environment, but on the Cloud, it needs some changes to re-optimise it.

	Repurchasing. When planning a Cloud migration, you may decide that this is a good opportunity to get rid of some applications that aren’t quite achieving what you want from them and replace them with an alternative commercial product.

	Re-Architecting. Used when it makes business sense to redesign an application to add features and /or make it Cloud Native.

	Retire. This is often the easiest of the bunch to achieve, especially if you don’t have to keep the data (in which case you can just turn it off). It’s often the case that an application audit uncovers apps that have been running for years but that do nothing of any value. In some cases, you may need to think about access to data for a period of time, which could involve read only access or moving the data to another application or a data repository such as a Data Lake.

	Retain. As the name suggests you may simply retain an application as is. You may need to reconfigure interfaces and there may be a number of other dependencies, but in this option the application itself is going nowhere, at least for now.







An application audit to determine the right strategy for selected apps could be a quick process, but normally takes a few months. The exact time depends on the number of applications to be assessed, their complexity, and information availability, including how forthcoming business owners are. This point is important. In order to assess the right strategy, it’s important the migration assessors understand the context in which the application is used. For many applications, that information can only come from the business owner.


Whilst the application audit is on-going, think about undertaking an Organisational Cultural Readiness Assessment (OCRA). This can prove vital in assessing readiness for organisational change and instrumental for agreeing and planning what the right Agile approach looks like, how much Agile Coaching is required and what form it should take, and the level and shape of Executive Coaching required—in other words, the Cultural Change Strategy.


There’s no easy way to determine the amount of overlap between these important steps but it’s highly likely an OCRA will take more time than the SR as it’s the larger piece, though it’s hard to move forward without both because structure tends to follow [initial] strategy (Chandler, 1962) so understanding the strategy for both first is crucial. And, if you're a follower of Henry Mintzberg's theories on emergent strategy this still holds as the OCRA and SR share common aspects in that each may influence the other. For these reasons, this initial stage is something of an art, rather than a science. Both the OCRA and the SR require interviews and observations at multiple levels of the organisation (in the case of the OCRA, from the very top down), which means interviewing a lot of different people and that can generate significant logistical calendar issues which, in turn, require high-level commitment to make work.


One way to think big, start small is with a Lighthouse project—one or two applications chosen to migrate first that show the way—and grow from there (think big, start small, grow successfully). Migrating lots of systems all at once is highly susceptible to error and failure, as is wholesale cultural change. But also, it's good practice to ensure that what you think you want to do is what you really want to do (Fail Fast, remember) and starting with one app enables you to pivot more earlier, and less later, on. It’s an efficiency tool.


You'll also want to consider whether creating the new culture happens within the auspices of the current organisation or whether you create a new discrete organisation (OldCo => NewCo). There are valid arguments on both sides of the equation—in NewCo you’re less likely to run into constraints of the old company; in OldCo, particularly if you can create an effective blend of hierarchical and networked leadership / management, adoption of new behaviours may be easier later in the process for those fresh to the change effort. This is down to judgement, educated through observations gathered using the OCRA. One company that went down the NewCo route deliberately moved the NewCo 3,000 miles away from the OldCo and prevented OldCo management from being involved in anything to do with NewCo on the basis they didn't want NewCo to be infected by any of the rationality of OldCo.


At this point, next steps will be contingent on the current findings and should be agreed with the experts that you’ve employed—at least, I think it pays to consult them so they can point out any obvious flaws.







Our journey is now coming to an end. A main aim of this book is to help leadership understand the components of digitalisation and how it can be achieved. It’s not aimed at defining (or even understanding) leadership per se, an important topic in and of itself that is explored in many other places. However, any discussion necessarily touches on aspects of leadership, and this one has been no exception, because leadership and culture exist in a symbiotic relationship, with both primarily being relationship driven. It's worth reiterating that when we talk about leadership, we are distinguishing it from management as they are 'very different in terms of actions, processes, and [behaviour]' (Kotter and Rathgeber, 2016) (emphasis in the original).


A lot of the reason Waterfall has been so successful is it aligns with perceived default behaviours of leadership. But the reason it so often fails is that, in reality, it’s more aligned with the management of Tame Problems (see The Problem of Problems on page ? for more information).


For the most part, these misconceptions exist because of a leadership lacuna. We don’t provide people newly promoted to positions of leadership with the tools to do their jobs properly. For example, we don’t provide Agile Coaching or Executive Coaching, then wonder why they and their teams struggle and flounder. We fail to train them, then wonder why they do a poor job, put it all down to the Peter Principle, shrug our shoulders and either accept suboptimal execution or waste time and money getting rid of (or side-lining) the poor leader and bringing someone new in.


The leadership lacuna manifests in a command and control approach to leadership because the poor leader often doesn’t know any different and thinks they have to make their mark or stamp their authority on the workplace rather than inspiring team members. The command and control mindset makes it tempting to focus exclusively on the control of outputs (for more discussion on the limitations of command and control see Myth 5 in the subsection on Cultural Myth Busting on page ?). An example is in setting a date way off into the future and then mandating that X, Y, and Z will be 'done' by then. In this context 'done' often means completed. But systems aren’t ever really complete until they’re no longer in use.


Now, it’s perfectly sensible to have targets, and dates by which we want to have passed certain milestones are extremely beneficial (although often best expressed as a probability range between two dates). The issue arises when we try to control precisely what will be ready at a certain date down to the micro level. However, the further we look into the future the more opaque the crystal ball. As time progresses, our understanding of our future crystallises. 


As set out earlier, in Bricolage on page ?, we should be thinking about the future as being elements of the present that we stick together in new ways, like a jigsaw puzzle where the end result clarifies as we approach completion. At times, what we’ll have stitched together will reveal itself as obviously incorrect. No problem, we move a few pieces around and course-correct.


Resource conflict can be reduced by reuse of code (bricolage), relationship building with team members, considered negotiation, the use of standardised frameworks, focussing on end goals whilst maintaining flexibility of the means to reach them, finding common ground with others, and taking action in the face of ambiguity—nothing fails more than indecision.


There are some natural conclusions we can take away from all of this.



	if control over outputs is incorrect, what should we be trying to control? After all, we can’t just bimble around with no control over things. The answer, of course, is inputs;

	if the final destination is out with our immediate control, what does that mean? This isn’t to say we have no idea of where we’re going. It’s just that we don’t need to know the precise details as we set out on the journey. Instead of fixed futures, we need to retain flexibility in our destination, to shape it as we go along.

	instead of 'do it now, there’s no time to learn', an appropriate response to Critical Problems (again, see The Problem of Problems on page ?), we need to allow time for ourselves, as leaders, and our teams, to reflect and learn. I’m not talking about days-long off-sites, just regular retrospectives that are part and parcel of every good Agile team.

	we are affected, more than we like to think, by bias. Whilst bias is usually of an unconscious nature, I don’t mean unconscious bias in the sense often used nowadays—biases of inequality. In the context of this book, I mean biases such as confirmation bias, sunk cost fallacy, and others.

	if we’re to empower teams and trust them to get done what’s asked, it’s incumbent on us to provide them with every opportunity to be successful. We need to remove obstacles to success. In other words, we need to serve the experts to whom we entrust digitalisation—we need to be thinking about Servant Leadership (Greenleaf and Spears, 2002).







In short, we need to be thinking, feeling, and making sense using tools, not (just) rules. In closing, I want to offer a few following tips to help you start the journey towards a culture that enables digital transformation:



	Be present in your team relationships. Bring I-Thou into the room, the situation. Attend demos and Sprint wrap-up meetings (or whatever similar functions you have);

	Delegate, but never abdicate responsibility. Empower team members to make decisions. It’s rare they’ll make a catastrophic one. Indeed, I’ve yet to hear of it in the context of empowerment and even if they do, most decisions can be course-corrected. But people who feel unempowered will often watch as the car crash unfolds for fear of getting in trouble.

	Remove blockers that prevent the engineers and other specialist team members achieving their goals—remember, their goals are actually your goals.

	Engage with team members outside of meetings. Speak to them about their lives, their needs, their wants. Empathise with them. This helps with point 1, above.

	Communicate goals and expectations frequently. People forget. It’s natural. Repeating the same message, in different situational contexts, breed familiarity (not contempt) and helps make messages authentic.

	Pivot if things change. There’s nothing wrong with changing direction if you think that’s the right thing to do, if you’ve changed your mind or obtained more clarity for yourself on your end goal. Do it as early as possible (Fail Fast, Fail Early, Fail Small, Pivot Fast).

	Challenge constantly. Use tools like the pre-mortem to ascertain how things might go wrong then use the learning to avoid them. Challenge constantly, but act decisively—once you make a decision run with it (you can always course-correct later).

	Use Agile and Executive Coaching – for you and your team. A different perspective helps people gain a grounded view of their own place in the team and the organisation as a whole.

	Send people on courses. It’s far cheaper in the long run to have resource who know what they’re doing that having them guess what the right thing to do is. Continual Professional Development has its roots in Freud and Jung – great people to take a leaf from the book of. 






Of course, the above tips are a sort of coaching whilst blind (I'm not there with you, after all). A coach will bring in many other suggestions once they've had a chance to observe, and formulate ideas and recommendations.


Other organisational facets can also benefit from change, such as short-term budgeting. Flawed accounting mechanisms miss opportunity costs, ensure the loss of value creation, and leave money on the table. Similarly, out-dated procurement processes are detrimental to value-creation, for instance by insisting on discounts for exclusivity. There is much already in these pages to take in, and, so, reluctantly, these additional aspects will have to wait for another time. Start with what’s here, though, and you’ll see improvements in no time.







Recall the Danish proverb quoted in Crystal Balls on page ?, that goes along the lines of prediction being easy so long as it’s not about the future? I added that I thought we needed to modify the proverb because it’s not prediction that’s hard, but accurate prediction.


There are a number of things that give predictions a bad name. Firstly, people tend to want to predict sensational events or event outcomes—the world will end on some random date.


Then there are the vague predictions that can’t be proved wrong. Here’s one for you: you will encounter someone new in the next three months who will bring new information into your life.


Next are the plain ridiculous—Elvis works at Asda in Caerphilly with Lord Lucan and runs marathons under the name of Frank Loganberry.


For big events we can look at prediction as a probability distribution in time and, as such, one that has to be reviewed and revised frequently. As we approach the date of prediction, the state of different variables solidifies and the range of probabilities narrows, allowing us to focus on fewer and fewer possible outcomes.


Whilst prediction of big events is a necessary for Enterprise Risk Management, actually much of IT prediction isn’t about big events; rather, it’s about trend lines, which are far easier to work with. Rather than an infallible science, it’s more of a reasonably straightforward art. In 2005, Sun Microsystems was talking about selling access to its computers over a grid and charging by a unit of computing called a computon (The Economist, 2005), a calculated value that included computer power and storage. No one—as far as I know—buys (or sells) by a unit called the computon, but the idea that power and storage would become utility services is exactly what Cloud Computing as we know it now is (and, as discussed under Cloud Platforms on page ?, also what Mainframe has been for decades).


Adoption of Public Cloud has rocketed in recent years. In 2009, the size of the public cloud computing services market was 56.8 Bn USD (Holst, 2020). According to Gartner, total worldwide revenues for Cloud Providers is set to reach 331.2 Bn USD by 2022 (Gartner, 2019).


So, the trend is upwards. I predict this will continue—that as a result, software providers will migrate offerings to the Cloud, with ability to run as SaaS (Software-as-a-Service) offerings on their own infrastructure or installed at a provider the client chooses. This isn't especially prescient—many firms are already doing it. The big difference now is that firms that do not embrace Cloud technology will lose out as those that do accelerate beyond the ability of the nay doers to catch up. Remote working will further accelerate adoption as workflows adapt to a series of workplace interruptions.


It’s not too late yet. Soon it might be.


The time to act is now.






The following were referred to in this book.




Anon 2020. Barclays CEO says ‘putting 7,000 people in a building may be thing of the past’. Reuters. [online] 29 Apr. Available at: <https://uk.reuters.com/article/uk-barclays-results-offices-idUKKCN22B101> [Accessed 9 Jun. 2020].

Anon 2020. Johari Window Video: [online] mindtools.com. Available at: <http://www.mindtools.com/pages/videos/johari-window-transcript.htm> [Accessed 9 Jun. 2020].

Anon 2019. Measles | History of Measles | CDC. [online] Available at: <https://www.cdc.gov/measles/about/history.html> [Accessed 9 Jun. 2020].

Anon n.d. OECD/G20 Base Erosion and Profit Shifting Project Addressing the Tax Challenges of the Digital Economy, Action 1 - 2015 Final Report. 2015th ed. OECD.

Anon 2020. Oxford COVID-19 vaccine to begin phase II/III human trials | University of Oxford. [online] Available at: <http://www.ox.ac.uk/news/2020-05-22-oxford-covid-19-vaccine-begin-phase-iiiii-human-trials> [Accessed 9 Jun. 2020].

Anon, 2020. F-Secure Blog. [online] F-Secure Labs. Available at: <https://labs.f-secure.com/blog/> [Accessed 17 Jun. 2020].

Anon 2020. The Future Has Arrived — It’s Just Not Evenly Distributed Yet – Quote Investigator. [online] Available at: <https://quoteinvestigator.com/2012/01/24/future-has-arrived/> [Accessed 10 Jun. 2020].

Anon, 2019. Kanban System Applications and Effectiveness. [online] Available at: <https://ukdiss.com/examples/kanban-system-applications.php> [Accessed 11 Jun. 2020].

Anon, n.d. Toyota Kentucky -|- The Official Website of TMMK. [online] The Official Website of Toyota Motor Manufacturing, Kentucky, Inc. Available at: <http://www.toyotageorgetown.com/history.asp> [Accessed 12 Jun. 2020].

Anon 2020. What four coronaviruses from history can tell us about covid-19 | New Scientist. [online] Available at: <https://www.newscientist.com/article/mg24632800-700-what-four-coronaviruses-from-history-can-tell-us-about-covid-19/> [Accessed 9 Jun. 2020].

Arbesman, S., 2012. Why Do Great Ideas Take So Long to Spread? Harvard Business Review. [online] 27 Nov. Available at: <https://hbr.org/2012/11/why-do-great-ideas-take-so-lon> [Accessed 12 Jun. 2020].

Aoyama, M., 1998. Agile Software Process and its experience. In: Proceedings of the 20th International Conference on Software Engineering. Proceedings of the 20th International Conference on Software Engineering. pp.3–12.

Bandura, A., 1977. Social learning theory. Prentice-Hall series in social learning theory. Englewood Cliffs, New Jersey: Prentice-Hall.

Barron, J., 1990. Laurence J. Peter Is Dead at 70; His ‘Principle’ Satirized Business. The New York Times. [online] 15 Jan. Available at: <https://www.nytimes.com/1990/01/15/obituaries/laurence-j-peter-is-dead-at-70-his-principle-satirized-business.html> [Accessed 16 Jun. 2020].

Bass, L., 2015. DevOps: a software architect’s perspective. First [edition]. ed.

Bell, T.E. and Thayer, T.A., 1976. Software requirements: Are they really a problem? In: ICSE ’76.

Bianchi, A., 2000. Upstarts: ASPs. [online] Inc.com. Available at: <https://www.inc.com/magazine/20000401/18093.html> [Accessed 10 Jun. 2020].

Bloomberg, J., 2020. Bimodal IT: Gartner’s Recipe For Disaster. [online] Forbes. Available at: <https://www.forbes.com/sites/jasonbloomberg/2015/09/26/bimodal-it-gartners-recipe-for-disaster/> [Accessed 15 Jun. 2020].

Borel, É., 1913. La mécanique statique et l’irréversibilité. J. Phys. Theor. Appl., 3(1), pp.189–196. 

Boyer, P.S., 1994. By the bomb’s early light: American thought and culture at the dawn of the atomic age. Chapel Hill: University of North Carolina Press.

Brown, J.L. and McK Agnew, N., 1982. Corporate agility. Business Horizons, 25(2), pp.29–33.

Burbidge, J.L., 1994. The use of period batch control (PBC) in the implosive industries. Production Planning & Control, 5(1), pp.97–102. DOI: 10.1080/09537289408919475

Chaiklin, Harris (2011) "Attitudes, Behavior, and Social Practice," The Journal of Sociology & Social Welfare: Vol. 38 : Iss. 1 , Article 3. Available at: https://scholarworks.wmich.edu/jssw/vol38/iss1/3

Chandler, A.D., 1990. Strategy and structure: chapters in the history of the industrial enterprise. Cambridge, Mass: M.I.T. Press.

Conger, K., 2020. Facebook Starts Planning for Permanent Remote Workers. The New York Times. [online] 21 May. Available at: <https://www.nytimes.com/2020/05/21/technology/facebook-remote-work-coronavirus.html> [Accessed 1 Jul. 2020].

Corballis, Toby, 2020. #13 Digital Assets, Digital Currencies, Central Banks, and Facebook’s Libra with Jannah Patchay, 27 May 2020. The Wicked Problems Podcast. Available at: <https://wickedproblems.fm/2020/05/27/jannahpatchay/> [Accessed 10 Jun. 2020].

Corballis, Toby, 2020. #15 Search Inside Yourself. The importance of mindfulness in business with Anuka Gazara-Anthony, 26 June 2020. The Wicked Problems Podcast. Available at: <https://wickedproblems.fm/2020/06/24/anuka-mindfulness/> [Accessed 24 Jun. 2020].

Coutu, D. and Kauffman, C., 2009. What Can Coaches Do for You? Harvard Business Review, [online] (January 2009), 1 Jan. Available at: <https://hbr.org/2009/01/what-can-coaches-do-for-you> [Accessed 29 Jun. 2020].

Euronews: Hurst, L., 2020. Two cases of COVID-19 reinfection reported in Europe. [online] euronews. Available at: <https://www.euronews.com/2020/08/25/two-cases-of-covid-19-reinfection-reported-in-europe> [Accessed 26 Aug. 2020].

Forrester, n.d. John Kindervag · Forrester. Forrester. Available at: <https://go.forrester.com/speakers/john-kindervag/> [Accessed 15 Jun. 2020].

Gallup, 2020. Webinar: Learning from COVID-19 Disruption to Drive Organizational Agility. Available at: <https://event.on24.com/eventRegistration/EventLobbyServlet?target=reg20.jsp&utm_source=on24-webinar&utm_medium=email&utm_campaign=ON24-Webinar-UK-Reminder_June_07092020&utm_content=register-cta-2&eventid=2434377&sessionid=1&key=2C1221F60964DB72064C6E349D8388B8&regTag=&sourcepage=register> [Accessed 9 Jul. 2020].

Garrison, B., 2018. Sharing our Behavior Analytic History...with Coffee. [online] Operant Coffee, LLC. Available at: <https://www.operantcoffee.com/blog/2018/4/17/sharing-our-behavior-analytic-historywith-coffee> [Accessed 25 Jun. 2020].

Gartner Press Release, “Gartner Forecasts Worldwide Public Cloud Revenue to Grow 17.5 Percent in 2019,” 2 April 2020. Available at: <https://www.gartner.com/en/newsroom/press-releases/2019-04-02-gartner-forecasts-worldwide-public-cloud-revenue-to-g> [Accessed 30 Jun. 2020].

Gates, B., 2015. The next outbreak? We’re not ready. 2015. TED. Available at: <https://www.ted.com/talks/bill_gates_the_next_outbreak_we_re_not_ready> [Accessed 10 Jun. 2020].

Ghemawat, P., 2016. Evolving Ideas about Business Strategy. Business History Review, 90(4), pp.727–749.

GMT, P. 26 F. 2013 | 14:00, 2020. The Real Story of Stuxnet - IEEE Spectrum. [online] IEEE Spectrum: Technology, Engineering, and Science News. Available at: <https://spectrum.ieee.org/telecom/security/the-real-story-of-stuxnet> [Accessed 10 Jun. 2020].

Greenleaf, R.K. and Spears, L.C., (1991) 2002. Servant leadership: a journey into the nature of legitimate power and greatness. 25th anniversary ed ed. New York: Paulist Press.

Grint, K., 2010. Wicked Problems and Clumsy Solutions: The Role of Leadership. In: S. Brookes and K. Grint, eds. The New Public Leadership Challenge. [online] London: Palgrave Macmillan UK.pp.169–186. Available at: <http://link.springer.com/10.1057/9780230277953_11> [Accessed 11 May. 2020].

Heinlein, R.A., 1991. Assignment in eternity. Riverdale, NY: Baen Pub.

Hilgevoord, J. and Uffink, J., 2016. The Uncertainty Principle. In: E.N. Zalta, ed. The Stanford Encyclopedia of Philosophy, Winter 2016. [online] Metaphysics Research Lab, Stanford University. Available at: <https://plato.stanford.edu/archives/win2016/entries/qt-uncertainty/> [Accessed 15 Jun. 2020].

Holst, A., 2020. Public cloud computing: market size 2009-2022. [online] Statista. Available at: <https://www.statista.com/statistics/273818/global-revenue-generated-with-cloud-computing-since-2009/> [Accessed 30 Jun. 2020].

Hung, L.S., 2003. The SARS epidemic in Hong Kong: what lessons have we learned? Journal of the Royal Society of Medicine, 96(8), pp.374–378.

Hylton, S. by W.S., 2020. History’s Largest Mining Operation Is About to Begin. The Atlantic, [online] (January / February 2020), Jan. Available at: <https://www.theatlantic.com/magazine/archive/2020/01/20000-feet-under-the-sea/603040/> [Accessed 30 Jul. 2020].

Jones, R.J., Woods, S.A. and Guillaume, Y.R.F., 2016. The effectiveness of workplace coaching: A meta-analysis of learning and performance outcomes from coaching. Journal of Occupational and Organizational Psychology, 89(2), pp.249–277.

Jung, C.G., (1933) 2001. Modern man in search of a soul. Routledge classics. Translated by W.S. Dell. and C.F. Baynes. London: Routledge.

Kahneman, D., 2012. Thinking, fast and slow. London: Penguin Books.

Klein, G., 2007. Performing a Project Premortem. Harvard Business Review, [online] (September 2007), 1 Sep. Available at: <https://hbr.org/2007/09/performing-a-project-premortem> [Accessed 1 Jul. 2020].

Kotter, J. and Rathgeber, H., 2016. That’s not how we do it down here!: a story about how organizations rise and fall - and can rise again. Great Britain: Portfolio Penguin.

Krebs, B., 2019. Capital One breach — Krebs on Security. Available at: <https://krebsonsecurity.com/tag/capital-one-breach/> [Accessed 17 May. 2020].

Kroeber, A.L., Kluckhohn, C.K.M., 1952. Culture: a critical review of concepts and definitions. The Museum.

Lexico 2020a. Ethos | Definition of Ethos by Oxford Dictionary on Lexico.com. [online] Lexico Dictionaries | English. Available at: <https://www.lexico.com/definition/ethos> [Accessed 11 Jun. 2020].

Lexico 2020b. Methodology | Definition of Methodology by Oxford Dictionary on Lexico.com. [online] Lexico Dictionaries | English. Available at: <https://www.lexico.com/definition/methodology> [Accessed 26 Aug. 2020].

M.D., 2002. Pandemic Update: M.D. On the Great British Fudge. Private Eye, 3 Apr., pp.8–9.

Mell, P. and Grance, T., 2011. The NIST Definition of Cloud Computing. p.7. The National Institute of Standards and Technology, US Department of Commerce.

NHS, 2017. Mesothelioma. [online] nhs.uk. Available at: <https://www.nhs.uk/conditions/mesothelioma/> [Accessed 25 Jun. 2020].

Nickerson, R., 1998. Confirmation Bias: A Ubiquitous Phenomenon in Many Guises - Raymond S. Nickerson, 1998. [online] Available at: <https://journals.sagepub.com/doi/10.1037/1089-2680.2.2.175> [Accessed 11 Jun. 2020].

North, D. 1993. Institutions and Credible Commitment. Journal of Institutional and Theoretical Economics (JITE) / Zeitschrift Für Die Gesamte Staatswissenschaft, 149(1), 11-23. Retrieved June 15, 2020, from www.jstor.org/stable/40751576

O’Brien, J., 2020. Microsoft fails to acknowledge major Azure outage for five hours due to sleeping manager. [online] Data Centre Review. Available at: <https://datacentrereview.com/news/1651-microsoft-fails-to-acknowledge-major-azure-outage-for-five-hours-due-to-sleeping-manager> [Accessed 10 Jun. 2020].

Pascale, R.T., 1991. Managing on the edge: how successful companies use conflict to stay ahead. London: Penguin Books.

Pascale, R.T., Millemann, M. and Gioja, L., 1997. Changing the Way We Change. Harvard Business Review, [online] (November–December 1997), 1 Nov. Available at: <https://hbr.org/1997/11/changing-the-way-we-change> [Accessed 16 Jun. 2020].

Pegg, D., 2020. What was Exercise Cygnus and what did it find? The Guardian. [online] 7 May. Available at: <https://www.theguardian.com/world/2020/may/07/what-was-exercise-cygnus-and-what-did-it-find> [Accessed 9 Jun. 2020].

Peter, L.J. and Hull, R., (1969) 2009 . The Peter principle: why things always go wrong. 1st Collins Business ed ed. New York: Collins Business.

Pratt, M.K., 2018. What is Zero Trust? A model for more effective security. [online] CSO Online. Available at: <https://www.csoonline.com/article/3247848/what-is-zero-trust-a-model-for-more-effective-security.html> [Accessed 10 Jun. 2020].

Rittel, H.W.J. and Webber, M.M. (1973) ‘Dilemmas in a general theory of planning’, Policy Sciences, 4(2), pp. 155–169. doi: 10.1007/bf01405730.

Rogers, E.M., 1958. Categorizing the Adopters of Agricultural Practices. Rural Sociology. 23, pp345-354.

Rogers, E.M., (1962) 2003. Diffusion of Innovations. 5th ed. New York : London: Free Press ; Collier Macmillan. Kindle Edition.

Shermer, M., 2020. Rumsfeld’s Wisdom. [online] Scientific American. Available at: <https://www.scientificamerican.com/article/rumsfelds-wisdom/> [Accessed 9 Jun. 2020].

Skinner, C.M., 2020. Banks questions about doing digital transformation. [online] Chris Skinner’s blog. Available at: <https://thefinanser.com/2020/03/banks-questions-about-doing-digital-transformation.html/> [Accessed 9 Jun. 2020].

Smarter With Gartner, “Make the Best of Shadow IT,” 25 January, 2017. Available at: <https://www.gartner.com/smarterwithgartner/make-the-best-of-shadow-it/> [Accessed 1 Jul. 2020].

Smarter With Gartner, “CIO Areas of Focus During the COVID-19 Outbreak,” 6 March 2020. Available at: <https://www.gartner.com/smarterwithgartner/coronavirus-cio-areas-of-focus-during-the-covid-19-outbreak/> [Accessed 11 Jun. 2020].

Staddon, J.E.R., 2014. The new behaviorism. Second edition ed. New York ; London: Psychology Press, Taylor & Francis Group.

Stokes, J. and Jolly, R., 2014. Executive and Leadership Coaching. In: Cox, E., Bachkirova, T. and Clutterbuck, D. eds., 2014. The complete handbook of coaching. Second edition ed. Los Angeles: SAGE.

Swindells, M., 2017. BOARD PAPER - NHS ENGLAND. (PB.30.03.2017/10), p.6.

Targett, E., 2019. When Things go Awry in the Cloud: A Closer Look at an AWS Outage. Computer Business Review. Available at: <https://www.cbronline.com/analysis/aws-outage-overheating> [Accessed 10 Jun. 2020].

Targett, E., 2020. Google Cloud Issues Emerging: GCP Yet to Respond. Computer Business Review. Available at: <https://www.cbronline.com/news/google-cloud-issues> [Accessed 10 Jun. 2020].

Tuckman, B.W., 1965. Developmental sequence in small groups. Psychological Bulletin, 63(6), pp.384–399. doi: 10.1037/h0022100

US EPA, O., 2014. Radiation Basics. [Overviews and Factsheets] US EPA. Available at: <https://www.epa.gov/radiation/radiation-basics> [Accessed 25 Jun. 2020].

Weick, K.E., 1993. The Collapse of Sensemaking in Organizations: The Mann Gulch Disaster. Administrative Science Quarterly, 38(4), p.628.

West, L. and Milan, M., 2001. The reflecting glass: professional coaching for leadership development. Houndmills, Basingstoke, Hampshire ; New York: Palgrave.

Wilson, R., 2017. 74% of security incidents come from within organisations, according to research. [online] Recruitment International. Available at: <https://www.recruitment-international.co.uk/blog/2017/09/74-percent-of-security-incidents-come-from-within-organisations-according-to-research> [Accessed 10 Jun. 2020].

Winnicott, D., 1971. Playing and Reality. Tavistock Publications Limited

World Nuclear Association, 2020. What is Uranium? How Does it Work - World Nuclear Association. [online] Available at: <https://www.world-nuclear.org/information-library/nuclear-fuel-cycle/introduction/what-is-uranium-how-does-it-work.aspx> [Accessed 25 Jun. 2020].





TOBY CORBALLIS IS an organisational change and leadership expert, specialising in the enhancing business value through the use of modern technology and working practiced. He believes that Information Technology should be an enabler of business, and not a blocker to it. He has worked with leadership functions in firms ranging from Start-Ups, such as the derivatives trading platform OTCX, through to Commodity Exchanges, such as the London Metal Exchange, and stock exchanges such as The London Stock Exchange Group and Deutsche Börse.


He has worked with Public and Private Cloud technologies since 2008 when he introduced them to a specialist technology firm he was working with in the Capital Markets space.


Toby is a trained Kanban Management Professional, an Affiliate Member of The British Psychological Society, and an accredited Executive Coach. He holds a master’s level Post-Graduate Diploma in Organisational Leadership from Saïd Business School at the University of Oxford and an Undergraduate Diploma in Creative Writing, also from the University of Oxford.


Toby has given Webinars on running successful projects using Cloud technology and Agile methodologies to effect sustained change aimed at increasing value to the organisation, as well as Webinars in leadership, most recent for The Financial Services Club in London on leading financial and technology companies post-Covid19. 


He once fell 300 metres off a mountain. The mountain survived the ordeal unscathed by cleverly moving out of his way and leaving it to an ice lake to bear the brunt of the experience.


He lives in London, England, with his wife Sarah and a rather stubborn dachshund called Otto.














































Copyright © 2020 Toby Corballis

All rights reserved.

This book or any portion thereof, in both printed or electronic form, may not be reproduced or used in any manner whatsoever without the express written permission of the publisher except for the use of brief quotations in a book review. All characters, organisations and locations appearing in this work are fictitious. Any resemblance to real persons, living or dead, is purely coincidental.

Where copyright in the material is not that of the author (Toby Corballis), for example in some images, it is used either with express permission, under license, or under the fair use doctrine.

ISBN: 978-1-8381574-1-8




Cover Design by James, GoOnWrite.com 




First published in the United Kingdom in 2020




StoryPositive Publishing

London

United Kingdom




www.storypositive.com







If this book has whetted your appetite and would be interested in reading more on the subjects covered without having to read through all of the articles and books listed in the Bibliography that follows, then you might find the following books and additional resources useful. It's a relatively small list with books chosen for ease of reading and subject matter and other resources chosen on merit.





That's Not How We Do It Here, book by John Kotter and Holger Rathgeber. The great thing about this book is that it's presented as a fable so it's quick to read. If you run up against the phrase that is the title of the book frequently then it's a must read.





Our Iceberg Is Melting, book by John Kotter and Holger Rathgeber. Another fable by the Kotter / Rathgeber duo, this book concentrates on the eight stages of Change Management that help firms to properly manage change programme so that they are delivered successfully.





The Goal, A Business Graphic Novel, by Eliyahu M Goldratt. This book presents Eli Goldratt's Theory of Constraints as a graphic novel (as the name implies). If you prefer your business books in more sober form, there is a 'standard' version available; however, the graphic novel is an easy read.





Unlearn, book by Barry O'Reilly. Here, O'Reilly walks us through the cycle of unlearning, explains Flow, and talks about the process to becoming a learning organisation once more.





Retrospectives Antipatterns, book by Aino Vonge Corry. I first came across Aino at a conference in London where we happened to sit next to each other and paired up for an exercise that one of the presenters had convened. Little did I know then that she was also the keynote speaker. Her book on how to recognise and avoid making classic mistakes when facilitating retrospectives is well worth the read and the techniques, I think, also apply to many other types of meeting.





Project Myopia: Why projects damage software, book by Allan Kelly. If you've ever wondered why projects fail, Allan has some fantastic insights. Could it be that the conventional project model is flawed? I also recommend a visit to Allan's website https://www.allankellyassociates.co.uk/ where you'll find details of the services he provides and his books.





Cotelic, the website of John Clapham. John provides coaching consulting, and training on Agile and DevOps and has some articles with great insights. You can visit his website here: https://www.cotelic.co.uk/






Notes

1. I quit smoking on 1 January 1999. I didn’t want to greet the millennium the following year with a resolution that might not hold.

2. Maybe one day I'll add Crypto.

3. I know of at least five occasions when a firm has concocted to have a nonperforming resource either headhunted or thrown in as part of an acquisition.

4. Just over 26lbs for those using imperial measures.

5. See: https://fsclub.zyen.com/events/past-events/leadership-financial-technical-firms-time-covid-19/

6. As restrictions have been lifted and people with the virus mix more freely with people without the virus, new peaks have begun. Crikey!

7. If I go to the pub and buy a beer, the transaction is settled (between me and the publican) as soon as the exchange of my money for beer is handed to the publican and any change due is returned.

8. The term Application Service Provider was coined in 1996, by Jostein Eikeland, a 32-year-old Norwegian former rock-video and movie producer (Bianchi, 2000). Who says IT is boring?

9. Of course, there are some of those but that’s true in all industries.

10. Covid19 wasn’t a thing back then, but I’m fairly sure we could all relate to how things would pan out for anyone that announces a vaccine now.

11. Actually longer but we’ll come to that later.

12. Have I simplified? No, not really. Yes, there will be code and configuration required but at the abstract conceptual level of senior leadership, it is this easy.

13. I happen to like cats, so rather than ponder the incredible number of inventive ways in which they might be skinned, I’ve opted for something a little more appetising.

14. Full disclosure: I did work on this product—other products are available.

15. Fungible yes, but that doesn’t mean they’re not picky as discussed later.

16. Don’t worry if you don’t know what terms like Kubernetes and Kafka mean. Without being specific, these are services available in the Cloud. Often, the same services, or something akin, are available from each of the other providers. Overlap is common.

17. From the company Think Above Cloud Limited.

18. Part 2 in layman’s terms



19. Nature abhors a vacuum.



20. When one delves into the mystical world of quotations, it’s quite uncanny just how many are only ‘probably’ attributable to the people they’re attributed to.

21. There’s surely a Dr Seuss book in there somewhere

22. Incidentally, this is why Waterfall projects looking to solve Wicked Problems are so often mired in large numbers of Change Requests.

23. Whilst the idea that ideas take decades to promulgate is popular, the data don’t appear to agree. Darwin’s theory of evolution had been accepted by 75% of scientists of all ages within 10 years of publication (Arbesman, 2012).

24. Given that Google didn't exist when Pascale began his work, it's likely he used a different method so there will naturally be differences in output.

25. A surprisingly large number of papers have been written about Agile Wallabies, Albatros, and Gibbons. A personal favourite: Observations on the infrastructure of the different cell types forming the larval gonad in the agile frog.

26. If you have, give me a call. I know some Private Equity guys that would love to meet you. Don't worry, I'll cut you in.

27. I can't show that for copyright reasons, but a quick Internet search should suffice to bring it up.

28. See: https://thinkabove.cloud/

29. Wicked Problemettes, perhaps

30. You may hear people often refer to a Kanban board in a tool like JIRA. This is just a tool within a tool. It doesn’t intrinsically mean you’re doing Agile.

31. Please, don't try this at home!

32. Strictly speaking not identified; probably because no one was thinking of it in that context.

33. For our purposes.

34. And, thus, hidden from the view of others.

35. Which may or may not have been observed by, or be observable to, others.

36. Watson is credited with popularising the coffee break as a result of an advertising campaign he created for Maxwell House (Garrison, 2018).

37. I’ve never met Bernie Madoff, for example.

38. I would advocate strongly that if a system—that is, a computer system, a product—is working, you should think carefully before replacing it. The difficult bit is in understanding what is meant by 'working'.

39. Full disclosure: I trained with Alchemy of Coaching.

40. The integration of these components delivers ‘the alchemy of coaching’.

41. This may be a business manager, a release manager, or project manager depending on how the organisation is set up, although an Agile project shouldn't have roles with rigidly defined terms such as Project Manager.

42. I would pin it on your lapel myself but I suspect we're not in the same room. If we are, just let me know.

43. Sadly, in some instances, it's also down to people overselling their credentials.

44. Despite how the phrase sounds, I promise you that persuasion in this case doesn't entail bleak concrete walls, spotlights, and people with the wrong sort of tattoos.

45. If you want to learn how to produce great presentations, or at least learn how to avoid producing rubbish ones, I thoroughly recommend David Phillips. There's the book (well worth it) but you can get a very good introduction from one of his TEDx talks.
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