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Introduction

When it comes to Clojure1 there are many tutorials, websites, and books about how to get started (language syntax, set up a project, configure your IDE, etc.). There are also many tutorials, websites, and books about how language features work (protocols, transducers, core.async, etc.). There are precious few tutorials, websites, and books about when and how to use Clojure’s features.


This book is not a getting started tutorial.  Neither is it a deep dive on a particular Clojure feature.  It is more like a class in comparative architecture.  I assume you are familiar with Clojure and even a bit proficient at it.  I will pick a theme and talk about the tools Clojure provides in that theme.  I will use some example problems, solve them with different tools, and then pick them apart for what is good and what is bad.  There will not be one right answer.  There will be principles that apply in certain contexts.


Who am I?  I’m Paul Stadig and I have been using Clojure since 2008. I took a job writing Clojure full-time (actually writing Clojure every day!) in 2010. Since then I have worked at two other companies writing Clojure code full-time, and still do!


I worked on large, distributed, cloud based applications that ran Clojure services on hundreds of Amazon Web Service instances processing jobs from RabbitMQ. I worked on Clojure services that served front page ad carousels to 1,000,000 visitors per day. I worked on distributed Clojure systems that process graph algorithms across billions of observations about network activity.


I have patches that have been applied to Clojure. I have been an administrator for Clojure’s Jira ticketing system, and for the Clojure developer Google Group. I have been actively involved in Clojure user groups. I have created and contributed to many Clojure open source projects. I have spoken at Clojure conferences. I have been a technical reviewer on several Clojure books.


I also have a life outside of Clojure :). I live in central Virginia in the foothills of the Blue Ridge Mountains with my wife and four children.


This is not a cookbook.  This is me conveying my experience writing large Clojure systems.  If I am successful, then I am not teaching you recipes, instead I am helping you develop a taste for good Clojure design.  Partly this will be up to you.  I will help as much as I can, but you must see through the examples to perceive the design principles underneath.  Then take the design principles and use them in your own work.


The principles I am sharing are based on my own experience, so they may not be the best advice, or the most beautiful design principles.  I am writing this in a very personal style as if we were chatting in a coffee shop.  Just like any other advice you may receive you must judge it for yourself.  Do not throw out everything because you found one thing that is wrong or does not make sense.  Take the good.  Leave the bad.  Use discernment.


Finally, I cannot claim to have invented all of these principles, but I will attribute where I can.  Many of these principles I learned working with amazing people on amazing teams, and—if I learned my lessons right—you get to benefit from that experience.


I hope I can help you develop a taste for good Clojure design.


If you have any questions or feedback, send me an e-mail (paul@stadig.name).


You can also find me at Real World Clojure.








Polymorphism


I would like to examine the theme of Polymorphism.  Polymorphism is a property of a function. When a function is polymorphic its behavior will depend on the arguments you give to it. The most common type of polymorphism is type-based. In a language like Java you call methods on objects, the object on which you call a method is an implicit first argument to the method, and the code that runs will depend on the type of that object.


The decision about which code to run is called dispatch. Aside from type-based dispatch on the first argument, dispatch could also consider the number of arguments, the types of each of the arguments, etc.


Clojure gives you a few options for polymorphic dispatch:


- defmulti: a multimethod is the most general type of dispatch. You can decide how the dispatch will be performed by providing a dispatch function, and this dispatch function can run arbitrary Clojure code.
 - defprotocol: a protocol function is a very specific (but common) dispatch. A protocol function will dispatch on the type of its first argument.


Those are mechanisms for defining abstractions in Clojure. You also have a couple of options for implementing abstractions:


- reify: using reify you can implement protocols and interfaces as an anonymous class.  You cannot define fields, but the reified class is a closure and you can capture an atom or something appropriate from the context.
 - deftype: deftype generates a class that implements several protocols and interfaces. A deftype is not a closure, but it can have fields (including mutable fields).
 - defrecord: defrecord generates a new immutable, “map-like” data structure. A defrecord is also not a closure, but you can define immutable fields, and implement several protocols and interfaces. A defrecord can be used as a map, destructured like a map, have additional keys assoced on to it, etc.


There are a couple other language features that are specific to either Clojure or ClojureScript, but defmulti/defprotocol/reify/deftype/defrecord is where I will spend most of my time. This collection of features common to both Clojure and ClojureScript is a very flexible way to define and implement abstractions.


This is about as much as I’ll say about how these features work. If you want more detailed information about the mechanisms, I’d encourage you to look at some of the many resources available.


For now, I will turn to a couple of problems, and see how you can apply these tools.








Data Transformation


The reality of professional programming is that most of the job is about data transformation.  This necessary function often cries out for an abstraction.  For example, if you create or consume a web service chances are you will need to convert Clojure data to JSON data.


I could implement a data transformation abstraction with a plain function:



 1 (ns stadig.json)
 2 
 3 (defn convert
 4   [obj]
 5   (cond
 6     (string? obj) obj
 7     (map? obj) (str (reduce-kv (fn [s k v]
 8                                  (str s (convert k) " : " (convert v) " "))
 9                                "{"
10                                obj)
11                     "}")
12     ,,,))






…a multimethod:



 1 (ns stadig.json)
 2 
 3 (defmulti convert type)
 4 
 5 (defmethod convert String
 6   [obj]
 7   (pr-str obj))
 8 
 9 (defmethod convert java.util.Map
10   [obj]
11   (str (reduce-kv (fn [s k v]
12                     (str s (convert k) " : " (convert v) " "))
13                   "{"
14                   obj)
15        "}"))
16 
17 ,,,






…or a protocol:



 1 (ns stadig.json)
 2 
 3 (defprotocol IJson
 4   (convert [this]))
 5 
 6 (extend-protocol IJson
 7   String
 8   (convert [obj]
 9     (pr-str obj))
10   java.util.Map
11   (convert [obj]
12     (str (reduce-kv (fn [s k v]
13                       (str s (convert k) " : " (convert v) " "))
14                     "{"
15                     obj)
16          "}"))
17   ,,,)






…and they all look pretty similar.  However, that does not mean there are not tradeoffs between each approach.


Analysis


There are several dimensions along which we can compare these implementations: flexibility, performance, external integration, and cross-platform compatibility.


Flexibility


If “flexibility” is defined as having control over when and where the abstraction can be extended to a type, then the “Plain Function” approach is least flexible.  You must define all of the dispatch in one static cond.  If you want to extend the abstraction to another class, then you have to add another clause to the cond.  The other approaches give you the flexibility to define the conversion for a type in whatever namespace you want.  You would obviously have to use this flexibility for good and not evil.


If “flexibility” is defined as having the most leeway with dispatch, then the “Multimethod” approach is the most flexible.  I have not talked about derivation hierarchies, but multimethods can use ad hoc inheritance hierarchies for dispatch.  You will have much more opportunity to define and take advantage of dispatch on common ancestors and so forth.  I’m not sure it is all that useful in this particular case.  Maybe I should have, but In my experience I have not used hierarchies very much.


Performance


I hesitate to say too much about performance because there are many factors that can influence it, and you’re best measuring hotspots before optimizing.  However, generally speaking the “Multimethod” approach will be slowest.  Multimethods give very general dispatch, but they exact a high price for it.  This is one reason that I have not found hierarchies to be practically useful.


In this case, the difference between the “Plain Function” and “Protocol” approaches is within an order of magnitude, so it is not worth worrying about.  Flexibility is probably a better way to compare the two.


As always with performance, if you are using this data conversion abstraction in a tight loop where your application spends 80% of its time, then performance is paramount.  If you are using this data conversion abstraction to convert data for an optional data format that your application provides, then don’t worry about performance.


External Integration


Multimethods and protocol functions provide flexibility, but their dispatch tables are global mutable state.  Thankfully they are both namespaced, so that reduces some of the dangers of conflicts, but if you own neither the type nor the abstraction, you should not be extending that abstraction to that type.  For example, if you define a data conversion abstraction, someone else extends it to java.util.Date, and then I decide to extend it to java.util.Date there is now ambiguity.


Before deciding upon this style of data conversion abstraction (whether plain functions, multimethods, or protocols) it is worth considering where the data conversion is happening.  If you are writing a library that uses some data conversion process, then creating a data conversion abstraction, even one with open dispatch, is not a good idea.  Users of your library will not be able to safely extend the abstraction to types they do not own.


A better approach might be to provide a data conversion abstraction which can be used as a starting point, but allow users to define their own abstraction that they can pass into your library.  This will allow users to stack their abstraction on top of yours:



 1 (ns stadig.my-json
 2   (:require
 3    [your.json :refer [convert]]))
 4 
 5 (defprotocol IMyConvert
 6   (my-convert [this]))
 7 
 8 (extend-protocol IMyConvert
 9   Object
10   (my-convert [this]
11     (convert this))
12   java.util.Date
13   (my-convert [this]
14     ;; do something
15     ))






Then when I call into your library I can provide my conversion function (do-the-thing obj {:converter my-convert}).


Cross-platform Compatibility


You will notice all my examples have been Clojure specific.  The ClojureScript versions are pretty much the same, but with different type names.  This is one place where the “Plain Function” approach has an edge.  If you can define your cond in terms of core predicates that are the same for both Clojure and ClojureScript (e.g. string?, map?, vector?, etc.), then the same code can work for both platforms.  Even if you have to write some new cross-platform predicates, you can keep the core of your abstraction free from reader conditionals.


Summary


From this exercise I would draw the following principles:



  	If you have an actual, factual performance concern, then avoid multimethods in favor of plain function or protocol functions.

  	You should never extend a multimethod or protocol that you do not own to a type that you do not own.

  	If you are designing a library that requires some abstraction, you do not want to define a multimethod or protocol, you want to allow a user to pass in a function.

  	If you are extending an abstraction to types or something that can reasonably be modeled as types, then protocol functions will provide the best balance between flexibility and performance.

  	If you are more concerned about writing cross-platform code and less about flexibility or performance, then using a plain function with a cond and cross-platform predicates for dispatch would be best.

  	If you need very general dispatch and are fine with the performance penalty, then use multimethods.








Notes


        Introduction
      

1When I say “Clojure” I am usually referring to both Clojure and ClojureScript.  Sometimes I am referring only to JVM Clojure, but context should make it clear.↩
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