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[image: border-image.png]Introduction
Computers have become indispensable in modern biology, not simply because 
they accelerate calculations, but because many biological questions can only 
be formulated and answered through explicit quantitative models. 
Mathematical theory now underpins much of modern biology. Models of 
neural networks, for example, are used to understand how interactions 
among large numbers of nerve cells can produce reliable perception, memory, 
and behavior. Models of infectious-disease transmission predict the spread of 
epidemics and help design vaccination strategies. Population-dynamic models 
guide conservation decisions by estimating extinction risk in small 
populations. Phylogenetic methods reconstruct evolutionary relationships 
among species from DNA sequences. In each case, theory and data are 
inseparable, and computation provides the bridge between them.
This is particularly true in genetics. At the molecular scale, genetics 
investigates how DNA encodes the structure and function of organisms, 
supported today by genome sequencing, gene editing, and gene-expression 
analysis, that is, by computer-based bioinformatics. At a different biological 
level, the population scale, the focus shifts to the distribution of genetic 
variants and how that distribution changes across generations. Population 
genetics examines how evolutionary forces shape genetic variation within and 
among populations over time. Mutation, natural selection, migration, 
recombination, and random genetic drift interact in ways that are 
mathematically subtle and often counterintuitive, and exploring their 
combined effects typically requires computational approaches.
Questions central to evolutionary biology – Why does genetic diversity 
persist? How fast can populations adapt? How does migration influence local 
adaptation? How do species diverge? – are fundamentally population-genetic 
questions. Except in highly idealized cases, they cannot be answered by verbal 
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reasoning alone; they require formal models whose behavior must often be 
explored computationally.
This book presents population genetics as a dynamic, process-based science. 
Rather than treating results as static formulas, it emphasizes how 
evolutionary forces generate observable patterns: changes in allele 
frequencies, levels of genetic diversity, spatial structure, and genealogical 
relationships. By implementing models computationally, you can follow these 
processes step by step, observe their consequences, and develop intuition 
about how evolution operates in real populations.
The material is organized into two complementary sections. The first focuses 
on the dynamics of population genetics, showing how mutation, selection, 
migration, recombination, and random genetic drift alter gene frequencies 
over time. The second addresses the analysis of genetic patterns, showing 
how observed genetic data can be used to infer population structure, 
demographic history, and evolutionary relationships among populations and 
species.
In both sections, programming is an essential tool. Models are expressed 
explicitly in code, and worked examples in the programming language R allow 
you to explore their behavior directly. However, this is not a general 
introduction to programming or to R. Many excellent tutorials and textbooks 
already exist for that purpose, ranging from the official R documentation and 
online courses such as those provided by Software Carpentry or DataCamp to 
comprehensive texts such as R for Data Science by Wickham and Grolemund or 
An Introduction to Statistical Learning with Applications in R by James et al. If you 
are unfamiliar with R, you may wish to consult such resources in parallel. 
Here, programming serves a specific goal: to make the principles of 
population genetics concrete and operational. Nevertheless, I help you get 
started by outlining the structure of some the first programs of the book in 
pseudocode and by explaining key aspects of the implementation, so that you 
can focus on understanding the biological ideas rather than the technical 
details of the language.
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Computational models function in this context much like experiments. They 
allow us to vary parameters systematically, test assumptions, and observe 
outcomes that would be impossible, impractical, or too slow to study 
empirically. Writing or running code transforms abstract evolutionary 
mechanisms into processes that can be inspected, manipulated, and 
understood.
Population genetics is conceptually demanding. Many of its insights rely on 
probabilistic reasoning, nonlinear dynamics, and processes unfolding over 
long timescales. Understanding them requires active engagement. 
Throughout the book, exercises are embedded within the text, and working 
through them is an integral part of the learning process. They will help you 
become more fluent in implementing models, but their primary purpose is to 
deepen your understanding of population genetics by encouraging you to 
explore how evolutionary outcomes depend on assumptions, parameters, and 
stochastic events.
By working through the book, you will develop a mechanistic understanding 
of evolution at the population level, of how simple rules of inheritance and 
evolutionary forces (mutation, selection, migration, recombination, and drift) 
interact to shape genetic variation over time. By implementing these models 
in R and systematically investigating their behavior, you will develop intuition 
about the complex, often counterintuitive processes that underlie patterns of 
genetic diversity within and between populations. This hands-on, process-
oriented approach is designed to equip you with the quantitative tools and 
conceptual frameworks needed to tackle the central questions of evolutionary 
biology. Whether your interests lie in conservation, epidemiology, 
phylogenetics, or beyond, mastering the principles of population genetics will 
provide an invaluable foundation for your work.
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[image: border-image.png]Dynamics of population genetics
This section introduces the theory of the dynamics of population genetics, 
describing how mutation, selection, migration, recombination, and drift alter 
gene frequencies over time. It shows how to simulate the dynamics with R.
 
❖
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An example: sickle cell anaemia
Let us begin with a concrete example that illustrates what population genetics 
seeks to explain.
Sickle cell anaemia is an inherited disease of the blood caused by an abnormal 
form of the oxygen-carrying protein hemoglobin in red blood cells. The 
altered cells become rigid and sickle-shaped, which impairs blood flow and 
leads to severe health problems including pain crises, anemia, increased 
susceptibility to infection, and stroke. Without modern medical care, many 
affected individuals die young.
The condition is determined by a single gene with two variants (alleles): one 
producing normal hemoglobin and one producing the abnormal sickle form. 
Because humans are diploid, every individual carries two copies of this gene, 
one inherited from each parent. The pair of alleles carried by an individual is 
called the genotype, and the observable characteristics that result are the 
phenotype.
Individuals who inherit two normal alleles are homozygous for the normal 
allele and produce only normal hemoglobin. Individuals who inherit one 
normal allele and one sickle allele are called heterozygotes. They typically do 
not develop the disease but carry the sickle cell trait. Individuals who inherit 
two sickle alleles are homozygous for the abnormal allele and develop sickle 
cell disease.
Because individuals with two sickle alleles suffer severe health consequences 
and reduced survival, they have lower fitness than individuals with two normal 
alleles. One might therefore expect natural selection to eliminate the sickle 
allele from the population over time.
Yet the sickle allele remains common in many populations, especially in parts 
of Africa. The reason is that heterozygotes (that is, individuals carrying one 
normal and one sickle allele) are partially protected against severe malaria, a 
disease that is often lethal. In regions where malaria is prevalent, this 
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advantage can outweigh the disadvantage experienced by homozygous 
individuals with sickle cell disease. As a result, the allele persists at 
substantial frequencies.
To understand this situation, we must distinguish between two related but 
different questions. First, how are genotypes formed from the alleles present 
in a population? Second, how do evolutionary forces such as selection change 
allele frequencies from one generation to the next?
The following figure illustrates how children can inherit the sickle allele from 
their parents.￼
If mating is random and no evolutionary forces act, the frequencies of 
genotypes in the next generation are determined purely by the frequencies of 
the alleles carried by the parents. This relationship between allele frequencies 
and genotype frequencies is described by the Hardy–Weinberg principle, one 
of the fundamental results of population genetics. It provides the baseline 
expectation for how genes are transmitted across generations in the absence 
of evolution.
In the case of sickle cell, however, the observed persistence of the allele 
shows that evolutionary forces are at work. Natural selection alters the 

[image: sickle.cell.png]
[image: Inheritance of the sickle cell allele (S). The individuals wearing red clothes are homozygous for the abnormal allele (SS), and they will therefore get the disease. Blue clothes indicate AA (homozygous for the normal allele) and  purple clothes indicate AS (heterozygosity); neither genotype will get the disease. Inheritance of the sickle cell allele (S). The individuals wearing red clothes are homozygous for the abnormal allele (SS), and they will therefore get the disease. Blue clothes indicate AA (homozygous for the normal allele) and  purple clothes indicate AS (heterozygosity); neither genotype will get the disease.]
Inheritance of the sickle cell allele (S). The individuals wearing red 
clothes are homozygous for the abnormal allele (SS), and they will 
therefore get the disease. Blue clothes indicate AA (homozygous for the 
normal allele) and  purple clothes indicate AS (heterozygosity); neither 
genotype will get the disease.
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survival and reproduction of individuals with different genotypes, thereby 
changing allele frequencies over time.
The following chapters develop these ideas formally. We begin with the 
Hardy-Weinberg principle, which describes inheritance without evolution, 
and then examine how selection modifies this baseline to produce outcomes 
such as the maintenance of the sickle cell allele in malarial regions.
A null model: Hardy-Weinberg equilibrium:
We'll start with a simplified situation where we assume that individuals pick 
their mating partner randomly, that the population is very large (indeed, 
infinite), that the fitness of all genotypes is identical (that is, there is no 
selection), and that the population is closed (so there is no migration). Of 
course, you will (and should) complain that these assumptions may not hold 
in real populations. But when we're making models, we do not want to 
capture all the details. Indeed, if we did, we would not be making a model, 
but copying the real world. So we start by ignoring some details to get a first 
impression of how a system works, and we then add more realistic features to 
see whether and how they influence the predictions (see below). Or, in other 
words, with these, perhaps, unrealistic assumptions, we are making a model 
against which we can test others; we are making what is called a null-model.
We start with a situation in which individuals homozygous for allele A (say, 
the normal one) occur with frequency , homozygotes for allele a (the 
abnormal, sickle cell one) occur with frequency , and heterozygotes occur 
with frequency . (By using the symbols A and a rather than referring 
directly to specific biological names, we follow the conventional notation of 
population genetics.)
Because these three genotypes account for all individuals in the population, 
their frequencies must sum to one: . We can use these 
numbers to calculate the frequencies of the two alleles in the population. 
Allele A is found twice in the homozygotes AA and once in the heterozygotes;  
[image: equation.pdf]
[image: equation.pdf]
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allele a is found twice in the homozygotes aa and once in the heterozygotes. 
Therefore, the frequency of allele A is proportional to  and the 
frequency of allele a is proportional to . Since the allele frequencies, 
like the genotype frequencies, have to add up to 1, we divide these values by 2 
to get the frequency of allele A as   and the frequency of allele 
a as 
In 1908 G. Hardy and W. Weinberg independently realized that for the 
assumptions mentioned above, the frequencies of the genotypes in the next 
generation can be calculated from the allele frequencies of the current 
generation1. The key insight was that with random mating the probability 
that a parent transmits an allele to its offspring is equal to the frequency of 
the allele in the population. 
Their insight starts with the observation that individuals obtain one allele 
from their mother and one from their father. If mating is random (that is, that 
mother and fathers are ‘chosen’ randomly), the probability that the mother 
has genotype ij is simply equal to the genotype frequency . If an individual 
receives, say, allele A from its mother, her genotype must be either AA or Aa, 
so the probability that the maternal allele is A is , which, as we 
just saw, is identical to p, the frequency of the allele in the population. 
Analogously, the probability that the maternal allele is a is . 
The same idea holds for the paternal allele.
Going though this process for all the genotypes of the offspring gives the 
following table for their frequencies, if we assume that parents have allele 
frequencies p and q. (Note that I wrote two rows for the heterozygous 
offspring, one for individuals with allele A transmitted by the mother, the 
[image: equation.pdf]
[image: equation.pdf]
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1 Hardy, G.H. 1908. Mendelian proportions in a mixed population. Science 2 – 8:49 – 
Weinberg, W. 1908. Ueber den Nachweis der Vererbung beim Menschen. Jahresheft des 
Vereins fuer vaterlaendische Naturkunde in Wuerttemberg. 64:369
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[image: fill-image.png][image: border-image-1.png]second for individuals who received A from their father. The probability of 
being a heterozygous offspring is the sum of the two.) 

The frequencies of the genotypes among the offspring are thus , 
 and .  From this, we can again get the frequency of the 
alleles in the offspring: .
The insights of Hardy and Weinberg were thus that in a population satisfying 
our assumptions – infinite populations, no selection, no migration, and 
random mating – allele frequencies remain constant from one generation to 
the next, and that the genotype frequencies can be calculated from the allele 
frequencies as . This is the null-model against which genetic data 
are tested. A departure from the values given by Hardy-Weinberg means that 
at least one of the simplifying assumptions is wrong.
Summary
The Hardy–Weinberg principle describes how allele and genotype frequencies 
behave in an ideal population where no evolutionary forces act. It provides a 
baseline model of inheritance without evolution.
❖In a large, randomly mating diploid population with no mutation, 
migration, selection, or genetic drift, allele frequencies remain constant 
from generation to generation.
❖If the frequency of allele A is p and that of allele a is q=1-p, the genotype 
frequencies of AA, Aa and aa are ,  and .
	Calculation of genotype frequencies in offspring according to Hardy-Weinberg

	Offspring
	Maternal 
allele
	Probability
	Paternal allele
	Probability
	Frequency

	AA
	A
	p
	A
	p
	p2

	Aa
	A
	p
	a
	q
	pq

	aA
	a
	q
	A
	p
	pq

	aa
	a
	q
	a
	q
	q2
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[image: fill-image-1.png][image: border-image-2.png]❖These genotype frequencies are reached after a single generation of 
random mating and remain constant thereafter.
❖The principle applies to each locus independently, provided the 
assumptions are met.
❖Hardy–Weinberg equilibrium provides a null model against which 
evolutionary processes can be detected. Deviations from the expected 
genotype frequencies indicate that one or more assumptions (e.g., 
random mating, absence of selection, large population size) are violated.
Now, what happens if we relax the assumptions of infinite populations, 
random mating and no selection? We'll go through each assumption 
separately, starting with infinite populations.
Genetic drift
Let's continue with our assumptions of random mating and no selection, but 
relax the assumption that the population size is infinite. It turns out that this 
has enormous effects, for the simple reason that chance becomes important. 
The effect of chance: coin-flipping
Before studying this genetic problem, we will look at the effect of chance with 
a simple experiment (and program) of flipping coins. We all know that if we 
flip two coins, we will often get two heads or two tails rather than one of 
each, even though the probability to get either is 50%, and that if we throw 
100 coins, it is extremely unlikely that we get anything less than, say, 10 
heads. But what does 'extremely' mean? One way to answer this is the 'brute 
force' method; we simulate the process. So let's write a script that flips N 
coins and calculates the proportion of the coins that are heads. The script will 
repeat this simulation many (say, r) times, and output a histogram of the 
proportion of heads at each repeat.
Let’s approach the program stepwise.
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[image: border-image-3.png][image: border-image-4.png]First, we can simulate flipping coins by sampling randomly between “H” and 
“T” with sample(c(“H","T"),N,replace=T) and compare each element 
to “H” with sample(c("H","T"),N,replace=T)==“H”. This gives a 
series of TRUE or FALSE. Since TRUE is interpreted by R as 1 and FALSE 
is interpreted as 0, we can sum up the number of heads with 
sum(sample(c(“H","T"),N,replace=T)==“H”). Now all we have to do 
is put the result of each repeat into a vector and draw the histogram of the 
vector.
r = 200
N = 50
heads = c()
for (run in 1:r) {
  heads = c(heads, sum(sample(c("H","T"), N, replace=T)=="H"))
}
 
hist(heads, freq=FALSE,
     breaks=seq(-0.5, N+0.5),
     ylim=c(0, max(table(heads))/r),  ### comment 1
     xlab="Number of heads",
     col="blue",
     main=paste(N, “coins”),
     xaxt="n")                        ### comment 2
axis(1, at=seq(0, N, length=6))
Comment 1: I want to have a nice-looking length of the y-axis. Therefore, I 
calculate the frequency of each number of heads with the function table(), 
then find the maximal frequency with max(), and finally divide by the number 
of repeats, and use this as the maximal value of the figure.
Comment 2: To specify the values shown along the x-axis, I switch off the 
automatic labels with xaxt="n", and then generate the labels with the 
statement axis().
The following figure gives the output for 5, 50 and 500 coins. It shows the 
intuitive result that the more coins you flip, the more likely you are to have 
close to 50% heads. What is perhaps less intuitive is how far from (or how 
close to, depending on your intuition) from 50% you can be even with 500 
coins. 
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Distribution of proportion of heads in simulated coin flipping
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