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1. EXECUTIVE SUMMARY 

This proposal addresses the challenges of autonomous discovery and triage of contextually relevant 
information in massive, complex, dynamic text and imagery streams. We will develop a prototype 
system to mine, filter and fuse multi-modal data streams and dynamically interact with the analysts to 
improve their efficiency through feedbacks and autonomous adaptation of the algorithms.  

We have two broad classes of research objectives. The first is development of automatic data 
mining, reduction, fusion and visualization of data streams. The second is development of a co-
operative, multi-agent framework to autonomously direct the former in response to analyst 
behavior. This mirrors the flow of data from fine-grained, massive, raw input requiring the most 
automation, to the most highly processed, cognitively friendly output presented to analysts as 
visualizations. The agents filter results so that human analysts are presented with contextually 
relevant information, and provide a feedback to the data mining algorithms so they can adapt 
appropriately. 

Existing methods in the areas of data mining, reduction and fusion developed by George Mason 
University (GMU) and the Jet Propulsion Laboratory (JPL) will be extended to NGA’s application 
domains. Summary feature vectors will be extracted from text as well as imagery data and 
accumulated into probability distribution estimates describing likelihoods of various phenomena. 
These distributions reduce data volume by creating descriptors of original data in terms of meta-
features. The distributions also act as comparative reference for characterizing incoming data 
streams, and fusing multi-modal data types. In this project, we will expand on previous work at 
GMU and JPL in text and image mining, and in analysis of massive, streaming, remote sensing data 
sets. We will adapt and extend these proven methods to NGA’s needs. 

The feature extraction process described above depends upon a robust data mining methodology 
underneath. We will expand on previous work at GMU in both text and image mining. For text, the 
basic approach is to create feature vectors for each document or message that reflects semantic 
content, such as the bigram or trigram proximity matrices (BPM’s or TPM’s). For imagery, the grey 
level co-occurrence matrix (GLCM) is analogous to the BPM. Images that have similar GLCM’s are 
expected to be similar with respect to characteristics implied by the underlying pixel-pair 
relationship.  

In order to provide an adaptive system that interacts with human intelligence analysts, this project 
includes visualization and intelligent agent components. Leveraging off previous work at Space 
Dynamics Lab (SDL) (Banerjee, 2005) and GMU (Wegman, 1998), we will provide a set of 
cognitively friendly visualization tools for exploring and understanding massive, complex data 
streams, either in raw form, or reduced and processed using data mining methods. Moreover, we 
provide intelligent agents to monitor analyst behavior, feedback information about changing 
priorities to the data mining algorithms, and adapt visualization graphics appropriately.  

In the realm of visualization, we will research and develop a novel contextual relevance driven 
localized focus mechanism for reducing clutter in a minimal spanning tree (MSP), an effective 
method to visualize relationship among documents. For visualizing temporal dynamics of extracted 
intelligence information, we will extend “foggy morning view”, a multi-sensory visualization 
technique currently under development at SDL. This NGA funded GI2Vis research will be 
extended to incorporate a novel active interface that we call USAGE (User State Aware Graphical 
Environment) that adapts the visualization system based on the activity state of the analyst.  
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2. TECHNICAL PROPOSAL 

2.1  Summary 

This proposal addresses the challenges of autonomous discovery and triage of contextually relevant 
information in massive, complex, dynamic  text and imagery streams. We will develop a prototype 
system to mine, filter and fuse multi-modal data streams and dynamically interact with the analysts to 
improve their efficiency through feedbacks and autonomous adaptation of the algorithms. We will 
implement four core capabilities: (i) text and image mining for feature extraction; (ii) multi-modal 
data fusion; (iii) agent based adaptive information filtering; and (iv) cognitively friendly information 
visualization. Together, these will enhance the capabilities of the analysts to discover, assess, and act 
on embedded intelligence in near real-time. Figure 1 below shows an overview of the architecture of 
the prototype we will develop.  
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Figure 1: System architecture of the proposed prototype 
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2.2  Research Objectives 

We have two broad classes of research objectives. The first is development of automatic data 
mining, reduction, fusion and visualization of data streams. The second is development of a co-
operative, multi-agent framework to autonomously direct the former in response to analyst 
behavior. This mirrors the flow of data from fine-grained, massive, raw input requiring the most 
automation, to the most highly processed, cognitively friendly output presented to analysts as 
visualizations. The agents filter results so that human analysts are presented with contextually 
relevant information, and provide a feedback to the data mining algorithms so they can adapt 
appropriately.   

 

2.2.1   Data Mining, Reduction, Fusion and Visualization 

This class of objectives extends existing methods developed by George Mason University (GMU) 
and the Jet Propulsion Laboratory (JPL) to NGA’s application. First, we have basic data mining of 
text and imagery separately to discover hidden patterns and unusual occurrences. We will extend this 
capability to determine and extract summary feature vectors from text documents and images which 
will be accumulated into probability distribution estimates describing likelihoods of various 
phenomena.  In turn, these provide standards against which to judge how unusual future 
phenomena are. Distributions also reduce data volume and constitute meta-features describing 
whole text or image streams, rather than their individual components. This hierarchy, with massive, 
raw data at the bottom linked to reduced distributions of stream features above, is useful because it 
allows selective drill-down analysis of raw data in response to associations or patterns discovered at 
the top. Moreover, we will research and implement prototype methods for fusing text and image 
stream distributions at the top level, and performing data mining there. Fusion of distributions is 
new, fundamental research that leverages the hierarchical paradigm, while mining at the top level 
expands on work currently being done at JPL to study climate phenomena in remote sensing data 
(Braverman, 2002; Braverman et al., 2003; Braverman and Kahn, 2004). 

The research described above relies on solid data mining methods at bottom level. Here we will 
expand on previous work at GMU in both text and image mining. For text, the basic approach is to 
create feature vectors for each document or message that reflects semantic content. We first denoise 
the text by deleting words that do not convey information, and stemming words by removing 
suffixes. Then, the document or message is summarized by accumulating the numbers of 
occurrences of word pairs (bigrams) or triplets (trigrams). These have some significant potential for 
capturing semantic content because they capture noun-verb pairs or adjective-noun-verb triplets. 
(See Martinez and Wegman, 2002 and 2003, and Martinez et al. 2004). Our feature vector is the 
counts of bigram and trigram occurrences, called bigram or trigram proximity matrices (BPM’s or 
TPM’s). Denoising, stemming and summarizing can be done in a streaming fashion, which is crucial 
when dealing with high-volume, high-velocity text streams. We have shown (see the references 
above) that documents residing in separate corpora but having similar semantic content have similar 
feature vectors. A particular goal in this project is to identify and extract information about location 
and time of relevant events from message content. Note that speech audio data can be converted to 
text through commercially available  speech-to-text software and then can be handled by the above 
text mining techniques. 

A similar approach is commonly applied to image data. The so-called grey level co-occurrence 
matrix (GLCM) is analogous to the BPM. The idea is to look at pairs of pixels (each member 
assuming one of 256 grey levels) and create a 256 by 256 matrix to count the number of occurrences 
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of grey levels pairs. Images that have similar GLCM’s are expected to be similar with respect to 
characteristics implied by the geo-spatial relationship used to define the pair. A major research 
question is to determine pair definition functions that correspond to objects or phenomena of 
interest. This is quite analogous to determining which word pairs constitute bigrams of interest in 
text, but is more complex. A special case of interest to NGA is that found in persistent surveillance. 
A sequence of images (video) of the same scene gives rise to a GLCM in time in which one can 
accumulate occurrence statistics (pixel by pixel if necessary) over different time durations. As with 
text, statistically significant changes can be identified using formal hypothesis tests with thresholds 
that adapt in response to analyst feedback.      

Data fusion of text and imagery is a primary research objective of this proposal.  We will develop 
methods to link distributions describing text streams with those describing image streams so we can 
study their joint properties. This is important because it is entirely possible that text and image 
features associated with related times and locations are only seen to be unusual when viewed 
together. They may appear entirely ordinary when considered separately. We identify three ways to 
link text and image features: by spatio-temporal coordinates, by supervised learning, and by 
information-theoretic methods. The first is conceptually the easiest: we mine text documents for 
information about space and time, and associate these with similar locations and times of images. 
The second requires an analyst to provide a training set via a user agent, identifying examples of text 
and image data that belong together. Data mining algorithms can learn that relationship and 
extrapolate it intelligently. The third approach is more speculative: infer the strength and nature of 
joint relationships among text and image data by optimizing information-theoretic quantities such as 
mutual information. We will test all three methods and compare and contrast results on a validation 
data set.  

In the realm of visualization, we will provide a  suite of appropriate, cognitively friendly  tools to 
present data mining results and allow analysts to interact with them. For example, we will adapt 
previous work by Wegman on  greedy, minimal spanning trees (MSP’s) that allow analysts to 
visualize relationships among documents. An MSP is a complete graph in which documents are 
nodes, and edges are weighted by similarity metrics. Similar documents are edge connected, and 
finding adjacency in multi-corpora MSP’s enable cross corpus discovery. In this project, we will 
investigate the use of MSP’s to visualize image relationships (including video), and relationships 
among text documents and images.  Moreover, the MSP is an excellent visualization tool because it 
can always be made planar (Solka et al., 2005), but they can also get cluttered when there are large 
numbers of objects represented. . We will solve this problem by  developing a contextual relevance 
driven localized focus mechanism for interactive exploration. It will deemphasize the non-relevant 
links through automated visual blurring, thus creating a visual filter that directs the analyst’s 
attention to relevant relationships without losing sense of the global structure of the tree.  

Further, we are currently developing a multi-sensory visualization technique called the “foggy 
morning view” as part of NGA sponsored GI2Vis research (Banerjee, 2005). It augments visual 
display with parameterized sonification for visualizing temporally dynamic events. We will extend 
this technique by implementing a novel active interface that we call USAGE (User State Aware 
Graphical Environment) that removes a core deficiency in traditional “static” visualization 
environments – they do not take into account end user’s activity state and expect the user to always 
pay full attention to the visual display. In USAGE, a computer attached video camera monitors the 
user’s face and a calibrated face recognition algorithm determines if the user is looking away from 
the main visual display or if he/she has left the position from in front of the display. Under such 
circumstances, USAGE automatically increases the level of sonification to an appropriate level in 
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order to keep the user aware of interesting characteristics of incoming data stream. The end user can 
set a desired “normal” level that is used when looking directly into the visual display. All of these 
visualization interfaces will provide the user with the capability to drill down to higher levels of 
information resolution as desired. 

 

2.2.2   A Co-operative, Multi-agent Framework 

We will implement a cooperative multi-agent framework that adapts to changes in the environment 
as well as to changing user requirements . These software agents will be embedded in the operating 
environment and designed as autonomous, reactive, and predictive entities sensitive to dynamic 
changes in characteristics of the input data streams as well as to feedback from analysts. Three broad 
categories of agents will be employed. A user agent continuously monitors the information analysis 
activities of an analyst and autonomously extracts information about user priorities; information 
filtering agents, in turn, communicate with the user agent in order to retrieve information about the 
environment and user priorities, and devise optimal filter parameters corresponding to the current 
state of the environment; a communicator agent facilitates communication among the user agents of 
different analysts for higher level information association and discovery through interaction and 
emergence. We will use KQML (Knowledge Query and Manipulation Language), developed under the 
ARPA sponsored Knowledge Sharing Effor,t as the agent communication language. We will design these 
agents to have predictive abilities as well. Based on learned patterns, they can assist the analyst by 
anticipating user needs and predicting events in a probabilistic framework. For these agents, learning 
is a continuous process that makes them smarter in terms of autonomous reasoning abilities. We 
believe these adaptive software agents will provide essential assistance to the human analysts with 
effective comprehension of contextually relevant information by reducing cognitive overload in 
locating relevant datasets, process models and hidden patterns in complex, high velocity data 
streams.  

 

2.3  Experimental Design 

Two datasets have been identified for validation and testing of the prototype system. An archive of 
20,000 newsgroup articles spanning 21 newsgroups including sci.space, available  from UCI KDD 
archive (see References) will be used to simulate streams of unstructured text data. A large archive of 
geo-spatial imagery of the planet Venus captured by sensors on board the Magellan spacecraft will 
be used to simulate incoming stream of imagery. This archive is available from NASA’s Planetary 
Data System website (see References). This set of imagery is chosen in order for the simulated 
imagery stream to overlap in time domain with the content segments from the simulated text stream, 
such as the articles from the sci.space newsgroup in the dataset mentioned above. This will increase 
the probability of finding correlated themes in the text as well as the imagery stream and will be a 
good test for our system. For validation, a set of images from the archive will be manually selected 
and artificial newsgroup articles containing textual information directly related to these image 
contents will be injected into the text archive. The performance of the system will be validated by 
measuring how well it recovers these deliberately introduced cross-modal information associations. 

 

2.4 Expected results 

The expected results of this project are as follows: 
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1. Prototype algorithms for i) mining unstructured, test text data for keyword pairs provided 
by analysts, ii) for extracting spatio-temporal location information from text contents, and 
iii) quantifying and mining changes in a test stream of text documents.  

2. Prototype algorithms for i) mining static test images for template patterns provided by 
analysts, and ii)  quantifying and mining image streams (video) of fixed test areas for 
statistically significant changes. We will provide a written report of research results on the 
proper choice pair functions for generating GLCM meta-features.  

3. A written report of research results, including a validation study, on fusing text and image 
meta-features, and joint mining of test data from the newsgroups text data and Magellan 
image data.  

4. Prototype user, information filtering, and communicator agent software  to manage 
interactions between 1., 2., and human analysts. The agents are crucial to the system’s 
adaptive capability. 

5. Prototype visualization software to assist analysts in exploring and understanding results of 
mining algorithms.  

6. A set of interacting software modules implementing prototypes described above, and 
configured to run in demonstration mode on Magellan and newsgroup test data.  
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Limit: 5 pages. 

The core capability, advancement and description of worth (the “so what” factor) must be 
described in one summary paragraph at the beginning of the technical proposal. 

 

Describe the proposed research/objectives, experimental design, and approach to be undertaken. 
Discuss the nature of expected results. State the objectives and approach and the relationship to 
state-of-knowledge in the field and to similar work in progress. Include appropriate literature 
citations and prior work. 

 

Discuss intellectual property and data rights. If technical data or computer software will be 
furnished with other than Government Purpose rights, spell that out in the proposal. Include any 
proprietary claims to the proposed research results, technologies and products. If there are no 
proprietary claims, state that. Unless specific restrictions are stated, the following default 
wording will be used in contracts awarded as result of this BAA. The default provision is as 
follows:  

“The Government will receive Government purpose Rights to Technical Data and 
Computer Software developed and delivered under this contract.” 

Technical eval criteria: Evaluation of proposals will be accomplished through a peer or scientific 
review process. The primary evaluation criteria, of equal weight, are: 

1) Relevance and potential contributions of the research to NGA missions, within one or 
more of the domain categories described above, and  
 
2) Scientific and technical merits of the proposed concept as related to the domain 
categories described above. 
 
Other evaluation criteria includes: 
3) Qualifications of the key research personnel (this means we need synoptic resumes) 
 

3. COST PROPOSAL  

Limit: 2 pages recommended 
 

The financial portion of the proposal will contain cost estimates in sufficient detail for 
meaningful evaluation. The proposal should include name, address and telephone number of the 
offeror’s cognizant Defense Contract Audit Agency (DCAA) audit office (if available). The cost 
proposal must include the type of contract proposed (i.e., fixed price, cost-reimbursable). There 
is no page limit for the cost section of the proposal, but 2 pages is recommended. This section 
shall include statements as to the basis of estimate for all proposed costs. Cost elements should 
include, but are not limited to 

a) Estimated number of hours by labor category and the hourly rate. 
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b) Travel costs and time, and the relevance to stated objectives. This shall include a breakdown 
of the number of travelers, location, and duration; and estimated costs for transportation, rental 
car and per-diem. 

c) Other direct costs: materials and supplies; publication, documentation and dissemination; 
consultant services; computer services; communication costs not included in overhead; and other 
(identify). 

d) Indirect costs. 

e) profit/fee 
 

Cost eval criteria: The realism and reasonableness of cost, including cost realism as it relates to 
the Government’s degree of confidence in the offeror’s ability to perform the proposed work at 
the proposed cost shall be rated on a Pass/Fail basis. 
 


