
 

 

 

 

Empirical Analysis of the New York State 

Annual Professional Performance Review 

System 

Prepared by Education Analytics, Inc. 

For the Lower Hudson Council of School Superintendents 

September 8, 2014



 

  2 

 

TABLE OF CONTENTS 
Executive Summary ............................................................................................................................3 

Key Terms ..........................................................................................................................................4 

Discussion of the Student Growth Model as Presented in the NYSED Technical Manual .......................4 

Model Coverage ........................................................................................................................................ 5 

Student-Teacher-School Linkage .............................................................................................................. 5 

Test Scores ................................................................................................................................................ 5 

Student and School Characteristics ...................................................................................................... 6 

The NYSED Growth Model ........................................................................................................................ 7 

Classroom Averages ............................................................................................................................. 8 

Impact of Model Covariates ................................................................................................................. 8 

Aggregating Growth Percentiles .......................................................................................................... 9 

Reporting .............................................................................................................................................. 9 

Model Fit Statistics ............................................................................................................................... 9 

Descriptive Analysis of Lower Hudson Growth Data .......................................................................... 11 

Description of The Data Sample ............................................................................................................. 12 

Distribution of MGPs .......................................................................................................................... 12 

Standard Deviation and Mean of MGPs by Grade ............................................................................. 16 

Correlation between Average Student Characteristics and Adjusted MGPs ..................................... 18 

Correlation between Average Student Characteristics and Unadjusted MGPs ................................. 20 

Effect of Adjustments on Lower Hudson Sample ............................................................................... 21 

Correlation Between HEDI Classifications and Average Pretest Percentile ....................................... 22 

Correlation Between HEDI Classifications and Average Poverty Percentile ...................................... 23 

Correlations Between HEDI Classifications and Average Special Education Percentile .................... 23 

Distribution of HEDI Points by Adjusted MGP .................................................................................... 24 

Effect of Class Size on MGP ................................................................................................................ 25 

Major Differences From the Prior Report ............................................................................................... 27 

New York APPR Subcomponent Analysis .......................................................................................... 27 

State Growth Model ............................................................................................................................... 27 

Comparable Measures for Non-Tested Grades and Subjects ................................................................. 31 

Data Analysis ...................................................................................................................................... 31 

Local Measures of Student Growth ........................................................................................................ 34 

Data Analysis ...................................................................................................................................... 35 

Observation Rubrics and Practice Measures .......................................................................................... 38 

Data Analysis ...................................................................................................................................... 38 

Composite Rating .................................................................................................................................... 41 

Data Analysis ...................................................................................................................................... 43 

Conclusion and Recommendations for Next Steps............................................................................. 47 

 



 

  3 

EXECUTIVE SUMMARY 
The Lower Hudson Council of School Superintendents has requested that Education 

Analytics undertake analyses of their districts’ student growth data in order to better 

understand the make-up and characteristics of these growth estimates. This is the second 

year for which EA has written this report, and we have this year expanded its contents. The 

report that follows is four-fold: the first section provides a brief overview of the New York 

State Growth Model and how it has changed since 2011-12, particularly in regards to 

adjustments; the second section provides the results of various statistical analyses 

constructed on a subset of the Lower Hudson Council’s districts’ student growth data; the 

third looks at the creation of the APPR ratings and its subcomponent parts, including 

observation scores and local growth measures; the fourth section presents conclusions and 

recommendations for next steps.  

We find that NYSED has improved its growth model for accountability purposes and 

eliminated some of the issues that we discussed in the prior report. In our analysis of the 

comparable growth measures (SLOs), locally developed measures, and observational and 

practice measures, we find that the distributions of teacher scores differ substantially across 

districts (with respect to both the average and spread of scores), suggesting important 

implementation differences. In our analysis of the observational and practice measure 

policy we note that the state policy is structured so as to incent districts to report ratings 

in the range of 55 to 60 points, where 60 points is the maximum score. Our empirical 

analysis confirms that most teachers did receive scores in the 55 to 60 interval, although 

some districts reported much lower scores (although none lower than 40 points). Finally, 

our analysis shows that the observational rating and practice component of APPR accounts 

for approximately 10% of the differentiation between teachers in the overall rating. This is 

a direct result of the fact that observational and practice ratings utilize only a small part of 

the 1-to-60 scale. 

We conclude with recommendations on how to investigate some of these differences across 

districts and statewide policies that may allow for more uniform implementation. We 

recognize that New York State has been a pioneer in modern educator effectiveness system 

development and implementation and wish to encourage the continuous improvement 

process we have witnessed over the past two years. 
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KEY TERMS 
In discussing the growth model implemented by AIR in New York State, it is helpful to have 

an understanding of key terms used. 

Achievement: a measure of student knowledge at one point in time. 

Student Growth: the change over time in student knowledge. 

Student Growth Model: one method for examining the change over time in 

student knowledge; there are many possible ways to construct a student growth 

model. 

SGP (student growth percentile): the result of a statistical student growth model 

that calculates each student’s change in achievement between two or more points 

in time on a State assessment or other comparable measure and compares each 

student’s performance to that of similarly achieving students. NYSED’s SGPs also 

take into account variance in test measurement, which is larger for very high and 

low achieving students than for others. 

Similar students: students with similar prior test scores, (up to three years), 

English Language Learner (ELL) status, Students With Disabilities (SWD or SPED) 

status, and economic disadvantage (ED) status. 

MGP (mean growth percentile): the average of the student growth percentiles 

attributed to a given educator in any number of grades and subjects.  

Confidence range: the upper and lower limits on an MGP within 95% statistical 

confidence.i 

DISCUSSION OF THE STUDENT GROWTH MODEL AS 

PRESENTED IN THE NYSED TECHNICAL MANUAL 
The technical manual written by AIR provides information on the model structure and 

quality.1 This section discusses some of the changes in modeling choices and fit statistics 

from the 2011-12 report to the 2012-13 report. For a fuller overview of the model, please see 

our prior report.  

                                                 
1 https://www.engageny.org/resource/2012-13-technical-report-for-growth-measures 
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MODEL COVERAGE  
Student growth percentiles (SGPs) are calculated for students in grades 4-8 based on their 

test scores on New York’s state standardized assessments in math and English Language 

Arts (ELA). Third grade students do not receive a SGP because there is no pretest for this 

model (i.e., no second grade assessment). This level of growth model coverage is common 

across the country, given the NCLB requirement to test all students in grades 4-8 and 10 in 

math and reading. Using linkage data, students are assigned to teachers and schools, which 

receive a Mean Growth Percentile (MGP) based on their students.  

STUDENT-TEACHER-SCHOOL LINKAGE 
A critical component in developing growth models used for high stakes decisions is 

accurate linkage of students to classrooms and schools. The methods used for linkage were 

changed for the 2012-13 school year. In the past, students for teachers in grades 4-8 were 

counted for a teacher’s growth score if they were in her classroom for a minimum of either 

195 calendar days (ELA) or 203 calendar days (math). For this year, according to the 

technical manual, “students counted if they spent at least 60 percent of a course with a 

teacher. In addition, students meeting this minimum enrollment duration criterion are 

weighted in a teacher’s growth score based on the amount of time they were enrolled in 

and attended a teacher’s course.” More specifically, students who spent at least 60 percent 

of a course with a teacher were counted for her MPG, and teachers’ SGPs were weighted 

based on the percentage of time students were enrolled in and attended the course. The 

number of student test scores linked to a teacher increased from 83% in 11-12 to 93% in 12-

13.  

TEST SCORES 
New York’s growth models include up to three prior test scores in the same subject area as 

predictors of posttest performance, one prior test score from an alternative subject, as well 

as missing data indicators for prior test scores (except the immediate prior test score). For 

the 2012–2013 analyses, test scores from 2012–13 were used as outcomes, with prior 

achievement predictors coming from the previous three years (going back to 2009–2010). 

Specific pretests used vary by grade and subject and are as follows: 



 

  6 

 

FIGURE 1: MODEL PRETEST CONFIGURATIONS 

The technical report indicates that the New York state tests (like all tests) measure true 

achievement with error. The state model therefore uses an estimation technique, used in 

many district and state value-added models, to control for this error.  We agree that this is 

a sensible approach, although we note that some student growth models (mistakenly, in 

our view) fail to control for test measurement error. The data on test measurement error is 

provided in state assessment technical reports in the form of conditional standard errors 

of measurement (CSEM). CSEMs differ by student scale scores, with generally higher values 

for low and high scale scores.  

STUDENT AND SCHOOL CHARACTERISTICS 
During the 2012-13 school year, two growth models were calculated: adjusted and 

unadjusted. The adjusted model included several student-level demographic variables 

that the unadjusted model did not. Importantly, the updated model for this included a 

broader range of more nuanced variables than it did in previous years. Starred items 

below are those that were newly added for the 2012-13 school year: 

  

• Grade 3 ELA

• Grade 3 Math

Grade 4 ELA and 
Math Models

• Grades 3 and 4 ELA

• Grades 3 and 4 Math

Grade 5 ELA and 
Math Models

• Grades 3-7 ELA (3 prior grades/years)

• Grades 3-7 Math (3 prior grades/years)

Grades 6-8 ELA 
and Math Models
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TABLE 1: VARIABLES USED IN THE 2012-13 TEACHER ADJUSTED MODELS FOR MATH AND ELA 

Variable 

Prior year ELA score 

Prior year math score 

Two year prior same subject score 

Three year prior same subject score 

Retained in grade* 

Mean prior score (aggregate)* 

Range around mean prior score 
(aggregate)* 

New to school in non-articulation year 

Student with Disability status 

SWD student in general education 
classroom < 40% of the time* 

Percent SWD (aggregate)* 

ELL status 

Percent ELL (aggregate)* 

NYSESLAT scores* 

Economically disadvantaged status 

Percent ED (aggregate)* 

 
Estimates from the unadjusted model were used for school accountability and those from 

the adjusted model for educator evaluation. The use of different models at each level of the 

system could have interesting implications if they set out different incentive structures for 

teachers and administrators.  For example, the unadjusted model may show ELL students 

growing more slowly than other students. This would incentivize schools to teach as few 

ELL students as possible. The adjusted model, however, which teachers are held 

accountable for, would take into account ELL status when creating growth estimates, so 

teachers will not have this same incentive.  

THE NYSED GROWTH MODEL 
Statisticians and economists use a variety of regression models to try to estimate the 

relationship between different variables of interest, such as student academic growth and 

teacher performance. The essential difference between value-added and traditional student 

growth percentile models is that the former focus on deviations in student achievement 

relative to predicted achievement, measured in test score units, and the latter focus on 

deviations measured as percentiles. If the distribution of test scores given predicted 

achievement is approximately bell-shaped (or normally distributed) then the percentile 

metric essentially gives greater value to increases or decreases in achievement near the 

predicted (average score) than at the low and high extremes of the distribution. 
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The student growth model used by NYSED produces SGPs, but it relies on mean regression 

to calculate these estimates. Thus it is something of a hybrid between the usual SGP and 

value-added models. The technical report points out that this is advantageous for two 

reasons: the model can correct for measurement error (a key consideration in producing 

more precise estimates) and the design will allow for a smoother transition to value-added 

models in future (as the State is planning to do).  

CLASSROOM AVERAGES 
The model for school year 12/13 includes the average classroom characteristics of each 

variable that is included at the student level.  For instance not only is a single student’s test 

score included but also the class average of that covariate. As noted in Koedel et al. (2013) 

this type of model specification should lead to a complete controlling of that characteristic 

in the model (and thus will generate a zero correlation between the classroom estimate and 

the covariate average).  Most practitioners include the classroom averages in a model when 

there is a concern about classroom makeup affecting classroom performance outside of a 

teacher’s control.  To the extent that the correlations between MGP and average covariates 

attenuate in our further analysis this will be the primary driver. 

It is important to note that while this technique is common in growth model 

implementations it can lead to a situation that over controls for context. In particular this 

method works under the assumption that teachers are equally likely to be high performing 

in high socioeconomic status classrooms as they are in low socioeconomic status 

classrooms.  If there is actually a correlation between high socioeconomic status classrooms 

and higher teacher effectiveness (as might be the case if there are more resources in 

wealthier regions of the state) the model will not pick that up. This modeling choice may 

lead to a more equitable distribution of teacher ratings based on context but should not be 

used to study the distribution of teacher quality throughout the state. 

IMPACT OF MODEL COVARIATES 
This year the model includes finer measures of ELL status, finer measures of SWD status, 

retained in grade, and a measure of the heterogeneity of the pretest of the students in the 

classroom.  All of these measures should improve the predictive power of the model and 

improve the measures of MGP for the teacher ratings.  Of note is the measure of student 

heterogeneity in pretest; this control should pick up differences in class performance when 

a teacher must teach to diverse levels of skill versus a situation where a teacher can focus 

on at risk students or gifted students only. As stated in the technical manual, this covariate 

is statistically significant, however, we recommend reexamining this covariate in future 

models as it is not intuitively linear in posttest.  For instance, we can imagine situations 

where low variance has a positive impact on posttest (a gifted class) as well as a negative 
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impact on posttest (many at risk students in a class). This issue is unlikely to have a large 

impact on the model but could be useful for further improvement of the model. 

AGGREGATING GROWTH PERCENTILES 
Aggregation of SGP appears to not have changed from last year.  Principals and, in some 

cases, teachers, will have students from different grades and/or tested subjects. For 

evaluation purposes in New York, there is a need to aggregate these SGPs and form 

summary measures. Because the SGPs are expressed as percentiles, they are free from scale-

specific inferences; they can be easily combined since percentiles from all grades and 

subjects are on the same scale. For any aggregate-level statistics to be provided (in this case, 

MGPs), NYSED simply pools all SGPs from a group of relevant students and finds the mean 

of the pooled SGPs.  

REPORTING 
As in previous years, NYSED only reported estimates for which there were at least 16 

student scores in 2013-13. As noted in our first report from 2013, it is important to consider 

that the fewer the students making up an estimate, the more that estimate is likely to be 

affected by statistical noise.ii 

MODEL FIT STATISTICS 
The technical report also provides a number of statistics of model fit describing various 

characteristics of the teacher-level results. For example,  the report provides the pseudo R-

squared (the squared correlation between the fitted values and the outcome variable) for 

each model. These generally ranged from .69 to .80. This was an improvement from the 11-

12 year (.60 to .70). These increases occurred in both the adjusted and unadjusted models, 

meaning that the increase likely comes from an increase in predictive power from the prior 

year test scores.  

The technical report also presents correlations between SGPs and prior year achievement (in 

scale scores). Looking at these correlations will allow us to see if high growth students also 

tend to be high achieving, or if low growth students also tend to be low achieving. A positive 

correlation means that student growth tends to be higher for higher-achieving students. A 

negative correlation means that growth tends to be lower for higher-achieving students. 

The correlations from 11-12 ranged from -.03 to -.15, suggesting growth tended to be slightly 

lower for higher-achieving students. The 12-13 correlations had ranged from .04 to -.09. As 

noted above this compression towards 0 is likely due to the inclusion of classroom average 

covariates. 

The report also provides correlations of teachers’ adjusted MGPs (either combined-subject 
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or single-subject) with five classroom characteristics: percent ELL, percent SWD, percent 

poverty, mean prior ELA score, and mean prior Mathematics score. The correlations for 

2012-13 are generally smaller than those for 2011-12.   

TABLE 2: CORRELATION OF TEACHERS’ ADJUSTED MGPS WITH CLASSROOM CHARACTERISTICS 

Percent Adjusted Model 2011-12 Adjusted Model 2012-13 

ELL in Class 0.00 0.05 

SWD in Class -0.06 0.05 

ED in Class -0.10 0.05 

Mean Prior ELA 0.10 0.02 

Mean Prior Math 0.13 0.08 

 

We can interpret these correlations, for example, as the following: the higher the mean 

average prior performance, the higher the MGP tends to be. 

We might expect to see non-zero but small correlations between factors if there is some 

real relationship between teacher quality and classroom characteristics. For example, it 

may be the case that the more effective teachers in the state are taking positions in higher 

achieving schools. If that was the case, a small positive correlation between prior test scores 

and MGP could reflect a real relationship between teacher quality and high achieving 

schools. 

Large correlations between classroom characteristics and MGPs would indicate model bias. 

If strong correlations existed, educator effectiveness ratings could be unfairly emphasizing 

the impact of student characteristics rather than educator-influenced factors. The relatively 

low correlations between classroom characteristics and MGPs indicate that, as a whole, 

New York’s state growth model is not biased to favor educators who serve different student 

populations across these five dimensions. 

However, only the results for all grades aggregated were available in the NYS tech report. 

To investigate these relationships in more depth, it would be helpful to see a grade-by-

grade relationship for these student characteristics. Our own analysis of Lower Hudson 

data in the second section of this report leads us to believe that there may be particular 

grades and subjects that exhibit more bias than others. These differences may be masked 

in this overall table.  

These correlations are larger for principal MGPs: 
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TABLE 3: PERCENTAGE OF PRINCIPALS WITH MGPS ABOVE OR BELOW STATE AVERAGE 

Percent Adjusted Model 2011-12 Adjusted Model 2012-13 

ELL in School 0.05 0.11 

SWD in School -0.23 0.04 

ED in School -0.11 0.06 

Mean Prior ELA 0.35 0.16 

Mean Prior Math 0.40  0.23  

 

Correlations for principal MGPs are higher than those for educators; as with the educators’ 

correlations, these dropped from the 2011-12 school year. In particular, what used to be a 

relatively strong positive correlation between prior test scores and MGPs has been 

attenuated. This is likely due to the inclusion of classroom average characteristics in the 

model.  In our prior report we suggested that the correlations with pretest were higher than 

we would normally expect and now they are more in line with other analyses. The mild 

positive correlations may warrant an investigation by policy makers to determine if there 

is equitable distribution of teaching quality across the state, however there does not seem 

to be a strong issue. 

The sign on both the percent of students with disabilities and economically disadvantaged 

changed from 11-12 to 12-13 and are much closer to 0.  The additional covariates and 

classroom averages seem to have corrected a relatively large imbalance in these correlations 

and now are within normal behavior. 

In future years, as the statistical method transitions from SGP based to value added based, 

these correlations between student characteristics and growth scores may be changed. The 

inclusion of additional student-level demographic variables, or classroom and school 

variables may also improve the neutrality of growth scores across these and additional 

dimensions of student population differences. 

DESCRIPTIVE ANALYSIS OF LOWER HUDSON GROWTH 

DATA 
Now that we have reviewed the state model in general, the following section presents the 

results of analysis on the state student growth data provided by the Lower Hudson Council 

of School Superintendents. This section is largely a refresh of the analysis that was done in 

our SY 11-12 report.  Where possible, we highlight the differences between these results and 

last year’s findings. We provide several analyses that attempt to show the distribution of 
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growth scores across different kinds of classrooms and how different student 

characteristics might affect teachers’ growth results. It is important to note that these data 

are only for the subset of data EA was provided by the Lower Hudson Council (a description 

of which is provided below) and that our rules for linking students to teachers may be 

different from New York State’s, thus affecting the outcomes of our analyses in relation to 

the full state.  

DESCRIPTION OF THE DATA SAMPLE 
The data used for the following analyses come from a subset of districts belonging to the 

Lower Hudson Council of School Superintendents. The dataset contains 32 districts, with 

approximately 1,400 teachers linked to 32,500 students. Of the students in the sample, 4.0 

percent were English Language Learners and 12 percent were Special Education students. 

There are approximately 2,500 additional teachers  that are not linked to students for the 

state growth models, but have other evaluation ratings that are included in the ratings 

analysis.   

DISTRIBUTION OF MGPS 
We can look at the distribution of teacher MGPs to determine if these are skewed in one 

direction or another. The first histogram below shows the distribution of combined 

adjusted MGPs for all teachers in the sample. We can see that this follows a roughly normal 

distribution, with the center between the 40th-60th percentiles. This is quite similar to what 

we saw for the 2011-12 results.  
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FIGURE 2: DISTRIBUTION OF COMBINED, ADJUSTED TEACHER MGPS 

 

We can also look at the distributions according to subject(s) taught: one for teachers of 

both math and ELA; one for teachers of ELA only; and one for teachers of math only. The 

distributions are all approximately normal.  
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FIGURE 3: DISTRIBUTION OF TEACHER MGPS FOR TEACHERS OF MATH AND ELA 

Teachers who Taught Both ELA and Math 

Ineffective Developing Effective Highly Effective 

4% 9% 79% 7% 
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FIGURE 4: DISTRIBUTION OF TEACHER MGPS FOR TEACHERS OF MATH 

Teachers of Only Math 

Ineffective Developing Effective Highly Effective 

4% 13% 73% 11% 
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FIGURE 5: DISTRIBUTION OF TEACHER MGPS FOR TEACHERS OF ELA 

Teachers of Only ELA 

Ineffective Developing Effective Highly Effective 

2% 7% 84% 6% 

 

STANDARD DEVIATION AND MEAN OF MGPS BY GRADE 
As in our prior report, we broke the sample down by grade level to determine if any 

particular grade and subject combination behaved differently from the overall distribution.  

Our analysis showed that the standard deviation of math MGPs were generally consistent 

and higher than those for ELA; that is, the math results showed greater variation than the 

ELA results. This is consistent with the results from last year. One outlier in math is grade 

7, where the standard deviation is lower than for all other math grades; the mean, however, 

is not noticeably different. In ELA, the standard deviation steadily decreased in higher 
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grade levels, indicating less variance in MGPs in middle school grades than elementary 

grades. This may be reflective of differences in assessment quality rather than a 

consequence of specific model choices. Due to the way HEDI categories are calculated, this 

leads to a slightly greater number of teachers falling into the “effective” category in ELA 

than in Math, especially in higher grades. 

The mean of MGP by grade and subject is fairly consistent in Math and ELA for our 

sample. Each falls within a few percentiles of 55, the middle of the effective range for the 

HEDI scale. 

TABLE 4: MEANS AND STANDARD DEVIATIONS BY TEST 

Test 
Mean of 

Adjusted 
MGP 

Standard 
Deviation of 

Adjusted MGP 
Math 4 50.71 12.44 

Math 5 51.63 11.66 

Math 6 50.00 12.76 

Math 7 53.88 8.04 

Math 8 56.07 11.32 

ELA 4 52.24 10.68 

ELA 5 52.00 9.21 

ELA 6 50.00 9.47 

ELA 7 51.54 8.46 

ELA 8 50.81 7.04 

 
TABLE 5: PERCENTAGE OF ELA TEACHERS IN EACH HEDI CATEGORY BY GRADE 

Teachers who taught ELA by Grade 

Grade Ineffective Developing Effective 
Highly 

Effective 

4 4% 10% 73% 13% 

5 5% 7% 78% 10% 

6 2% 10% 71% 17% 

7 1% 6% 76% 16% 

8 3% 3% 77% 16% 
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TABLE 6: PERCENTAGE OF MATH TEACHERS IN EACH HEDI CATEGORY BY GRADE 

Teachers who taught Math by Grade 

Grade Ineffective Developing Effective 
Highly 

Effective 

4 4% 11% 74% 11% 

5 5% 9% 78% 8% 

6 7% 14% 59% 20% 

7 1% 6% 78% 15% 

8 2% 8% 67% 23% 

CORRELATION BETWEEN AVERAGE STUDENT CHARACTERISTICS AND ADJUSTED MGPS 
Looking at the correlation, or relationship, between average student characteristics and 

adjusted teacher MGPs can show us how having different student populations in the 

classroom could affect a teacher’s MGP. Correlations of zero would mean that classrooms 

with certain percentages of students with a given characteristic are not more or less likely 

to have a high or low MGP than other classrooms. These results expand upon the 

correlations provided in the technical report, and follow similar trends. 

The table below shows correlations for average student characteristics with all combined, 

adjusted teacher MGPs. We can compare these to the correlations from the full state 

sample to get an idea of how our subset of classrooms might compare. For example, the 

state technical report provides a correlation of 0.05 for percent ED in a classroom; our 

analyses of this subset of data found a correlation of -0.09. In the full state sample shows 

a correlation of 0.05 for SWD, while our sample found a correlation of 0.07.  

TABLE 7: CORRELATION OF TEACHERS’ COMBINED, ADJUSTED MGPS WITH CLASSROOM CHARACTERISTICS 

Average Student Characteristic Correlation 

Pretest 1 Year Prior 0.38 

Pretest 1 Year Prior - Same Subject 0.03 

Pretest 1 Year Prior – Other Subject -0.05 

Pretest 2 Years Prior - Same Subject -0.02 

Pretest 3 Years Prior - Same Subject -0.09 

Percent African American -0.07 

Percent Hispanic -0.05 

Percent White 0.09 

Percent Male 0.10 

Percent Students with Disabilities 0.07 

Percent English Language Learner -0.09 

Percent Poverty -0.09 
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We note that the correlations with pretests and other demographics by grade and subject 

have also reduced from the prior year.  ELA 7 and ELA 8 are both further away from 0 than 

we would expect, in most cases.  This is likely due to low sample size in our sample for 

these cases (both in variations in classroom characteristics and in raw teacher numbers). 

 
TABLE 8: CORRELATION OF ADJUSTED ELA MGPS WITH CLASSROOM CHARACTERISTICS 

Average Student 
Characteristic 

ELA 4 ELA 5 ELA 6 ELA 7 ELA 8 

Pretest 1 Year Prior -0.12 0.10 -0.04 -0.30 -0.32 

Pretest 2 Years Prior NA 0.13 -0.14 -0.24 -0.17 

Pretest 3 Years Prior NA NA 0.05 -0.25 0.05 

Percent Asian 0.09 0.25 0.10 0.04 -0.16 

Percent African 
American -0.11 -0.06 0.02 0.34 0.25 

Percent Hispanic -0.18 -0.05 0.01 0.45 -0.04 

Percent White 0.18 0.16 -0.02 -0.24 -0.05 

Percent Male 0.00 -0.07 0.04 0.18 0.27 

Percent Special 
Education 0.00 -0.07 0.04 0.18 0.27 

Percent English 
Language Learner -0.15 -0.04 0.01 0.28 -0.19 

Percent Poverty -0.24 -0.17 -0.05 0.35 0.14 

 
TABLE 9: CORRELATION OF ADJUSTED MATH MGPS WITH CLASSROOM CHARACTERISTICS 

Average Student 

Characteristic 

Math 4 Math 5 Math 6 Math 7 Math 8 

Pretest 1 Year Prior 0.12 0.12 0.10 0.17 -0.02 

Pretest 2 Years Prior NA 0.15 0.16 0.11 -0.05 

Pretest 3 Years Prior NA NA 0.11 0.15 -0.35 

Percent Asian 0.16 0.14 0.14 0.05 -0.11 

Percent African 
American -0.19 -0.04 -0.25 -0.35 -0.11 

Percent Hispanic -0.25 0.11 -0.17 -0.07 0.17 

Percent White 0.28 0.08 0.12 0.17 0.07 

Percent Male -0.01 -0.07 0.01 0.08 0.15 

Percent Special 
Education -0.01 -0.07 0.01 0.08 0.15 

Percent English 
Language Learner -0.20 0.05 -0.20 0.05 -0.07 

Percent Poverty -0.30 0.01 -0.19 -0.23 0.02 

 



 

  20 

CORRELATION BETWEEN AVERAGE STUDENT CHARACTERISTICS AND UNADJUSTED MGPS 
We can also examine the correlation between average student characteristics and 

unadjusted MGPs. While the unadjusted MGPs are not used for teacher accountability, it 

is interesting to see if this model, which excludes student demographic variables, greatly 

changes the results.  

In general, we find the correlations to be similar in sign between the adjusted and 

unadjusted models with the adjusted models having attenuated correlations (as 

expected). Both of these are higher than the aggregate correlations (for all grades) 

presented in the NYSED technical manual. We can largely assume that major differences 

here are due to a sample selection issue rather than discrepancies in the technical 

manual. 

TABLE 10: CORRELATION OF UNADJUSTED ELA MGPS WITH CLASSROOM CHARACTERISTICS 

Average Student 

Characteristic 

ELA 4 ELA 5 ELA 6 ELA 7 ELA 8 

Pretest 1 Year Prior 0.01 0.12 0.15 -0.13 0.10 

Pretest 2 Years Prior NA 0.14 0.11 -0.07 0.33 

Pretest 3 Years Prior NA NA 0.31 -0.07 0.53 

Percent Asian 0.14 0.29 0.22 0.15 0.10 

Percent African 
American -0.17 -0.05 -0.09 0.26 -0.04 

Percent Hispanic -0.23 -0.02 -0.09 0.44 -0.25 

Percent White 0.24 0.21 0.14 -0.13 0.22 

Percent Male 0.06 -0.03 0.02 0.09 -0.07 

Percent Special 
Education -0.18 -0.15 -0.16 0.01 -0.12 

Percent English 
Language Learner -0.15 0.00 -0.04 0.24 -0.47 

Percent Poverty -0.35 -0.19 -0.25 0.23 -0.25 
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TABLE 11: CORRELATION OF UNADJUSTED MATH MGPS WITH CLASSROOM CHARACTERISTICS 

Average Student 

Characteristic 

Math 4 Math 5 Math 6 Math 7 Math 8 

Pretest 1 Year Prior 0.21 0.20 0.27 0.40 0.20 

Pretest 2 Years Prior NA 0.24 0.36 0.27 0.08 

Pretest 3 Years Prior NA NA 0.37 0.37 -0.18 

Percent Asian 0.21 0.16 0.22 0.12 0.01 

Percent African 
American -0.22 -0.08 -0.32 -0.44 -0.23 

Percent Hispanic -0.31 0.03 -0.24 -0.13 0.14 

Percent White 0.37 0.16 0.22 0.31 0.16 

Percent Male 0.17 -0.01 0.18 -0.03 0.10 

Percent Special 
Education -0.13 -0.19 -0.17 -0.20 -0.10 

Percent English 
Language Learner -0.27 0.00 -0.33 -0.16 -0.16 

Percent Poverty -0.43 -0.11 -0.33 -0.42 -0.13 

EFFECT OF ADJUSTMENTS ON LOWER HUDSON SAMPLE  
The Council was interested in understanding how the “adjusted” model was affecting 

their student growth percentiles differently from the “unadjusted” version after several 

members had examined their data and seen a preponderance of scores going down.  
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This is indeed true over the sample as the following graph shows: 

The majority of adjustments in this sample do adjust downwards.  This is likely due to the 

fact that this particular sample has lower poverty rates, ELL rates, or higher achievement 

rates compared to the rest of the state. The adjusted model is much closer to industry best 

practices and should be considered the most accurate estimate.  Most end users should 

consider the unadjusted SGP and MGPs as intermediary measures and should be 

disregarded.  We would urge NYSED to discontinue the practice of publishing intermediary 

estimates as they may cause confusion. 

CORRELATION BETWEEN HEDI CLASSIFICATIONS AND AVERAGE PRETEST PERCENTILE 
The table below shows the frequency of HEDI category ratings by percentile of average 

pretest. For example, for classrooms with an average pretest score between the 41st and 60th 

percentile, 6% of those teachers are rated as Ineffective, 11% as Developing, 70% as Effective, 

and 8% as Highly Effective. Four percent had suppressed results; that is, their results were 

not released due to a sample size below 16. The Suppressed category is more common for 

teachers with lower pretests, possibly reflecting small class sizes in special education 

FIGURE 6: EFFECT OF STUDENT ADJUSTMENTS 
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classrooms. Another noticeable trend is the higher percentage of Effective classifications as 

the average pretest increases. These results are consistent with those from last year’s report.  

TABLE 12: CORRELATION BETWEEN HEDI CLASSIFICATIONS AND AVERAGE PRETEST PERCENTILE 

HEDI 
Category 0-10th 11-20th 21-40th 41-60th 60-80th 81-90th 91-100th 

Suppressed 17% 8% 7% 4% 4% 5% 3% 

Ineffective 3% 1% 2% 6% 5% 3% 3% 

Developing 7% 8% 6% 11% 9% 11% 10% 

Effective 39% 65% 79% 70% 74% 76% 71% 

Highly 
Effective 

34% 19% 7% 8% 8% 5% 14% 

 

CORRELATION BETWEEN HEDI CLASSIFICATIONS AND AVERAGE POVERTY PERCENTILE 
The table below shows the frequency of HEDI category ratings by percentile of average 

poverty. For example, of the teachers with a very high percentile of economically 

disadvantaged students  (in the 81-100th percentile), 18% have Suppressed results, 4% are 

rated as Ineffective, 9% are rated as Developing, 56% as Effective, and 13% as Highly 

Effective. We can contrast this to teachers with the lowest percentile of these students (0-

20th percentile)—2% of these teachers are rated as Ineffective while 70% are Effective and 

15% are Highly Effective. The difference in these two percentile categories are much 

smaller than last year, suggesting that those with more students in poverty are not 

necessarily more likely to be ranked as Effective than those with fewer students in 

poverty. There is, however, a much higher percentage of Suppressed results in the 81-100th 

percentiles than any other.  

TABLE 13: CORRELATION BETWEEN HEDI CLASSIFICATIONS AND AVERAGE POVERTY PERCENTILE 

HEDI Category 0-40th 41-60th 61-80th 81-100th 

Suppressed 4% 2% 5% 18% 

Ineffective 2% 6% 3% 4% 

Developing 8% 10% 9% 9% 

Effective 70% 79% 72% 56% 

Highly Effective 15% 3% 12% 13% 

 

CORRELATIONS BETWEEN HEDI CLASSIFICATIONS AND AVERAGE SPECIAL EDUCATION 

PERCENTILE 
The following table presents the frequency of HEDI ratings by percentile of average special 

education students in a classroom. The most common rating for all percentiles is Effective, 

but there is a marked difference in the percentage of Effective rankings in the 0-80th 
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percentiles versus the 81-100th percentiles of about 20 percentage points. Interestingly, a 

much larger percentage of the 81-100th percentiles are ranked as Highly Effective.  

TABLE 14: CORRELATION BETWEEN HEDI CLASSIFICATIONS AND AVERAGE SPECIAL EDUCATION PERCENTILE 

HEDI Category 0-40th 41-60th 61-80th 81-100th 
Suppressed 6% 3% 7% 10% 
Ineffective 5% 4% 2% 2% 
Developing 10% 9% 8% 8% 
Effective 71% 77% 75% 54% 
Highly 
Effective 8% 7% 9% 26% 

DISTRIBUTION OF HEDI POINTS BY ADJUSTED MGP  
The following histogram looks at combined, adjusted MGP by HEDI category. The 

combined, adjusted MGPs are on the horizontal axis, and the number of teachers achieving 

each of those MGPs on the vertical. MGPs are colored coded by the HEDI rating they 

received (red denotes Ineffective, yellow denotes Developing, etc.). We can see that some 

of the ratings overlap, particularly around the 40 MPG mark. Many of the differences that 

exist in this particular analysis between this year and last year are that the form of the data 

we used changed slightly in how we can determine HEDI categories and may introduce 

noise into this chart. 



 

  25 

 

FIGURE 7: FREQUENCY OF COMBINED ADJUSTED MGP BY HEDI CATEGORY 

 

EFFECT OF CLASS SIZE ON MGP 
Small classrooms often receive a larger proportion of very low and very high growth 

estimates simply because of their size—they are more influenced by statistical noise 

because of a their small sample. To see whether this issue affected growth estimates for the 

Lower Hudson dataset, we can plot the number of students against teachers’ combined, 

adjusted MGP. The following graph shows that the distribution of MGPs is slightly wider 

at smaller, rather than, larger numbers of student per teacher. Compared to last year’s 

analysis this is less pronounced. Last year we suggested implementing a shrinkage 

estimator and we stand by that recommendation since it is likely that more of the variance 

originating from the small classrooms is due to statistical noise rather than a true effect. 
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FIGURE 8: FREQUENCY OF COMBINED ADJUSTED MGP SCORES BY CLASSROOM SIZE 

Looking at the standard deviation of teacher MGPs for different class sizes allows us 

another lens through which to examine the importance of statistical shrinkage. The table 

below shows that, as the number of students increases, the standard deviation of MGPs 

decreases. Again, this is less pronounced than last year’s analysis. 

 
TABLE 15: STANDARD DEVIATION OF TEACHER MGPS BY CLASS SIZE 

Class Size Standard Deviation of Teacher MGPs 

16 to 25 10.72 

26 to 50 9.88 

51 to 75 9.17 

76 to 100 9.86 

101+ 8.63 
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MAJOR DIFFERENCES FROM THE PRIOR REPORT 
For 2012-2013 school year NYSED implemented two important model changes: the addition 

of covariate granularity for some covariates (like SWD and ELL) and the inclusion of 

classroom averages of covariates into the model.  This has introduced MGPs that are less 

correlated with classroom context compared with the prior year’s implementation.  We 

also see that the spread of the scores is lower across class size compared with last year, 

although we still recommend shrinkage to reduce the risk of extreme values in small 

classes. 

NEW YORK APPR SUBCOMPONENT ANALYSIS 
The following section analyzes the multiple components of the combined APPR system.  

Each component is analyzed separately, and then data for the composite results is 

discussed.   

As a primer, the state policy states that each teacher be rated on three components: 

Observations and Other Practice measures, Local Measures of Student Growth, and either 

State Growth Metrics or Comparable Measures.  The following table describes the points 

associated with each component. 

TABLE 16: POINTS FOR EACH COMPONENT OF TOTAL EVALUATION 

 Growth on State 
Assessments 

Growth on 
Comparable 

Measures 

Local Measures 
of Student 

Growth 

Observation and 
Other Practice 

Measures 
State-tested 0-20  N/A 0-20 0-60 

Non-tested N/A 0-20 0-20 0-60 

 

STATE GROWTH MODEL  
An educator’s overall MGP and confidence interval is used to assign her a HEDI score and 

one of the four state performance categories. These are assigned as described in the 

following graphic:iii 
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FIGURE 9: PROCESS FOR TRANSFORMING MGPS INTO HEDI RATINGS 

 
We suggest that a conversion system that takes confidence ranges into account when 

converting to points may be better than one that does not. In this way, educators will not 

be held accountable for estimates without taking the statistical noise into account; for 

example, the conversion system could assign points based on the lowest bound of the 

confidence interval. Taking the confidence interval into account also allows the system to 

maintain as much information as possible longer in the process. The system developed by 

NYSED and described above does take both MGPs and their confidence intervals into 

account.  

 

Once the HEDI categories are determined points are distributed within the HEDI scale as 

follows: 

 
TABLE 17: POINTS PER HEDI RATING CATEGORY 

Rating Points 

Highly Effective 18-20  
Effective 9-17 

Developing 3-8 

Ineffective 0-2 
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The following chart describes the distribution of state growth scores across the data for this 

report: 

 

 
FIGURE 10: DISTRIBUTION OF STATE GROWTH MODEL POINTS 

As noted in the data analysis for the state growth model, this distribution is mostly normal 

and is peaked around 13 (the middle of effective).  

To get a better idea of what this looks like across multiple districts we plot the ratings of 

each district in the sample separately: 
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Note that while there is some noise due to low sample size, the distributions are largely 

spread out over the scale.  There are high growth teachers and low growth teachers in 

almost every district. 

FIGURE 11: GROWTH ON STATE ASSESSMENTS BY DISTRICT 



 

  31 

COMPARABLE MEASURES FOR NON-TESTED GRADES 

AND SUBJECTS 
The state growth model is only applicable for teachers that have a majority of students in 

a state tested grade and subject. For teachers of other subjects, districts negotiate with their 

bargaining partners on a metric representing “Growth Using a Comparable Measure” to the 

state growth model.  This metric is described as a district-wide student growth goal and 

can be based off of state assessments where they exist, locally selected assessments or a 

rigorous student learning objective process (SLO). The particulars of this implementation 

vary by district and are recorded and approved through a state approval process after a 

district negotiates the details with its bargaining partners.  It is important to note that it 

must be possible for a teacher to receive any of the possible points, including zero, for this 

subcomponent. Amendments to the regulations, made in 2012, read: “Such process must 

ensure that it is possible to obtain each point in the scoring ranges, including 0, for each 

subcomponent and the overall ratings.”2 

Of interest for this report is the question: given the allowed variance in implementation, 

are the data from these ratings empirically similar to the data for the state growth model 

as is implied in the policy regulations? The following analysis section will investigate this 

issue as well as describe the data in general. 

DATA ANALYSIS 
 

TABLE 18: MEAN AND STANDARD ERROR FOR DIFFERENT GROWTH MEASURES 

Rating Mean Standard Error Number of 
Teachers 

Growth on State Assessments 12.76  0.12 1,365 

Growth on Comparable Measures 15.98 0.11 2,084 

 

Our sample consists of 1,365 teachers that have state growth ratings and 2,084 teachers 

with comparable growth measures.  The summary statistics between the groups is 

presented in table 19. Of note is that the mean rating for growth on the comparable 

measures is both statistically and substantively different from the state growth measure. 

On average the teachers with Comparable Measures are receiving approximately 3 

additional APPR points, or about 15% of the scale. If we look at the overall distribution of 

                                                 
2http://www.regents.nysed.gov/meetings/2012Meetings/March2012/312bra6.pdf 
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the ratings we can see why this is happening: the scores are bunched at 20 and skewed left 

by a severe degree.  

 

FIGURE 12: DISTRIBUTION OF GROWTH RATINGS ON COMPARABLE MEASURES MODELS 

It is beyond the scope of this report to understand why this is happening, however we can 

investigate if this is possibly influenced by district negotiations or policies. If there were 

different policies, we would expect to see results that look qualitatively different between 

districts on the comparable measures piece. 
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FIGURE 13: DISTRIBUTION OF GROWTH RATINGS ON COMPARABLE MEASURES MODELS BY DISTRICT 
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Graphic 13 shows that there are substantial differences between districts in either a) the 

way their policies measure effectiveness with Comparable Measures ratings, or b) their 

teacher’s ability to score highly on these metrics.  For instance, District 14 has an even 

distribution of ratings across its teachers and District 21 gave almost all teachers in this 

category the max score.  By its nature the NYSED policy allows variance in implementation 

of comparable measures (largely through locally created SLOs), however this variance 

means that rating comparability is suspect. Also of note: while not definitive the results of 

this analysis suggest that in some districts it is not possible for a teacher to attain any of 

the scores from 0-20 as required by regulation as we see no ratings below 20 in some cases.  

LOCAL MEASURES OF STUDENT GROWTH 
New York’s law requires that 20% of a teacher’s final evaluation be based on locally-

selected measures of student achievement that are determined to be rigorous and 

comparable across classrooms. Rigorous is defined as being aligned to the state’s or other 

research-based standards. To be comparable across classrooms, the same local measure of 

achievement or growth must be used across the subject and/or grade level within the 

school district or BOCES. A variety of different measures can be used to fulfill this 20% of 

the evaluation, including, for example, a state-approved assessment, a district-developed 

assessment, or a structured district-wide student growth goal-setting process to be used 

in conjunction with an assessment. Of note is that the regulations for this year requires 

every single rating point to be possible to attain, including 0 and 20. Amendments to the 

regulations, made in 2012, read: “Such process must ensure that it is possible to obtain 

each point in the scoring ranges, including 0, for each subcomponent and the overall 

ratings.”3 The selection of these measures is to be determined through collective 

bargaining with the school district or BOCES.4 The breakdown of points received and the 

translation to various effectiveness categories is as follows: 

TABLE 19: POINT BREAKDOWN FOR LOCAL MEASURE OF STUDENT GROWTH RATING 

Rating Points 

Highly Effective 18-20  
Effective 9-17 

Developing 3-8 

Ineffective 0-2 
 

                                                 
3http://www.regents.nysed.gov/meetings/2012Meetings/March2012/312bra6.pdf 
4 pg 20-22: http://www.regents.nysed.gov/meetings/2012Meetings/March2012/312bra6.pdf 
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It is important to note that this breakdown is exactly the same as the state growth and 

comparable measures component of APPR. If the two sections were strictly comparable we 

would expect that the middle of the distribution would be around 13 (the middle of 

effective) since that is how the state growth ratings end up.  

DATA ANALYSIS 
The key component to the policy as outlined above is that the metric must only be 

internally consistent within the district or BOCES and it must be possible for all 20 points 

to be achieved through the system.  Because of this we expect that comparisons between 

districts will not automatically be valid without strong rules from the state that guarantee 

that rating points are equivalent (which to our analysis there are no such rules).  

At a first glance we plot the distribution of ratings across our sample: 

 

FIGURE 14: DISTRIBUTION OF LOCAL MEASURE OF STUDENT GROWTH RATINGS 

It is clear from this chart that, compared to the state growth measures, the distribution of 

ratings is skewed to the left and has a higher average rating (16.82).  Using the policy 
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mandated HEDI categories 64% of teachers are classified as highly effective on the local 

measure. This is somewhat unimportant for comparability as long as each district 

implements the policy roughly equivalently. To examine this we again plot each score by 

district in the following chart: 
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FIGURE 15: DISTRIBUTION OF LOCAL MEASURE OF STUDENT GROWTH RATINGS BY DISTRICT 
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There is strong variation in the distributions of local measure ratings.  For instance, when 

we compare District 27 and District 32 we see one district that has large variation and 

another that sits mostly at the maximum score.  This suggests that local measures scores 

are not comparable across districts and it is unclear if the requirement that all rating points 

are attainable is being enforced.   

OBSERVATION RUBRICS AND PRACTICE MEASURES 
Sixty percent of a teacher’s composite rating comes from assessment on a teacher practice 

rubric approved by the state (although some variances are possible) and other practice 

measures. The same rubric is to be used for all teachers in a specific grade and subject 

across the district. Observations are undertaken multiple times by either a principal or 

other trained administrator, and form the majority of the points in this subcomponent. 

Other points for this subcomponent may come from student portfolios, student or parent 

surveys, or evidence of professional growth goals, but at least 31 points must come from the 

approved observation systems. According to state guidance, all 61 points on the 0-60 scale 

must be attainable. The scoring ranges for each performance level are determined each year 

by the local district or BOCES.  

While there is no HEDI breakdown for this component (it is negotiated), we can 

extrapolate the other mandated breakdowns to determine what would be a consistent 

breakdown (i.e. a breakdown that apportions the same percentage of points to each 

category).  The extrapolated breakdown for the 60-point scale is obtained by multiplying 

the breakdown for the 20-point scale reported in Table 19 by 3. That breakdown is given 

by: 

TABLE 20: HYPOTHETICALLY CONSISTENT POINT BREAKDOWN FOR OBSERVATIONAL RUBRICS AND PRACTICE 

MEASURE RATINGS 

Rating Points 

Highly Effective 54-60 

Effective 27-53 

Developing 9-26 

Ineffective 0-8 

 

In the section on Composite ratings we discuss the practical issues around setting these 

categorical ranges given the other regulations set by NYSED. 

DATA ANALYSIS 
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As in the other sections we first begin by examining the overall distribution of the 

Observational Rubric and Practice Measures ratings: 

 

FIGURE 16: DISTRIBUTION OF OBSERVATIONAL AND OTHER PRACTICE MEASURE RATINGS 

This distribution is heavily skewed left and indeed has no observations below 40 with an 

average rating of 58.1.  We will expand on why this is consistent with the regulation 

framework in the next section, however, for now we will look at the data across the districts. 
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FIGURE 17 
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Note that on this chart we have limited the horizontal axis to start at 40 so that the graph 

could be read more clearly. Again we see that there is variation in how districts implement 

this policy: District 22 has a relatively wide spread between 40 and 60 and District 27 has 

most of its teachers in the 58-60 range. While it could be true that practice in these two 

districts could be distributed this way it seems more likely that this is just different policy 

implementation. The end result is that even in this component comparability across 

districts is suspect. 

While we think districts are responding to a particular set of rules that requires them to 

abandon almost all of the rating scale (as described in the next section), it would be optimal 

if they did not have to. In particular, if a district has data that does show difference in best 

practice among its teachers, it would be optimal to act by providing professional 

development and peer support with that more fine-grained information at the local level, 

even if it all ends up in a compressed range in the state database. 

COMPOSITE RATING 
The state requires that all evaluated educators receive composite effectiveness scores made 

up of the three subcomponents: state growth measures, local growth measures, and 

observation/practice measures. New York Education Law §3012-c(2)(a) states the following: 

f. (1)  For  annual  professional  performance  reviews  conducted  in accordance  with  

paragraph  c  of this subdivision for the two thousand twelve--two thousand thirteen 

school year and thereafter  for  classroom teachers  in  subjects and grades for which 

the board of regents has not approved a value-added model and for  building  principals  

employed  in schools or programs for which there is no approved principal value-added 

model,  forty  percent  of the composite score of effectiveness shall be based on student 

achievement measures as follows: (i) twenty percent  of the  evaluation  shall  be  based  

upon  student  growth  data  on state assessments as prescribed by the commissioner 

or a comparable measure of student growth if such growth data is not  available;  and  

(ii)  twenty percent  shall  be  based  on other locally selected measures of student 

achievement that are determined to be  rigorous  and  comparable  across classrooms 

in accordance with the regulations of the commissioner and as are  developed locally 

in a manner consistent with procedures negotiated pursuant to the requirements of 

article fourteen of  the  civil  service law. 

According to the same law the breakdown by subcomponent will change if a state-approved 

value-added metric comes into being, for the time period that these data were generated 

the subcomponents were valued as follows: 20% for state growth measures, 20% for local 

growth measures, and 60% for observations/practice measures. The law itself is quite vague 
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on what 20% actually means (is this the percent of overall score, percent of the variation in 

teacher effectiveness, or some other measure?). It seems that the state regulators have 

interpreted the law to such that X% means X points on a 100 point scale. We will discuss 

some potential issues with the lack of definition later in this section. 

 Teachers can receive one of four ratings: Highly Effective, Effective, Developing, or 

Ineffective. The point breakdown for the categories is as follows: 

TABLE 21: POINT BREAKDOWN FOR COMPOSITE RATING 

Rating Points 

Highly Effective 91-100 

Effective 75-90 

Developing 65-74 

Ineffective 0-64 

 

It is important to note that the regulations require it to be possible for a teacher to receive 

any of the possible points, including zero, for both the subcomponents and final composite 

score. For instance amendments to the regulations, made in 2012, read: “Such process must 

ensure that it is possible to obtain each point in the scoring ranges, including 0, for each 

subcomponent and the overall ratings.”5 Of note here is that this particular breakdown is 

not consistent with the breakdowns mandated by the state for the state growth measure, 

comparable growth measure or local measures components of APPR.  On those scales the 

Ineffective rating represented 3 of the 21 possible points or 14.3% of the scale.  On the 

Composite Rating scale Ineffective represents 65 of 101 points or 64.4% of the scale. The 

end result of this is that if a district used the “consistent point breakdown for Observational 

Rubrics and Practice Measure Ratings” that we propose in the prior section, they would 

disproportionately rate teachers lower than their component scores.   

Instead it is likely that districts would have to negotiate much more skewed ratings 

categories so that at the very least an average effective teacher ended up in the middle of 

the effective range on the composite rating.  One way to do this would be to ask: if a teacher 

were in the middle of effective on all subcomponents, what would the observation rating 

need to be to hit the middle of effective on the composite score?  Since we know the middle 

of the effective category on the composite scale is half way between 75 and 90 (82.5) one 

might try and figure out what number in addition to the defined middle of effective on the 

other ratings would add up to 82.5.  It turns out that a middle effective teacher should then 

be rated at 56.5 on the Observation Rubrics and Practice Measure ratings (since the ratings 

                                                 
5http://www.regents.nysed.gov/meetings/2012Meetings/March2012/312bra6.pdf 
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are only whole numbers we would expect 56 or 57).  Similarly with the Highly Effective 

category the consistent middle should be 58, Developing should (paradoxically) be 

centered at 58.5, and Ineffective should have its center at 31.   

There may be many different motivations for each rating translation for the rubrics, but 

the above motivation would result in observation rating points being bunched up between 

40 and 60 (with the majority of the ratings between 55 and 60).  Empirically this is exactly 

what we see as noted in the above section about Observational Ratings and Practice 

Measures.   

Districts are faced with a tough tradeoff: they can follow the regulations and make sure 

every single rating point is attainable on the observation rubric ratings, but if they do, it is 

likely that many of their teachers will be labeled ineffective or developing unjustly.  If 

instead they adjust their cutoffs on the rating system to only allow points between 40 and 

60, they lose the ability to use the ratings as a helpful tool and instead are just a state 

compliance measure.   

We are not certain of the reasoning for having the composite score cutoffs be significantly 

different in ratio compared to the state and local growth components, but the effect is 

essence that the observational and practice component ends up being much less that the 

required 60% of the weight of the rankings in the state as discussed in the next section. 

DATA ANALYSIS 
Ultimately the only ratings that have consequences are these composite ratings so we will 

present a final analysis of the composite ratings. 

Normally an analysis of this type would discuss correlations between ratings.  In this case 

the data did not support such analysis because the variation of observations and local 

components were too low in relation to the variation in the state growth model.  Instead 

we focus on the amount of impact each component has on the final composite score.  The 

Figure 18 displays the average component score for each score total in the sample (for all 

scores with more than 15 teachers in them).  For instance the bar for 100 shows that on 

average there were 60 points on the observational component, 20 points on the local 

component, and 20 points on the state growth component (as it must in the 100 point case).  
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FIGURE 18: MEAN COMPONENT RATINGS BY COMPOSITE RATING 

This chart shows just how low the impact of the observational ratings is on the overall 

ranking by the fact that the darkest bars are almost all the same height.  Local measures 

have a bit more impact and, by far, the state growth measure drives the rank between 

teachers. From the chart it seems that the observational component has far less than 60% 

weight on the rank of teachers and the state growth component has far more than 20%.  

One way to examine this more empirically is to decompose the total variance of the ratings 

into the various components that created the overall score. In particular note that by the 

properties of variance: 
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𝑉𝑎𝑟(𝐶𝑜𝑚𝑝𝑜𝑠𝑖𝑡𝑒)

= 𝑉𝑎𝑟(𝑆𝑡𝑎𝑡𝑒) + 𝑉𝑎𝑟(𝐿𝑜𝑐𝑎𝑙) + 𝑉𝑎𝑟(𝑂𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑎𝑙)

+ 2[𝑐𝑜𝑣(𝑆𝑡𝑎𝑡𝑒, 𝐿𝑜𝑐𝑎𝑙) + 𝑐𝑜𝑣(𝑆𝑡𝑎𝑡𝑒, 𝑂𝑏𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑎𝑙)

+ 𝑐𝑜𝑣(𝐿𝑜𝑐𝑎𝑙, 𝑂𝑏𝑠𝑒𝑟𝑣𝑎𝑡𝑖𝑜𝑛𝑎𝑙)] 

We can calculate sample characteristics from our data for all of the above pieces of this 

equation: 

TABLE 22: COMPONENT VARIANCES 

 Var(Composite) Var(State) Var(Local) Var(Obs.) 

Full Sample 75.39 31.44 19.02 6.16 

Only Teachers 
With State MGP 

45.53 20.2 14.05 4.66 

 

TABLE 23: COMPONENT COVARIANCES 

 Cov(State,Local) Cov(State,Obs.) Cov(Local,Obs) 

Full Sample 8.54 0.37 0.46 

Only Teachers With 
State MGP 

2.13 0.33 0.85 

 

There are two things to note about these sample statistics; (1) the observational ratings do 

not significantly covary with any of the other components and (2) when teachers have a 

state VA score the variance is lower in every component. (1) is simply a side effect of the 

fact that there is little variation in the observational ratings (and thus cannot covary with 

basically anything) rather than any indication of the properties of the underlying measures. 

(2) relates to the fact that the data from every component for teachers without state MGP 

tend to have highly skewed and possibly bimodal distributions. This suggests that simple 

variance decomposition may be uninformative as it may not have a traditional 

interpretation for this highly skewed data. 

With the above caveat in mind we can approximately determine the proportion of variance 

of the composite score that can be attributed to each component. (Although inclusion of 

the covariance terms has little impact on this analysis, since the covariance values are quite 

low, we attribute the covariance levels to each covariance pair, so that the sum of the 

component variances adds up to the total variance.) 
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TABLE 24: PROPORTION OF VARIATION 

 State Local Obs. 

Full Sample 53.5% 37.2% 9.3% 

Only Teachers With State 
MGP 

49.8% 37.4% 12.8% 

 

Table 24 displays the proportion of differentiation that each component contributes to the 

composite for the sample that was analyzed.  Regardless of whether or not we are looking 

at the teachers with MGP scores or not we see the same pattern: observations have very 

low weight in differentiating teachers compared to state and local measures. As noted 

above the New York Education Law §3012-c(2)(a) does not specify what is meant by 20% 

weight for the state and local portions of the overall scale, and so the regulations as 

currently defined allow for a system that requires a collapse of the importance of the 

observational rating  component to such a degree that it ends up being a ~10% contribution 

in differentiating teachers. One interpretation of the law is that it should have 60% 

importance in differentiation in the system. We do not mean to suggest that there is an 

easy method to achieve exact differentiation contribution levels before examining the data 

(there exist technical solutions to this issue that are beyond the scope of this report). We 

will however suggest some simple ideas that may increase the importance of the 

observational measures in the conclusion of this document.  

Aside from this particular feature of the accountability system we have shown that almost 

all of the components except for the state growth model lack comparability across districts.  

We note that this seems to be by design to allow for local flexibility.  However, because 

each component lacks comparability it must also be true that the overall rating lacks 

comparability between districts (and even within districts between state-tested and non-

tested teachers).  This means that a teacher who is rated as highly effective in one district 

system may have been rated as developing in another even with the same exact performance 

and peer groups. This also means that certain districts (like District 22 in this report) that 

are trying to generate as much variation in their system as possible (ostensibly to get the 

most information as possible) end up looking like they have an underperforming workforce 

compared to a district like District 32 that rates very highly. 

This lack of comparability may be an intended feature of the policy, and the state and 

districts may want districts (and even administrators) to be able to focus on different 

priorities in an evaluation system. Modern state educator evaluation systems all tend to 

have this tension, especially when there are state mandated consequences to ratings (and 
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thus force statewide comparisons). It is important for policy makers overseeing these 

systems to recognize that there is substantial heterogeneity of implementation between 

districts and to take this into account when making future policy. 

CONCLUSION AND RECOMMENDATIONS FOR NEXT 

STEPS 
 
We conclude by summarizing our main findings and suggesting a few areas for further 

investigation and policy innovation. 

This report analyzed the student growth and teacher evaluation data from several districts 

in the Lower Hudson region of New York State with the goal of understanding how the 

APPR policy implementation is actually unfolding for those districts. We focused on two 

areas; the state student growth model and the ratings given to teachers from the APPR 

system: 

1. We examined the design of, and results produced by, the most updated state 

student growth model. The major change in this model from last year was the 

addition of average classroom characteristics, particularly average prior 

achievement. The inclusion of these variables substantially reduced the strong 

correlations between teacher value-added and classroom characteristics, a result 

that we discussed in our report from last year. We note that the modified model 

shares most of the model features found in well-specified value-added models used 

by other districts and states. 

2. We note that the state model does not control for noise in the estimation of 

teacher effects using shrinkage estimation, a technique that is widely used in 

value-added and growth models. Instead, the system dampens the noise using the 

APPR categorization which seems to be somewhat effective in achieving the goal 

of reducing extreme results due to noise. 

3. The APPR system was examined at the component and district level with several 

conclusions.  

a. The state MGP component behaves well both at large and between districts. 

No district seems to have radically different distributions of teachers 

compared to other districts. This is consistent with research in this field 

where one would typically find that the majority of the variation in MGP for 

teachers is within districts rather than between them. 

b. The state has achieved its apparent goal of creating a system where there is 

differentiation in the overall composite measure of teacher performance. 
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Relative to historic evaluation systems this is a marked improvement in 

measuring teacher effectiveness. However (see points below), 

implementation of the locally constructed scores vary substantially across 

districts and differences in observation/practice ratings contribute only 

modestly to overall ratings. 

c. For teachers that must instead use comparable growth measures or “SLOs” 

there is a strong variation between district implementations. Some districts 

show wide variation between teachers and some show none with the 

maximum score being achieved by all teachers. While not as informative as 

normal because of these differences, the mean rating for the SLO teachers is 

over 3 points higher than the state growth rating (out of 20). 

d. Local measures of growth seem to have similar characteristics as the 

comparable growth ratings. There is strong variation between district 

implementations and the average rating is 16.82 (more than 4 APPR points 

higher than the MGP APPR average, or 20% of the scale).  Some districts 

seem to be requiring spread in this measure and others do not seem to be. 

This dissipates the measure’s ability to be compared across districts (as is 

done after roll up to composite ratings). 

e. The observational/practice rating component shows little differentiation 

between teachers in almost all districts. Almost all teachers were rated 

between 55 and 60 (out of a maximum of 60). However, some districts 

reported much lower scores, although none lower than 40 points. As in the 

other locally-determined components, the observational/practice ratings 

reflect high degrees of variation in implementation and utilization of the 

measurement scale. As a result, the measures are more valid and useful for 

comparisons of teacher performance within districts than across districts. 

f. As discussed earlier in the report, the fact that the observational/practice 

ratings are concentrated in only a small portion of the 0-to-60 scale is likely 

due to the structure of the composite scale. Indeed, the cut points for the 

composite rating are such that it is unworkable for districts to report 

observational practice ratings using the entire 0-to-60 scale. In order for the 

observational/practice ratings to be consistent with the local growth, state 

(or SLO) rating, and composite rating, it is essentially necessary to report 

observation/practice ratings on a severely reduced scale that ranges from 

only 55 to 60.  

g. Because of the lack of variation in the observational/practice ratings, that 

component contributes only about 10% to the differentiation of teachers in 

the sample. This contrasts with the 60% weight the observational scores are 
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mandated to have in the overall system (given the presumption that the 

60/20/20 scoring system reflects the intention to weight the components by 

weights of 60, 20, and 20, respectively). 

In light of these findings we make the following recommendations to improve the APPR 

system: 

1. Give more guidance and support around implementation, scoring, and reporting of 

SLO ratings, local measures, and observational/practice measures, to improve the 

consistency of these metrics across districts and with the state growth metric. It is 

possible that raw measures of these components are relatively consistent across 

many districts (for example, districts that use a common observational rubric), but 

that translation of these measures into officially reported scores varies across 

districts. In this case more explicit state guidelines may result in scores that are 

more comparable across districts. If the measures themselves are implemented 

using different rubrics and/or a high degree of variation between districts, then 

more support, as well as guidance, may be needed.  

2. Adjust the way subcomponent categorizations are made in order to allow for more 

variation in the observational rating component. Currently the inconsistencies 

between cut point ratios seem to be a main driver of this issue and one simple 

change that may alleviate this pressure would be to adjust the composite rating cut 

points to be the same ratio as the state and local components (e.g. the middle of 

effective would be 65 instead of 82.5). This and other possible solutions would 

need to be considered with as many stakeholders as possible to avoid further 

unintended consequences.  

3. Monitor the importance for teacher differentiation for all components and 

consider creating policies that would increase the importance of the 

observational/practice measures in particular. Technically this would be 

accomplished by increasing the spread of the observational ratings, however policy 

levers may be limited (aside from recommendation #2). 

4. Do not publish unadjusted teacher MGPs as these are preliminary metrics that 

may cause confusion. 

5. Use statistical shrinkage on the MGPs to adjust for small class sizes. 

We recommend that the Lower Hudson Council take the following next steps with regards 

to the current research: 

1. Continue to monitor teacher performance data to see the impact that yearly policy 

changes have on outcomes. 
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2. To the extent possible, acquire data on the underlying local 

measures/observational ratings/SLOs to understand if the lack of differentiation is 

coming from the measures themselves or from the translation of these measures to 

APPR points. 

3. Perform a qualitative analysis of the systems that districts have implemented in 

conjunction with the data already gathered to understand if there are certain best 

practices across the council members that may be shared. 

It is clear that New York State has been a pioneer in modern educator effectiveness system 

development and implementation. One of the downsides of this is that there are few 

examples to look to when trying to implement policy. Our last recommendation is one of 

continuous improvement. We have witnessed the changes to the system that the state has 

implemented in order to improve various issues that have come to light. We encourage the 

state to continue this process as it works to improve its world class education system in the 

name of its citizens, students, and staff.  
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