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Abstract

Humans continually adjust their Gaze by moving
their Head and Eyes in a synergistic or compensatory
manner to either fixate or track a target. Most event
classifiers are restricted to the classification of eye-in-
head (EIH) vectors while the head is fixed. Classi-
fication of eye movements caused during fixations by
Vestibular Ocular Reflex (V OR), gaze stabilization dur-
ing fixations while moving or during Gaze Pursuit (GP )
movements require that we compensate gaze motion with
a persons head movements. To that effect, we propose
recording 2 subjects head and eye movements using an
IMU and a 120 Hz Pupil Labs ETG as they perform dif-
ferent everyday tasks for 5 minutes each. This will gen-
erate a dataset of over 20 minutes (144,000 samples)
of Head and Eye velocity data. 4 experts will manu-
ally annotate a subset of the data as periods of Fixation,
Saccade, Gaze pursuits, and Blinks. Inter-labeler relia-
bility will be measured to generate a confidence metric
per sample. In project phase 1, we used a Long Short
Term Memory (LSTM) module to classify this data and
compare our results with the ground truth human labels.
The aim of this algorithm would be to achieve maximum
classification accuracy while maintaining a robust per-
formance on data acquired from different subjects. Au-
tomatically labeled gaze data will be used to draw sta-
tistical inferences about coordinated eye and head be-
havior while subjects navigate in different environments.
In part 2, we performed classification of eye movements
directly using eye images by utilizing a Convolutional
Neural Network(CNN) and LSTM in combination.

1. Introduction

Gaze (GIW , Gaze-In-World) fixations usually repre-
sent intention. It provides numerous advantages to con-
tent developers in the VR and AR domain. Preliminary
medical analysis tools, focus aware rendering, personal-
ized advertisements and intelligent interactions are a few

applications made possible with the introduction of gaze
trackers on VR and AR equipment. Gaze movement is a
combined action of Head and Eyes to ensure we receive
a crisp and clear image of the world on our retina. Head
movements typically aid eye movements to maintain fix-
ation or tracking a moving target [4]. Hence, real time
or off-line classification of gaze into events (Fixation,
Saccades, Gaze Pursuits, V OR) would provide benefi-
cial and abundant labeled data for various types of anal-
ysis such as head and eye coordination strategies, ev-
ery day velocity ranges and timing of movements which
manual hand labeling would take a very long time to
achieve. Unfortunately, most event detection algorithms
today are primarily head fixed and based on manually
entered parameter(s) [ [8], [12], [14]]. These, and many
other algorithms, are agnostic to the fact that humans
themselves do not agree on event labels and occasion-
ally miss the entire event altogether, as can be seen in
figure 1.

Figure 1. Comparison of labels from 4 experts. [FIXATION]
[BLINK] [Saccade]. Note the difference of opinions in event
start/end time and label disagreements.

1.1. GIW event descriptions

With the inclusion of head motion, traditional eye
movements need to be redefined. In this project, we will
use the following terms:

1. GIW fixation: In a natural setting, the head and
eyes coordinate to reduce retinal slip. All instances
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where the Head and Eyes movement are synergis-
tic and maintain a stable fixation in the world are
termed as GIW fixation. GIW fixations comprise of
traditional fixations (head and eyes are stationary),
VOR (head and eyes move in the opposite direction
to maintain a stable fixation), Compensatory mo-
tions (heads and eyes compensate for body motion
to maintain a stable fixation at a stationary target in
the scene).

2. Smooth GIW movements: In the event a target
is in motion, we track (during motion or station-
ary) the moving target. This is usually achieved
using periods of fixation, followed by catch-up or
look-ahead saccades [6] and a GIW pursuit move-
ment. Preliminary analysis show that is largely ac-
complished using head motion.

3. Saccades: Saccadic motion are rapid, ballistic eye
movements and are seemingly unaffected by the
state of head or the body. Previously, it was be-
lieved saccadic movements are planned by the mo-
tion of the head [11], but it has been shown that
all ballistic saccadic movements are planned at the
time of initiation t and carried out without any
change in the saccadic trajectory based on head
movements or visual input [1].

Previous work on event detection during uncon-
strained head motion [10] shown an increase in Cohen’s
Kappa and boasted a Mean Per Class Accuracy (MPCA)
of 0.9 for all event types. We shown that by taking a dif-
ferent approach using traditional classifiers, we can get
the MPCA boost to 0.97. Contrary to the said approach,
we do not classify directly on the GIW vectors but in-
stead generate feature vectors (details given in section
3.1) directly using the EIH and Head movement vec-
tors. Other approaches attempted on computing head
movement information using Optic Flow vectors gener-
ated from the scene camera on head mounted eye track-
ers without any notable success.

1.2. Dataset

Eye and Head movement data was recorded from 4
participants and manually labeled by multiple labelers
in variable chunks. To the best of our knowledge, we
haven’t found a similar dataset. Data was recored using
a 120 Hz SMI ETG and 100Hz MPU-6050 IMU. The
setup can be found below.

Participants were asked to perform 2 different tasks.
The tasks were:

1. Walking: Subjects were tasked to walk indoors in a
corridor.

2. Ball catching: Subjects were tasked to play catch
with the experimenter.

Figure 2. Left: Participant with experimental setup. Eye-
tracker: SMI ETG with 120 Hz fresh rate. IMU on the top
of the head: MPU-6250 100Hz.

1.2.1 GIW data Labeling

While observing humans label gaze data, a few implicit
strategies become apparent.

1. To label the current sample at t, humans often con-
sult it’s temporal neighbors ahead t+T and behind
t− T .

2. Humans show difference onset offset times for gaze
events, indicating that the performance of a trained
classifier should not be penalized for samples with
obvious confusion. Furthermore, it indicates the
need to move away from sample-sample perfor-
mance/accuracy metrics.

3. Labelers occasionally refer to the eye images to ac-
curately label data to their satisfaction.

To include the above factors in an off-line event de-
tection classifier, we used a bidirectional LSTM which
”looks” ahead and behind. Sample-sample error metrics
for this classifier should be weighed by labeler agree-
ment metrics, such as the Fleiss kappa [13]. Simply
put, higher the inter-labeler agreement score, harsher the
misclassification weight. Preliminary results (misclassi-
fication rate) using traditional classifiers are shown in
Figure 4.

1.2.2 Error metrics

Error metrics for classifying gaze data have largely been
sample-sample based metrics such as mean-per-class-
accuracy (MPCA), and Area-Under-Curve (AUC).
Since the evaluation of classification algorithms are
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Figure 3. Forward Backward Recurrent Window model

based on boundaries between events, an optimal metric
would be to measure the percentage of agreement
with other labelers in samples of disagreement. If the
classifier’s output matches the majority, then it should
be classified as a proper match. In the following section,
we propose the use of Event based metric as a better
judge of classification accuracy.

Modified Confusion Matrix

Mi,j =Mi,j + w ∗ 1 (1)

We propose using a modified confusion matrix
wherein the counter for the ground truth class i, clas-
sified as j is incremented by the weight of the testing
sample under consideration. The number of classes J in
our case, is 3. Let the number of labelers in agreement at
each sample be given by Labi. The weight w is given by
w = Labi

Labtotal
. Following this modification, the MPCA

Empca is given by:

Empca =

J∑
i=1

(
Mi,j∑J
j=1Mi,j

)
(2)

Other metrics such as precision and recall can also
be derived from the modified confusion matrix. In this
paper, we will use MPCA to measure the performance
of our classifier.

AUC The Area-Under-Curve metric can be derived
by varying the threshold Pt on the posterior probability
of a sample being classified. We vary Pt from 0→ 1 in
n steps. For each Pt, we measure the modified confu-
sion matrix using the above formula. We find the True
Positive TR and False Positive FP rates, for each Pn

t

and plot the Receiver Operative curve (ROC). The Area-
Under-Curve AUC, can be found by:

AUC =
G+ 1

2
(3)

Where,

G = 1−
n∑

k=1

(Xk −Xk+1)(Yk + Yk+1) (4)

Here, G is known as the Gini coefficient and the above
formula is the trapezoidal approximation to the AUC
from a Receiver Operating curve.

1.2.3 Need for Event-Based metrics

Sample-sample based metrics are agnostic to events.
Due to the nature of Gaze events, they differ in length
and frequency of occurrence. For instance, Fixations
are known to be quite long while Saccades range from
80 ms to 250ms. Gaze-In-World (GIW) pursuit sam-
ples occur very rarely and only for particular task types.
If a labeler or classifier has completely missed an Event
(such as Saccade or Gaze pursuit), sample-sample based
metric will not capture the severity of a missed event
since the performance of each sample is averaged out
with the classifiers performance over all samples. It is
possible to get a MPCA of 0.95 while completely skip-
ping over GIW samples. To this effect, we propose the
use of event-based metrics such as the levenshtein dis-
tance [3]. Note: It is out of scope of this project to do
an analysis of different metrics.

2. Traditional classifiers

As a sanity check and to justify the use of advanced
Temporal networks such as LSTM or GRU, we first
make use of traditional classifiers and our custom made
Forward-Backward-Recurrent-Window (RWFB) classi-
fier. Traditional classifies included Bagged Decision
Trees, Artificial Neural Networks (2 layers, 10 nodes
each) and K-Nearest-Neighbors [9]. The traditional
classifiers operate on a window of varying length around
the sample of interest. The RWFB classifier model in-
volves training two Random Forest Decision Trees from
which we extract posterior probabilities of a sample be-
longing to a particular class. The two trees are termed
as Forward and Backward trees, wherein the first tree
considers the past samples and their classes in it’s input
feature space as opposed to the Backward tree, which
considers the future samples and their classes. The out-
puts from the trees are fed into a 1 layer NN with 5 nodes
as a combinator and trained against the ground truth.
For testing purposes, since it is plausible that the two
trees would mis-classify a sample, a misclassified sam-
ple would provide an incorrect feature when classifying
the next sample. To alleviate this problem, we induce
artificial error by randomly changing the output class of
the previous and future samples and feed corrupted data
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Figure 4. Results from traditional classifiers and the RWFB
model

during the training. Output results show the robustness
of this approach in 4

The RWFB model is divide into two modules which
provide the posterior probability P o

f and P o
b of fitting

each sample to a particular class. P o
f and P o

b are con-
catenated and fed into a 1 layer, 10 hidden node NN
which classifies each incoming sample into an appropri-
ate class. The model beats all previous results in classi-
fying the lesser represented class (Gaze pursuit) as com-
pared to other approaches 4.

3. Model Description
Gaze classification using Deep Learning is divided in

2 parts.

3.1. Phase 1

Phase 1 involves the use of hand crafted features fed
into a series of linear connected layers to classify a given
window of samples. We split the dataset into a series of
forward and backward batches which are subsequently
used to train two parallel forward propagating chains,
followed by combination network which pulls from the
two classifier and makes an independent judgment of the
sample class label. The features selected are as follows:

1. |EIH◦| and |Head|◦ angular velocity

2. EIH◦ and Head◦ angular velocity with their rela-
tive direction [15].

3. δθ between mean EIH vector from the Pre (past
samples) and Post (future samples) duration.

4. δγ between mean Head vector from the Pre (past
samples) and Post (future samples) duration.

5. EIH◦ and Head◦ angular velocity standard devi-
ation (STD).

6. Previous output labels (* only RWFB)

Based on our previous work, it has been established
that a window of 64ms to 78ms is enough to accurately
classify gaze data. Keeping that in mind, we chose a
LSTM module as based on [7] because they are known
to capture temporal dependencies very well. We prefer

Figure 5. The architecture of Phase1 classifier. The inputs
include 6 features discussed in Section 3.1. The architecture
combines a Forward classifier and a Backward classifier. For
the two classifiers, two LSTM are trained in parallel and com-
bined afterwards.

Figure 6. A block in the LSTM chain. A fundamental unit

a LSTM over a Recurrent Neural Network (RNN) be-
cause it has special memory cells which hold long term
memory and a sequence of gates which control the in-
formation accessed by the network. RNNs are known to
suffer from vanishing/exploding gradients as we back-
propagate the error during training [2]. As evidenced
by previous work, classifiers require different lengths of
pre and post. The RWFB model has shown excellent
performance over a window duration, while the other
classifiers require a longer window duration for opti-
mum performance. Gaze event types are highly depen-
dent on the nature of previous and future gaze samples
with varying complexity. For instance, it is relatively
easy to identify a Saccade from a Fixation, but a lot
harder to distinguish a GIW pursuit from a Fixation.

Figure 5 shows the architecture of our proposed neu-
ral network.

3.2. Phase 2

Phase 2 involves training a CNN + LSTM combi-
nation to automatically find features from eye images
+ head velocity data and utilize those in classifying
the current sample into it’s appropriate gaze movement
class. PupilNet [5] has been known to achieve state of
the art in recognizing pupil center from eye images while
maintain a robust, low cost computation expense. Using
transfer learning, The CNN + LSTM model can learn to
identify and fire when it encounters pupil motion. The
extracted features would be fed to the LSTM module to
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Figure 7. Ideal window length for accurate gaze classification

Figure 8. Phase 2 model architecture. Note that we use 3 layers
of LSTM in each parallel path.

perform accurate gaze classification. Drawing inspira-
tion from VGG-16, we have formulated our network as
a series of convolution layers followed by a ReLU ac-
tivation unit and down-sampled by a 2X2 max pooling
layer. Features learned from the convolutional layers are
fed into 2 parallel LSTM layers (3 LSTM connected in
series for each parallel road).

4. Experiments
All results are obtained by utilizing an Adam opti-

mizer with a weight decay factor λ = 1−5. Further
more, we utilize a softmax/cross entropy loss to back-
propagate across the network. We use a weight softmax
loss due to class misrepresentation. Fixations account
for 87% of samples, while gaze pursuit only 3%. Loss
weights were calculated as a function of per class repre-
sentation, ensuring the network receives a higher penalty
for misclassifying lesser represented classes.

4.1. Phase 1 results

In Phase 1, we experimented with various layer sizes.
We found that 1 dimensional convolution layers did not
necessarily help improve classification accuracy while
increasing model complexity. Instead, adding linear

fully-connected layers improved model representation.
We trained our Forward classifier and Backward classi-
fier separately. Each classifier has two parallel LSTMs
which each has 3 hidden layers inside. The two clas-
sifiers have the same architecture, with the difference
between them being the data arrangement. Figure 9
shows the results for the Forward classifier trained for
5000 epochs. Figure 10 shows the results for the Back-
ward LSTM classifier trained for 5000 epochs. Figure
11 shows the results for the Combined LSTM classifier
trained for 1340 epochs.

Figure 9. Results for the Forward classifier

Figure 10. Results for the Backward classifier

4.2. Phase 2 results

We trained the phase 2 model for 20 epochs while
carefully observing the state spaces at each epoch. We
found that the training loss decreases in small quantities.
Due to lack of resources, we couldn’t train this network
for longer epochs but results at epoch 100 is mentioned
in the future section. The results for 20 epochs can be
seen in the table below.

With the increase in depth, the GPU memory usage
exponentially increases. Hence, it was vital for our train-

Figure 11. Results for the Combined classifier
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Table 1. Results for Phase 1
Phase 1 MPCA % Gaze Fix % Gaze Pursuit % Gaze Shifts %

Forward Classifier 85.22 91.34 81.45 82.87
Backward Classifier 88.97 94.02 83.45 89.44

Combination Network 91.622 97.32 87.23 90.33

Table 2. Preliminary results for Phase 2
Phase 2 MPCA % Gaze Fix % Gaze Pursuit % Gaze Shifts %

Forward Conv Net 55.67 65.78 37.88 63.15
Backward Conv Net 59.8366 67.24 62.15 50.12

Combination Network 64.006 75.55 61.33 55.14

ing paradigm to ensure no memory conflict. We found
that the model given in the figure 3.2 consumes adequate
memory.

5. Discussion and Conclusion
In this paper, we described two novel methods for

accurate gaze classification. It has been shown that
traditional classifiers (such as RWFB) can outperform
all previously known algorithms, however we would
like to extensively test our model by collecting a larger
dataset. Methods such as leave-one-out cross validation
and other testing metrics such as the Levensthein dis-
tance [3] could provide better insights into model per-
formance. RWFB classifiers cannot be outperformed
by our current LSTM based models, which indicate that
Random Forests Decisions Trees are excellent at captur-
ing the holistic representation of the nature of this low
dimensional dataset.

6. Future steps
In the future, we plan to fine-tune our model for Phase

2, and train the network for 100 epochs. Post training
completion, we intend on analyzing the weights we get
from the model and see what the network learns from the
dataset. We will try to visualize the weights in CNN’s
layer and use other techniques to analyze the memory in
the LSTM. We would also like to add Dropout layers to
the model to improve model complexity and regulariza-
tion. We intend on collection gaze data from 40 partici-
pants and one of the methods of comparing performance
is to observe the generalization of the model across mul-
tiple participants over different age groups and genders.
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