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Abstract—Developing algorithms that automatically detect and
classify eye movements is an important research area in the eye
tracking community. Many existing algorithms assume that gaze
data is collected in 2D space, such as a computer monitor where
the viewer’s head and body are stationary. For such algorithms,
detection and classification can be accomplished just by using
eye-in-head velocity. However, with newer head-mounted eye
trackers, viewers are allowed to freely move their head, bodies
and eyes in complex 3D environments. The goal of this work is
to develop robust detection and classification algorithms for gaze
events in dynamic 3D environments that consider both eye-in-
head and head-in-world velocities.

I. INTRODUCTION

By monitoring where the high-acuity region of the field of
view is directed, eye-tracking provides valuable insight into a
viewer’s cognitive processes and problem solving strategies.
Desktop eye-tracking devices provide gaze information in
2-dimensional screen space [1]. With desktop eye trackers,
subjects are typically instructed to minimize head movement
to ensure an accurate track thus the eye-in-head (EIH) position
is what is ultimately used when reporting gaze events. If
the eye is stationary (relative to a fixed head) then it is
classified as a fixation. Otherwise, if the eye is moving it
is classified as either a saccade (an rapid eye movement)
or a smooth pursuit (slow and steady eye movement such
as when tracking a slow moving object). 1 Numerous eye
movement classification algorithms have been developed for
desktop eye trackers, however these algorithms are not directly
applicable for head-mounted eye trackers, where the subjects
can freely move about a 3D environment. Since the desktop
algorithms assume the head is stationary, misclassification
of gaze events may occur. For example, in a dynamic 3D
environment, a fixation may arise through the coordinated
movement of the head and eyes while an subject is moving in
order to maintain focus on a fixed object. Instead of relying
on EIH vector, the gaze-in-world (GIW) vector would be a
better suited for such classification problems. The goal of this
research is to develop and to evaluate gaze event classification
algorithms for dynamic 3D environments that overcome the
limitations of desktop based algorithms. The remainder of this
paper is organized as follows: background and related work

1Other gaze events include vergence, vestibular-ocular reflex and post-
saccadic oscillation.

is presented in section 2, the research plan including research
agenda, methodology and preliminary results are presented in
section 3, the conclusion is in section 4.

II. LITERATURE REVIEW

In 2000, Salvucci and Goldberg surveyed existing fixation
identification algorithms based on how they use spatial and
temporal gaze information [2]. Later in 2010, Komogortsev et
al. performed a comprehensive evaluation on five algorithms
used for eye movement classification [3]. They proposed
qualitative and quantitative metrics for fixations and saccades.
In 2017, Andersson et al. evaluated 10 eye movement clas-
sification algorithms using both event duration parameters
and sample-by-sample comparisons [4]. Data from both static
and dynamic stimuli were used. Their results are summarized
in Fig. 1. They pointed out that algorithms for identifying
fixations and saccades work well for static stimuli but not for
dynamic stimuli where more complex gaze events can occur,
e.g. smooth pursuit. Also, the paper discusses the difficulty
of selecting the best fixation algorithm based on different
evaluation methods.

Zemblys et al. presented a fully automated classification
method using machine learning [5]. Specifically, they de-
veloped an algorithm named identification by random forest
(IRF) that combines various features (e.g. velocity, acceler-
ation, dispersion, etc.) and automatically selects appropriate
thresholds. After training with manually labeled data, the
algorithm was able to detect saccades, fixations and post-
sacaddic oscillations robustly even with the presence of noise.
The algorithm surpassed the previous best hand-crafted event
detection algorithm, and approaches the performance of man-
ual event coding.

This approach is part of the paradigm shift in eye tracking
research to leverage the power of machine learning. Machine
learning based algorithms free researchers from hand crafting
features and assembling them manually. They also generalize
well when trained with a wide variety of input data. For exam-
ple, Hoppe et al. trained an end-to-end network that performs
classification directly from the continuous gaze data stream
without any manual feature crafting or segmentation [6].

Recently, Pekkanen and Lappi [7] presented a new approach
for signal denoising and eye movement classification using a
method called Naive Segmentation Linear Regression (NSLR).



Fig. 1. Summary of which gaze events can be classified using 10 popular
algorithms. Figure courtesy of Andersson et al. [4]

This work conceptually differs from the traditional work-flow
of data denoising, pre-filtering, segmentation and classifica-
tion. Instead, it integrates denoising into the segmentation
process which is now the first, rather than the last step
of the work-flow. Classification on the denoised segments
is performed using a Hidden Markov Model (HMM). This
approach does not require ground truth for data segmentation.

In all of the preceding works, the discussion focused on gaze
events on a display thus head motion is not considered. For
head-mounted eye trackers, these algorithms will not correctly
classify gaze events since they do not account for the head
and body movements. One approach to address this problem
is to use multi-modal event detection algorithms. Larsson et
al. recorded head movements using an inertial measurement
unit (IMU) to improve classification of mobile eye-tracking
data [8]. The major limitations of this work are that the body
position of the participant is fixed and the stimuli is artificial
and projected on a screen. The work modeled the spatial
relationships of the participant and the stimuli presented on
the remote projection screen in the laboratory setting, but does
not generalize to real-world environments.

Potential publication venues for the work described in this
paper include ACM Symposium on Eye Tracking Research &
Applications, Vision Sciences Society Annual Meeting, ACM
Transactions on Applied Perception, and Journal of Vision.

III. RESEARCH PLAN

A. Research agenda

To develop robust classification algorithms for gaze events
in dynamic 3D environments, we divide our approach into
three phases - data collection, gaze event classification, and
evaluation. Fig 2 provides an overview of these areas. In
additional to the EIH velocities along the X and Y axes from
the eye tracking glasses, we also collect head velocities and
orientation using an inertial measurement unit (IMU). Future
data collection will also include scene depth information from
stereo cameras. Next, gaze event classification is performed

Fig. 2. The overview of the research project

on the collected data using either manual labeling or auto-
matic machine labeling. Finally, the resulting sequences are
compared using traditional sample-based approaches and novel
event-based approaches.

B. Methodology

1) Data collection: Most eye tracking datasets use images
or videos as stimuli, annotated with gaze position and duration
in the screen space for research in variety of areas such as
visual saliency modeling, image quality assessment and visual
search performance [1]. These kinds of datasets are often
recorded with desktop eye tracker while the viewer sitting
in front of a screen, thus the head and body movements are
neither allowed nor recorded. With head mounted eye trackers,
it is possible to estimate and compensate for head and body
movement by analyzing changes from forward-facing scene
camera [9], [10], but these systems do not provide robust and
accurate performance in daily environments. Accuracy can be
greatly improved by using external motion capture systems to
track the body, head and even the eye tracking glasses [11]–
[13]. However, the movement of the subject is still limited to
the motion capture space.

We create a dataset that captures participants moving their
head and body freely in an unconstrained environment. In
our current approach, head velocities are acquired by a 6-
axis inertial measurement unit (IMU) operating at 100 Hz
attached on a helmet being worn by the subject along with a
mobile eye tracker. We use a MPU-6050 IMU which contains
an accelerometer and a gyroscope in a single chip with an on-
board 6-axis digital motion processor. The data from the IMU
is interpolated to 200 Hz to match the higher eye tracking
data rate. A Pupil Labs mobile eye-tracker with fresh rate
at 200 Hz is used to record binocular eye movement. The
video of the scene is also recorded using the front camera of



Fig. 3. Setup to record head and eye movements. The IMU is embedded in
the helmet.

Fig. 4. VOR calibration. The subject is asked to fixate at their thumb while
moving their head left to right and up and down. Upper left shows the eye-
in-head velocity and lower left shows the corresponding head velocity.

the eye tracker at 30 Hz, 1080p. (For future data collection,
a ZED stereo camera will also be used to record the depth
of the scene as a video). The experimental setup is shown
in Fig. 3. The calibration processes include an eye tracker
calibration and a vestibular-ocular reflex (VOR) calibration
(see Fig. 4) performed before the data collection. The eye
tracker calibration is performed using software provided by
Pupil Labs. Calibration accuracy is about 1◦ to 1.5◦. The
VOR calibration [8] is performed by each participant doing
a horizontal and vertical head movements while fixate at a
target. The biological coordination of eyes and head is used
to synchronize the eye tracker with the IMU since the data is
from two independent sensors/software.

In our current design, participants are required to complete
several natural tasks after system calibration processes includ-
ing:

• Walking around the hallway in a building
• Playing catch with the experimenter
• Visually following a rolling baseball on the ground
• Visual search task - walking around the corridor in a

building and looking for targets (squares, circles and
triangles)

• Making tea

Each task takes about 5 minutes. Our goal is to collect data
from 30 participants with a relatively large distribution of ages.

Fig. 5. MATLAB Graphical User Interface for manual labeling of eye tracking
data

2) Gaze Event Classification: For the 3D dynamic envi-
ronment, we define the following gaze events:

• Gaze-in-world fixation: In a natural setting, the head
and eyes coordinate to reduce retinal slip. All instances
where the head and eyes movement are synergistic and
maintain a stable fixation in the world are termed as
gaze-in-world (GIW) fixations. GIW fixations comprise
of traditional fixations (head and eyes are stationary),
VOR (head and eyes move in the opposite direction to
maintain a stable fixation) and compensatory motions
(heads and eyes compensate for body motion to maintain
a stable fixation at a stationary target in the scene).

• Gaze-in-world pursuit: This occurs when tracking a
steady moving target either the head is moving or station-
ary. GIW pursuits are difficult to classify because they
are often accompanied by catch-up or look-ahead sac-
cades [14]. Preliminary analysis show that GIW pursuits
are largely accomplished using head motion.

• Saccades: Saccadic motion are rapid, ballistic eye move-
ments and are seemingly unaffected by the state of head
or the body.

Manual labeling of gaze events is a tedious process. Thus
far, for our data set, 4 human experts have performed labeling
on two natural tasks: walking and playing ball catching with
the experimenter. On average, 1 minute of data required 60
minutes of labeling by each expert. Fig. 5 shows the tool for
manual labeling. Labelers are presented with the video from
the scene camera, video of the eye from the eye tracker as well
as eye and head velocities in the GUI all at the same time. The
labelers can drag a time window and assign specific labels in
that period of time. Fig. 6 shows a segment of data labeled by
all 4 human labelers. Notice that regions exist where labelers
disagree. This disagreement is not surprising, as numerous
studies have shown that experts perform differently on labeling
task [4]. Inter-labeler overall agreement (Fleiss’ Kappa) for
this segment of data is 0.8162.

Automatic machine labeling is a promising solution to the
time-consuming manual labeling. We developed two machine
learning approaches to automatically label our dataset:



Fig. 6. Comparison of labels from 4 experts. [Green] Fixation [Yellow] Blink
[Red] Saccade. Please note the difference of opinions in event start/end time
and label disagreements.

• An approach based on Long Short-Term Memory mod-
ules (LSTM).

• An approach which combines a Convolutional Neural
Network with Long Short-Term Memory modules (CNN-
LSTM).

LSTM approach: LSTMs are chosen because they are known
to capture temporal dependencies very well and can also
take multi-modal data as input [15]. Our approach takes a
different strategy than Larsson et al. [8] (described in section
II). Their approach assumed the subject’s body is stationary
and the spatial relationship of the subject and the environment
is modeled explicitly, whereas we allow subjects to move
around freely and do not model spatial relationships between
the subject and the environment. Instead, we implicitly model
the underlying relationships between different inputs from
different sources inside the neural network. Classification ac-
curacy is continually improved as more training data provided.
Our approach uses a Forward-Backward Recurrent Window
(FBRW) to improve the performance of LSTM. Gaze event
types are highly dependent on the nature of previous and
future gaze samples with varying complexity. For instance,
it is relatively easy to identify a Saccade from a Fixation,
but a lot harder to distinguish a GIW pursuit from a Fixation.
Thus, the FBRW model (see Fig. 7) involves training a forward
LSTM model which takes in previous samples and a backward
model which takes in future samples in the data sequence. The
result from both LSTM models are combined to make the final
classification. We split the dataset into a series of forward and
backward batches which are subsequently used to train two
parallel forward propagating chains, followed by combination
network which pulls from the two classifiers and makes an
independent judgment of the sample class label. The FBRW-
LSTM classifier feeds hand crafted features into a series of
linear connected layers to classify a given window of samples.
The features selected are as follows:

(i) |EIH angular velocity| and |Head angular velocity|
(ii) EIH direction and Head direction.

(iii) δθ (difference between mean EIH vector from the past
samples and mean EIH vector from future samples).

Fig. 7. Forward Backward Recurrent Window model. Input features on the left
(from previous samples) are processed by the forward classifier whereas input
features on the right (from future samples) are processed by the backward
classifier, then the results are combined to classify the sample in the middle.

Fig. 8. The architecture of FBRW-LSTM classifier. The inputs include 6
features discussed in section 2 (LSTM approach). The architecture combines
a forward classifier and a backward classifier. Two forward LSTM modules
and two backward LSTM modules are trained in parallel and then the results
are combined afterwards.

(iv) δγ (difference between the mean Head vector from
the past samples and mean Head vector from future
samples).

(v) Standard deviation of EIH and Head angular velocity.
(vi) Previous output labels
Fig. 8 shows the overview of our FBRW-LSTM architecture.
For the FBRW-LSTM classifier, we experimented with various
layer sizes. We found that 1 dimensional convolution layers
did not necessarily help improve classification accuracy while
increasing model complexity. Instead, adding linear fully-
connected layers improved model performance. We trained our
Forward classifier and Backward classifier separately. Each
classifier has two parallel LSTMs which each has 3 hidden
layers inside. The two classifiers have the same architecture,
with the difference between them being the data arrangement.
We trained our forward model and backward model separately
for 5000 epochs, and combined them and trained the combined
model for 1340 epochs. Results are shown in Table I. The
mean per-class accuracy (comparison with ground truth) for



the combined model is better than single direction classifier.

TABLE I
RESULTS FOR FBRW-LSTM CLASSIFIER

Classifier MPCA % GIW Fix. % GIW Pur. % Sacc. %
Forward 85.2 91.3 81.5 82.9

Backward 89.0 94.0 83.5 89.4
Combination 91.6 97.3 87.2 90.3

CNN-LSTM approach (work in progress): Another
approach for building a classifier is to use Convolutional
Neural Networks (CNN) to extract visual features directly
from eye and scene images and then combine these features
with head velocities to create a pool of features to feed into
the aforementioned LSTM model. Our approach is motivated
by PupilNet [16] which uses CNNs to recognize pupil centers
in eye images. We have formulated our network as a series
of convolutional layers followed by a Rectified Linear Unit
(ReLU) activation function and down-sampled by a 2X2
max pooling layer as shown in Fig. 9. Features learned from
the convolutional layers will be fed into 2 parallel LSTM
modules. We expect the performance of this approach to be as
good as or better than the FBRW-LSTM approach. However,
the training time will be lengthy as it will involve processing
massive amounts of image data and complex end-to-end
training of the CNN-LSTM model.

Our current machine learning approaches are sample-
based: they are trained by repeatedly looking at each sample,
computing the loss function (i.e. the distance from the ground
truth), and adjusting the weights in the model at sample level.
One problem with sample based methods is that additional
data preprocessing is necessary for further classification. The

Fig. 9. CNN-LSTM model architecture. The upper half of the figure shows the
forward window classifier which takes input from previous samples, whereas
lower half of the figure shows the backward window classifier which takes
input from future samples. Classifiers of both directions take eye images batch
and feed it through CNN to extract features, which are combined with head
velocity data. The combined features subsequently propagate through fully
connected layers and parallel LSTM layers to reach the end of each classifier.
Outputs from classifiers of both directions are combined and propagate
through two fully connected layers to form the final model. The softmax
layer is used as classification layer for all classifiers. Labels can be generated
by single-directional classifier or by combined classifier.

Fig. 10. Comparison of labels created by two different labelers on the same
data sequence consisting of 110 samples. (a) Labels provided by labeler 1.
(b) Labels provided by labeler 2. Orange = saccade, blue = fixation, yellow
= blink, purple = smooth pursuit, gray = unlabeled. (c) Direct sample-sample
comparison between labeler 1 and labeler 2. Green = match, red = mismatch.
(a*) Result of applying rules to labels provided by labeler 1. (b*) Result of
applying rules to labels provided by labeler 2. (c*) Event-based comparison
between labeler 1 and labeler 2. Unmatched regions are given specific labels
describing the difference. For example, ‘S-B’ means that labeler 1 labeled the
data as saccade whereas labeler 2 labeled the same data as blink.

resulting signal is some sort of aggregate of a neighborhood
of samples at any given point. Importantly for gaze signals,
this means that every denoised sample is somewhat dependent
on its full neighborhood [7]. Important features may be lost
during this process. Another problem with the sample based
algorithms is that the classifier may favor the more presented
event type. For example, a fixation usually lasts quite long,
whereas a saccade lasts typically less than 200 ms, thus
many more samples exist for fixations than saccades. Trained
with such imbalanced datasets, classifiers tend to perform
better with fixations than other less common events. Last but
not least, sample based machine learning algorithms often
use local data for training, and parameters learned from
local data are not always optimal for global classification.
Thus, there is a need for developing event based classifiers.
Different from the sample based classifiers which label each
sample, an event based classifier assigns label to each event
using global information. Pekkanen and Lappi [7] used the
statistical properties of the data to separate the sequence into
segments where each segment corresponds to a gaze event.
Then a Hidden Markov Model (HMM) is used to classify
those segments into different event types. We plan to extend
this idea to develop event-based GIW event detection and
classification algorithms.

3) Evaluation: Ultimately, whether the data was manually
labeled by human experts or automatically labeled by sample-
based or event-based classifiers, it must be evaluated for
accuracy. This boils down to comparing a labeled sequence
to some ground truth target sequence as illustrated in Fig. 10.
In this case, the comparison is between two human labelers
on the same data sequence.

a) Sample based error metrics: Most error metrics in
machine learning and pattern recognition are sample-based.



Performance is judged by directly comparing the correspond-
ing samples. Such metrics include per-class accuracy, mean
per-class accuracy, confusion matrix and precision/recall. A
simple binary comparison is shown in Fig. 10 c. In this
case, 54.5% samples are matched. More advanced statistical
methods such as Cohen’s Kappa and Fleiss’ Kappa also exist
for measuring sample-based inter-rater reliability.

b) Event based error metric: Humans are better able
to reason in terms of events instead of samples. Events
emerge from consecutive identically labeled samples over
time. For event-based metrics, the units of comparison are
events rather than samples, this allows us to discuss the
number of correctly/incorrectly classified gaze events in each
category. For example in Fig. 10, since both labelers are given
the same instructions, we can expect general agreements in
some categories, although the start and end times may not be
an exact match. To address this issue, we devised the following
rules and apply them in the order shown:

• Global alignment: event transition times selected by
different labelers that occur within some threshold win-
dow are averaged to create a single representative tran-
sition point. This transition point is used to replace
each labeler’s individual transition point. If this causes
a previously labeled transition to shift to the right, the
region between the representative point and the previously
labeled point is assigned the preceding label. Likewise, if
this causes a previously labeled transition to shift to the
left, the region between the representative point and the
previously labeled point is assigned the subsequent label.

• Unlabeled region processing: any region left unlabeled
by a labeler is assigned a label based on the majority vote
of the labelers for that region.

• Removal of improbable events: any remaining events
which fall below expected durations (eg. a blink below
100 ms [17], a fixation shorter than 150 ms [18], or
(work in progress) a saccade duration that is improbable
given the amplitude of the EIH velocity are eliminated
and replaced by the preceding label.

Fig. 10 a* and b* show the results of applying these rules
to the labels in Fig. 10 a and b respectively. The application
of these rules eliminates many of the small disagreements
between the labelers and facilitates more meaningful reporting
of the differences between the labeled sequences. For example,
we can see that there was perfect agreement between the
labelers regarding fixations. By doing label differencing after
applying rules described above, the metric also points out the
regions where the labelers disagreed as shown in Fig. 10 c*.
Comprehensive quantitative measurements of events labeling
can be drawn from this metric as well.

The event-based metric not only serves as an evaluation
method, but also a debugging tool. The performance of a
machine learning based classifier heavily depends on the
quality of the inputs. In order to improve the quality of the
inputs, the event-based metric allows researchers to take a
closer look into the labels made by different labelers and find
the major differences or problematic areas.

IV. CONCLUSION

Previous studies have mostly focused on studying gaze
in screen space. To develop robust classification algorithms
for gaze events in dynamic 3D environments, we propose
a comprehensive set of activities including data collection,
manual and automatic gaze event classification, and evaluation.
Data collection is on-going and we plan to make the dataset
publicly available to other researchers. Additional work has to
be done to evaluate and fine-tune the CNN-LSTM framework
and to explore computationally efficient alternatives. Finally
we intend to advance the concept of event-based classification
and provide novel event-based evaluation metrics.
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APPENDIX

I am a member of the computer graphics and applied
perception lab which is co-directed by Reynold Bailey and
Joe Geigel. The lab aims to advance and promote research
that cross the boundaries between perception and graphics.
The current trend in computer graphics is towards virtual
reality and augmented reality. This research helps address the
growing need to incorporate eye movement event detection
and classification in head-mounted AR and VR systems.
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