
To determine the practical applicability of our model, we conducted a comparison 
of GapNet-PL with human experts and scholars.

 

For this comparison, we consider only samples where the protein occurs at a 
single location within cells in order to simplify the task and decrease workload for 
the participants. We fine-tuned the last layer of our model on a multi-class 
subset (11,848 samples) of the training set. 

Samples are images from antibody-based profiling using immunofluorescence 
confocal microscopy capturing multiple cells per image. All experiments were 
conducted on a dataset released for the “Cyto Challenge 2017” by the Congress 
of the International Society for Advancement of Cytometry (ISAC).

Figure: Overlay of reference channels in gray and protein in green. The protein of interest is 
located in (A) golgi apparatus and vesicles, (B) cytosol, nucleus and plasma membrane, (C) actin 
filaments, (D) nucleoli and centrosome.

● 20,000 samples from the Cell 
Atlas [6]

● High-resolution images of 
thousands of proteins across 
multiple cell lines from different 
organs of the human body

● 13 major organelles where 
proteins can occur in multiple 
organelles simultaneously

● Every sample consists of 4 high-
resolution images corresponding to 
different fluorescent stainings

● 3 reference channels for 
subcellular structures: nucleus, 
endoplasmic reticulum and 
microtubules

● 1 channel with the stained protein 
of interest

Comparison of CNN Architectures

In a large study comparing convolutional neural networks for protein localization 
in human cells, GapNet-PL achieves an average AUC of 98% and an F1 score 
of 78%. Our model outperforms all compared computational methods while 
requiring less computational resources. The performance of the compared 
methods varies across the 13 localization tasks corresponding to cell organelles. 
GapNet-PL has the best performance on 9 tasks, M-CNN on 3 tasks and 
DenseNet on 1 task.

We used a one-sided paired Wilcoxon test to test if our results are statistically 
significant. Overall, GapNet-PL significantly outperforms all compared methods.

Comparison with Human Experts

In our comparison of the best performing CNN against human experts and 
scholars, we found that the computational method could reach an accuracy of 
91%. The human experts reached an accuracy of 64% to 72% and scholars 
reached an average accuracy of 51%.

To test if there is a significant difference between the performance of GapNet-PL 
and each of the human experts, we applied a McNemar test that resulted in p-
values of 1.1e-6, 2.6e-9 and 2.1e-10 for human expert 1, expert 2, and expert 3, 
respectively.
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Results
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Methods

Localizing a specific protein in a human cell is essential for understanding 
cellular functions and biological processes of underlying diseases. A promising, 
low-cost, and time-efficient biotechnology for localizing proteins is high-
throughput fluorescence microscopy imaging (HTI). This imaging technique 
stains the protein of interest in a cell with fluorescent antibodies and 
subsequently takes a microscopic image. Together with images of other stained 
proteins or cell organelles and the annotation by the Human Protein Atlas 
project, these images provide a rich source of information on the protein location 
which can be utilized by computational methods.

We propose a novel CNN architecture “GapNet-PL” that has been designed to 
tackle the characteristics of HTI data and uses global averages of filters at 
different abstraction levels. For evaluation of our architecture we present a large 
comparison of CNN architectures including GapNet-PL for protein localization in 
HTI images of human cells. 

Furthermore, we conduct a study comparing computational methods against 
human experts to evaluate the viability of such methods. On a separate test set 
the performance of GapNet-PL was compared with three human experts and 25 
scholars. GapNet-PL achieved an accuracy of 91%, significantly (p-value 1.1e-6) 
outperforming the best human expert with an accuracy of 72%.

Code and dataset available at: https://github.com/ml-jku/gapnet-pl

● 3 human experts in pathobiology who frequently work with fluorescence 
microscopy images 

● 25 scholars, i.e. graduate and undergraduate students with a life science 
background that were given special training 
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Dataset Comparison with Human Experts

GapNet-PL is a novel architecture 
designed for analyzing high-
throughput microscopy images. It 
makes heavy use of Global Average 
Pooling to collect feature statistics at 
different levels of abstraction and 
spatial resolution. It can efficiently 
process high-resolution microscopy 
images and operate on arbitrary input 
resolutions.

Convolutional Multiple Instance Learning (MIL-Net) [3] was developed with a 
focus on noisy labels in microscopy data.

Multi-scale CNN (M-CNN) [1] processes input images at different resolutions 
simultaneously and fuses the resulting feature maps.

DeepLoc [4] was designed for subcellular protein localization in yeast cells and 
trained on small single cell images.

FCN-Seg [5] was designed for the task of protein localization and was the 
winning entry of the “Cyto Challenge 2017”.

Furthermore, we compare against the state-of-the-art architecture DenseNet [2].
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● Each sample was presented with 4 images, one for each of the 3 stainings 
overlayed with the protein, and the protein channel alone  

● All participants could investigate the training set ad libitum 
● 90 minute training session for scholars presenting samples for each class
● Web-based annotation tool to simplify the annotation process

Experimental Setting

In a first interactive session with one of the experts the presentation of samples 
was decided.

  

All  participants  were  provided  with  200  samples  from  our  held-out  test 
set  and  had approximately one week to classify them.
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