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Overview
We propose a method, named LDS, for jointly learning the graph
and weights of a GCN by approximately solving a bilevel program that
learns a discrete probability distribution on the edges of the
graph.
LDS makes it possible to apply GCNs to real-world scenarios where
the given graph is incomplete or corrupted, and even when the graph
is not available at all.
LDS outperforms related approaches by a significant margin on
datasets where the dependency structure is either incomplete or com-
pletely missing.

Aim: apply Graph Neural Networks to settings in which an input graph
is not available (or it is incomplete/nosiy)

• Contributions: Develop a method – named LDS – for learning a
discrete and sparse dependency structure between data points and
simultaneously optimize the parameters of a graph neural network
(GNN) by approximately solving a bilevel programming problem
(end-to-end training).

•LDS improves on heuristic methods such as building a
k-nearest-neighbour (kNN) graph first and then feed it to a GNN. It
does not require an input metric.

•LDS captures the macroscopic structure of task’s graph.
•The methods optimizes discrete hyperparamters (unweighted edges)
with a gradient-descent procedure

• Franceschi, Luca, et al. "Bilevel programming for hyperparameter optimization and
meta-learning", ICML (2018)

•Kipf, Thomas N., Max Welling "Semi-supervised classification with graph
convolutional networks", ICLR (2017)

•Bengio, Yoshua, et al. "Estimating or propagating gradients through stochastic
neurons for conditional computation", (2013)

Code at https://github.com/lucfra/LDS

Jointly learning the structures and the parameters

We are interested in learning models of the type
fw : XN ×HN → YN ; fw(X,A) = ŷ

where w ∈ Rd are the parameters, XN and YN are
input and output spaces, and HN = {0, 1}N ·N is the
space of undirected adjacency matrices. Parameters are
learned by minimizing

L(w,A) =
∑

v∈VTrain

`(fw(X,A)v, yv) + Ω(w)

If A is unknown, one may learn it by minimizing
F (wA, A) =

∑
v∈VVal

`(fwA(X,A)v, yv)

The resulting bilevel problem is hard to solve.

We reformulate it by introducing a discrete generative
model for the graph as independent Bernoullis with
parameter θ ∈ [0, 1]N ·N :

minθ∈HN
EA∼Ber(θ) [F (wθ, A)] (1)

s. t. wθ = arg minwEA∼Ber(θ) [L(w,A)] (2)
Approximating the inner problem with repeated
application of a stochastic optimization dynamics Φ, the
(hyper)gradient ∇θE [F (wθ,T , A)] is

E [∂wF (wθ,T , A)∇θwθ,T + ∂AF (wθ,T , A)∇θA]
We use the straight-through estimator and (truncated)
reverse-mode differentiation.

Aτ~Pθ

θ ...  wt+1= Φ(wt,A1) = wt - γ∇Lt(wt,A1)

 wt+τ= wt+τ-1 - γ∇Lt+τ-1(wt+τ-1,Aτ)

...
w
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Models
•Graph neural network: 2 layers
graph convolutional network:
Softmax(Â ReLu(Â X W1) W2),

•Graph generative model: matrix
of independent Bernoullis

A ∼ Pθ = Ber(θ)

Inference
•Given θ, the expected output for
f is f exp

w (X) = EA[fw(X,A)]
f exp
w (X) =

∑
Pθ(A)fw(X,A)

•We estimate f exp
w (X) by sampling

S adjacency matrices Ai:
f̂w(X) = S−1 ∑

fw(X,Ai)

Training

• Initialize θ (e.g. θ = 0)
•Approximately minimize the inner
objective E[L] with with
stochastic gradient descent

•Compute an estimation of the
gradient ∇E[F ] w.r.t. θ

Experiments: Semi-supervised Learning Without Graph

Table 1: Test accuracy (± standard deviation, 5 random seeds) in percentage on various classification
datasets. We compare kNN-LDS to several supervised baselines and semi-supervised learning methods.
No graph is provided as input.

Wine Cancer Digits Citeseer Cora 20news FMA
LogReg 92.1 (1.3) 93.3 (0.5) 85.5 (1.5) 62.2 (0.0) 60.8 (0.0) 42.7 (1.7) 37.3 (0.7)
Linear SVM 93.9 (1.6) 90.6 (4.5) 87.1 (1.8) 58.3 (0.0) 58.9 (0.0) 40.3 (1.4) 35.7 (1.5)
RBF SVM 94.1 (2.9) 91.7 (3.1) 86.9 (3.2) 60.2 (0.0) 59.7 (0.0) 41.0 (1.1) 38.3 (1.0)
RF 93.7 (1.6) 92.1 (1.7) 83.1 (2.6) 60.7 (0.7) 58.7 (0.4) 40.0 (1.1) 37.9 (0.6)
FFNN 89.7 (1.9) 92.9 (1.2) 36.3 (10.3) 56.7 (1.7) 56.1 (1.6) 38.6 (1.4) 33.2 (1.3)
LP 89.8 (3.7) 76.6 (0.5) 91.9 (3.1) 23.2 (6.7) 37.8 (0.2) 35.3 (0.9) 14.1 (2.1)
ManiReg 88.2 (3.3) 86.0 (4.0) 82.8 (3.3) 67.7 (1.6) 62.3 (0.9) 46.6 (1.5) 34.2 (1.1)
SemiEmb 88.9 (3.7) 86.4 (5.4) 90.7 (2.7) 68.1 (0.7) 62.9 (1.1) 46.3 (1.6) 35.5 (1.9)
Sparse-GCN 63.5 (6.6) 72.5 (2.9) 13.4 (1.5) 33.1 (0.9) 30.6 (2.1) 24.7 (1.2) 23.4 (1.4)
Dense-GCN 90.6 (2.8) 90.5 (2.7) 35.6 (21.8) 58.4 (1.1) 59.1 (0.6) 40.1 (1.5) 34.5 (0.9)
RBF-GCN 90.6 (2.3) 92.6 (2.2) 70.8 (5.5) 58.1 (1.2) 57.1 (1.9) 39.3 (1.4) 33.7 (1.4)
kNN-GCN 93.1 (2.7) 93.4 (2.8) 91.3 (2.0) 69.5 (1.1) 66.5 (0.4) 43.3 (0.4) 37.9 (0.5)
kNN-LDS (D) 97.5 (1.2) 94.9 (0.5) 92.1 (0.7) 70.9 (1.3) 70.9 (1.1) 45.6 (2.2) 38.6 (0.6)
kNN-LDS 97.3 (0.4) 94.4 (1.9) 92.5 (0.7) 71.5 (1.1) 71.5 (0.8) 46.4 (1.6) 39.7 (1.4)
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Figure 1: Histograms for three Cite-
seer test nodes’ edges
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Figure 2: Histograms of edges’ prob-
abilities for three nodes from Cora
dataset. From left to right: a train-
ing, a validation and a test node.

Algorithm 1 LDS
Input data: X , Y , Y ′[, A]

2: Input parameters: η, τ [, k]
[A← kNN(X, k)] {Init. A to kNN graph if A = 0}

4: θ ← A {Initialize Pθ as a deterministic distribution}
while Stopping condition is not met do

6: t← 0
while Inner objective decreases do

8: At ∼ Ber(θ) {Sample structure}
wθ,t+1← Φt(wθ,t, At) {Optimize inner objective}

10: t← t + 1
if t = 0 (mod τ ) or τ = 0 then

12: G← computeHG(F , Y , θ, (wθ,i)ti=t−τ)
θ ← ProjHN

[θ − ηG] {Optimize outer objective}
14: end if

end while
16: end while

return w, Pθ {Best weights and prob. distribution}

Experiments: Incomplete Graph
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Figure 3: Mean accuracy ± standard deviation on validation and
test sets (dashed and solid lines) for incomplete graph scenario on
Cora (top left) and Citeseer (top center). Bottom: Validation of the
number of steps τ used to compute the hypergradient (Citeseer).

Some learned representations by a GCN on Citeseer

Dense Graph kNN Graph LDS graph

Future Work
- Limitations: no inductive setting, medium-small
graphs (must scale up to larger datasets)
- Explore more complex generative models (stochastic
block model, graphlets, ...)


