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CKA Reveals Representation Pathology
Applying CKA to a pathologically deep network shows that 
layers in the second half of the network are very similar. This 
finding concides with the accuracy of logistic regression.

Wider Networks are More Similar
Like Morcos et al. (2018), we see that similarity between net-
works trained from different initializations increases with 
width. We find that similarity of earlier layers saturates first.

Similarity Across Datasets
Networks trained on CIFAR-10 and CIFAR-100 learn similar 
representations in early layers.

Motivation
Understanding neural networks is challenging because of the 
interaction between the learning algorithm and structured 
data. One way to build understanding is to measure similarity 
between representations.

Summary
• We suggest centered kernel alignment (CKA) as a similarity 

index for neural network representations.
• We show that CKA is able to determine the correspondence 

between the hidden layers of neural networks trained from 
different random initializations and with different widths, 
scenarios where other similarity indexes fail.

• We demonstrate the utility of CKA for discovering pathology 
and understanding relationships among networks.

Centered Kernel Alignment
Let X and Y be n ⨉ p matrices representing the activations of p 
neurons to n examples, with neuron means subtracted. Dot 
product-based similarity between inter-example similarities is 
equivalent to similarity between features:

〈 (XX ), (Y Y )〉 = (XX Y Y ) = ||Y X||2

In the general case, Gram matrices XXT and YYT are replaced 
by kernel matrices K and L. H is the centering matrix.

Normalization yields linear CKA (Cortes et al., 2012):

(XX ,Y Y ) =
||Y X||2

||X X|| ||Y Y ||

(K,L) =
(KHLH)√

(KHKH) (LHLH)

CKA vs. CCA
A major difference between CKA and similarity indexes based 
on CCA is that, whereas CCA is invariant to any linear transfor-
mation of representations, CKA is invariant only to orthogonal 
transformations and isotropic scaling.
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Both the mean squared 
CCA coefficient R2

CCA 
and linear CKA can be 
written in terms of ei-
genvectors and eigen-
values of XXT and YYT.

A Sanity Check for Similarity
Given two architecturally identical networks A and B trained 
from different initializations, a layer from net A should be most 
similar to the architecturally corresponding layer in net B.

When applied to a 10-layer CNN, 
CKA passes this sanity check, 
whereas similarity indexes based on 
CCA and linear regression do not. 
For Transformer encoders, all simi-
larity indexes yielded acceptable re-
sults, with a slight advantage for RBF 
CKA; see paper.
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Similarity Across Architectures
CKA can find correspondences between neural networks with 
different architectures. As neural networks become deeper, 
new layers are inserted in between old layers.
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