
Likelihood of each class dominated by the posterior  
which was chosen to be Gaussian 

→ likelihood and model decision change gracefully with x 

→ can derive lower bound on likelihood of true class 

→ and upper bound on likelihood of other classes 

Setting these bounds → lower bound on L2 adv. robustness
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• Intriguing susceptibility of artificial neural 
networks to minimal input perturbations [1] 

• Very different decision boundaries: large gap 
between human and machine perception 

• Abundant feedback connections present in 
the human visual cortex but not in standard 
neural networks
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Four or Nine?

What I cannot create, I do not understand.
— Richard Feynman”“

We synthesize images for all classes to 
recreate the input. Then we check which class 
was best able to recreate the input and 
classify it accordingly.

I. Optimize latent distribution p(z|x) in each digit model 
to find likelihood of sample x under each model.

II. Decide based on most likely class
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Analysis by Synthesis

Analysis by Synthesis (AbS)

We train a set of class-conditional Variational Auto-Encoders (VAEs) [2] — 
one for each class. Here, each VAE only sees images of its own class.

Generator0Encoder0 z

Preprint.

with latent variables z ∼ p(z) and parameters θ (see Appendix A.3 for the full derivation). For
class-conditional VAEs we can derive a lower bound on the log-likelihood log p(x|y) as

log pθ(x|y) ≥ Ez∼qφ(z|x,y) [log pθ(x|z, y)]−DKL [qφ(z|x, y)||p(z)] =: ℓy(x), (2)

where p(z) = N (0,1) is a simple normal prior and qφ(z|x, y) is the variational posterior with
parameters φ. The first term on the RHS is basically a reconstruction error while the second term
on the RHS is the mismatch between the variational and the true posterior. The term on the RHS is
the so-called evidence lower bound (ELBO) on the log-likelihood (Kingma & Welling, 2013). We
implement the conditional distributions pθ(x|z, y) and qφ(z|x, y) as normal distributions for which
the means are parametrized as DNNs (all details and hyperparameters are reported in Appendix A.7).

Our Analysis by Synthesis model (ABS) is illustrated in Figure 1. It combines several elements to
simultaneously achieve high accuracy and robustness against adversarial perturbations:

•Class-conditional distributions: For each class y we train a variational autoencoder VAEy on
the samples of class y to learn the class-conditional distribution p(x|y). This allows us to estimate
a lower bound ℓy(x) on the log-likelihood of sample x under each class y.

•Optimization-based inference: The variational inference qφ(z|x, y) is itself a neural network
susceptible to adversarial perturbations. We therefore only use variational inference during
training and perform “exact” inference over pθ(x|z, y) during evaluation. This “exact” inference
is implemented using gradient descent in the latent space (with fixed posterior width) to find the
optimal zy which maximizes the lower bound on the log-likelihood for each class:

ℓ∗y(x) = max
z

log pθ(x|z, y)−DKL [N (z,σq1)||N (0,1)] . (3)

Note that we replaced the expectation in equation 2 with a maximum likelihood sample to avoid
stochastic sampling and to simplify optimization. To avoid local minima we evaluate 8000 random
points in the latent space of each VAE, from which we pick the best as a starting point for a
gradient descent with 50 iterations using the Adam optimizer (Kingma & Ba, 2014).

•Classification and confidence: Finally, to perform the actual classification, we scale all ℓ∗y(x)
with a factor α, exponentiate, add an offset η and divide by the total evidence (like in a softmax),

p(y|x) =
!
eαℓ

∗
y(x) + η

"
/
#

c

!
eαℓ

∗
c(x) + η

"
. (4)

We introduced η for the following reason: even on points far outside the data domain, where
all likelihoods q(x, y) = eαℓ

∗
y(x) + η are small, the standard softmax (η = 0) can lead to sharp

posteriors p(y|x) with high confidence scores for one class. This behavior is in stark contrast
to humans, who would report a uniform distribution over classes for unrecognizable images.
To model this behavior we set η > 0: in this case the posterior p(y|x) converges to a uniform
distribution whenever the maximum q(x, y) gets small relative to η . We chose η such that the
median confidence p(y|x) is 0.9 for the predicted class on clean test samples. Furthermore, for
a better comparison with cross-entropy trained networks, the scale α is trained to minimize the
cross-entropy loss. We also tested this graded softmax in standard feedforward CNNs but did not
find any improvement with respect to unrecognizable images.

•Binarization (Binary ABS only): The pixel intensities of MNIST images are almost binary. We
exploit this by projecting the intensity b of each pixel to 0 if b < 0.5or 1if b ≥ 0.5during testing.

•Discriminative finetuning (Binary ABS only): To improve the accuracy of the Binary ABS
model we multiply ℓ∗y(x) with an additional class-dependent scalar γy. The scalars are learned
discriminatively (see A.7) and reach values in the range γy ∈ [0.96,1.06] for all classes y.

On important ingredient for the robustness of the ABS model is the Gaussian posterior in the
reconstruction term which ensures that small changes in the input (in terms of L2) can only entail
small changes to the posterior likelihood and thus to the model decision.

4 TIGHT ESTIMATES OF THE LOWER BOUND FOR ADVERSARIAL EXAMPLES

The decision of the model depends on the likelihood in each class, which for clean samples is mostly
dominated by the posterior likelihood p(x|z). Because we chose this posterior to be Gaussian, the

4

Model 0

Model 9
…

log p(x |y) ≥ 𝔼z∼qϕ(z|x,y) [log pθ(x |z, y)] − 𝒟KL [qϕ(z |x, y) | |p(z)] =: ℓy(x)

Training the AbS model

Model Hein et al. [4] Binary ABS ABS
Lower bound mean L2 Robustness 0.48 0.601 ± 0.005 0.690± 0.005

p(x |z)

Lower Bound on Adversarial Robustness

I. Optimize latent distribution p(z|x) in each digit model 
to find likelihood of sample x under each model.
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Inference using the AbS model

• AbS leads to semantically meaningful decision 
boundaries while still achieving 99% accuracy on MNIST 

• AbS has low confidence on out-of-distribution samples: 
no distal adversarial examples 

• AbS allows estimation of (relatively high) lower bounds 
on the adversarial robustness

Conclusions

Starting from random noise, the input image x is optimized 
until p(c = 1 | x) > 0.9.

CNN

CNN Madry et al. ABS

Results: Distal Adversarial ExamplesResults: Adversarial Robustness
Preprint.

CNN Binary
CNN

Nearest
Neighbor

Madry
et al.

Binary
ABS ABS

Clean 99.1% 98.5% 96.9% 98.8% 99.0% 99.0%

L2-metric (✏ = 1.5)
Transfer Attacks 1.1 / 14% 1.4 / 38% 5.4 / 90% 3.7 / 94% 2.5 / 86% 4.6 / 94%
Gaussian Noise 5.2 / 96% 3.4 / 92% 1 / 91% 5.4 / 96% 5.6 / 89% 10.9 / 98%
Boundary Attack 1.2 / 21% 3.3 / 84% 2.9 / 73% 1.4 / 37% 6.0 / 91% 2.6 / 83%
Pointwise Attack 3.4 / 91% 1.9 / 71% 3.5 / 89% 1.9 / 71% 3.1 / 87% 4.8 / 94%
FGM 1.4 / 48% 1.4 / 50% 1 / 96%
FGM w/ GE 1.4 / 42% 2.8 / 51% 3.7 / 79% 1 / 88% 1.9 / 68% 3.5 / 89%
DeepFool 1.2 / 18% 1.0 / 11% 9.0 / 91%
DeepFool w/ GE 1.3 / 30% 0.9 / 5% 1.6 / 55% 5.1 / 90% 1.4 / 41% 2.4 / 83%
L2 BIM 1.1 / 13% 1.0 / 11% 4.8 / 88%
L2 BIM w/ GE 1.1 / 37% 1 / 50% 1.7 / 62% 3.4 / 88% 1.6 / 63% 3.1 / 87%
Latent Descent Attack 2.6 / 97% 2.7 / 85%

All L2 Attacks 1.1 / 8% 0.9 / 3% 1.5 / 53% 1.4 / 35% 1.3 / 39% 2.3 / 80%

L1-metric (✏ = 0.3)
Transfer Attacks 0.08 / 0% 0.44 / 85% 0.42 / 78% 0.39 / 92% 0.49 / 88% 0.34 / 73%
FGSM 0.10 / 4% 0.43 / 77% 0.45 / 93%
FGSM w/ GE 0.10 / 21% 0.42 / 71% 0.38 / 68% 0.47 / 89% 0.49 / 85% 0.27 / 34%
L1 DeepFool 0.08 / 0% 0.38 / 74% 0.42 / 90%
L1 DeepFool w/ GE 0.09 / 0% 0.37 / 67% 0.21 / 26% 0.53 / 90% 0.46 / 78% 0.27 / 39%
BIM 0.08 / 0% 0.36 / 70% 0.36 / 90%
BIM w/ GE 0.08 / 37% 1 / 70% 0.25 / 43% 0.46 / 89% 0.49 / 86% 0.25 / 13%
MIM 0.08 / 0% 0.37 / 71% 0.34 / 90%
MIM w/ GE 0.09 / 36% 1 / 69% 0.19 / 26% 0.36 / 89% 0.46 / 85% 0.26 / 17%

All L1 Attacks 0.08 / 0% 0.34 / 64% 0.19 / 22% 0.34 / 88% 0.44 / 77% 0.23 / 8%

L0-metric (✏ = 12)
Salt&Pepper Noise 44.0 / 91% 44.0 / 88% 161.0 / 88% 13.5 / 56% 158.5 / 96% 182.5 / 95%
Pointwise Attack 10x 9.0 / 19% 11.0 / 39% 10.0 / 34% 4.0 / 0% 36.5 / 82% 22.0 / 78%

All L0 Attacks 9.0 / 19% 11.0 / 38% 10.0 / 34% 4.0 / 0% 36.0 / 82% 22.0 / 78%

Table 1: Results for different models, adversarial attacks and distance metrics. Each entry shows the
median adversarial distance across all samples (left value, black) as well as the model’s accuracy
against adversarial perturbations bounded by the thresholds ✏L2 = 1.5, ✏L1 = 0.3 and ✏L0 = 12
(right value, gray). “w/ GE” indicates attacks that use numerical gradient estimation.

• For L0, both ABS and Binary ABS are much more robust than all other models. Interestingly, the
model by Madry et al. is the least robust, even less than the baseline CNN.

In Figure 3 we show adversarial examples. For each sample we show the minimally perturbed L2

adversarial found by any attack. Adversarials for the baseline CNN and the Binary CNN are almost
imperceptible. The Nearest Neighbour model, almost by design, exposes (some) adversarials that
interpolate between two numbers. The model by Madry et al. requires perturbations that are clearly
visible but make little semantic sense to humans. Finally, adversarials generated for the ABS models
are semantically meaningful for humans and are sitting close to the perceptual boundary between the
original and the adversarial class. For a more thorough comparison see appendix Figures 5, 6 and 7.

Lower bounds on Robustness For the ABS models and the L2 metric we estimate a lower bound
of the robustness. The lower bound for the mean perturbation2 for the MNIST test set is ✏ =
0.690±0.005 for the ABS and ✏ = 0.601±0.005 for the binary ABS. We estimated the error by using
different random seeds for our optimization procedure and standard error propagation over 10 runs.

2The mean instead of the median is reported to allow for a comparison with (Hein & Andriushchenko, 2017).
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(a) (b)

Figure 5: Adversarial examples generated for AlexNet [9].(Left) is a correctly predicted sample, (center) dif-
ference between correct image, and image predicted incorrectly magnified by 10x (values shifted by 128 and
clamped), (right) adversarial example. All images in the right column are predicted to be an “ostrich, Struthio
camelus”. Average distortion based on 64 examples is 0.006508. Plase refer to http://goo.gl/huaGPb
for full resolution images. The examples are strictly randomly chosen. There is not any postselection involved.

(a) (b)

Figure 6: Adversarial examples for QuocNet [10]. A binary car classifier was trained on top of the last layer
features without fine-tuning. The randomly chosen examples on the left are recognized correctly as cars, while
the images in the middle are not recognized. The rightmost column is the magnified absolute value of the
difference between the two images.

the original training set all the time. We used weight decay, but no dropout for this network. For
comparison, a network of this size gets to 1.6% errors when regularized by weight decay alone and
can be improved to around 1.3% by using carefully applied dropout. A subtle, but essential detail
is that we only got improvements by generating adversarial examples for each layer outputs which
were used to train all the layers above. The network was trained in an alternating fashion, maintain-
ing and updating a pool of adversarial examples for each layer separately in addition to the original
training set. According to our initial observations, adversarial examples for the higher layers seemed
to be significantly more useful than those on the input or lower layers. In our future work, we plan
to compare these effects in a systematic manner.

For space considerations, we just present results for a representative subset (see Table 1) of the
MNIST experiments we performed. The results presented here are consistent with those on a larger
variety of non-convolutional models. For MNIST, we do not have results for convolutional mod-
els yet, but our first qualitative experiments with AlexNet gives us reason to believe that convolu-
tional networks may behave similarly as well. Each of our models were trained with L-BFGS until
convergence. The first three models are linear classifiers that work on the pixel level with various
weight decay parameters �. All our examples use quadratic weight decay on the connection weights:
lossdecay = �

P
w2

i /k added to the total loss, where k is the number of units in the layer. Three
of our models are simple linear (softmax) classifier without hidden units (FC10(�)). One of them,
FC10(1), is trained with extremely high � = 1 in order to test whether it is still possible to generate
adversarial examples in this extreme setting as well.Two other models are a simple sigmoidal neural
network with two hidden layers and a classifier. The last model, AE400-10, consists of a single layer
sparse autoencoder with sigmoid activations and 400 nodes with a Softmax classifier. This network
has been trained until it got very high quality first layer filters and this layer was not fine-tuned. The
last column measures the minimum average pixel level distortion necessary to reach 0% accuracy

on the training set. The distortion is measure by
qP

(x0
i�xi)2

n between the original x and distorted
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Goal: New architecture with semantically 
meaningful decision boundaries while still 
achieving high accuracy (99% on MNIST).

Code on GitHub Paper on arXiv

At inference time, we run an optimization in the latent space of each VAE to 
find the best (small L2 error and high likelihood) reconstruction of the input.

AbS has high adversarial robustness 

For some images, the adversarial examples 
are at the decision boundary of humans.

L2

L2

L∞ L0
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