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Model
• episodic loop-free MDP M = (X,A, P ):

– state space X has L non-intersecting layers X0, . . . , XL

– first and last layers are singletons, i.e., X0 = {x0} and XL = {xL}
– transitions are only possible between consecutive layers

– transition function P is unknown to the learner

• sequence of loss functions {`t}Tt=1:

– losses may be multi-dimensional `t : X × A×X → [0, 1]d

– sequence is chosen by an oblivious adversary

•performance criterion C : ([0, 1]d)L→ R≥0:

– aggregates the losses of a single episode

Learner-Environment Interaction

for t = 1 to T :

• learner chooses policy πt : A×X → [0, 1]

• learner starts in state x
(t)
0 = x0

• for k = 0 to L− 1:

– learner draws action a
(t)
k ∼ πt(·|x(t)

k )

– environment draws new state x
(t)
k+1 ∼ P (·|x(t)

k , a
(t)
k )

– learner observes state x
(t)
k+1

• loss function `t is exposed to learner

Objective

•minimize total loss with respect to the performance criterion:

L̂C1:T =

T∑
t=1

C
(
E
[
`t(U)

∣∣∣P, πt])
where `t(U) = {`t(xk, ak, xk+1)}L−1

k=0 .

• success is measured by the regret against Π(M) = the set of stationary
stochastic policies:

R̂C1:T = L̂C1:T − min
π∈Π(M)

LC1:T (π)

Examples for Convexly-measurable

Performance Criteria

• total cumulative loss: CTEL
(
{vk}L−1

k=0

)
=
∑L−1

k=0 vk

• risk sensitive: CRISKα,c

(
{vk}L−1

k=0

)
= α

(∑L−1
k=0 vk

)c
+ (1− α)

∑L−1
k=0 (vk)

c

• robust (min-max criterion): CMM
(
{vk}L−1

k=0

)
= max1≤i≤d

∑L−1
k=0 vk[i]

Occupancy Measures instead of Policies

• for any policy π define qP,π(x, a, x′) = Pr [xk = x, ak = a, xk+1 = x′|P, π]

• instead of policies πt, learner chooses occupancy measures qt

• occupancy measure qt induces policy πt and transition function Pt

πt(a|x) =
qt(x, a)

qt(x)
; Pt(x

′|x, a) =
qt(x, a, x

′)

qt(x, a)

•∆(M) = the set of occupancy measures

Problem Reformulation as Online Convex Optimization

• there is a 1-to-1 correspondence between policies in Π(M) and occupancy measures in ∆(M)

• assuming C is convexly-measurable, the problem is reformulated as an instance of online convex
optimization:

R̂C1:T = max
q∈∆(M)

T∑
t=1

fC(qt; `t)− fC(q; `t)

Convexly-measurable Performance Criterion C

there exists a convex function fC : [0, 1]|X|×|A|×|X|→ R≥0 such that for any policy π, transition function

P and loss function `: C
(
E
[
`(U)

∣∣∣P, π]) = fC(qP,π; `).

The UC-O-REPS Algorithm

Basic Idea

run Online Mirror Descent (OMD) with respect to the sequence of loss functions {`t}Tt=1 and the
benchmark set ∆(M)

Problem

We can’t make sure qt ∈ ∆(M) without knowing the transition function P

Solution

maintain confidence sets that contain ∆(M) with high probability, and pick qt from within the current
confidence set

• the algorithm proceeds in epochs of random length, and in the beginning of each epoch the confidence
set is updated. An epoch ends when the number of visits at some state-action pair is doubled.

• confidence set ∆(M, i) of epoch i contains all occupancy measures qP
′,π such that:∥∥P ′(·|x, a)− P̄i(·|x, a)

∥∥
1
≤

√
2|Xk(x)+1| ln T |X||A|

δ

max{1, Ni(x, a)}
Theorem 1.All the confidence sets contain ∆(M) with probability at least 1− δ.
• the algorithm picks occupancy measure from within the current confidence set using OMD:

q̃t+1 = arg min
q
η 〈q, zt〉 + D(q||qt)

qt+1 = arg min
q∈∆(M,i(t))

D(q||q̃t+1)

Theorem 2.The UC-O-REPS algorithm can be implemented efficiently.

Regret Analysis

• split the regret into two terms:

R̂C1:T = L̂C1:T −min
π
LC1:T (π)

=

T∑
t=1

C(E [`t(U)|P, πt])−
T∑
t=1

C(E [`t(U)|P, π])

=

(
T∑
t=1

C(E [`t(U)|P, πt])− C(E [`t(U)|Pt, πt])

)

+

(
T∑
t=1

C(E [`t(U)|Pt, πt])− C(E [`t(U)|P, π])

)
def
= R̂APP

1:T + R̂ON
1:T

• the term R̂APP
1:T is a result of the unknown transition function. It is

minimized using the confidence sets that estimate the transition function
and shrink as time progresses.

R̂APP
1:T ≤ O

(
FL|X|

√
T |A| ln T |X||A|

δ

)
• the term R̂ON

1:T is a result of choosing sub-optimal policies. It is minimized
using the OMD method for online convex optimization.

R̂ON
1:T ≤ O

(
FL

√
T ln
|X||A|
L

)
• these two bounds give the following high confidence regret bound:

Theorem 3.UC-O-REPS Regret Bound

Let M be an episodic loop-free adversarial MDP, and let C be a convexly-
measurable performance criterion such that fC is F -Lipschitz. Then, with

probability at least 1 − δ, UC-O-REPS with η =

√
ln |X|

2|A|
L2

F 2T achieves the

following regret,

R̂C1:T ≤ O

(
FL|X|

√
T |A| ln T |X||A|

δ

)
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P̄i = empirical distribu-
tion until epoch i

Ni(x, a) = num-

ber of visits to

pair (x, a) until

epoch i

zt ∈ ∂fC(qt; `t)

and D(·‖·) is

KL-divergence

F = Lipschitz

constant of fC


